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Abstract

Multiple-choice questions (MCQs) are a stan-
dard format for evaluating large language mod-
els (LLMs), yet the popularity of answer op-
tions can confound evaluation. Modern LLMs
systematically prefer popular but incorrect op-
tions over less popular correct ones, a vulner-
ability we call popularity bias. This pattern
aligns with confidence miscalibration: model
confidence remains high even as accuracy col-
lapses for popular options. To systemati-
cally isolate this phenomenon, we introduce
PopMCQ, a benchmark with six controlled
strategies that vary option popularity while
keeping the correct answer fixed. In our most
adversarial setting, where all distractors are
more popular than the correct option, mod-
els choose popular but wrong answers 66% of
the time. To mitigate this bias, we propose
PopDebias, a lightweight inference-time cor-
rection that estimates and removes a popular-
ity prior from model predictions. It requires
no fine-tuning, is label-free at test time (using
only a small calibration split for parameter fit-
ting), and adds negligible computational cost.
Experiments on 22 open-source LLMs (0.5B
to 32B parameters) show consistent improve-
ments, with accuracy gains up to 54.1 percent-
age points under strong popularity pressure!.

1 Introduction

Large language models (LLMs) recall facts about
popular entities more accurately than lesser-known
ones (Kandpal et al., 2023; Mallen et al., 2023),
where popularity refers to an entity’s external fa-
miliarity as measured by normalized Wikipedia
page views (a model-agnostic proxy; see §3.2). But
what happens when popularity and truth disagree?
In multiple-choice settings, where plausible wrong
answers compete with the correct one, this learned

!The code and data are available https://github.com/
DataScienceUIBK/PopMCQ

Question: Who is the grandmother of Philippe, Duke of Orléans?

Options (Wikipedia popularity in parentheses):

A. Marie de’ Medici (0.356) I 5%

B. Renée of France (0.036) Ha

C. Marguerite of Valois (1.0) I i)
D. Anne de Montafié¢ (1.0) GG 55

Answer: A
Model picks: C (p=0.276)

Figure 1: A MuSiQue question where DeepSeek-V2-
Lite picks the most popular wrong option (Marguerite
of Valois, popularity = 1.00) over the correct but less-
famous answer (Marie de’ Medici, popularity =0.356).

tendency becomes a problem: models select well-
known but incorrect options over less-known cor-
rect answers, a behavior we call popularity bias.
Figure 1 illustrates this: on a multi-hop question,
DeepSeek-V2-Lite selects Marguerite of Valois
(popularity=1.00; probability=0.276) over the cor-
rect option, Marie de’ Medici (popularity=0.356).

This is systematic: Table 1 shows that chang-
ing distractor popularity while keeping questions
fixed causes large accuracy swings and strong neg-
ative correctness—popularity correlations. Since
entity/factual-answer MCQ formats underpin ma-
jor benchmarks (MMLU (Hendrycks et al., 2020),
AGIEval (Zhong et al., 2024), C-Eval (Huang et al.,
2023)) and high-stakes applications (Wei et al.,
2022), this bias directly threatens evaluation relia-
bility. Entity frequency correlates with LLM recall
accuracy (Kandpal et al., 2023; Abdallah et al.,
2024; Mallen et al., 2023), and dataset imbalance
is a known issue in ML (Buda et al., 2018). We
study a distinct consequence: when popular-but-
incorrect entities appear as MCQ distractors, famil-
iarity actively competes with correctness. Unlike
retraining-based approaches (Chawla et al., 2002;
He and Garcia, 2009), we diagnose and correct this
confound at inference time, using controlled strate-
gies (S1-S6; §2.2) that isolate popularity while
holding questions fixed.
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To make controlled claims, we build PopMCQ,
a benchmark that varies option popularity while
keeping questions and correct answers fixed (§2),
with six strategies ranging from maximum popular-
ity pressure to a reverse control. This setup lets us
answer three key questions:

* RQ1: Do LLMs use entity popularity as a
shortcut for correctness in MCQ settings?

* RQ2: What mechanisms underlie popularity
bias?

* RQ3: Can we mitigate it without retraining?

The last question is important because many mod-
els are closed-source or deployed, and popularity
is sometimes helpful (S5), making naive penalties
harmful.

Our experiments on 22 LLMs across four
datasets (§3) show popularity bias is widespread
and predictable: under adversarial conditions, p =
—0.89 between correctness and selected-option
popularity, strongly associated with confidence mis-
calibration. We also propose PopDebias (§4), an
inference-time method requiring no fine-tuning that
treats popularity as a separable prior and removes
it. PopDebias improves all 22 models across all
4 datasets, with accuracy gains up to 54.1 pp and
consistent reductions in high-popularity selection.

Summary of Contributions:

1. We introduce PopMCAQ, the first benchmark
designed to systematically measure popularity
bias through controlled interventions in MCQ
settings, with six controlled strategies across
four QA datasets.

2. We provide large-scale evidence (22 models
x 4 datasets x 6 strategies) that LLMs consis-
tently favor popular distractors, and an open-
recall diagnostic confirming this is a decision-
time phenomenon distinct from lack of knowl-
edge.

3. We find that popularity bias is strongly as-
sociated with confidence miscalibration: the
confidence—accuracy gap grows sharply with
selected-option popularity.

4. We propose PopDebias, a training-free
method (label-free at test time) that works
across all tested settings with very little extra
computation.

Table 1: Option-popularity shifts on MuSiQue
(DeepSeek-V2-Lite). S1-S4 induce strong correctness—
popularity correlations; S5 reverses the effect. S6’s
negative p is structural (Pop = 0 for correct); read S6
via accuracy and HPSR. Values show metric and A vs.
S1.

S1 S2 S3 S4 SS Sé

MUSlQue Base Trap Grad Direct Reverse None
312 31.1 339 273 30.9 68.6

Acc (%) (0.0) (-0.1) (+2.6) (-3.9) (-0.3) (+37.4)
Corr (p) -0.23  -0.89 -0.66 -0.49 0.19  -0.95
orr (p 0.00)  (-0.66) (-042)  (-026) (+0.42)  (-0.72)
49.9 66.0 51.4 55.7 50.9 22.2

HPSR (%) (0.0) (+16.1) (+1.5) (+5.8) (+1.0) (-27.7)

2 Dataset and Strategy Construction

We construct PopMCQ, a benchmark that manipu-
lates option popularity as an independent variable
while keeping questions and correct answers fixed.
Figure 2 shows the pipeline.

2.1 Source data, candidates, and filtering

Existing benchmarks (Talmor et al., 2019;
Hendrycks et al., 2020) leave distractor popular-
ity uncontrolled. We build PopMCQ from four
QA datasets: MuSiQue (Trivedi et al., 2022), Nat-
ural Questions (Kwiatkowski et al., 2019), En-
tityQuestions (Sciavolino et al., 2021), and We-
bQuestions (Berant et al., 2013), retaining ques-
tions where the gold answer is present, at least four
candidates are available, and core strategies (S1, S2,
S6) are satisfiable (Appendix B.1). Table 2 summa-
rizes correct-answer popularity distributions: Enti-
tyQuestions and MuSiQue are long-tailed (median
0.087/0.102; >49% below 0.1), while NQ and We-
bQuestions shift higher (median 0.170/0.160; >0.7
~ 10%). Since correct answers are predominantly
low-popularity, preference for popular options di-
rectly harms accuracy—amplified by S2-S5.

For each question, we generate 20 candidate
incorrect answers using GPT-4o0 (Appendix B.2),
spanning high (6-8), medium (6-8), and low popu-
larity (4-6) tiers, each with a plausibility score (0—
100) and justification. The LLM only generates this
candidate pool—strategy selection (S1-S6) is en-
tirely deterministic based on Wikipedia popularity
scores, not LLM judgment, ensuring manipulation
is independent of both the candidate-generating
and evaluated LLMs. We verify that popularity
and plausibility are largely orthogonal (Spearman
p < 0.24; Appendix D.2), ruling out plausibility as
a confound.
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Candidate Generation PopMCQ: Evaluation + Metrics &
e i & Scoring 6 Strategy Variants PopDebias Analysis
22 LLMs
— 20 candidates Sl_ S2 S3 (0.5B-32B) @
per question i Baseline || Pop Trap||Gradient 0O-shot evaluation Accuracy
GPT-4o — plausibility scores | —> — g
s4 S5 S6 PP | Correlation (o)
Entit Web o ; Direct || Reverse | None PopDebias HPSR
e = L \) - EEL 2 Inference-time
4 QA Datasets «.+" Pop Score [0,1] Same Q + correct answer; popularity prior PopGap
- only distractor popularity varies removal

Figure 2: Overview of the PopMCQ construction and evaluation pipeline. We sample questions from four source
datasets, generate 20 candidate answers per question using GPT-4o (targeting different popularity levels), score each
candidate using Wikipedia page views, and assemble six strategy variants (S1-S6) that differ in distractor popularity.
Models are evaluated on all strategies, and PopDebias is applied as a label-free, inference-time correction.

Table 2: Correct-answer popularity statistics across
datasets. Med. = median; IQR = interquartile range;
%<0.1 and %>0.7 = fraction in low- and high-popularity
tails.

Dataset N Med. Mean IQR Skew %<0.1 %>0.7

EntityQuestions 9584 0.087 0.201 0.279 147 529 6.8
NQ 1050 0.170 0.281 0.449 091  37.7 10.0
MuSiQue 874 0.102 0.204 0.258 1.36 498 42
WebQuestions 702 0.160 0.265 0.388 1.05 38.6 10.3

2.2 Strategy generation

Each base question yields six MCQ variants that
differ only in distractor popularity. All MCQs have
four options (one correct, three distractors) with
positions randomized over {A,B,C,D}. Let C(q)
be the candidate pool and pop(a*) the correct an-
swer’s popularity. The six strategies are:

S1 (Baseline): 3 random distractors, no popular-
ity constraints.

S2 (Popular Trap): top-3 most popular candi-
dates with pop > pop(a*), maximizing popularity
pressure.

S3 (Gradient): 3 distractors with strictly de-
creasing pop, all above pop(a*).

S4 (Direct Contest): 1 highest-pop candidate +
2 medium-pop distractors.

S5 (Reverse Control): 3 distractors with pop <
pop(a*), so the correct answer is most popular.

S6 (None of the Above): correct option is
“None of the above” (pop = 0) while distractors
are 1x highest-pop + 2x lowest-pop candidates,
stress-testing abstention under popularity pressure.

Items where S1, S2, or S6 cannot be constructed
are removed. Full strategy descriptions, design
rationale, and a detailed comparison of S2 vs. S3
are in Appendix C.

3 Investigation on Popularity Bias

3.1 Experimental Setup

We evaluate 22 decoder-only LLMs (0.5B-32B):
Llama-2/3/3.1/3.2 (Grattafiori et al., 2024; Tou-
vron et al., 2023), Qwen2.5 (Yang et al., 2025),
Gemma-2/3 (Team et al., 2024b,a), Falcon-7B (Al-
mazrouei et al., 2023), Mistral-7B (Jiang et al.,
2023), Phi-1.5/2/4 (Abdin et al., 2024) (Phi-3.5
was outside our sweep; the Phi family spans 1.3B-
14B), DeepSeek-V2-Lite, and Zephyr-7B (Tunstall
et al., 2023), using 0-shot max-probability selec-
tion over A/B/C/D tokens following standard MCQ
protocols (Hendrycks et al., 2020; Clark et al.,
2018; Zheng et al., 2024). Since all strategies share
the same scoring, cross-strategy differences (e.g.,
p = —0.89 under S2 vs. +0.19 under S5) cannot
be attributed to measurement artifacts. Scoring ro-
bustness is verified in Appendix G.1; evaluation
details in Appendix B.3.

3.2 Measuring Popularity Bias

We define popularity bias as a model’s tendency
to select popular options over less-popular cor-
rect ones. Each option o has a popularity score
Pop(o) € [0,1] from Wikipedia (§D), validated
against model-internal familiarity signals (mean
Spearman p = (.70 across all 22 models; Ap-
pendix D.3). We use three main metrics: Correla-
tion (p): Spearman correlation between correctness
and selected-option popularity. Negative p means
selecting popular options is associated with being
wrong. High-Popularity Selection Rate (HPSR):
Fraction of times the model picks an option in the
top half of the popularity ranking. HPSR > 50%
indicates a pull toward popular options. Popularity
Gap (PoPGAP): The average difference between
the popularity of the selected option and the correct
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Figure 3: Popularity bias (Spearman p between correctness and selected-option popularity) across strategies and
datasets. Negative values (red) indicate bias; positive values (green) indicate alignment. The dashed line at
p = —0.5 is a conventional moderate-to-strong correlation reference used only as a visual guide; it is not a learned
or data-dependent threshold. S2 (Popular Trap) shows strongest bias, while S5 (Reverse Control) flips positive. Full

results in Appendix M.

option: POPGAP = E[Pop(6) —Pop(o*)], where 6
is the model’s selected option and o* is the correct
option. Positive values indicate the model system-
atically selects options more popular than the truth.
Accuracy (Acc): Proportion of correct predictions.
We also measure Confidence (average probability
for chosen option) and Overconfidence by Pop-
ularity Bucket to test whether familiarity drives
miscalibration (Fig. 4). Full metric definitions are
in Appendix E.

3.3 Key Observations

Figure 3 shows results for two representative mod-
els across all datasets and strategies. The pattern
is consistent: under popularity pressure (S2—-S4),
correlations are strongly negative; under reverse
control (S5), they flip positive. Table 3 reports
MuSiQue accuracies for four models; full results
in Appendix M.

Systematic negative correlations under popular-
ity pressure. For MuSiQue, averaged over all 22
models, dataset-level mean p values are —(.234
(S1), —0.864 (S2), —0.704 (S3), —0.520 (S4),
+0.202 (S5), —0.449 (S6). S6’s negative p is ex-
pected by construction (Pop = 0 for “None of the
above”); we interpret S6 via accuracy and HPSR.
Under S2/S3, Llama-3-8B and Qwen2.5-7B show

Table 3: Accuracy (%) on PopMCQ instances con-
structed from MuSiQue questions, with distractors
generated by GPT-40 and assembled into six popularity-
controlled strategy variants (S1-S6), for representative
models.

Strategy ‘ Llama-3-8B Qwen2.5-7B DeepSeek-V2-Lite Gemma-2-9b
S1: Baseline 449 41.0 31.2 29.3
S2: Pop Trap 455 42.0 31.1 33.6
$3: Gradient 43.1 40.8 33.9 32.0
S4: Direct 40.3 34.8 27.3 26.1
S5: Reverse 449 41.8 30.9 31.0
S6: None 232 32 68.6 6.5

modest accuracy changes (44.9—45.5/43.1 and
41.0—42.0/40.8), while Gemma-2-9b improves
(29.3—33.6/32.0)—accuracy can rise under S2 be-
cause globally famous but question-agnostic dis-
tractors may be easier to eliminate than locally
plausible ones sampled in S1 (Appendix C.3)—but
collapses on S6 (6.5%). DeepSeek-V2-Lite dramat-
ically improves under S6 (68.6%). HPSR comple-
ments p by measuring raw selection frequency: in
S1 it is near chance (=50%); in S2 it rises to 66.0%
on MuSiQue; in S5 it returns to baseline.

Reverse control confirms the effect. S5 reli-
ably yields positive correlations (MuSiQue mean
+0.202) with slight accuracy gains (Llama-3.1-8B:
42.8%—43.2%; Qwen2.5-7B: 41.0%—41.8%) and
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Figure 4: Confidence vs. accuracy by popularity. Pop-
ularity buckets: Low < 0.3, Medium (0.3,0.7], High
> 0.7.

small POPGAP (40.026). Cross-dataset differ-
ences reflect underlying popularity distributions
(Table 2): EntityQuestions and MuSiQue (median
< 0.11) show greater susceptibility, while NQ and
WebQuestions (IQR > 0.38, >0.7 =~ 10%) exhibit
attenuated effects.

Popularity bias reflects decision-time attraction,
not just lack of knowledge. The controlled de-
sign (same question and gold answer across S1-S5)
already shows that distractor popularity, not ques-
tion difficulty, drives the effect. To further separate
popularity-driven errors from knowledge gaps, we
conduct an open-recall diagnostic: each model
first answers without any MCQ options (free-form
generation), and we verify correctness via normal-
ized exact/alias matching. We then evaluate S2
only on items the same model answered correctly in
open recall—a conservative “known-answer” sub-
set. Table 4 reports results on MuSiQue for five
representative models. Even on this known-answer
subset, S2 accuracy drops sharply and 99.8% of S2
errors select a more-popular distractor than the cor-
rect answer. Additionally, about 29% of all S2 er-
rors across 22 models occur on items that the same
model answers correctly under S5 (reverse control),
directly confirming that a substantial fraction of S2
failures cannot be explained by lack of knowledge
(full per-dataset breakdown in Appendix H.2).

S6 exposes a failure to abstain under uncertainty.
Under S6, models rarely choose “None of the
Above” even when it is correct, preferring popular
named entities. For Qwen2.5-7B on MuSiQue, S6
accuracy is only 3.2% while high-pop selection rate
jumps to 67.5% and POPGAP inflates to +0.476.
Alignment simultaneously degrades (confidence:

Table 4: Open-recall diagnostic on MuSiQue (S2).
Models first answer without options; S2 is then evalu-
ated only on items answered correctly in open recall.
“W—MP” = fraction of S2 errors selecting a more-
popular option than the truth.

Model Open Acc Known N S2 Acc W—MP
Llama-3-8B 38.5% 336 61.0% 99.6%
Qwen2.5-7B 35.8% 313 56.5%  99.8%
Gemma-2-9B 26.2% 229 33.5% 100.0%
Phi-4 45.0% 393 65.0% 99.5%
DeepSeek-V2-Lite 29.5% 258 42.0% 100.0%
Pooled 349% 1,529  52.0% 99.8%

[Overall S6 Accuracy: 12.8%]

60% 1 55%

N
L I
= =

Selection Rate
]
N

20%

10%

0% -
"None of the
Above" (Correct)

Other
Options

Most Popular
Entity

Figure 5: S6 uncertainty handling. Bars show selec-
tion rates; the inset reports overall accuracy. Models
overwhelmingly prefer popular named entities over the
correct “None of the Above” option.

0.53, alignment: 0.47), revealing confident-but-
wrong behavior when uncertainty should be ac-
knowledged.

3.4 What Contributes to Popularity Bias?

Confidence miscalibration linked to entity pop-
ularity. Confidence remains high and poorly dis-
criminative for high-popularity selections, while
accuracy drops sharply. As shown in Figure 4,
where results are aggregated across models, con-
fidence is approximately 0.54-0.59 across Low,
Medium, and High popularity buckets, while accu-
racy collapses from 0.45 (Low) to 0.03 (High). The
resulting confidence—accuracy gap therefore grows
sharply from Low to High popularity, quantifying
a strong familiarity—certainty association that per-
sists despite decreasing accuracy (full bucket-level
data in Appendix I).

Inadequate uncertainty handling. When uncer-
tainty is required (S6: None of the Above), models
overwhelmingly choose named entities instead. As
shown in Figure 5, the correct option is selected
only 11% of the time, while the most popular entity
is chosen 34 % of the time (3.1 x as often), showing
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that preference for popular names overwhelms ap-
propriate uncertainty expression. This failure is not
limited to S6: across all strategies and all model
families, the pull toward popular entities is consis-
tent, with S2 correlations ranging from —0.76 to
—0.95 across families (see Appendix G.5).

3.5 Does Popularity Bias Diminish at Scale?

Scaling within families. Within the Qwen2.5
family (0.5B-32B, 64 x range), accuracy improves
with scale but bias does not diminish: p €
[—0.82, —0.89] and HPSR > 55% across all sizes
(Figure 13; Appendix G.4). The Llama family
shows the same pattern: Llama-2-7B, Llama-3-8B,
and Llama-3.1-8B all yield p = —0.87 under S2 de-
spite architectural improvements. RLHF does not
help either: Zephyr-7B (RLHF-tuned from Mistral-
7B) shows p = —0.87, identical to Mistral-7B’s
p = —0.87. We also evaluate frontier (GPT-4o,
Claude-4.5-Sonnet, Gemini-2.5-Pro) and reasoning
models (o1-mini, QwQ-32B) via API: all show per-
sistent bias under S2 (p = —0.41 to —0.65), with
reasoning models most attenuated but not elimi-
nated (Table 5)

Frontier and reasoning models. We evalu-
ate GPT-40 (Hurst et al., 2024), Claude-4.5-
Sonnet (Anthropic, 2025), Gemini-2.5-Pro (Co-
manici et al., 2025), ol-mini, and QwQ-32B on
MuSiQue (S1, S2, S5; N = 874).2 Table 5 reports
results. Frontier models achieve higher S1 accu-
racy (62.8-70.1%) but still show negative p under
S2 (—0.52 to —0.65) with elevated HPSR (47.3—
52.1%). Reasoning models show the most attenua-
tion: ol-mini achieves |p| = 0.41 with the small-
est accuracy drop (70.1% — 64.5%, —5.6 pp).
However, even ol-mini exhibits clearly negative
p = —0.41, confirming that reasoning capabilities
reduce but do not eliminate popularity bias. Note
that PopDebias requires token-level probabilities
unavailable from most closed-source APIs; the bias
measurement (accuracy, HPSR, p) is fully applica-
ble from final-answer choices alone.

4 Debiasing Method

4.1 Problem Setup

We consider an MCQ instance with options
01,...,0x (K € {4}). A base model outputs a

2For API models without token probabilities, we use ver-
batim letter responses; p is computed from binary correctness
and selected-option popularity.

Table 5: Frontier and reasoning model evaluation on
MuSiQue. Even state-of-the-art models exhibit pop-
ularity bias under S2, though at reduced magnitude.
Reasoning models show the most attenuation.

| S1(Baseline) | S2(Pop.Trap) |

HPSR | Ace  p

S5 (Reverse)

Model [Acc p HPSR [Acc p HPSR

GPT-40 684 -0.17 41.8 |63.2 -0.52 473 |70.1 +0.21 552
Claude-4.5-Son. | 65.1 -0.19 432 |58.7 -0.61 505 |67.3 +0.20 54.8
Gemini-2.5-Pro | 62.8 -0.21 44.1 |554 -0.65 52.1 |64.6 +0.18 53.6

ol-mini 70.1 -0.16 402 |64.5 -0.41 448 |71.8 +0.25 56.1
QwQ-32B 66.8 -0.18 425 [60.3 -0.55 49.1 |68.5 +0.19 542

probability vector p = (p1, ..., px) and each op-
tion is annotated with a scalar popularity score
Pop(o;) € [0, 1] (Section 3.2). Our objective is to
transform p into a debiased distribution p that re-
duces the tendency to over-select common entities
while retaining signal that aligns popularity and
truth (S5).

Notation. We write rank,op(0;) for the within-
item popularity rank (1 =most popular), Pop and
Var(Pop) for the mean and variance of per-item
popularities, respectively. Throughout the paper,
¢ denotes a small constant for numerical stability,
and softmax performs elementwise exponentiation
and normalization.

4.2 Popularity as a Prior

Following the decomposition view used for selec-
tion biases in MCQs (e.g., position/token bias)
(Zheng et al., 2024), we treat popularity as a prob-
ability prior that skews the observed distribution:

pi X i : bi
popularity prior, 1 in Pop popularity-free belief (1)
i

Our method estimates 7 from observable patterns
in the current item, divides it out, then tempers
confidence to prevent overcorrection. Unlike per-
mutation averaging, it operates in a single pass over
options.

4.3 PopDebias (Popularity-Prior)
We estimate a nonnegative bias strength b from

features that are available at inference time:

£ = [Var(Pop), maxPop(;), Pop(0r),
’ (2)

rankpop(0;), max p; ],

where 7 = arg max; p; is the model’s top predic-
tion. Intuitively, bias should rise when the model
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Figure 6: PopDebias accuracy gains per model, averaged across four datasets. Top: Under S2 (Popular Trap),
PopDebias delivers +16 to +50 pp gains across the eight models shown (mean +27.6 pp). Bottom: S5 (Reverse
Control), gains are minimal (+1 to +4 pp), confirming that PopDebias adaptively corrects only when popularity

conflicts with truth.

is very confident on a very common option and
the popularity distribution has low variance (i.e.,
distractors cluster in popularity).

Bias estimation. On a small calibration split, we
fit a lightweight regressor fy to predict the true
popularity gap between the model’s choice and the
correct answer:

0 <« argm@in Z er(f(an))

(q’z)EDcal

— (Pop(0:) — Pop(0")) ||

3

At test time (no labels), we set b = fy(f). If a re-
gressor is not available, we use a bounded heuristic
scaled by a calibration constant b:

Pop(0;) + maxp; + 1
i7" Var(Pop) +¢’
b < bclip(b; 0,00).

“4)

Pop + ¢

Constructing the popularity prior and debiasing.
Given b, we build a within-item prior that increases
with popularity and apply a single-pass reweighting

with adaptive confidence tempering:

Pop(0;)
max; Pop(o;) + ¢

wi=1-b- .G
i :piwi/ijj wj,
v = clip(l —Bbcy, 0, 1),
i.e., we first reweight and renormalize (g), then
temper toward uniform, so p is already a distribu-
tion. Here w; implements 7, ! up to a bounded

linearization that avoids extreme division in small-
option regimes. The tempering coefficient v de-

2 pends on (i) the estimated bias b, (ii) model confi-

dence c=max; p;, and (iii) a popularity pressure
factor ¢ defined from the entropy of the normalized
popularity profile r; o< Pop(o;):

H K
W = _10;2’ H(T):—;rilog(ri+5).

(0)
1) increases when one or two options dominate in
popularity (low entropy), indicating a sharper “pop-
ular trap.” The scalar 8 > 0 controls the overall
tempering strength (we use 5 = 1 throughout; re-
sults are insensitive to this choice). When b is small
or the popularity profile is flat, y~ 1 and p~p.
We fit fy and b (Eq. 4) on a small calibration
split (default 10%; dozens—hundreds of samples
suffice), and fix 8 = 1 (Eq. 5). At test time, infer-
ence is label-free—no gold answers are used—and
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Figure 7: Prompting technique comparison on S2
(Popular Trap). Each column shows one model. Top
row: Accuracy (higher is better). Bottom row: Bias
strength measured by correlation magnitude |p| (lower
is better, shown inverted).

requires a single forward pass with O(K) per-item
overhead, unlike permutation-averaging (Zheng
et al., 2024) which needs K! passes. We clip
w; € [0,1], v € [0,1], and use ¢ = 10~'2. Full
pseudocode is given in Algorithm 1 (Appendix F);
step-by-step example is shown in Appendix F.2.

5 Main Results
5.1 Debiasing Results

Figure 6 summarizes PopDebias performance on
the two most informative strategies, averaged
across four datasets. Under S2 (Popular Trap),
PopDebias delivers dramatic accuracy gains for ev-
ery model (mean +27.6 pp over the eight models
shown), with Falcon-7B improving from 26.5% to
76.2% and Phi-2 from 53.3% to 81.4%. Under S5
(Reverse Control), gains are minimal (+2.2 pp),
confirming that PopDebias adaptively corrects only
when popularity conflicts with truth. Gains under
S1, S3, S4, and S6 are consistent (2-40 pp); aggre-
gate strategy-level results are in Appendix J and
full per-model results in Appendix M and K.

5.2 Confidence Calibration Analysis

Beyond improving accuracy, PopDebias signifi-
cantly enhances model calibration as measured
by Expected Calibration Error (ECE) (Guo et al.,
2017). Figure 8 shows reliability diagrams for
S2 (Popular Trap) on EntityQuestions, where be-
fore debiasing, both Llama-3-8B and Gemma-2-9b
exhibit severe overconfidence with large gaps be-
tween confidence and accuracy. PopDebias dramat-

Entity Questions * S2 « Llama-3-8B

Before After

ECE = 0.064

" |[ECE=0.194

Accuracy

10 00 0.2 0.4 0.6 0.8 1.0
Confidence

liO 0.2 0.4 0.6 0.8
Confidence

B Accuracy Gap (Conf - Acc)
(a) Llama-3-8B: ECE 0.194 — 0.064 (-67%)
Entity Questions ¢ S2 « Gemma-2-9b

Before After

ECE = 0.178

ECE = 0.447

Accuracy

1o 00 0.4 0.6
Confidence

¥ 0.6 0.8
Confidence

m Accuracy Gap (Conf - Acc)

(b) Gemma-2-9b: ECE 0.447 — 0.178 (-60%)

Figure 8: Calibration on S2 (Popular Trap). Reli-
ability diagrams before (left) and after (right) PopDe-
bias on EntityQuestions. Hatched regions indicate the
confidence-accuracy gap; PopDebias reduces overconfi-
dence. See Appendix L.

ically reduces this miscalibration, achieving 67%
ECE reduction for Llama-3-8B (0.194 — 0.064)
and 60% for Gemma-2-9b (0.447 — 0.178). See
Appendix L for other strategies.

5.3 Prompting Strategy Investigation

We investigate whether standard prompting tech-
niques can mitigate popularity bias. Figure 7 com-
pares Standard, Chain-of-thought (CoT), and Bias
Warning prompts against PopDebias on S2 (Pop-
ular Trap) using MuSiQue. Prompting techniques
provide minimal improvement: CoT and bias warn-
ings achieve only 0—4 pp accuracy gains with cor-
relation remaining at p ~ —0.85 to —0.88. In
contrast, PopDebias delivers 21-34 pp accuracy
improvements and reduces p to —0.65 to —0.75,
demonstrating that explicit popularity modeling is
essential. Few-shot prompting (5/10 exemplars)
similarly fails to resolve the bias, improving ac-
curacy by only 1-2 pp while actually increas-
ing HPSR (Table 12, Appendix G.2). See Ap-
pendix G.3 for complete results.

5.4 Debiasing Method Comparison

We compare PopDebias against PrideDe-
bias (Zheng et al., 2024), a permutation-based
debiasing method that randomizes answer option
positions. Table 6 shows results on S2 (Popular
Trap) with standard prompting across four models.
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Table 6: Debiasing comparison on S2 (MuSiQue).
PopDebias vs. PrideDebias (position-based). We report
Accuracy and HPSR as Baseline — After (A).

| +PopDebias | +PrideDebias
Model | Acc HPSR | Acc HPSR

Llama-3-8B |45.5(+21.5) 51.7(-22.3)| 45.5(-0.2) 51.7(+0.3)
Qwen2.5-7B |42.0(+34.1) 55.0(-35.1)| 42.0(-1.5) 55.0(+1.1)
Gemma-2-9B | 33.6 (+20.7) 62.6(-21.2) | 33.6(+0.9) 62.6(-1.1)
Phi-4 52.6(+21.4) 44.6(-21.4)|52.6(+0.3) 44.6(-0.9)

PopDebias strongly outperforms PrideDebias on
all models and metrics. PrideDebias achieves
almost no improvement (0.2-2.0 pp accuracy gain,
virtually no HPSR reduction), while PopDebias
delivers 21.5-34.1 pp accuracy gains and reduces
HPSR by 22-35 pp. This difference is expected
because PrideDebias targets position bias (e.g.,
preference for option A), whereas PopDebias
explicitly models entity popularity. Since the bias
examined here arises from option content rather
than position, a content-aware correction is better
suited to this setting. Full interaction analysis
between prompting strategies and debiasing
methods is in Appendix G.3.

6 Conclusion

LLMs systematically favor popular but incorrect
MCQ options—a vulnerability we term popular-
ity bias. PopMCQ (six strategies, 22 models,
four datasets) shows p = —0.89 under S2 with
66% popular-but-wrong selections; S5 flips p pos-
itive, isolating popularity as the driver. 99.8% of
S2 errors on known-answer items pick a more-
popular distractor—a decision-time effect associ-
ated with confidence miscalibration and entity fa-
miliarity. PopDebias, a lightweight inference-time
correction, lifts all 22 models (up to +54.1 pp ac-
curacy, —67% ECE), outperforming permutation-
based methods.

Limitations

Our study has several limitations. First, our in-
vestigation focuses on the MCQ evaluation for-
mat; while MCQs are used in major benchmarks
(MMLU, ARC, AGIEval, C-Eval) and high-stakes
applications, extending the analysis to open-ended
generation and free-form QA is an important di-
rection for future work. Second, our experiments
focus on open-source models where we can ac-
cess output probabilities; closed-source APIs that
only return text outputs would require adaptation.

Third, PopDebias requires a small calibration split
(10%) to fit the bias estimator, which may not al-
ways be available in zero-resource settings. Fourth,
we evaluate on English datasets only; popular-
ity bias patterns may differ across languages and
cultures. Fifth, our popularity proxy relies on
Wikipedia page views, which may not fully cap-
ture all familiarity signals that LLMs encode inter-
nally. Entities that are prominent in non-English
text, domain-specific corpora, or synthetic training
data may have low Wikipedia page views but high
LLM familiarity. Validating alternative popularity
proxies—such as training-corpus term frequency,
embedding-space centrality, or model-internal con-
fidence priors—is an important direction for future
work. Finally, while PopDebias improves accu-
racy substantially, it does not fully eliminate the
bias (correlation remains negative under adversar-
ial conditions), suggesting room for future work
on stronger debiasing methods. Future work may
extend these ideas to multilingual settings, closed-
source models, and combination with training-time
debiasing approaches (Appendix G.6).

Acknowledgments

The authors would like to acknowledge the finan-
cial support provided by the Austrian Research
Agency (FFG) for the project “Al Enabled Sus-
tainability Jurisdiction Demonstrator” (project No.
915229). The computational results presented in
this work have been achieved using the MUSICA
cluster, part of the Austrian Scientific Computing
(ASC) infrastructure.

References

Abdelrahman Abdallah, Mahmoud Kasem, Mahmoud
Abdalla, Mohamed Mahmoud, Mohamed Elkasaby,
Yasser Elbendary, and Adam Jatowt. 2024. Arabi-
caqa: A comprehensive dataset for arabic question
answering. In Proceedings of the 47th International
ACM SIGIR Conference on Research and Develop-
ment in Information Retrieval, pages 2049-2059.

Marah Abdin, Jyoti Aneja, Harkirat Behl, Sébastien
Bubeck, Ronen Eldan, Suriya Gunasekar, Michael
Harrison, Russell J] Hewett, Mojan Javaheripi, Piero
Kauffmann, and 1 others. 2024. Phi-4 technical re-
port. arXiv preprint arXiv:2412.08905.

Ebtesam Almazrouei, Hamza Alobeidli, Abdulaziz Al-
shamsi, Alessandro Cappelli, Ruxandra Cojocaru,
Meérouane Debbah, Etienne Goffinet, Daniel Hess-
low, Julien Launay, Quentin Malartic, and 1 others.
2023. The falcon series of open language models.
arXiv preprint arXiv:2311.16867.

10091



Anthropic. 2025. Claude sonnet 4.5 system card.

Jonathan Berant, Andrew Chou, Roy Frostig, and Percy
Liang. 2013. Semantic parsing on freebase from
question-answer pairs. In Proceedings of the 2013
conference on empirical methods in natural language
processing, pages 1533—-1544.

Mateusz Buda, Atsuto Maki, and Maciej A Mazurowski.
2018. A systematic study of the class imbalance
problem in convolutional neural networks. Neural
networks, 106:249-259.

Nitesh V Chawla, Kevin W Bowyer, Lawrence O Hall,
and W Philip Kegelmeyer. 2002. Smote: synthetic
minority over-sampling technique. Journal of artifi-
cial intelligence research, 16:321-357.

Peter Clark, Isaac Cowhey, Oren Etzioni, Tushar Khot,
Ashish Sabharwal, Carissa Schoenick, and Oyvind
Tafjord. 2018. Think you have solved question an-
swering? try arc, the ai2 reasoning challenge. arXiv
preprint arXiv:1803.05457.

Gheorghe Comanici, Eric Bieber, Mike Schaekermann,
Ice Pasupat, Noveen Sachdeva, Inderjit Dhillon, Mar-
cel Blistein, Ori Ram, Dan Zhang, Evan Rosen, and
1 others. 2025. Gemini 2.5: Pushing the frontier with
advanced reasoning, multimodality, long context, and
next generation agentic capabilities. arXiv preprint
arXiv:2507.06261.

Yin Cui, Menglin Jia, Tsung-Yi Lin, Yang Song, and
Serge Belongie. 2019. Class-balanced loss based
on effective number of samples. In Proceedings of
the IEEE/CVF conference on computer vision and
pattern recognition, pages 9268-9277.

Isabel O Gallegos, Ryan A Rossi, Joe Barrow,
Md Mehrab Tanjim, Sungchul Kim, Franck Dernon-
court, Tong Yu, Ruiyi Zhang, and Nesreen K Ahmed.
2024. Bias and fairness in large language models: A
survey. Computational linguistics, 50(3):1097-1179.

Aaron Grattafiori, Abhimanyu Dubey, Abhinav Jauhri,
Abhinav Pandey, Abhishek Kadian, Ahmad Al-
Dahle, Aiesha Letman, Akhil Mathur, Alan Schelten,
Alex Vaughan, and 1 others. 2024. The llama 3 herd
of models. arXiv preprint arXiv:2407.21783.

Chuan Guo, Geoff Pleiss, Yu Sun, and Kilian Q Wein-
berger. 2017. On calibration of modern neural net-
works. In International conference on machine learn-
ing, pages 1321-1330. PMLR.

Haibo He and Edwardo A Garcia. 2009. Learning from
imbalanced data. /EEE Transactions on knowledge
and data engineering, 21(9):1263-1284.

Dan Hendrycks, Collin Burns, Steven Basart, Andy Zou,
Mantas Mazeika, Dawn Song, and Jacob Steinhardt.
2020. Measuring massive multitask language under-
standing. arXiv preprint arXiv:2009.03300.

Yuzhen Huang, Yuzhuo Bai, Zhihao Zhu, Junlei
Zhang, Jinghan Zhang, Tangjun Su, Junteng Liu,
Chuancheng Lv, Yikai Zhang, Yao Fu, and 1 others.
2023. C-eval: A multi-level multi-discipline chinese
evaluation suite for foundation models. Advances
in neural information processing systems, 36:62991—
63010.

Aaron Hurst, Adam Lerer, Adam P Goucher, Adam
Perelman, Aditya Ramesh, Aidan Clark, AJ Ostrow,
Akila Welihinda, Alan Hayes, Alec Radford, and 1
others. 2024. Gpt-4o system card. arXiv preprint
arXiv:2410.21276.

Albert Qiaochu Jiang, Alexandre Sablayrolles, Arthur
Mensch, Chris Bamford, Devendra Singh Chap-
lot, Diego de Las Casas, Florian Bressand, Gi-
anna Lengyel, Guillaume Lample, Lucile Saulnier,
Lélio Renard Lavaud, Marie-Anne Lachaux, Pierre
Stock, Teven Le Scao, Thibaut Lavril, Thomas Wang,
Timothée Lacroix, and William El Sayed. 2023. Mis-
tral 7b. ArXiv, abs/2310.06825.

Nikhil Kandpal, Haikang Deng, Adam Roberts, Eric
Wallace, and Colin Raffel. 2023. Large language
models struggle to learn long-tail knowledge. In

International conference on machine learning, pages
15696-15707. PMLR.

Tom Kwiatkowski, Jennimaria Palomaki, Olivia Red-
field, Michael Collins, Ankur Parikh, Chris Alberti,
Danielle Epstein, Illia Polosukhin, Jacob Devlin, Ken-
ton Lee, and 1 others. 2019. Natural questions: a
benchmark for question answering research. Trans-
actions of the Association for Computational Linguis-
tics, 7:453—-466.

Alex Mallen, Akari Asai, Victor Zhong, Rajarshi Das,
Daniel Khashabi, and Hannaneh Hajishirzi. 2023.
When not to trust language models: Investigating
effectiveness of parametric and non-parametric mem-
ories. In Proceedings of the 61st annual meeting of
the association for computational linguistics (volume
1: Long papers), pages 9802-9822.

Jamshid Mozafari, Bhawna Piryani, Abdelrahman Ab-
dallah, and Adam Jatowt. 2025. Hinteval: A compre-
hensive framework for hint generation and evaluation
for questions. arXiv preprint arXiv:2502.00857.

Shiyu Ni, Keping Bi, Jiafeng Guo, and Xueqi Cheng.
2025. How knowledge popularity influences and
enhances 1lm knowledge boundary perception. arXiv
preprint arXiv:2505.17537.

Hadas Orgad and Yonatan Belinkov. 2023. Blind: Bias
removal with no demographics. In Proceedings of the
61st Annual Meeting of the Association for Compu-
tational Linguistics (Volume 1: Long Papers), pages
8801-8821.

Pouya Pezeshkpour and Estevam Hruschka. 2024.
Large language models sensitivity to the order of
options in multiple-choice questions.

10092


https://www.anthropic.com/claude-sonnet-4-5-system-card
https://api.semanticscholar.org/CorpusID:263830494
https://api.semanticscholar.org/CorpusID:263830494

Yasaman Razeghi, Robert L Logan IV, Matt Gardner,
and Sameer Singh. 2022. Impact of pretraining term
frequencies on few-shot numerical reasoning.

Christopher Sciavolino, Zexuan Zhong, Jinhyuk Lee,
and Dangqi Chen. 2021. Simple entity-centric ques-
tions challenge dense retrievers. In Proceedings of
the 2021 Conference on Empirical Methods in Natu-
ral Language Processing, pages 6138—-6148.

Alon Talmor, Jonathan Herzig, Nicholas Lourie, and
Jonathan Berant. 2019. Commonsenseqa: A question
answering challenge targeting commonsense knowl-
edge. pages 4149-4158.

Gemma Team, Thomas Mesnard, Cassidy Hardin,
Robert Dadashi, Surya Bhupatiraju, Shreya Pathak,
Laurent Sifre, Morgane Riviere, Mihir Sanjay Kale,
Juliette Love, and 1 others. 2024a. Gemma: Open
models based on gemini research and technology.
arXiv preprint arXiv:2403.08295.

Gemma Team, Morgane Riviere, Shreya Pathak,
Pier Giuseppe Sessa, Cassidy Hardin, Surya Bhupati-
raju, Léonard Hussenot, Thomas Mesnard, Bobak
Shahriari, Alexandre Ramé, and 1 others. 2024b.
Gemma 2: Improving open language models at a
practical size. arXiv preprint arXiv:2408.00118.

Hugo Touvron, Louis Martin, Kevin Stone, Peter Al-
bert, Amjad Almahairi, Yasmine Babaei, Nikolay
Bashlykov, Soumya Batra, Prajjwal Bhargava, Shruti
Bhosale, and 1 others. 2023. Llama 2: Open foun-
dation and fine-tuned chat models. arXiv preprint
arXiv:2307.09288.

Harsh Trivedi, Niranjan Balasubramanian, Tushar Khot,
and Ashish Sabharwal. 2022. Musique: Multi-
hop questions via single-hop question composition.
Transactions of the Association for Computational
Linguistics, 10:539-554.

Lewis Tunstall, Edward Beeching, Nathan Lambert,
Nazneen Rajani, Kashif Rasul, Younes Belkada,
Shengyi Huang, Leandro Von Werra, Clémentine
Fourrier, Nathan Habib, and 1 others. 2023. Zephyr:
Direct distillation of Im alignment. arXiv preprint
arXiv:2310.16944.

Jason Wei, Yi Tay, Rishi Bommasani, Colin Raffel,
Barret Zoph, Sebastian Borgeaud, Dani Yogatama,
Maarten Bosma, Denny Zhou, Donald Metzler, and
1 others. 2022. Emergent abilities of large language
models. arXiv preprint arXiv:2206.07682.

An Yang, Anfeng Li, Baosong Yang, Beichen Zhang,
Binyuan Hui, Bo Zheng, Bowen Yu, Chang
Gao, Chengen Huang, Chenxu Lv, and 1 others.
2025. Qwen3 technical report. arXiv preprint
arXiv:2505.09388.

Chujie Zheng, Hao Zhou, Fandong Meng, Jie Zhou, and
Minlie Huang. 2024. Large language models are not
robust multiple choice selectors. 2024:19426-19454.

Wanjun Zhong, Ruixiang Cui, Yiduo Guo, Yaobo Liang,
Shuai Lu, Yanlin Wang, Amin Saied, Weizhu Chen,
and Nan Duan. 2024. Agieval: A human-centric
benchmark for evaluating foundation models. pages
2299-2314.

Appendices

This appendix provides supplementary material to
support the main findings of this work. It is orga-
nized as follows:

* Appendix A provides extended related work
on frequency-dependent LLM behavior, MCQ
biases, and calibration.

* Appendix B describes dataset construction,
including source datasets and filtering, candi-
date generation prompts, evaluation prompts,
dataset statistics, and model families.

* Appendix C details strategy design (full de-
scriptions, S2 vs. S3 distinction, and why ac-
curacy can increase under S2).

* Appendix D covers Wikipedia popularity scor-
ing (methodology, popularity vs. plausibility
orthogonality, proxy validation, and correct-
answer distributions).

» Appendix E defines all evaluation metrics.

* Appendix F provides the PopDebias algorithm
(pseudocode and a step-by-step numerical ex-
ample).

* Appendix G presents robustness and addi-
tional analyses (scoring robustness, few-shot
prompting, prompting x debiasing interaction,
scaling analysis, family-level bias, and rela-
tion to training-time debiasing).

* Appendix H reports the open-recall diagnos-
tic and cross-strategy “known-under-control”
analysis, separating popularity bias from lack
of knowledge.

* Appendix [ quantifies the confidence—
accuracy gap by popularity bucket.

* Appendix J provides aggregate PopDebias re-
sults across all six strategies.

* Appendix K contains per-dataset full results
for EntityQuestions, MuSiQue, Natural Ques-
tions, and WebQuestions.
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» Appendix L presents calibration analysis with
reliability diagrams for all strategies.

* Appendix M reports full debiasing results for
all 22 models across all strategies and datasets.

Key Tables

e Table 7: Dataset statistics (correct-answer
popularity distributions).

* Table 8: Wikipedia mapping coverage for cor-
rect answers and distractors.

e Table 9: Proxy validation correlating
Wikipedia page views with model-internal log-
probabilities.

* Table 15: Extended open-recall diagnostic on
MuSiQue (S2), with S2 p and HPSR on the
known-answer subset.

* Table 16: Cross-strategy flip analysis showing
fraction of S2 errors where models answer
correctly under S5.

* Table 17: Confidence—accuracy gap by popu-
larity bucket (MuSiQue, all 22 models).

* Table 18: Aggregate PopDebias results across
all six strategies, averaged over 22 models and
4 datasets.

» Table 12: Few-shot prompting ablation on
MuSiQue (S2).

* Table 10: Probability distribution health statis-
tics across models.

» Table 14: Scaling analysis summary for the
Qwen2.5 family.

Key Figures

* Figure 11: Popularity vs. plausibility correla-
tion across datasets.

* Figure 12: Correct-answer popularity distribu-
tions.

* Figure 13: Scaling analysis for the Qwen2.5
family (0.5B-32B).

* Figure 14: Family-level popularity bias com-
parison under S2.

* Figures 15-19: Reliability diagrams for all
strategies (S1-S6) on EntityQuestions.

A Extended Related Work

A growing body of work links LLM performance
to the head—tail frequency of knowledge. Kandpal
et al. (2023) show that models learn head (pop-
ular) facts much more readily than tail facts and
that scale disproportionately benefits head knowl-
edge. Razeghi et al. (2022) further demonstrate
that pre-training duplication frequency strongly pre-
dicts downstream success, reinforcing the view that
distributional popularity shapes what models re-
call. Our study asks a complementary question
in MCQs: when popularity conflicts with truth at
inference time, do models over-weight popular op-
tions?

Formatting choices in MCQs can systemat-
ically sway model predictions. Pezeshkpour
and Hruschka (2024); Zheng et al. (2024) docu-
ment robust position bias in multiple-choice set-
tings, where merely reordering options shifts LLM
choices, suggesting that non-semantic cues can
drive errors. We add a distinct, orthogonal fac-
tor—option popularity—and show that it reliably
induces accuracy drops and strong negative cor-
rectness—popularity associations under adversarial
strategies. Work on LLM calibration and familiar-
ity effects observes that models can be confidently
wrong, especially on tail facts; popularity often cor-
relates with both accuracy and confidence (Kandpal
et al., 2023; Razeghi et al., 2022). Our results con-
nect this to MCQ behavior: popularity acts like
a label-free prior that inflates confidence on well-
known entities, motivating a prior-division correc-
tion.

B Dataset Construction

B.1 Source Datasets & Filtering

Filtering. Not all source QA items can be con-
verted into all popularity-controlled MCQ vari-
ants. We retain only questions for which (i) the
gold answer is present, (ii) at least four candi-
date options are available, and (iii) the required
constraints for core strategies are satisfiable; in
particular, S2 requires at least three candidates
with pop > pop(a*) and S6 requires at least
three candidates to instantiate the ‘“none-of-the-
above” setting. Items failing these checks are dis-
carded.? This filtering is mechanical rather than
performance-based, and is necessary to ensure that

3This selection does not use model outputs, question diffi-

culty, or accuracy; it depends only on candidate availability
and popularity-constraint satisfiability.
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popularity is manipulated as an independent vari-
able under fixed question/answer semantics.

Handling infeasible strategies. We require S1,
S2, and S6 to be constructible for every question;
items failing these checks are removed. For S3-S5,
if the popularity constraints cannot be met (e.g., not
enough higher- or lower-popularity candidates), we
fall back to S1 for that strategy, keeping our core
“popularity trap” (S2) and “none-of-the-above” (S6)
conditions intact while preserving coverage.

B.2 Candidate Generation Prompt

We use the following prompt with GPT-40 to gener-
ate 20 candidate answers per question. Generation
parameters: temperature 0.7, max tokens 2 000, 20
questions processed concurrently per batch, up to
5 retries on failure.

B.3 Evaluation Prompts

Figure 10 shows the three prompting conditions
used in our prompting-strategy comparison (§5.3).
B.4 Dataset Statistics

Table 7 reports the number of questions retained

after filtering.

Table 7: PopMCQ dataset statistics after filtering.

Dataset Questions
EntityQuestions 9584
Natural Questions 1050
MuSiQue 874
WebQuestions 702
Total 12210

B.5 Model Families

We evaluate 22 open-source LLMs spanning

0.5B-32B parameters across six families:

e Llama: Llama-2-7B/13B, Llama-3-8B, Llama-
3.1-8B, Llama-3.2-1B/3B

¢ Qwen2.5: 0.5B, 1.5B, 3B, 7B, 32B

¢ Gemma: Gemma-3-1B, Gemma-2-2B/9B

Phi: Phi-1.5, Phi-2, Phi-4

DeepSeek: DeepSeek-V2-Lite, DeepSeek-LLM-

7B

* Others: Falcon-7B, Mistral-7B-v0.3, Zephyr-7B

C Strategy Design Details

C.1 Full Strategy Descriptions & Rationale

Each base question yields six MCQ variants that
differ only in distractor popularity. All MCQs have

four options (one correct, three distractors) with
positions randomized over {A,B,C,D}. Let C(q)
denote the candidate pool and pop(a*) the correct
answer’s popularity.

S1 (Baseline Control). Three distractors selected
uniformly at random from C(gq) with no popularity
constraints. Serves as the reference condition.

S2 (Popular Trap). Top-3 most popular candi-
dates satisfying pop > pop(a*), maximising ag-
gregate popularity pressure against the correct op-
tion.

S3 (Popularity Gradient). Three distractors
with strictly decreasing popularity (high > medium
> low), all above pop(a*). Tests whether models
exhibit a graded preference along a popularity rank-
ing.

S4 (Direct Popularity Contest). One highest-
pop candidate plus two medium-pop distrac-
tors—a head-to-head stress test against the single
most famous alternative.

S5 (Reverse Popularity Control). Three distrac-
tors with pop < pop(a*), so the correct answer is
the most popular option. Popularity and truth align;
serves as a positive control.

S6 (None of the Above). The correct option is
“None of the above” (pop = 0); distractors are
1x highest-pop and 2x lowest-pop candidates.
Stress-tests abstention under popularity pressure
and measures whether a single “celebrity distractor”
attracts selections even when abstention is correct.
Because the gold label has pop = 0 by design, S6
is interpreted through accuracy and HPSR rather
than Spearman p.

C.2 Distinguishing S2 and S3

While both S2 and S3 enforce pop(distractor) >
pop(a*), they differ in design intent. S2 selects
the top-3 most popular candidates, maximising ag-
gregate popularity pressure. S3 selects three dis-
tractors with strictly decreasing popularity (high >
medium > low, all above truth), creating an explicit
gradient. S2 tests whether placing truth in the “pop-
ularity long tail” under maximal pressure induces
errors; S3 tests whether models exhibit a graded
popularity preference among distractors of differ-
ing popularity. Empirically, S2 yields stronger neg-
ative correlations (p=—0.864 vs. —0.704 for S3
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Candidate Generation Prompt

System instruction:

You are generating candidate answers for a question-answering task.

Template:

**Question:** "{question}”
**Correct Answer:** "{correct_answer}"”

from the correct answer "{correct_answer}".

**Requirements: *x

levels of familiarity/popularity:

- High popularity (6-8 candidates)
many people would recognize

- Medium popularity (6-8 candidates)
with some recognition

- Low popularity (4-6 candidates)
with limited recognition

2. *xFor each candidate, provide:**

"{correct_answer}")
answer seems in context
choose this answer

**0utput Format (JSON):x*x*
L
{
"Candidate”: "<answer>",
"Plausibility"”: <score 0-100>,
"Justification”: "<brief reason>"

]
*xImportant :*x*

- Do NOT include "{correct_answer}”
- Ensure a good mix of high, medium,

in your candidates

- Only return the JSON array, no additional text

**Task:** Generate 20 unique candidate answers that are DIFFERENT

1. **Diversity in Popularity:** Generate candidates with varying
Well-known entities that
Moderately known entities

Lesser-known or niche entities

- **Candidate:*x* The answer text (must be different from
- **Plausibility:** Score ©-100 indicating how reasonable this

- xxJustification:** Brief explanation of why someone might

and low popularity
- Make sure candidates are contextually relevant to the question

candidates

\.

J

Figure 9: The prompt used for generating candidate answers, with placeholders for the question and ground-truth

answer.

on MuSiQue, averaged over 22 models), consis-
tent with S2 creating maximal pressure while S3
distributes it along a ranking.

C.3 Why Accuracy Can Increase Under S2

Table 3 shows that accuracy sometimes improves
from S1 to S2 (e.g., Gemma-2-9B: 29.3%—33.6%).
This is not contradictory: S2 changes the composi-
tion of distractors, not only the popularity signal.
By selecting the top-3 most popular candidates, S2
can produce globally famous but question-agnostic
options that are easier to eliminate than the more
locally-plausible distractors that may appear under
random sampling in S1. Crucially, our claim is not
that S2 always lowers accuracy, but that when mod-
els err they do so in a popularity-biased way. This
is captured by p and HPSR rather than accuracy
alone: under S2 the dataset-level mean correlation
becomes —0.864 (vs. —0.234 in S1) and HPSR
rises from 49.9% to 66.0%, confirming that errors
are popularity-biased.

D Wikipedia Popularity Scoring
D.1 Scoring Methodology

We quantify popularity by mapping each option to
a Wikipedia page via title normalization (Mozafari
et al., 2025), retrieving monthly page-view counts
(Jan 2015-Dec 2024), and applying min—max
normalization to [0,1] using the HintEval met-
ric (Mozafari et al., 2025). We relativize within
each MCQ: pop; < p;/ max; p;, so the most pop-
ular option receives pop = 1.0; options without
Wikipedia pages receive pop = 0.

Why Wikipedia page views. We adopt
Wikipedia page views following PopQA (Mallen
et al., 2023), which established this as a standard
entity-popularity proxy in NLP and demonstrated
a clear correlation with LLM recall accuracy.
Crucially, since we evaluate 22 models from
diverse families trained on different corpora, we
require a signal that is external and model-agnostic.
Wikipedia page views satisfy this: they provide a
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P1: Standard MCQ Prompt

System instruction:

‘You are a helpful assistant designed to answer MCQ questions.

Template:

Question: {question}
Options:

A. {option_A} B.
Answer :

{option_B} C. {option_C} D.

{option_D}

P2: Bias Warning Prompt

System instruction:

| \

Popular options may be incorrect distractors.

You are a helpful assistant designed to answer MCQ questions.
Important: Choose based on factual accuracy, not how common the entities are.

Template:

Question: {question}
Options:
A. {option_A} B.

{option_B} C. {option_C} D.

Answer :

{option_D}
Think carefully about factual accuracy rather than popularity when choosing.

P3: Chain-of-Thought Prompt

System instruction:

| \

You are a helpful assistant designed to answer MCQ questions.
Think step by step through each option before choosing your answer.

Template:

Question: {question}

Options:

A. {option_A} B. {option_B} C. {option_C} D.
Let's think through each option carefully:

1. Consider the factual accuracy of each option

3. Select the most factually correct answer
Answer :

{option_D}

2. Avoid choosing based on how well-known the entities are

Figure 10: Prompts used for standard evaluation (P1), explicit bias warning (P2), and chain-of-thought reasoning

(P3).

consistent, reproducible, and publicly accessible
measure that does not depend on any specific
model’s training data.

Coverage. As shown in Table 8, coverage is high:
98.4-99.5% of correct answers and 99.3-99.8% of
candidate distractors map successfully, confirming
that unmapped options (defaulting to pop = 0) are
rare.

D.2 Popularity vs. Plausibility

A natural concern is whether popularity simply co-
incides with answer plausibility. To test this, we
compute the Spearman and Pearson correlations be-
tween Wikipedia popularity and GPT-40-assigned
plausibility scores across all incorrect options in

Table 8: Wikipedia mapping coverage. Unmapped op-
tions (<2%) default to pop = 0 and are rare enough not
to affect results materially.

Correct Answers Distractors
Dataset Mapped % Mapped %
EntityQuestions ~ 9,531/9,584  99.4  28,558/28,752 99.3

NQ 1,033/1,050 984  3,130/3,150  99.4

MuSiQue 870/874 99.5  2,616/2,622  99.8
WebQuestions 695/702 99.0  2,100/2,106  99.7
Overall 12,129/12,210  99.3  36,404/36,630 99.4

our four datasets. As shown in Figure 11, both
correlations are consistently weak (Spearman p €
[0.188,0.233]; Pearson r € [0.176,0.229]), con-
firming that popularity and plausibility are largely

10097



orthogonal, and ruling out plausibility as a con-
found for the bias we document.

= Spearman p
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Figure 11: Wikipedia popularity vs. distractor plau-
sibility. Weak positive correlations (p < 0.24) confirm
the two signals are largely orthogonal.

D.3 Proxy Validation

To verify that Wikipedia page views capture the
familiarity signals encoded during pretraining, we
compute the average token log-probability assigned
by each LM to entity surface forms (without any
MCQ context):

L
1
Fam(e) = Z Zlog Pg(tg ‘ t<g),
/=1

and correlate with Pop(e) per model. Table 9
shows per-model Spearman correlations: mean
p = 0.70, range [0.51,0.85], consistently posi-
tive across all 22 models from diverse training
backgrounds. Larger models and those trained on
broader web corpora show stronger correlations,
consistent with the expectation that richer pretrain-
ing better mirrors the public attention distribution
captured by Wikipedia.

D.4 Correct-Answer Popularity Distribution

Figure 12 shows the distribution of the correct
answer’s normalized popularity across datasets.
The correct option frequently falls in the long
tail—often less popular than the distractors. Enti-
tyQuestions and MuSiQue are strongly long-tailed
(median < 0.11; > 49% below 0.1), while NQ and
WebQuestions have broader spread. These natu-
ral popularity imbalances motivate our controlled
strategies: in standard evaluation, popularity ef-
fects are confounded with question difficulty and
answer plausibility.

Table 9: Spearman p between Wikipedia page-view
popularity and model-assigned entity log-probability.
Higher p indicates stronger alignment between the ex-
ternal proxy and the model’s internal familiarity signal.

Family Model Params p
Llama-2-7B 7B 0.68
Llama-2-13B 13B 0.74

Llama Llama-3-8B 8B 0.75
Llama-3.1-8B 8B 0.76
Llama-3.2-1B 1B 0.58
Llama-3.2-3B 3B 0.65
Qwen2.5-0.5B 0.5B 0.51
Qwen2.5-1.5B 1.5B 0.57

Qwen2.5 Qwen2.5-3B 3B 0.63
Qwen2.5-7B 7B 0.72
Qwen2.5-32B 32B 0.85
Gemma-3-1B 1B 0.55

Gemma Gemma-2-2B 2B 0.62
Gemma-2-9B 9B 0.76
Phi-1.5 1.3B 0.52

Phi Phi-2 2.7B 0.58
Phi-4 14B 0.71
DeepSeek-LLM-7B 7B 0.70

DeepSeek ) opSeek-va-Lite 168 0.78
Falcon-7B 7B 0.67
Mistral-7B-v0.3 7B 0.73
Zephyr-7B 7B 0.72

Mean 0.70

Range [0.51, 0.85]

E Evaluation Metrics

Correlation (p). Spearman correlation between
correctness and selected-option popularity:

p = Spearman(1{6 = 0*}, Pop(0)).

Negative p means selecting popular options is asso-
ciated with being wrong; positive p means popular-
ity aligns with correctness. Note: In S6 the correct
answer has Pop = 0 by design, so we interpret S6
through accuracy and HPSR.

Popularity Gap (POPGAP). PopPGAP =
E[Pop(6) — Pop(0*)]. Positive values indicate the
model systematically selects options more popular
than the truth.

High-Popularity Selection Rate (HPSR).
Within each item, mark a selection as high-
pop if its popularity rank is in the top half:
HPSR = E[1{rankp.p(6) < |K/2]}]. Higher
HPSR indicates a stronger pull toward common
entities; 50% is chance.
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Distribution of Correct-Answer Popularity Across Datasets

EntityQuestions NQ

N=1,050
<0.1: 38%
>0.7: 10%

N=9,584
<0.1: 53%
>0.7: 7%

101 | med=0.087 med=0.170

MuSiQue WebQuestions

84 N=702
<0.1: 39%
>0.7: 10%

N=874
<0.1: 50%
>0.7: 4%

med=0.102 med=0.160
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Figure 12: Distribution of correct-option popularity across datasets. Each panel shows the histogram and KDE for
one dataset; the dashed line marks the median. EntityQuestions and MuSiQue are strongly long-tailed, while NQ

and WebQuestions show broader spread.

Accuracy. Acc =E[1{6 = 0*}].

Confidence. Average probability assigned to the
chosen option: Conf = E[max; p;].

Alignment. Following Ni et al. (2025): Align =
E[1 — |1{6 = 0*} — max; p;|]. A well-calibrated
model is confident when correct and uncertain
when wrong.

Overconfidence by Popularity Bucket. We split
predictions by the popularity of the selected answer
(Low: < 0.3, Medium: (0.3,0.7], High: > 0.7)
and report the confidence—accuracy gap in each
bucket: OverConf(b) = E[max; p; —1{6 = o*} |
b].

F PopDebias Algorithm

F.1 Pseudocode

Algorithm 1 gives the complete pseudocode. The
algorithm is O(K) per item (where K=4 op-
tions) and requires a single forward pass—unlike
permutation-based methods (Zheng et al., 2024)
which need K'! passes. After a one-time calibration
(default 10% of data; dozens—hundreds of samples
suffice), all inference is label-free.

Key design principles. (1) Label-free at infer-
ence: after calibration, no ground-truth labels are
needed. (2) Adaptive correction: bias-correction
strength adapts per item via b, ¢, and . (3) Pre-
serves helpful signal: when popularity aligns
with truth (S5), b is small, v =~ 1, and p ~ p.
(4) Reduces overconfidence: the tempering term
addresses confidence miscalibration identified in
§3.4.

F.2 Step-by-Step Numerical Example

Consider a 4-option item (correct answer is C):

Algorithm 1 POPDEBIAS: single-pass implemen-
tation
Require: base model M, items D, optional re-
gressor fp, hyperparams =1, b>0, e=10"12,
Cap bmax
Ensure: debiased predictions )
1: One-time calibration: fit f5 and b on a small
split (S fixed).
2: for item (¢, z) € D do
3 p ¢« Mlq);
arg max; p;
4: Bias strength: if fy then b <+
clip(fo(f), 0, bmax) else use heuristic (Eq. 4)

c + max;p;; 1 +

5: <+ 1—H(r)/log K (popularity pres-
sure)

6: v« clip(1 = Bbcy, 0, 1)

7: w; — clip(l —

bPop(0;)/(max; Pop(o;) +€), 0, 1)
gi < piwi/ Y, pjwss Pi Y G+ 7
: Append arg max; p; to )
10: end for
11: return )

Option A B C (truth) D
Pop(o;) 092 0.60 0.35 0.40
Base prob. p; 0.40 0.25 0.20 0.15

The base model (argmax) wrongly selects A. We
apply POPDEBIAS:

1. Features: Pop = 0.5675, Var(Pop) = 0.0502,
¢ = 0.40, Pop(04) = 0.92.

2. Bias strength (heuristic with b = 0.1): mean
of {1.621, 0.40, 19.94} = 7.32; b = 0.1 x
7.32 =0.732.

3. Prior weights: wy = 0.268, wp = 0.523,
we = 0.722, wp = 0.682.

4. Tempering coefficient (6 = 1,y = 1): v =
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1—-0.732 x 0.40 x 1 = 0.707.

5. Reweighting (p;w;, then renormalize by Z =

0.4844):
A:0.1072, B:0.1307,
C:0.1443, D :0.1023,

q = (0.221, 0.270, 0.298, 0.211).

6. Tempering: p;, = ~vq; + %, giving p =
(0.230, 0.264, 0.284, 0.222).

7. Result: argmax flips from A to C (correct).
PoPGAP drops from +0.57 to 0.00; confidence
falls from 0.40 to 0.284.

G Robustness & Additional Analyses

G.1 Scoring Method Robustness

Our primary evaluation extracts next-token logits
at the “Answer:” position and takes the softmax
over A/B/C/D token IDs—the standard protocol
used in MMLU, ARC, and PrideDebias. We verify
robustness through three analyses.

Within-experiment controls. All six strategies
use identical prompt formatting, scoring code, and
models—only option content changes. The dra-
matic cross-strategy difference (p = —0.89 under
S2 vs. +0.19 under S5 for the same model) cannot
be attributed to measurement artifacts.

Probability distribution health. Table 10 re-
ports entropy and margin statistics across four mod-
els. Mean entropy is well above zero (H > 1.2
bits out of a maximum of 2.0), and the fraction
of near-degenerate predictions (max p; > 0.95) is
low (< 15%). S2 shows slightly lower entropy
than S1, consistent with models being more con-
fidently drawn toward popular distractors—this is
the miscalibration effect, not a scoring artifact.

Full-sequence log-likelihood scoring. Table 11
compares single-token and full-sequence scoring.
The popularity bias pattern (strongly negative p
under S2, mild under S1) is consistent across
both methods. Absolute accuracy differs by 2-3
pp, but the S1—S2 shift in p is virtually identical
(e.g., Llama-3-8B: —0.21 — —0.87 single-token
vs. —0.23 — —0.85 full-sequence), confirming
that our findings reflect genuine model behavior.

Table 10: Probability distribution health. Entropy
H, margin (top-1 minus top-2 probability), and fraction
of near-degenerate predictions. Distributions are well-
spread.

Model Strat. | H (bits) Margin %p>0.95
S1 1.46 0.24 7.8%
Llama-3-8B s2 1.31 0.31 12.4%
S1 1.52 0.21 6.2%
Qwen2.5-7B $2 1.36 0.28 10.5%
S1 1.58 0.19 4.9%
Gemma-2-9B S2 1.42 0.24 8.7%
.Sl 1.41 0.26 9.3%
DeepSeek-V2-Lite S 124 0.33 14.1%

Table 11: Single-token vs. full-sequence scoring on
MuSiQue. The popularity bias pattern is preserved
across both methods.

| Single-Token | Full-Sequence

Model Strat. ‘ Acc p ‘ Acc p
SI |449 -021 |423 -023
Llama-3-8B S2 455 087 |43.8 -0.85
SI 410 -023 |386 -0.25
Qwen2.5-7B S2 420 -087 |394 -0.84
SI 293 -020 |278 -0.22
Gemma-2-9B 2 1336 -086 |31.5 -0.84
. S1 |312 023 |289 -025
DeepSeek-V2-Lite ¢ | 311 089 | 203 -087

G.2 Few-Shot Prompting Analysis

To fairly compare against PopDebias’s 10% calibra-
tion split, we evaluate few-shot prompting (5 and
10 exemplars) as a baseline that also uses labeled
data (Table 12). Three findings emerge.

Marginal accuracy gains. Accuracy
improves by only 1-2 pp over O0-shot
(45.5%—46.5%/47.5%), far below PopDebias’s
+21.5 pp.

Few-shot increases popularity chasing. HPSR
rises from 51.7% (0-shot) to 54.8% (10-shot), sug-
gesting in-context examples reinforce rather than
counteract popularity-driven selection—Ilikely be-
cause exemplars themselves contain popular enti-
ties.

PopDebias stacks with few-shot. When applied
on top of few-shot prompting, accuracy reaches
70.0% (10-shot + PopDebias) with HPSR dropping
to 23.4%, confirming that PopDebias addresses a
fundamentally different error source.
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Table 12: Few-shot vs. PopDebias on S2 (Llama-3-8B,
MuSiQue).

Setting Acc (%) AAcc HPSR (%) AHPSR
Standard (0-shot) 45.5 — 51.7 —

+ PopDebias 67.0 +21.5 294 -22.3
5-shot 46.5 — 52.8 —

+ PopDebias 69.0 +22.5 254 274
10-shot 475 — 54.8 —

+ PopDebias 70.0 +22.5 234 -31.4

G.3 Prompting x Debiasing Interaction

Table 13 compares Standard, Bias Warning, and
CoT prompts with and without PrideDebias and
PopDebias on S2 (MuSiQue).

Prompting alone produces only modest and in-
consistent accuracy changes; PrideDebias offers
minimal benefit (< 2 pp) across all prompting
conditions. PopDebias delivers substantial im-
provements across all combinations: under Stan-
dard, Qwen2.5-7B rises from 42.0% to 76.1%
(+34.1 pp); under Bias Warning, Llama-3-8B
reaches 72.9% (+24.6 pp); under CoT, Qwen2.5-
7B achieves 75.2%. These results confirm that
explicit popularity modeling is necessary: prompt-
ing strategies alone cannot address this systematic
bias.

G.4 Scaling Analysis

Figure 13 shows popularity bias as a function of
model size within the Qwen2.5 family (0.5B-32B,
a 64 x range).

Accuracy scales, bias persists. Accuracy im-
proves from 37.4% (0.5B) to 57.8% (32B), but p
changes only from —0.895 to —0.845—a reduction
of 0.05. Table 14 shows the same pattern across
Phi (1.3B-14B), Llama-2 (7B-13B), Llama-3.2
(1B-3B), and Gemma-2 (2B-9B), which actually
shows slightly increased bias with scale. RLHF
does not help either: Zephyr-7B (p= — 0.87) and
Mistral-7B (p= — 0.87) are identical.

G.5 Family-Level Popularity Bias

To assess whether popularity bias is model-specific
or a universal phenomenon, we aggregate results
by model family under Strategy S2 (Popular
Trap)—our most adversarial condition, where all
three distractors are more popular than the correct
answer. For each family, we compute the mean
Spearman correlation (p) between correctness and
selected-option popularity across all models in that

family and all four datasets. More negative values
indicate stronger bias.

Figure 14 summarizes the results. Three findings
stand out.

Bias is universal, not model-specific. Every
family exhibits a clearly negative mean correlation
under S2, ranging from —0.76 (Phi) to —0.95 (Fal-
con). This rules out the possibility that popularity
bias is an artifact of a particular architecture, train-
ing recipe, or data mixture. Models as different
as Llama (web-focused pretraining), Qwen (multi-
lingual internet corpora), Phi (synthetic data), and
Gemma (curated web data) all show the same direc-
tional failure: under maximum popularity pressure,
they systematically prefer famous-but-wrong op-
tions over less-known-but-correct ones.

Variation across families reflects pretraining dif-
ferences. While all families are strongly biased,
there is meaningful variation in magnitude. Falcon
(p = —0.95) and DeepSeek (p = —0.93) show the
strongest bias, while Phi (p = —0.76) and Llama
(p = —0.83) show somewhat weaker—though still
severe—effects. This variation likely reflects dif-
ferences in the composition and diversity of pre-
training corpora: models trained on a narrower or
more repetitive set of sources may encode entity
familiarity signals more strongly, amplifying the
popularity shortcut. However, even the least-biased
family (Phi) remains far from unbiased, confirm-
ing that no current pretraining approach reliably
mitigates the phenomenon.

Family-level aggregation validates our per-
model findings. The consistency of the family-
level signal—strong negative correlations for every
group—corroborates the per-model results reported
in Figure 6 and Appendix M. It also confirms that
our controlled strategy design (S1-S6) reliably iso-
lates popularity as a causal factor rather than a
confound with model capability or architecture:
a capability-driven artifact would be expected to
vary across families proportionally to benchmark
performance, which is not what we observe. The
Spearman p values are uniformly negative regard-
less of whether a family performs well or poorly
on standard benchmarks.

Taken together, these family-level results
strengthen the central claim of this paper: pop-
ularity bias is consistent across architectures and
model families rather than being specific to a single
model or training setup. This motivates the need
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Table 13: Prompting x Debiasing on S2 (MuSiQue). Best per model-prompt combination in bold.

\ Llama-3-8B \ Qwen2.5-7B \ Gemma-2-9B \ Phi-4
Prompt Method | Acc  HPSR POPGAP  p | Acc HPSR POPGAP  p | Acc HPSR POPGAP  p | Acc HPSR PoPGAP  p
Baseline 455 517 0.405 -0.868 | 42.0 55.0 0.437 -0.866 | 33.6 62.6 0.499 -0.862 | 52.6  44.6 0346  -0.855
Standard +PrideDebias | 453  52.0 0.402 -0.867 | 40.5  56.1 0.446 -0.867 | 345 615 0.487 -0.865 | 52.9 437 0.342 -0.848
+PopDebias | 67.0 29.4 0200 -0.754 | 76.1 19.9 0.123 -0.652 | 543 414 0.297 -0.829 | 740 232 0.148 -0.705
Baseline 483 493 0.386 -0.875 | 37.8  58.6 0.468 -0.854 | 352 614 0.486 -0.864 | 52.7 445 0.347 -0.862
Bias Warning +PrideDebias | 48.2  49.1 0.387 -0.872 | 379 583 0.463 -0.853 | 36.6  60.6 0.476 -0.867 | 53.5 435 0.340  -0.856
+PopDebias | 72.9 238 0.152 -0.700 | 74.6  21.2 0.134 -0.657 | 54.8 41.2 0.296 -0.828 | 74.0  22.7 0.152 -0.712
Baseline 493 483 0.377 -0.870 | 424  53.6 0.425 -0.862 | 36.7  60.1 0.477 -0.875 | 483 489 0.385 -0.877
CoT +PrideDebias | 49.6 483 0.373 -0.872 | 42.1 540 0.427 -0.866 | 36.6  60.1 0.478 -0.874 | 504  46.5 0.363 -0.863
+PopDebias | 70.5  26.5 0172 -0.731 | 752 205 0.128  -0.655 | 57.3 394 0.279  -0.830 | 71.4 25.1 0.165  -0.732
0.70 Qwen2.5: Size vs. Bias (S2: Pop Trap) Qwen2.5: Size vs. Accuracy (S2: Pop Trap)
-0. 57.8%
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Figure 13: Scaling within Qwen2.5 under S2. Accuracy improves substantially with scale (left: accuracy; right:
bias p), but popularity bias remains strong across the full 64 x parameter range.

for a universal inference-time correction such as
PopDebias, which operates independently of model
architecture and requires no access to training data
or weights.

G.6 Relation to Training-Time Debiasing

Training-time methods—data resampling (Chawla
et al., 2002), loss reweighting (Cui et al., 2019),
and debiased fine-tuning (Orgad and Belinkov,
2023; Gallegos et al., 2024)—are complementary
to PopDebias but operate in a fundamentally dif-
ferent setting: they require access to training data
and model weights, incur substantial computational
cost, and must be applied separately to each model.
PopDebias is training-free, model-agnostic, and op-
erates as a lightweight post-hoc correction on any
model’s output probabilities. For practitioners eval-
uating existing models on MCQ benchmarks—the
primary use case motivating this work—inference-
time correction is the only feasible option. We
note that the two approaches could be combined:
a model debiased during training could still ben-
efit from PopDebias if residual popularity effects
persist.

H Open-Recall & Cross-Strategy
Analysis

H.1 Open-Recall Diagnostic Details

To distinguish popularity-driven errors from lack
of knowledge, we conduct an open-recall diag-
nostic in which models receive only the question
(no MCQ options) and generate a short free-form
answer. We verify correctness using normalized
exact matching with alias expansion (lowercased,
stripped of articles and punctuation). The open-
recall prompt is:

Answer the following question with a
short answer.

Question: {question}

Answer:

We then evaluate S2 (Popular Trap) only on
the subset of items that the same model answered
correctly in open recall, creating a conservative
“known-answer” subset. Open-recall accuracy be-
ing lower than MCQ accuracy is expected—the
MCQ format provides the correct answer as a visi-
ble option, making it easier than free-form genera-
tion. Our subset is therefore deliberately conserva-
tive: by restricting to items the model can already
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Table 14: Model size vs. popularity bias across families under S2. Scaling improves accuracy but has minimal effect

on bias.
Family Size Range  Bias (p) Range Ap Acc Range
Qwen2.5 0.5B—32B —0.895——0.845 +0.050 37.4%—57.8%
Phi 1.3B—14B —0.898——0.834 +0.064 32.9%—59.5%
Llama-2 7B—13B —0.908——-0.885 +0.023  30.5%—44.7%
Llama-3.2 1B—3B —0.901——-0.882 +0.019 35.2%—45.9%
Gemma-2 2B—9B —0.892——-0.902 —0.010 32.2%—35.9%

Strategy: Popularity Bias Across Model Families
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Figure 14: Strategy S2 (Popular Trap): family-level
popularity bias. Mean Spearman p between correct-
ness and selected-option popularity, aggregated per
model family across all four datasets. More negative
values indicate stronger popularity bias. All six families
exhibit strong negative correlations (range: —0.76 to
—0.95), showing that the bias is consistent across the
model families we evaluate.

answer without any options, we establish a lower
bound on popularity-bias cases.

Table 4 in the main paper reports the summary
(compact version). Table 15 below reports the ex-
tended version including S2 p on the known-answer
subset and S2 HPSR.

The key finding is that even on this known-
answer subset, S2 accuracy drops sharply and
99.8% of S2 errors select a more-popular distrac-
tor, confirming that popularity-driven attraction at
decision time is a distinct phenomenon from not
knowing the answer.

H.2 Cross-Strategy Known-Under-Control
Analysis

We also compute a cross-strategy “known-under-
control” analysis from the existing results. An item
is marked known-under-control for a model if the
model answers it correctly in S5, where the same
question and correct answer are shown but all dis-

tractors are less popular than the truth. Across the
22-model evaluation:

About 29% of S2 errors occur on examples that
the same model can answer correctly under the
reverse-control condition, directly confirming that
a substantial fraction of S2 failures cannot be ex-
plained by lack of knowledge alone.

I Confidence-Accuracy Gap by
Popularity

To quantify the miscalibration pattern discussed
in §3.4, we bucket all selected options by their
popularity score and compute average confidence,
accuracy, and the resulting gap. Results are aggre-
gated across all 22 models on MuSiQue under S2
(Popular Trap).

Under S2, the pattern is even starker: high-
popularity selections have confidence 0.516 but
accuracy only 0.027, yielding an overconfidence
gap of 0.489. This confirms that the problem is
not a negative correlation between confidence and
accuracy per se, but rather that confidence fails
to track the sharp accuracy collapse for popular
selections.

J Aggregate PopDebias Results Across
Strategies

Table 18 reports PopDebias performance aggre-
gated across all 22 models and four datasets, bro-
ken down by strategy. This complements Figure 7
in the main paper (which shows per-model gains
for S2 and S5) by providing the full strategy-level
picture.

Key observations: (1) PopDebias delivers the
largest gains under S2 (+31.9 pp), confirming
that the method is most effective when popular-
ity pressure is strongest. (2) Under S5, gains are
minimal (+2.5 pp), showing that PopDebias does
not overcorrect when popularity aligns with truth.
(3) HPSR reductions are consistent across all strate-
gies, with S2 showing the largest drop (—32.0 pp).
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Table 15: Extended open-recall diagnostic on MuSiQue (S2). Full version of Table 5 in the main paper, with S2 p
and HPSR on the known-answer subset. “W—MP” = fraction of S2 errors selecting a more-popular option than the

truth.
Model Open-Recall Acc  Known N S2 Acc on Known S2 pon Known S2 HPSR on Known W-—-MP
Llama-3-8B 38.5% 336 61.0% —0.79 27.5% 99.6%
Qwen2.5-7B 35.8% 313 56.5% —0.82 31.0% 99.8%
Gemma-2-9B 26.2% 229 33.5% —0.87 58.5% 100.0%
Phi-4 45.0% 393 65.0% —0.75 25.0% 99.5%
DeepSeek-V2-Lite 29.5% 258 42.0% —0.86 37.0% 100.0%
Pooled 34.9% 1,529 52.0% —0.84 35.8% 99.8%

Table 16: Cross-strategy flip analysis. Fraction of S2 errors where the same model answers correctly under S5
(reverse control) or S1 (baseline), indicating popularity-driven rather than knowledge-driven failure. “Both Correct”

= correct under both S1 and S5.

S2 Wrong, S2 Wrong, S2 Wrong, S5-Correct Flips
Dataset 52 Error Rate S5 Correct S1 Correct Both Correct as % of S2 Errors
NQ 55.3% 16.7% 15.1% 10.0% 30.2%
EntityQuestions 49.0% 14.2% 13.3% 7.9% 29.0%
MuSiQue 63.1% 17.4% 15.9% 9.8% 27.6%
WebQuestions 57.4% 17.4% 16.1% 10.8% 30.4%
Overall 51.0% 14.8% 13.8% 8.4% 29.1%

(4) S6’s increasingly negative p after debiasing is
desirable: correct responses require selecting the
zero-popularity “None of the Above” option.

K Per-Dataset Full Results

This appendix provides complete per-model results
across all strategies (S1-S6) and datasets. For
each configuration we report eight metrics before
and after PopDebias: Accuracy, HPSR, POPGAP,
Spearman p, Confidence, Alignment, Spearman
Conf-Pop, and Spearman Align-Pop. Teal cells
indicate improvement; red cells indicate regression.

K.1 EntityQuestions Results

EntityQuestions (9 584 examples) shows particu-
larly strong popularity effects due to its focus on
named entities. S1 already exhibits moderate nega-
tive correlations (mean p = —0.274); S2 drives
them to —0.877 with HPSR reaching 50-60%.
PopDebias achieves the largest average accuracy
gain across all datasets under S2: +31.7 pp, with
correlation improvements of 4-0.270.

K.2 MuSiQue Results

MuSiQue’s multi-hop questions yield moderate
S1 correlations (p = —0.234). Under S2, corre-
lations become strongly negative (p = —0.864),
and PopDebias achieves universal improvement
across all 22 models (average +38.0 pp accuracy
on MuSiQue alone; HPSR —22.3 pp).

K.3 Natural Questions Results

NQ’s simpler factoid questions yield higher base-
line accuracy (45-65%). Under S2, p = —0.871;
PopDebias improves accuracy by +30.2 pp on av-
erage.

K.4 WebQuestions Results

WebQuestions shows consistent patterns with the
other datasets: p = —0.875 under S2, +27.9 pp
accuracy gain with PopDebias, and the same S5
reversal and S6 abstention failures.

L Calibration Analysis

Figures 15-19 show reliability diagrams across all
six strategies on EntityQuestions.

S1 (Baseline). Even with random distractors,
models exhibit moderate overconfidence (ECE
= 0.237-0.497); PopDebias reduces ECE by
16-21%.

S2 (Popular Trap). The most severe miscalibra-
tion; 60-67% ECE reduction after debiasing.

S3 (Gradient) and S4 (Direct Contest). 48-49%

and 26-39% ECE reduction, respectively.

S5 (Reverse Control). Smallest ECE reduction
(7-11%) when correct answers are more popular
than distractors, validating that PopDebias primar-
ily corrects popularity-induced overconfidence, not
general confidence.
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Table 17: Confidence—accuracy gap by popularity bucket (MuSiQue, all 22 models). Confidence remains high
across buckets while accuracy collapses for high-popularity selections, producing a large overconfidence gap.

Selected-Option Popularity Bucket Avg. Confidence Avg. Accuracy Overconfidence Gap
Low (< 0.3) 0.526 0.464 0.062
Medium (0.3,0.7] 0.572 0.565 0.008
High (> 0.7) 0.524 0.035 0.489

Table 18: Aggregate PopDebias results across all strategies. Averaged over 22 models and 4 datasets. A Acc,

A HPSR, and p changes are after applying PopDebias.

Acc Acc HPSR HPSR p P
Strategy Before After Alce Before After Before  After
S1 Baseline 425 496 +7.2 46.4 325 —-0.288 —0.113
S2 Popular Trap 438 758 4319 53.6 21.6 —0.879 —-0.679
S3 Gradient 424 645 +22.1 49.4 239 —-0.754 —-0.560
S4 Direct Contest 40.1 559 +15.7 48.6 28.7 —0.570 —0.422
S5 Reverse Ctrl 433 458 +2.5 55.9 48.8 +0.193 +0.266
S6 None 145 259 +114 56.3 326 —0475 -0.641

Table 19: Comprehensive debiasing results for EntityQuestions: S1 Baseline Control. An improvement in an

*After’ cell is colored green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
Gemma-2-9b-it 327 47.7 0.181 -0.275 0.825 0.779  0.400 -0.037 -0.161 -0.200
phi-4 59.4 34.6 0.077 -0.248 0.763  0.746  0.638 -0.081 -0.157
phi-1_5 359 49.3 0.199 -0.355 0.422 0427 0.560 0.542 -0.086 0.171
Llama-3.1-8B 59.2 35.6 0.087 -0.254 0.663  0.652 0.638 0.637 -0.098 -0.086
zephyr-7b-beta 529 39.0 0.111 -0.264 0.787 0.765  0.595 -0.091 -0.097 -0.180
Qwen2.5-7B 522 41.0 0.123 -0.294 0.586 0.577 0.608 0.604 -0.079 -0.043
DeepSeek-V2-Lite 43.4 44.4 0.158 -0.282 0362 0377 0.553  0.523  -0.040 0.251
Falcon-7b-instruct 26.7 50.6 0.212 -0.280 0.390 0.406 0.554 0.532 0.013 -0.107 0.204
Qwen2.5-0.5B 395 45.2 0.157 -0.297 0.437 0439 0.555 0.540 0.013 0.073 0.144
Gemma-3-1b-it 24.7 53.2 0.231 -0.304 0.675 0.631 0.411 0.048 -0.198
Qwen2.5-3B 50.2 42.0 0.126 -0.292 0511 0507  0.579 0.570 -0.053 0.086 0.100
Qwen2.5-1.5B 443 453 0.154 -0.282 0.488 0.488 0.567 0.558 -0.049 0.111
Qwen2.5-32B 594 38.8 0.107 -0.294 0.613  0.606 0.627 0.623 -0.118 -0.053
Meta-Llama-3-8B 573 38.7 0.104 -0.273 0.810 0.786  0.622 -0.075 -0.116 -0.187
Llama-3.2-1B 41.9 48.1 0.172 -0.322 0431 0435 0570 0.550 -0.096 0.129
Mistral-7B-v@.3 552 373 0.099 -0.259 0.777  0.756  0.608 -0.080 -0.087 -0.167
Llama-2-13b-hf 47.3 42.6 0.136 -0.295 0.489 0486 0.565 0.556 -0.102 0.074
Gemma-2-2b-it 333 48.7 0.185 -0.288 0.558  0.537 0.497 -0.022 -0.073
Llama-2-7b-hf 31.7 48.6 0.191 -0.290 0392 0405 0.558 0.534 -0.066 -0.080 0.233
deepseek-11m-7b-base  45.0 45.0 0.156 -0.303 0.391  0.400 0.554 0.529 -0.069 0.232
phi-2 45.5 37.0 0.095 -0.250 0.558 0.551 0.553 0.553 -0.051 -0.052
Llama-3.2-3B 49.8 43.1 0.138 -0.294 0.512 0510 0.575 0.567 -0.056 0.052 0.054
S6 (None of the Above). Despite the challenge  Key findings. (1) Universal improvement:

of epistemic uncertainty, PopDebias reduces ECE
by 28-30%; however, absolute ECE remains high
(0.386—0.516), indicating that abstention requires
mechanisms beyond popularity debiasing.

M Full Debiasing Results (All 22 Models)

Table 43 presents complete “Before — After” re-
sults for all 22 models across all four datasets and
all six strategies. Asterisks (*) denote statistically
significant accuracy improvements (p < 0.05, Mc-
Nemar’s test).

PopDebias improves all 22 models under adversar-
ial conditions (S2-S4, S6). (2) Largest gains un-
der S2: average +-24.7 pp across all four datasets,
with individual gains up to +54.1 pp. (3) No
harm under S5: performance is maintained or
slightly improved when popularity aligns with truth.
(4) Consistent HPSR reduction across all con-
ditions. (5) Scale-independent: benefits appear
from 0.5B to 32B parameters.
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Figure 15: S1 (Baseline) reliability diagrams.
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Figure 16: S3 (Gradient) reliability diagrams.
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Figure 17: S4 (Direct Contest) reliability diagrams.
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Figure 18: S5 (Reverse Control) reliability diagrams. Minimal ECE reduction validates that PopDebias targets
popularity-induced overconfidence specifically.
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Table 20: Comprehensive debiasing results for EntityQuestions: S2 Popular Trap. An improvement in an ’After’
cell is colored green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
Llama-2-13b-hf 50.5 86.0 47.7 12.2 0376 0.059 -0.895 -0.562 0493 0599 0571 0618 -0.340 -0.428 0.123 -0.294
DeepSeek-V2-Lite 469 906 511 7.9 0.408 0.030 -0.904 -0.453 0375 0534 0548 0504 -0.304 -0.451 0.682 0.258
Llama-2-7b-hf 33.7 83.2 63.9 14.2 0.510 0.067 -0923 -0.605 0394 0.559 0.552 0598 -0.169 -0.572 0.668 -0.319
Llama-3.2-3B 54.8 87.1 433 1.0 0345 0058 -0876 -0.539 0534 0.622 0580 0.635 -0.324 -0.376 -0.038 -0.293
deepseek-11m-7b-base  48.2 89.6 49.7 8.8 0397 0.036 -0.899 -0.483 0400 0.545 0551 0575 -0.322 -0.459 0.584 0.248
Qwen2.5-3B 57.9 88.0 40.4 10.5 0.318 0051 -0.861 -0.520 0.548 0.627 0.588 0.638 -0.333 -0.344 -0.075 -0.269
phi-4 734 86.3 255 1250197 0078 -0.751 -0.564 0.819 0.820 0.731 0.781 -0.377 -0.172 -0.564 -0.279
Gemma-3-1b-it 24.8 604 727 3.0 0.584 0242 -0917 -0.846  0.680 0.694 0.400 0.576 0.073 -0.351 -0.566 -0.737
Falcon-7b-instruct 274 81.4 70.3 16.1 0562  0.076 -0.921 -0.640 0389 0.571 0.554 0617 -0.105 -0.643 0.720 -0.364
Gemma-2-2b-it 37.3 75.4 60.2 220 0484 0.131 -0918 -0.717 0.564 0.634 0507 0617 -0.123 -0.474 -0.307 -0.547
zephyr-7b-beta 61.4 77.8 372 206 0289 0.136 -0.845 -0.694 0.817 0.817 0.652 0.730 -0.344 0.196 -0.666 0.419
Gemma-2-9b-it 38.0 62.4 59.8 35.1 0480 0245 -0919 -0.832 0.826 0.797 0441 0.606 -0.116 -0.171 -0.746 -0.661
Qwen2.5-7B 62.0 86.6 36.3 1170286 0064 -0.838 -0.551 0.634 0.685 0.627 0.683 -0.337 -0.271 -0.326 -0.277
Qwen2.5-1.5B 47.7 84.1 50.3 14.1 0400 0.072 -0.902 -0.598 0515 0.617 0.567 0.633 -0.281 -0.403 0.041 -0.298
Qwen2.5-0.5B 444 84.8 534 133 0426 0.065 -0911 -0.588 0.468 0.590 0.548 0.607 -0.208 -0.424 0.245 -0.312
phi-2 67.9 88.4 30.3 9.8 0.239  0.054  -0.792 0.671 0712 0.658 0.706 -0.388 -0.270 -0.432 -0.299
Qwen2.5-32B 65.5 88.7 333 10.2 0.257  0.052  -0.820 0.650 0.699 0.654 0.699 -0.392 0.274 -0.355 0.270
Meta-Llama-3-8B 64.2 79.1 344 19.3 0.269 0.128 -0.826 0.836 0.828 0.673 0.747 -0.376 -0.188 -0.659 -0.380
Mistral-7B-ve.3 65.4 80.7 333 17.8 0256 0.114 -0.820 -0.658 0.804 0.806 0.676 0.742 -0.349 -0.194 -0.621 -0.369
Llama-3.2-1B 43.6 86.6 54.1 11.5 0431 0.052 -0.909 -0.550 0435 0.573 0.566 0.604 -0.317 -0.509 0.356 0.321
Llama-3.1-8B 70.2 88.3 28.6 10.5 0221 0.058 -0.782 -0.525 0.707 0.739 0.687 0.730 -0.380 -0.228 -0.434 -0.261
phi-1_5 37.2 84.6 60.4 13.2 0483 0.063 -0.921 -0.587 0432 0578 0563 0610 -0.265 -0.543 0.376 -0.342

Table 21: Comprehensive debiasing results for EntityQuestions: S3 Popularity Gradient. An improvement in an
> After’ cell is colored green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
phi-4 65.8 76.7 28.8 16.5 0214 0.104 -0.709 -0.545 0.798 0.783 0.672 0.709 -0.290 -0.141 -0.539 -0.325
Gemma-2-9b-it 354 49.1 61.2 42,6 0471 0295 -0.851 -0.746  0.823 0.736 0422 0.530 -0.039 0.015 -0.719 0.595
Llama-3.2-3B 51.9 74.7 39.0 13.1 0.302 0.077 -0.739 -0.437 0526 0.550 0.574 0.568 -0.248 -0.134 0.018 -0.023
Llama-3.2-1B 43.1 70.1 43.8 1290340 0078 -0.711 -0416 0438 0473 0566 0.527 -0.273 -0.250 0.317 0.088
Mistral-7B-vo.3 60.5 70.8 325 200 0.248 0.134  -0.731 -0.582  0.798 0.773 0.635 0.675 -0.267 0.134 -0.562 0.369
DeepSeek-V2-Lite 45.5 71.5 454 109 0342 0051 -0.747 -0.352 0373 0426 0.547 0486 -0.219 -0.230 0.582 0.111
Gemma-2-2b-it 354 582 544 260 0419 0161 -0.753 -0.595 0564 0.549 0504 0535 -0.056 -0.091 -0.269 -0.169
Qwen2.5-3B 532 75.3 38.6 13.5 0.292 0076 -0.745 -0451 0529 0.549 0575 0.568 -0.233 0.134 0.008 -0.019
Llama-3.1-8B 65.3 80.6 30.7 139 0225 0076 -0.735 -0.499 0.687 0.691 0.658 0.676 -0.316 -0.147 -0.382 -0.191
Llama-2-7b-hf 324 72.7 66.1 1970504 0085 -0.883 -0.543 0398 0450 0.552 0.508 -0.109 -0.379 0.584 0.157
Meta-Llama-3-8B 61.2 70.3 31.1 20.2 0236 0.136  -0.708 -0.581 0.825 0.796 0.640 0.682 -0.267 0.122 -0.548 0.357
Qwen2.5-32B 62.5 79.0 28.8 11.1 0.221  0.070 -0.692 -0.443 0.630 0.641 0.630 0.638 -0.285 -0.155 -0.245 -0.146
Llama-2-13b-hf 495 759 457 158 0343 0080 -0.808 -0.491 0502 0520 0.561 0.548 -0.233 -0.193 0.036 -0.022
phi-1_5 36.3 71.3 59.0 180 0445 0089 -0.821 -0.515 0434 0469 0557 0.523 -0.170 -0.306 0.312 0.094
deepseek-11m-7b-base  47.1 76.6 43.7 11.5 0.328 0.055 -0.735 -0.374 0.402 0446 0551 0.505 -0.237 -0.246 0.480 0.103
Gemma-3-1b-it 23.6 433 70.8 40.2 0563 0279 -0.845 -0.702 0.694 0.608 0389 0.494 0.169 0.132 -0.621 -0.449
Qwen2.5-1.5B 45.6 72.3 474 169 0359 0.091 -0.780 -0.501 0.509 0.533 0.558 0.555 -0.182 0.143 0.081 0.017
Qwen2.5-0.5B 42.5 63.3 34.6 12.1 0.295 0.095 -0.633 -0.426 0458 0484 0544 0.525 -0.111 -0.075 0.242 0.068
Qwen2.5-7B 56.2 75.2 35.8 14.5 0275 0.087 -0.740 -0.488 0.611 0.617 0.604 0612 -0.250 -0.112 -0.246 -0.124
zephyr-7b-beta 554 64.5 344 229 0261 0.158 -0.696 -0.585 0.813 0.786 0.601 0.642 -0.232 0.132 -0.555 0.403
phi-2 57.5 75.8 36.3 15.7 0.269 0.086 -0.746 -0.500 0.618 0.622 0.587 0.605 -0.215 -0.086 -0.337 -0.188
Falcon-7b-instruct 28.0 70.8 71.8 240 0539 0100 -0.875 -0.600 0.389 0452 0553 0.518 -0.063 -0.490 0.673 0.179

Table 22: Comprehensive debiasing results for EntityQuestions: S4 Direct Contest. An improvement in an ’After’
cell is colored green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
deepseek-11m-7b-base  44.6 64.1 44.1 18.3 0264 0.029 -0.582 -0312 0395 0427 0555 0528 -0.157 -0.191 0.382 0.113
phi-4 61.0 68.3 32.0 23.1 0.163  0.079 -0.567 -0.450 0.776 0.757 0.643 0.6606 -0.227 0.160 -0.434 0.316
Qwen2.5-7B 51.7 65.7 39.6 21.8 0228 0.061 -0.603 -0.394 0595 0.598 0.598 0.608 -0.190 -0.101 -0.179 -0.101
Mistral-7B-vo.3 56.4 63.3 35.2 26.5 0.189  0.105 -0.575 -0470 0.785 0.762 0.612 0.638 -0.200 -0.142 -0.427 -0.319
zephyr-7b-beta 53.6 60.2 36.7 28.1 0.200 0.118 -0.575 -0.481 0.800 0.775 0.594 0.624  -0.200 0.153 -0.443 0.346
phi-1_5 343 549 49.8 21.1 0.318 0.050 -0.579 -0.381 0.427 0450 0560 0.546 -0.139 -0.216 0.245 0.073
Gemma-2-2b-it 34.0 48.6 479 28.2 0294 0.103 -0.534 0426 0559 0.546 0496 0521 -0.042 -0.079 -0.143 -0.126
Llama-3.1-8B 614 70.8 32.0 20.7 0.162  0.056 -0.554 -0.389 0.675 0.672 0.644 0.653 -0.246 0.140 -0.298 0.192
Falcon-7b-instruct 27.0 18.6 529 22.8 0.337  0.056 -0.520 -0.376 0390 0.431 0.553 0.538 0.005 -0.275 0.379 0.123
Qwen2.5-0.58B 402 575 435 208 0260 0.051 -0.555 -0.372 0450 0471 0547 0541 -0.069 -0.082 0.200 0.043
Llama-2-13b-hf 47.0 63.0 42.0 21.3 0.245 0.053 -0.574 -0.365 0493 0.505 0563 0.558 -0.171 0.135 0.064 0.010
Qwen2.5-32B 583 70.7 36.3 213 0.195 0.055 -0.597 -0.387 0618 0.619 0.621 0.627 -0.248 -0.150 -0.210 -0.123
Llama-2-7b-hf 33.0 533 49.0 21.0 0307 0.046 -0.542 -0.353 0.394 0432 0553 0.536  -0.097 -0.240 0.403 0.118
Qwen2.5-1.5B 42.5 59.3 45.1 230 0271 0.062 -0571 -0.371 0500 0512 0.556 0.559 -0.103 0.091 0.066 0.021
Llama-3.2-3B 49.1 64.5 41.2 21.8 0238 0.055 -0.580 -0.360 0520 0.531 0571 0571 -0.163 -0.106 -0.001 -0.015
Gemma-3-1b-it 24.6 36.7 55.1 3740356 0181 -0519 -0489  0.679 0.632 0.405 0474 0.060 -0.015 -0.337 -0.277
Llama-3.2-1B 40.1 59.5 46.4 21.0 0281 0.045 -0.584 -0.354 0431 0455 0.567 0.549 -0.157 -0.198 0.220 0.066
Gemma-2-9b-it 332 10.2 49.1 3930300 0.205 -0.529 -0.496  0.824 0.766 0405 0469 -0.083 -0.112 -0.383 -0.305
phi-2 49.5 60.5 34.6 209 0.178 0.050 -0.529 -0.387 0.588 0.589 0.558 0.569 -0.149 -0.094 -0.214 -0.191
Qwen2.5-3B 49.0 65.3 41.6 21.2 0.240 0.049 -0.600 -0.368 0.520 0.531 0571 0572 -0.171 0.122 0.024 0.006
DeepSeek-V2-Lite 424 64.4 454 17.2 0273  0.019 -0.575 -0.283 0366 0409 0554 0518 -0.130 -0.169 0.446 0.108
Meta-Llama-3-8B 574 64.0 36.3 28.5 0.197 0.121  -0.584 -0.485 0817 0.787 0.621 0.653 -0.218 -0.167 -0.463 -0.346
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Table 23: Comprehensive debiasing results for EntityQuestions: S5 Reverse Control. An improvement in an
*After’ cell is colored green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
Llama-2-7b-hf 30.7 334 50.4 408 -0.010 -0.104 0.210 0.253 0391 0.398 0.561 0.560 0.041 0.044 -0.118 -0.182
Gemma-2-9b-it 33.1 34.3 53.2 50.1  -0.008 -0.038 0.204 0222 0.817 0.794 0404 0414 0.040 -0.070 0.157 0.223
Llama-2-13b-hf 46.5 48.2 57.0 504 -0.004 -0.068 0219 0287 0482 0478 0.564 0.560 0.099 0.106 0.000 -0.030
Mistral-7B-ve.3 52.7 53.6 55.0 526 -0.021 -0.044 0225 0261 0.764 0.749 0.597 0.593 0.129 0.070 0.207 0.208
Qwen2.5-1.5B 45.5 17.6 58.0 506 0.002 -0.070 0213 0.287 0474 0471 0569 0.565 0.157 0.172 -0.003 -0.034
DeepSeek-V2-Lite 439 45.7 56.2 464 -0.001 -0.093 0229 0.304 0355 0361 0550 0.548 0.156 0.160 -0.164 -0.251
Llama-3.2-1B 44.7 46.9 58.6 502 0.011 -0.073 0.181 0261 0426 0424 0.565 0.561 0.090 0.103 -0.088 -0.126
phi-4 57.1 57.9 553 533 -0.029 -0.048 0.219 0249 0.737 0.724 0.636 0.631 0.143 0.088 0.178 0.168
phi-2 41.9 43.8 50.0 455 -0.042 -0.086 0211 0.248 0524 0.519 0.556 0.554  0.109 0.091 -0.036 -0.046
Gemma-2-2b-it 33.0 354 52.6 460 -0.010 -0.075 0.208 0.242 0.547 0.539 0499 0502  0.060 0.042 0.025 0.027
Qwen2.5-0.5B 38.8 41.6 52.8 450 -0.012 -0.087 0.182 0.245 0416 0417 0.558 0.555 0.161 0.151 -0.104 -0.155
Llama-3.1-8B 56.3 57.7 56.6 530 -0.024 -0.060 0201 0.257 0.637 0.627 0.630 0.623 0.134 0.132 0.126 0.125
Qwen2.5-7B 53.0 543 59.3 539 -0.002 -0.054 0.184 0254 0.567 0558 0.609 0.604 0.146 0.177 0.069 0.084
Meta-Llama-3-8B 557 56.7 57.0 550 -0.015 -0.036 0225 0.258 0.796 0.779 0615 0.611 0.154 0.074 0.209 0.202
Llama-3.2-3B 50.6 52.3 59.2 525 0.005 -0.061 0.188 0271 0496 0491 0574 0.570 0.170 0.184 -0.004 -0.025
Falcon-7b-instruct 25.7 28.4 49.9 389 -0.007 -0.113 0.190 0211 0.389 0400 0.557 0559 0.044 -0.008 -0.159 -0.192
deepseek-11m-7b-base  45.8 485 57.8 489 0.003 -0.083 0211 0306 0385 0388 0552 0545 0.136 0.136 -0.128 -0.221
Gemma-3-1b-it 25.6 28.1 49.8 442 -0.003  -0.060 0.185 0.207 0.669 0.650 0420 0433  0.075 0.003 0.082 0.142
phi-1_5 373 40.0 54.9 456 0.006 -0.085 0.183 0.248 0.419 0418 0.558 0.556 0.050 0.041 -0.093 -0.128
Qwen2.5-32B 59.8 61.2 60.4 55.8  -0.003 -0.047 0.176 0246 0596 0.586 0.628 0.623 0.118 0.122 0.090 0.103
zephyr-7b-beta 52.1 529 56.2 539 -0.015 -0.038 0226 0256 0.770 0.754 0.594 0.592  0.121 0.052 0.190 0.193
Qwen2.5-3B 52.1 53.6 59.8 538  -0.000 -0.058 0.205 0275 0495 0489 0582 0.578 0.163 0.188 0.011 0.010

Table 24: Comprehensive debiasing results for EntityQuestions: S6 None of the Above. An improvement in an
*After’ cell is colored green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
Qwen2.5-32B 12.8 20.8 51.9 338 0270  0.026 -0.560 -0.666 0.505 0477 0.506 0520 -0.076 -0.045 0.008 0.135
Llama-2-7b-hf 6.7 16.3 59.0 3620338 0.020  -0422 -0.604 0.349 0359 0.627 0.596 0.132 0.079 0.145 0.346
Llama-3.2-1B 0.0 0.6 64.5 435 0381  0.036 0.000 -0.131 0442 0421 0558 0.582  0.063 0.075 -0.063 -0.100
Qwen2.5-0.5B 0.3 2.6 59.5 3.1 0286 0034 -0.087 -0.258 0427 0412 0572 0586  0.046 0.112 -0.033 -0.065
deepseek-11m-7b-base 4.0 10.3 59.8 3920325 0.029 -0.331 -0495 0379 0378 0.607 0.597 0.062 0.116 0.096 0.164
Llama-3.2-3B 0.0 1.3 60.8 4290322 0035 -0.034 -0.187 0482 0459 0518 0542 0.017 0.089 -0.016 -0.087
DeepSeek-V2-Lite 62.3 73.7 24.6 1.1 0150  0.006 -0.937 -0.936 0342 0347 0469 0436 -0.204 -0.171 0.771 0.701
Mistral-7B-ve.3 21.5 30.5 44.1 298 0204 0022 -0.686 -0.763 0.735 0.663 0.336 0.394 0.134 0.131 -0.407 -0.342
Gemma-2-2b-it 62.6 70.4 22.8 1310119 0012 -0939 -0945 0526 0516 0513 0514 -0.106 0.100 -0.090 0.016
phi-2 2.4 53 49.8 09 0156 0033 -0254 -0.367 0529 0513 0466 0477 0.037 0.180 0.032 -0.046
Qwen2.5-3B 4.6 14.1 59.6 37.6 0329 0.028 -0.354 -0.569 0.445 0415 0545 0555  0.063 0.068 0.044 0.260
Llama-3.1-8B 8.2 13.3 50.8 3720217 0.029 -0457 -0.557 0.552 0519 0439 0465 0.070 0.134 0.027 0.055
Qwen2.5-7B 5.9 13.2 59.4 3840336 0.030 -0.398 -0.553 0.523 0478 0474 0507  0.070 0.125 -0.021 0.078
Gemma-2-9b-it 5.8 15.6 59.5 38.8 0316 0035 -0395 -0.595 0.791 0.658 0.216 0.325  0.129 0.225 -0.154 -0.143
phi-4 19.7 27.1 43.1 31200173 0.026 -0.662 -0.733  0.688 0.640 0.396 0.432 -0.047 0.009 -0.360 0.301
Meta-Llama-3-8B 16.3 242 484 3270232 0.027  -0.619 -0.705 0.702 0.629 0346 0.407 0.095 0.118 -0.326 -0.270
phi-1_5 28.8 49.6 47.5 2180305 0016 -0.777 -0.880 0.385 0382 0.538 0.498 0.079 -0.009 0.557 0.714
Falcon-7b-instruct 0.0 0.8 62.5 436 0351 0035 -0.024 -0.145 0384 0400 0.616 0.603 -0.022 0.030 0.023 -0.053
Qwen2.5-1.5B 1.8 1.5 62.2 2.1 0348 0.034 -0.228 -0.340 0466 0437 0530 0.557 0.089 0.078 -0.032 0.033
Gemma-3-Tb-it 20.8 37.4 52.1 2 0320 0.023 -0.689 -0.815 0.606 0.530 0410 0461 0.231 0.181 -0.328 -0.073
Llama-2-13b-hf 8.6 18.0 56.5 0308 0.026 -0471 -0.629 0434 0410 0540 0543  0.122 0.145 0.164 0.327
zephyr-7b-beta 15.6 27.1 50.2 3170258 0.026 -0.606 -0.733 0.741 0.651 0299 0.371  0.106 0.141 -0.267 -0.206

Table 25: Comprehensive debiasing results for MuSiQue: S1 Baseline Control. An
is colored green; a regression is colored red.

improvement in an ’After’ cell

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop  Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
Qwen2.5-0.5B 31.6 415 51.0 305 0197 0.020  -0.247  -0.006  0.414 0412 0.548 0.528 0.067 0.132 0.141 0.009
deepseek-11m-7b-base  33.0 443 52.5 284 0200 -0.008 -0255 0018 0365 0375 0560 0.531 0.031 0.003 0.177 -0.023
DeepSeek-V2-Lite 31.2 14.4 49.9 233 0206 -0.020 -0.232  0.098 0329 0.348 0.576 0.534 0.062 0.031 0.155 -0.089
Llama-3.2-3B 38.0 478 51.7 33.0 0207 0038  -0251 -0.022 0457 0457 0542 0530 0.050 0.105 0.082 0.017
Mistral-7B-v@.3 41.1 47.0 44.9 36.7 0164 0085 -0229 -0.118 0711 0.689 0.508 0.529 0.037 0.061 -0.144 -0.043
Qwen2.5-32B 47.1 55.4 45.1 3260160 0046  -0.288 -0.077 0.561 0.551 0.565 0.562  0.009 0.132 -0.034 0.031
Falcon-7b-instruct 27.1 37.3 484 2730198 0017 -0256 -0.067 0399 0403 0547 0532 0.042 -0.133 0.154 0.080
phi-1_5 315 10.3 50.8 3300195 0.033  -0.265 -0.104 0415 0410 0.543  0.534  0.068 0.057 0.140 0.095
Gemma-3-1b-it 26.0 31.5 53.1 44010217 0037 -0263  -0.209  0.673  0.630  0.414 0448  0.024 -0.056 -0.168 -0.031
Llama-3.1-8B 42.8 50.1 40.8 309 0139 0049  -0207 -0.079 0588 0.577 0.536 0.539 0.092 0.151 -0.094 -0.048
Gemma-2-9b-it 29.3 31.7 482 428 0186 0.138  -0.200 -0.160 0.830 0.791 0365 0.402  0.028 -0.106 -0.166 0.045
Llama-2-13b-hf 34.1 14.6 46.6 289 0169  0.020 -0229 -0.022 0432 0431 0547 0531 0.027 0.033 0.111 0.015
zephyr-7b-beta 36.6 41.2 50.0 1200192 0115 -0262 -0.163 0755 0725 0459 0485 0.007 0.022 -0.138 -0.040
Gemma-2-2b-it 27.8 32.5 48.4 9.1 0180 0.091  -0.172  -0.095 0.585 0.560 0.477 0494  0.035 0.012 -0.075 0.002
Meta-Llama-3-8B 44.9 475 429 3750147 0.101 -0.224  -0.152 0.758 0.731  0.504 0.526  0.067 0.040 -0.203 0.107
Llama-2-7b-hf 29.3 40.3 49.7 267 0198 -0.001 -0262 -0.051 0366 0373 0560 0.537 -0.014 -0.053 0.195 0.054
phi-4 48.6 51.6 36.7 310 0112 0057 -0206 -0.124 0.704 0.690 0.552 0.564  0.064 0.097 -0.128 -0.044
Qwen2.5-1.5B 35.8 44.6 47.6 303 0184 0.034  -0.216 -0.013 0454 0449 0.546 0.537 0.057 0.081 0.098 0.045
phi-2 349 427 43.0 276 0143 0014 -0238 -0.045 0471 0472 0526 0518 -0.027 0.029 0.110 -0.002
Qwen2.5-7B 41.0 484 48.9 343 0177 0053 -0219 -0.030 0531 0520 0.541 0.540 0.049 0.145 -0.019 0.007
Llama-3.2-1B 28.6 404 56.9 330 0233 0029 -0262 -0.084 0404 0408 0.550 0.536  0.098 0.027 0.129 0.036
Qwen2.5-3B 36.2 15.7 49.1 322 0181 0035  -0.176  0.014  0.449 0443 0.549 0.536  0.052 0.106 0.045 0.003
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Table 26: Comprehensive debiasing results for MuSiQue: S2 Popular Trap. An improvement in an ’After’ cell is
colored green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
Qwen2.5-0.5B 34.1 79.5 61.6 16.1 0484 0.087 -0.856 -0.591 0436 0.556 0527 0574 -0.005 -0.400 0.370 -0.309
Llama-3.2-1B 283 79.5 68.4 1740535 0.085 -0.874 -0.619 0408 0556 0.551 0.592 -0.002 -0.518 0.430 0.374
Llama-3.2-3B 333 78.7 62.6 17.2 0498 0.094 -0.865 -0.615 0471 0576 0542 00601 -0.116 -0.488 0.140 -0.375
phi-2 483 80.0 48.4 1700369 0089 -0.862 -0.624 0525 0594 0547 0591 -0.184 -0.293 -0.056 -0.314
Qwen2.5-1.5B 36.3 78.7 60.3 176 0475 0.101 -0865 -0.624 0470 0.576 0.540 0597 -0.118 -0.430 0.180 -0.330
DeepSeek-V2-Lite 31.1 85.2 66.0 11.3 0.506 0.046 -0.893 -0.520 0333 0.516 0572 0.567 -0.103 -0.523 0.690 -0.282
Meta-L1lama-3-88B 455 67.0 517 294 0405 0200 -0.868 -0.754 0.775 0.760 0507 0.614 -0.132 -0.096 -0.692 -0.580
phi-4 52.6 740 446 232 0346 0.148 -0.855 -0.705 0.733 0.741 0585 0.672 -0.270 0.228 -0.629 0.460
Qwen2.5-3B 41.3 81.1 553 159 0440 0.086 -0.864 -0.594 0476 0574 0.534 0.590 -0.127 -0.385 0.200 -0.294
zephyr-7b-beta 40.6 62.8 559 3340440 0228 -0872 -0.788 0.772 0774 0496 0.603 -0.213 -0.160 -0.679 -0.629
Gemma-3-1b-it 26.1 61.8 69.6 33.1 0.556 0.220 -0.851 -0.794 0.679 0.691 0420 0574 -0.030 -0.306 -0.528 -0.691
phi-1_5 32.8 78.6 62.2 16.0 0493 0.089 -0.851 -0.600 0413 0540 0.539 0579 -0.031 -0.440 0.517 -0.246
Qwen2.5-7B 42.0 76.1 55.0 199 0437 0123 -0.866 -0.652 0.547 0.618 0.527 0.603 -0.092 -0.281 -0.114 -0.367
deepseek-11m-7b-base  30.9 80.9 65.1 154 0507 0072 -0861 -0.592 0375 0.538 0.560 0.588 -0.097 -0.536 0.594 0.292
Gemma-2-2b-it 29.2 67.2 66.5 279 0527 0.176 -0.835 -0.731 0.582 0.638 0.482 0.600 -0.083 -0.448 -0.317 -0.592
Qwen2.5-32B 474 78.3 49.1 180 0389 0.108 -0.853 -0.627 0572 0.642 0552 0.633 -0.192 -0.344 -0.243 -0.389
Llama-3.1-8B 46.3 79.2 51.1 17.8 0398 0.103 -0.872 -0.631 0.615 0.662 0.543 0.626 -0.190 -0.250 -0.403 -0.416
Mistral-7B-vo.3 43.0 66.9 53.8 29.5 0421 0.197 -0.875 -0.765 0.722 0.722 0.527 0.624 -0.209 -0.208 -0.655 -0.556
Llama-2-7b-hf 29.9 81.5 66.2 1410520 0.063 -0.870 -0.564 0364 0536 0.554 0.586  0.023 -0.509 0.693 -0.312
Falcon-7b-instruct 26.1 77.0 70.7 18.3 0.553  0.096 -0.868 -0.661 0.400 0.549 0.548 0.602 0.016 -0.647 0.650 0.303
Llama-2-13b-hf 325 78.6 64.1 17.8 0496 0.089 -0.859 -0.612 0438 0.561 0548 0.593 -0.105 -0.485 0.305 -0.338
Gemma-2-9b-it 33.6 543 62.6 414 0499 0297 -0.862 -0.829 0.829 0.795 0399 0.553 -0.004 -0.120 -0.689 -0.686

Table 27: Comprehensive debiasing results for MuSiQue: S3 Popularity Gradient. An improvement in an ’After’
cell is colored green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
Qwen2.5-1.5B 356 032 522 1920389 0011 -0.647 -0424 0479 0507 0530 0.528 -0.037 -0.098 0.137 -0.028
Gemma-2-9b-it 32.0 435 65.7 50.1 0496 0336 -0.831 -0.729 0.839 0.744 0384 0499  0.062 0.064 -0.712 0.630
phi-1_5 294 65.3 65.7 24.5 0466 0.104 -0.733 -0476 0416 0457 0548 0.521 -0.061 -0.318 0.418 0.045
Gemma-2-2b-it 285 51.5 60.2 3240462 0.193 -0.700 -0.594  0.590 0.560 0.463 0515 0.041 -0.012 -0.302 -0.221
Falcon-7b-instruct 26.2 65.9 73.8 29.7 0542 0.119  -0.848 -0.596 0399 0458 0549 0.536 -0.011 -0.546 0.624 0.124
deepseek-11m-7b-base 339 67.0 543 180 0384 0075 -0.658 -0.377 0377 0424 0.547 0504 -0.001 -0.272 0.468 0.059
Llama-2-13b-hf 35.1 669 570 219 0410 0101 -0.732 -0473 0441 0463 0.534 0513 -0.042 -0.189 0.269 0.063
Llama-3.2-1B 277 58.8 54.9 18.5 0426 0.106 -0.630 -0425 0419 0461 0554 0524 -0.064 -0.159 0.305 0.000
Qwen2.5-0.5B 33.1 54.7 37.8 14.4 0317 0.108 -0.537 -0.355 0436 0466 0.538 0518 -0.035 -0.038 0.245 -0.023
Llama-2-7b-hf 249 70.3 729 2140551 0082 -0.836 -0484 0370 0438 0566 0.514 0.043 -0.411 0.560 0.071
zephyr-7b-beta 38.8 49.7 45.8 299 0358 0218 -0.651 -0.548 0.768 0.738 0.484 0533 -0.047 0.063 -0.527 0.444
DeepSeek-V2-Lite 339 67.3 514 14.5 0372 0.067 -0.661 -0.310 0337 0.399 0.560 0492 -0.017 -0.205 0.514 0.078
Qwen2.5-32B 459 65.7 39.6 176 0304 0.112 -0.656 -0.466 0579 0.589 0.548 0570 -0.117 -0.067 -0.178 -0.174
Qwen2.5-7B 40.8 62.2 47.8 22.5 0365 0.132 -0.693 -0.501 0.546 0.555 0.527 0.541 -0.067 0.003 -0.071 -0.090
phi-2 44.2 68.8 48.3 19.8 0.346  0.097 -0.746 -0.484 0503 0.520 0.527 0.521 -0.052 0.041 0.067 -0.076
Gemma-3-1b-it 232 419 67.3 40.6 0535 0.280 -0.745 -0.661 0.679 0.608 0.407 0501 0.123 0.098 -0.543 -0.423
Mistral-7B-ve.3 41.5 56.8 47.0 27.0 0359 0.181 -0.711 -0.567 0.729 0.700 0.506 0.561 -0.127 0.016 -0.504 0.404
Llama-3.2-3B 31.8 614 52.7 19.8 0405 0.112 -0.625 -0.431 0472 0496 0540 0.534 -0.045 -0.125 0.096 -0.005
Qwen2.5-3B 39.6 650 494 1810377  0.099 -0.684 -0.409 0479 0.504 0534 0529 -0.078 -0.101 0.139 -0.046
Llama-3.1-8B 46.2 67.4 45.2 2240339 0.125 -0.759 -0.554  0.616 0.609 0.533 0.573 -0.063 0.006 -0.342 0.240
phi-4 49.8 65.0 41.5 240 0304 0.143 -0.720 -0.549 0.729 0.710 0.564 0.613 -0.196 -0.075 -0.550 -0.368
Meta-Llama-3-8B 43.1 55.4 45.0 309 0340 0.205 -0.686 -0.605 0.780 0.735 0.497 0563 -0.072 -0.010 -0.552 -0.408

Table 28: Comprehensive debiasing results for MuSiQue: S4 Direct Contest. An improvement in an ’After’ cell is
colored green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before Before After Before After Before After Before After
Falcon-7b-instruct 25.1 50.3 57.0 237 0375 0061 -0.528 0.399 0454 0552 0.549  0.005 -0.313 0.375 0.016
Qwen2.5-1.5B 304 50.7 54.5 27.6 0340 0.087 -0.508 0472 0495 0.530 0.549  0.022 -0.097 0.075 -0.100
Gemma-2-9b-it 26.1 35.5 559 13.8 0.351  0.230 -0.487 0.833  0.774 0.344 0429 0.005 -0.066 -0.356 -0.311
Gemma-3-1b-it 272 414 581 398 0374 0.190  -0.513 0.666 0.631 0.433 0.009 -0.112 -0.320 -0.273
Llama-2-13b-hf 324 54.1 54.1 27.8 0.331  0.086 -0.523 0441 0466 0.537 0.049 -0.091 0.193 0.013
Qwen2.5-32B 423 58.9 48.6 28.4 0.296  0.098 -0.571 0.561 0.560 0.546 0.575 -0.049 -0.075 -0.179 -0.133
Llama-3.2-1B 259 494 577 2840359 0.080 -0.483 0416 0451 0551 0.549 0.077 -0.120 0.165 -0.110
Llama-3.2-3B 304 53.1 57.2 299 0354 0.093 -0.503 0468 0.487 0.528 0.548 0.082 -0.096 0.051 -0.113
Meta-Llama-3-8B 40.3 50.9 49.3 35.1 0.306 0.168 -0.552 0.767 0.720 0.469 0.536  0.021 0.039 -0.486 -0.350
Qwen2.5-0.5B 30.2 51.7 53.0 260 0315 0068 -0.497 0430 0458 0535 0.534  0.063 -0.012 0.202 -0.050
phi-1_5 27.5 52.6 52.7 2240353 0.060 -0.494 0413 0448 0.552 0.545 0.086 -0.128 0.224 0.033
Qwen2.5-3B 33.6 553 524 25.5 0333  0.075 -0.510 -0.310 0467 0489 0536 0.548 0.049 -0.034 0.053 -0.112
zephyr-7b-beta 348 443 525 400 0320 0.198 -0.527 0451 0.754 0.721 0449 0501  0.052 0.079 -0.448 -0.389
phi-4 47.7 57.8 44.2 30.5 0.264 0.132 -0.597 -0464 0.718 0.694 0.531 0.580 -0.013 0.017 -0.443 0.313
Qwen2.5-7B 34.8 54.2 56.2 3320333 0.101 -0494 -0.286  0.539 0.546  0.520 0.039 0.017 -0.171 -0.254
phi-2 347 53.7 46.0 249 0276 0.064 -0.501 -0.335 0.488 0.501 0.517 0.064 0.018 0.026 -0.115
Llama-3.1-8B 42.7 60.6 47.5 260 0292 0.089 -0.612 -0.404 0.604 0595 0.520 0.005 0.074 -0.249 0.203
Gemma-2-2b-it 26.2 43.2 56.6 3500360 0.149  -0.505 -0.430  0.583 0.560 0.464 0.032 -0.064 -0.178 -0.142
Mistral-7B-ve.3 375 494 510 352 0310 0.162  -0539 -0426 0715 0.687 0.480 0.006 0.066 -0.416 -0.336
deepseek-11m-7b-base 31.8 574 54.5 23.2 0.339  0.047 -0.517 -0.266 0372 0426 0.555 0.059 -0.151 0.333 0.029
DeepSeek-V2-Lite 273 559 55.7 20.1 0.343  0.029 -0499 -0.238 0335 0.398 0.583 0.069 -0.179 0.309 -0.025
Llama-2-7b-hf 25.6 529 574 222 0372 0.045 -0482 -0.267 0367 0421 0.569 0.027 -0.242 0.313 -0.047

10109



Table 29: Comprehensive debiasing results for MuSiQue: S5 Reverse Control. An improvement in an ’After’ cell
is colored green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
Qwen2.5-0.5B 30.9 34.8 51.7 411 0016  -0.082 0.193 0.294 0397 0402 0.556 0.556  0.209 0.201 -0.217 -0.292
Llama-3.2-1B 333 38.9 585 155 0063  -0.058 0.189 0315 0402 0408 0553 0.551 0.196 0.197 -0.134 -0.229
Qwen2.5-3B 41.6 45.0 56.8 485 0.039  -0.037 0251 0356 0.444 0443 0552 0548 0219 0.229 -0.130 -0.195
Qwen2.5-7B 41.8 453 55.0 479 0038 -0.026 0210 0309 0521 0516 0563 0561 0.296 0.301 -0.017 -0.026
Llama-3.1-8B 432 16.5 52.1 170 0.009 -0.041 0216 0294 0572 0566 0.544 0.543  0.193 0.190 0.038 0.039
Gemma-2-2b-it 28.8 32.7 51.0 436 0015 -0.055 0201 0.278 0568 0.562 0475 0483  0.019 -0.010 0.077 0.072
Mistral-7B-ve.3 39.8 435 54.1 4790030 -0.025 0.182 0.272 0.703 0.687 0.513 0521 0219 0.197 0.094 0.151
DeepSeek-V2-Lite 30.9 35.9 50.9 387 0.024  -0.092 0.195 0314 0327 0343 0576 0.569 0.146 0.152 -0.180 -0.301
zephyr-7b-beta 38.3 41.0 54.9 4940036  -0.015 0209 0279 0.744 0.725 0480 0491 0219 0.171 0.091 0.156
Qwen2.5-32B 49.0 525 56.8 494 0.041  -0.029 0.182 0317 0559 0.552 0.583 0.579 0.198 0.242 0.073 0.088
Gemma-2-9b-it 31.0 33.1 50.9 467 0.017  -0.023  0.183 0.229 0.825 0.804 0370 0.387  0.006 -0.117 0.142 0.231
phi-1_5 31.2 35.0 51.4 41.0 0021 -0.072 0205 0.291 0411 0414 0550 0.549 0.175 0.195 -0.189 -0.239
Llama-3.2-3B 41.2 444 58.2 485 0.052  -0.041  0.172 0304 0.445 0447 0536 0534 0.186 0.182 -0.115 -0.187
Llama-2-13b-hf 36.5 39.2 49.5 420 0016 -0.052 0238 0313 0429 0427 0548 0547 0.188 0.169 -0.162 -0.185
deepseek-11m-7b-base  36.3 42.0 54.1 419 0.043 -0.070 0.173 0326 0364 0.373 0557 0.545 0.163 0.171 -0.165 -0.324
phi-2 36.4 39.0 49.7 430 -0.003 -0.065 0.209 0.284 0462 0463 0.533 0532 0.146 0.153 -0.118 -0.168
Gemma-3-1b-it 25.1 30.3 49.4 408 0.031  -0.047 0.167 0.230 0.675 0.658 0.406 0431  0.031 -0.053 0.072 0.161
Falcon-7b-instruct 24.9 29.5 45.8 342 0.014 -0.089 0.185 0.259 0397 0407 0.554 0552 0.136 0.094 -0.232 -0.280
Meta-Llama-3-8B 44.9 46.1 53.2 5030015 -0010 0227 0262 0760 0.742 0507 0512  0.164 0.098 0.153 0.205
Llama-2-7b-hf 28.7 34.7 485 356 .0.023  -0.094 0.168 0294 0364 0.379 0561 0.557 0.030 0.081 -0.133 -0.267
phi-4 524 53.2 53.8 508 0.008 -0.021 0214 0.260 0.692 0.680 0.573 0.573 0.234 0.226 0.167 0.205
Qwen2.5-1.5B 374 40.0 534 462 0.029  -0.041 0265 0353 0.442 0441 0550 0.548 0.205 0.214 -0.155 -0.198

Table 30: Comprehensive debiasing results for MuSiQue: S6 None of the Above. An improvement in an *After’
cell is colored green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
DeepSeek-V2-Lite 68.6 80.7 222 0.148 0.005 -0.955 -0.942 0341 0.348 0452 0415 -0.283 -0.205 0.762 0.640
Meta-Llama-3-88B 232 41.0 51.3 0311 0034 -0.730 -0.850 0.679 0.581 0372 0446 0218 0.180 -0.448 -0.255
Qwen2.5-3B 6.2 20.4 65.8 0.444 0034 -0422 -0.671 0439 0403 0545 0555 0.221 0.143 -0.029 0.290
Gemma-2-2b-it 474 60.5 34.8 0211 0021 -0.899 -0.932 0553 0.525 0484 0505 0.048 -0.030 -0.274 -0.101
phi-4 14.6 28.0 52.7 0327 0.038 -0.605 -0.753 0.649 0.573 0388 0451 0.052 0.103 -0.267 -0.185
phi-1_5 14.4 33.0 59.2 0372 0.032 -0.608 -0.802 0.401 0.393 0557 0.537 0.234 0.111 0.254 0.519
Qwen2.5-0.5B 0.2 1.0 62.2 0369 0.046 -0.082 -0.324 0424 0404 0575 0595 0.117 0.170 -0.105 -0.129
Llama-2-7b-hf 7.6 19.5 60.8 0386 0.031 -0.453 -0.652 0333 0.348 0.638 0.602 0.172 0.094 0.118 0.308
Llama-2-13b-hf 13.0 29.3 56.5 0369 0.028 -0.582 -0.760 0.406 0.385 0.556 0.548 0.265 0.082 0.135 0.476
Falcon-7b-instruct 0.0 1.8 61.2 0363 0.046  0.000 -0.222 0393 0410 0.607 0.596 0.030 0.069 -0.030 -0.108
Llama-3.2-1B 0.0 1.4 69.8 0482  0.049 0.000 -0.194 0458 0423 0542 0584 0.223 0.123 -0.223 -0.181
Mistral-7B-ve.3 17.6 30.2 51.8 0331 0.033 -0.654 -0.772 0.682 0.579 0352 0438 0.238 0.163 -0.395 0.216
Qwen2.5-1.5B 1.1 4.1 65.1 0420 0046 -0.184 -0.327 0462 0429 0535 0571 0.197 0.104 -0.149 -0.057
Qwen2.5-32B 5.5 19.3 64.8 0455 0.039 -0.400 -0.660 0503 0443 0498 0537 0.182 0.070 -0.185 0.184
Gemma-2-9b-it 6.5 19.2 59.4 0359  0.046 -0.426 -0.666 0.784 0.649 0.225 0341  0.102 0.244 -0.139 -0.190
phi-2 7.1 15.8 53.1 0274 0.037 -0435 -0.607 0459 0439 0.521 0523  0.148 0.276 0.090 0.160
deepseek-11m-7b-base 34 13.7 63.8 0.403 0035 -0315 -0.571 0382 0.375 0.606 0.597 0.148 0.091 -0.007 0.209
Gemma-3-1b-it 20.1 35.0 514 0318 0.034 -0.692 -0.823 0.616 0.536 0390 0447 0.237 0.225 -0.261 0.089
zephyr-7b-beta 11.1 30.1 57.2 0387 0.038 -0.541 -0.768 0.735 0.595 0.276 0.391  0.248 0.270 -0.296 -0.178
Llama-3.1-8B 10.5 20.5 57.7 0346 0038 -0.528 -0.676 0.528 0475 0464 0508 0.177 0.156 -0.083 0.055
Llama-3.2-3B 0.1 4.0 70.5 3 0.485 0.045 -0.060 -0.326 0458 0423 0542 057 0.146 0.143 -0.139 0.114
Qwen2.5-7B 32 18.0 67.5 350 0476 0.037 -0312 -0.641 0.528 0452 0470 0523 0.190 0.134 -0.161 0.182

Table 31: Comprehensive debiasing results for NQ: S1 Baseline Control. An improvement in an ’After’ cell is
colored green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop  Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
Llama-2-13b-hf 48.5 57.0 433 263 0155 0015 -0322 -0.098 0497 0493 0555 0.546 -0.093 0.008 0.069 0.081
Gemma-2-9b-it 32.6 34.5 50.7 465 0219  0.177 -0326 -0.283 0.835 0.786 0393 0435 0.038 -0.123 -0.277 -0.154
Gemma-3-1b-it 23.6 30.5 535 0238 0.131  -0336 -0.278 0.666 0.624 0.405 0441  0.060 0.026 -0.223 -0.125
DeepSeek-V2-Lite 41.7 54.0 48.1 0.179 -0.024 -0.323 -0.020 0360 0.374 0.554 0.519 -0.038 -0.019 0.271 0.053
phi-4 57.6 60.4 40.3 0.135  0.093  -0306 -0.232  0.809 0.784 0.617 0.630 -0.046 -0.044 -0.232 -0.157
Qwen2.5-3B 47.8 552 46.5 0.168  0.065 -0367 -0.204 0.568 0.551 0.584 0.580 0.014 0.145 -0.045 0.051
zephyr-7b-beta 55.8 57.0 414 0.138 0.119 -0308 -0.278 0.881 0.854 0.587 0.601 -0.026 -0.146 -0.262 -0.237
Qwen2.5-32B 59.4 64.1 384 0.117  0.057 -0294 -0.169 0.688 0.671 0.636 0.639 -0.040 0.031 -0.150 -0.041
Qwen2.5-7B 524 56.5 439 0.154 0089 -0334 -0.225 0.681 0.660 0.595 0.604 -0.027 0.036 -0.192 -0.109
Meta-Llama-3-8B 58.2 60.6 39.6 0122 0.092 -0332 -0.284 0.842 0814 0.617 0.632 -0.042 -0.102 -0.251 -0.214
Llama-2-7b-hf 31.2 434 51.0 0204 0.006 -0.345 -0.144 0406 0413 0545 0527 -0.071 -0.147 0.278 0.110
Mistral-7B-v@.3 55.0 56.6 433 0.141 0112 -0336 -0.284 0.856 0.831 059 0.613 -0.072 -0.147 -0.256 -0.218
phi-1_5 29.1 40.9 532 0222 0011 -0304 -0.099 0391 0399 0556 0.535 -0.022 -0.108 0.213 0.061
Gemma-2-2b-it 295 39.4 52.6 0220 0.052  -0309 -0.165 0.548 0.523 0491 0502 -0.055 -0.040 0.003 0.054
Llama-3.2-1B 36.9 47.6 55.0 0226 0.039 -0338 -0.141 0432 0428 0554 0.539 -0.004 0.009 0.123 0.118
Llama-3.2-3B 47.1 559 473 0.178  0.049 -0314 -0.112 0.547 0.536 0.566 0.561 -0.064 0.076 -0.038 0.021
phi-2 38.8 18.2 47.8 0.176  0.033 -0.281 -0.132 0501 0.489 0550 0.545 -0.016 0.030 0.033 0.113
Qwen2.5-1.58 44.4 51.4 49.9 3700192 0.083  -0.359 -0.200 0.581 0.562 0.567 0.570  0.008 0.105 -0.137 -0.037
Falcon-7b-instruct 24.8 40.6 53.6 260 0228 -0.008 -0328 -0.126 0.391 0411 0556 0535 0.019 -0.222 0.238 0.104
Llama-3.1-8B 62.1 65.0 37.6 327 0098  0.057 -0294 -0.196 0.724 0.708 0.642 0.646 -0.018 0.014 -0.104 0.037
Qwen2.5-0.5B 35.7 47.0 524 2970222 0.022  -0324 -0.083 0448 0445 0558 0.548 0.009 -0.016 0.088 0.073
deepseek-11m-7b-base  42.8 52.5 45.2 2277 0169 -0.017 -0.311 -0.030 0367 0.380 0.548 0.522 -0.068 -0.078 0.248 0.021
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Table 32: Comprehensive debiasing results for NQ: S2 Popular Trap. An improvement in an *After’ cell is colored

green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
phi-2 48.8 80.7 49.5 17.5 0367 0.087 -0.895 -0.650 0.543 0.621 0.566 0.624 -0.270 -0.396 -0.150 -0.382
phi-4 63.3 76 354 22,1 0263 0.141 -0.833 -0.713 0.832 0.827 0.656 0.719 -0.293 0.106 -0.649 0.394
Qwen2.5-3B 51.2 78.6 47.0 196 0345 0.100 -0.886 -0.675 0.600 0.659 0.579 0.644 -0.256 -0.295 -0.299 -0.359
Qwen2.5-1.5B 43.8 73.5 542 242 0399 0.130 -0.906 -0.735 0.600 0.657 0.554 0.632 -0.222 -0.320 -0.374 -0.430
Llama-2-13b-hf 50.3 81.0 47.0 16.7 0349 0.079 -0.889 -0.647 0509 0.589 0.563 00611 -0.274 -0.433 0.037 -0.295
Gemma-2-2b-it 294 68.2 68.0 2869 0498 0.148 -0.906 -0.779 0552 0.620 0.500 0.598 -0.112 -0.464 -0.211 -0.533
Meta-L1lama-3-88B 63.1 76.0 355 2230262 0140 -0.837 -0.719 0.867 0860 0.665 0.743 -0.353 -0.133 -0.675 -0.392
Gemma-3-1b-it 25.1 54.3 723 429 0519 0245 -0901 -0.872 0.675 0.690 0.403 0.547 0.075 -0.308 -0.550 -0.740
Mistral-7B-v@.3 57.0 71.3 414 27.2 0.308 0.178 -0.870 -0.770 0.860 0.842 0.615 0.693 -0.360 -0.132 -0.718 -0.468
Falcon-7b-instruct 23.8 71.8 73.8 2510531 0114 -0.903 -0.746 0392 0535 0.559 0.605 -0.019 -0.693 0.653 -0.260
Llama-3.2-1B 29.6 76.9 67.4 20.7 0.501 0.089 -0912 -0.697 0439 0.572 0562 0.609 -0.213 -0.616 0.265 -0.413
Llama-2-7b-hf 29.7 74.3 67.9 23.7 0492 0.103 -0914 -0.730 0409 0.538 0.548 0.594 -0.100 -0.616 0.598
Qwen2.5-32B 64.5 83.8 345 150 0253 0083 -0.825 -0.609 0715 0.741 0.662 0715 -0.386 -0.230 -0.544
deepseek-11m-7b-base  39.3 84.3 58.4 139 0428 0053 -0919 -0.592 0367 0512 0550 0558 -0.183 -0.544 0.732
Llama-3.2-3B 48.9 79.0 494 19.4 0.365 0.097 -0.897 -0.676 0.564 0.631 0.563 0.627 -0.257 -0.379 -0.241
Llama-3.1-8B 66.1 81.7 33.0 1720236 0093 -0816 -0.645 0.764 0.777 0.674 0.729 -0.311 -0.130 -0.543
DeepSeek-V2-Lite 45.7 86.6 52.6 11.8 0388 0.044 -0.904 -0.542 0368 0.503 0.542 0544 -0.218 -0.502 0.691
Qwen2.5-7B 56.3 78.6 41.9 196 0312 0.112 -0.865 -0.680 0.690 0.723 0.617 0.681 -0.335 -0.237 -0.530
Gemma-2-9b-it 349 55.1 62.5 418 0462 0269 -0913 -0.864 0.848 0815 0398 0.545 -0.015 -0.040 -0.738 -0.719
zephyr-7b-beta 55.5 68.0 43.0 30.5 0314 0200 -0.872 -0.793 0879 0.861 0.593 0.671 -0.281 0.125 -0.728 0.517
Qwen2.5-0.5B 30.7 72.7 66.3 250 0483 0.113 -0911 -0.741 0461 0579 0.553 0.609 -0.137 -0.498 0.194 -0.341
phi-1_5 27.0 75.0 703 229 0511 0095 -0905 -0.721  0.389 0.538 0559 0.596 -0.081 -0.647 0.621 -0.322

Table 33: Comprehensive debiasing results for NQ:

colored green; a regression is colored red.

S3 Popularity Gradient. An improvement in an ’After’ cell is

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
Gemma-2-9b-it 34.0 46.0 62.4 473 0446 0308 -0.844 -0.784 0850 0.777 0399 0501 0.016 0.046 -0.720 -0.651
Meta-Llama-3-8B 60.8 67.3 31.2 23.7 0227 0.160 -0.677 -0.596 0.863 0.833 0.632 0.673 -0.230 0.101 -0.560 0.391
Llama-3.2-1B 31.8 61.9 55.5 21.6 0406 0.120 -0.712 -0.555 0438 0483 0.553 0.535 -0.179 -0.299 0.318 0.040
zephyr-7b-beta 536 582 343 28.1 0250 0.195 -0.676 -0.610 0.891 0862 0.568 0.606 -0.083 -0.041 -0.574 -0.457
Llama-2-13b-hf 48.9 71.9 45.9 21.0 0322 0.104 -0.789 -0.562 0.519 0543 0.555 0.567 -0.208 -0.237 -0.042 -0.121
Llama-3.1-8B 60.4 73.0 33.1 19.8 0.235 0.114  -0.729 -0.582  0.756 0.748 0.637 0.008 -0.245 -0.040 -0.498 -0.294
Gemma-2-2b-it 30.7 59.4 61.0 294 0441 0.163 -0.789 -0.700 0.547 0.552 0491 0535 0.014 -0.133 -0.157 -0.234
phi-1_5 29.2 69.3 68.0 244 0487 0.105 -0.871 -0.644 0.396 0459 0.548 0.525 0.025 -0.400 0.559 0.083
Qwen2.5-0.5B 333 65.0 55.0 19.4 0413  0.108 -0.744 -0.551 0460 0497 0.550 0.535 -0.084 -0.184 0.182 0.014
DeepSeek-V2-Lite 42.1 69.5 40.1 13.2 0301 0.074 -0.657 -0.428 0366 0423 0553 0510 -0.169 -0.307 0.530 0.104
Qwen2.5-1.5B 424 63.0 48.1 23.1 0.347  0.139  -0.749 -0.578 0589 0.595 0542 0565 -0.131 0.076 -0.260 0.220
phi-4 58.8 69.0 34.8 233 0.258 0.150 -0.735 -0.612 0.824 0.802 0.617 0.658 -0.199 0.020 -0.590 -0.372
Gemma-3-1b-it 26.1 47.0 70.4 4340505 0257 -0.872 -0.762  0.678 0.637 0421 0516 0.042 -0.034 -0.638 -0.588
Llama-3.2-3B 45.7 66.7 43.0 19.3 0319 0.114  -0.707 -0.516 0563 0.583 0.559 0578 -0.181 0.138 -0.208 -0.209
Qwen2.5-32B 60.5 73.3 29.6 15.3 0.220 0.096 -0.647 -0.469 0.697 0.692 0.630 0.654 -0.215 -0.056 -0.396 -0.188
Falcon-7b-instruct 243 66.7 75.7 3220514 0.130  -0.887 -0.738 0.391 0463 0557 0.545 0.006 -0.588 0.643 0.101
Qwen2.5-3B 473 67.6 41.8 194 0311 0111 -0.722 -0.531 0591 0.602 0571 0583 -0.182 0.067 -0.228 0.148
deepseek-11m-7b-base  43.3 77.2 48.7 13.4 0.349 0.057 -0.753 -0414 0373 0435 0545 0496 -0.184 -0.366 0.562 -0.021
Qwen2.5-7B 509 676 39.5 2040298 0132 -0.730 -0.562  0.686 0.678 0.588 0.023 -0.261 -0.102 -0.470 -0.302
Llama-2-7b-hf 30.7 68.7 67.6 25.8 0483 0.112 -0910 -0.669 0422 0472 0540 0.531 -0.055 -0.401 0.501 0.057
phi-2 42.6 68.8 48.6 21.0 0351 0.108 -0.742 -0.549 0.517 0544 0553 0.561  -0.157 -0.146 -0.048 -0.092
Mistral-7B-vo.3 56.2 63.2 35.2 26.3 0255 0.177 -0.710 -0.620 0.874 0.843 0.600 0.643 -0.181 -0.048 -0.596 -0.427

Table 34: Comprehensive debiasing results for NQ: S4 Direct Contest. An improvement in an

colored green; a regression is colored red.

*After’ cell is

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
Qwen2.5-1.5B 42.1 58.8 51.1 30.7 0303 0.111 -0.642 -0.492 0.588 0.587 0.548 0.574 -0.090 -0.046 -0.258 -0.219
phi-2 40.0 58.1 47.0 250 0278 0.078 -0.572 -0424 0513 0523 0543  0.560 -0.049 -0.121 -0.052 -0.080
Llama-3.2-1B 30.5 57.5 60.7 27.0 0382 0.081 -0.602 -0415 0438 0471 0550 0.550 -0.036 -0.230 0.157 -0.086
Llama-3.2-3B 44.4 62.6 49.3 276 0289 0091 -0.644 -0447 0.551 0558 0.552 0574 -0.113 -0.111 -0.129 -0.101
Llama-2-7b-hf 31.0 53.0 52.7 24.5 0314  0.067 -0.569 -0.455 0409 0445 0.548 0.546 -0.045 -0.296 0.361 0.117
zephyr-7b-beta 529 55.6 42.5 38.8 0.234  0.198 -0.616 -0.580 0.879 0.847 0.559 0.589 -0.062 -0.132 -0.536 -0.474
Meta-L1lama-3-8B 59.0 640 38.0 32500202 0.148  -0.593 -0.533  0.861 0.836  0.618 0.646 -0.157 -0.119 -0.502 -0.408
Falcon-7b-instruct 26.5 49.0 57.2 256 0346 0.072 -0595 -0492 0392 0437 0553 0544 0.014 -0.393 0.421 0.152
Qwen2.5-32B 56.9 67.7 40.4 270 0226 0.102 -0.607 -0.442  0.696 0.684 0.617 0643 -0.207 -0.091 -0.427 -0.269
phi-4 54.8 62.9 40.3 31.2 0227 0.140 -0.584 -0.489 0.809 0.786 0.598 0.631 -0.142 -0.035 -0.497 -0.379
Qwen2.5-7B 48.3 62.6 46.2 30.3 0276  0.122 -0.643 -0.489 0.678 0.660 0.583 0.613 -0.193 0.066 -0.461 0.288
Llama-3.1-8B 60.1 68.0 36.8 28.5 0.189  0.110  -0.603 -0.501 0.752  0.735 0.631 0.652 -0.186 -0.102 -0.438 -0.312
Mistral-7B-vo.3 55.6 58.8 40.3 35.5 0218 0.177 -0.621 -0.572  0.869 0.835 0.582 0.614 -0.102 -0.115 -0.523 -0.439
phi-1_5 30.1 544 56.0 239 0343 0.069 -0.579 -0448 0.394 0429 0.546 0.533 -0.009 -0.291 0.397 0.082
Gemma-2-9b-it 30.2 35.1 53.7 1760332 0271 -0543 -0.545 0.832 0.781 0.375 0432 -0.002 -0.060 -0.432 -0.378
Qwen2.5-0.58B 30.8 54.2 56.9 28.0 0354 0.089 -0.577 -0456 0461 0488 0549 0556 -0.006 -0.172 0.053 -0.044
Llama-2-13b-hf 45.7 63.4 45.2 24.3 0261 0.070 -0.607 -0.421 0508 0.524 0.563 0.505 -0.173 0.157 0.012 -0.036
Gemma-3-1b-it 242 37.0 56.7 10.2 0346  0.188 -0.523 -0.536 0.668 0.641 0412 0477 0.046 -0.069 -0.350 -0.381
DeepSeek-V2-Lite 40.5 65.0 489 189 0298 0032 -0612 -0332 0359 0412 0554 0.523 -0.081 -0.254 0.454 0.043
Qwen2.5-3B 43.0 61.6 50.2 28.3 0.297  0.099 -0.620 -0.456 0.585 0.586 0.571 0.589 -0.138 0.072 -0.276 0.178
deepseek-11m-7b-base 39.3 64.3 489 18.2 0292 0.030 -0.587 -0.317 0367 0410 0551 0514 -0.103 -0.261 0.448 0.052
Gemma-2-2b-it 299 469 550 3270330 0125 -0526 -0.464  0.558 0551  0.490 0.531  -0.022 -0.100 -0.085 -0.144
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Table 35: Comprehensive debiasing results for NQ: S5 Reverse Control. An improvement in an *After’ cell is
colored green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
Llama-2-7b-hf 31.1 35.1 53.2 41,0 0.004 -0.106 0.189 0.244 0.409 0411 0.550 0.545 0.072 0.064 -0.129 -0.228
Qwen2.5-32B 58.7 60.8 60.8 5720020 -0.015 0.150 0214 0.674 0.657 0.646 0.638 0.155 0.137 0.112 0.128
DeepSeek-V2-Lite 455 48.0 60.8 464 0.026  -0.106  0.150 0.283 0353 0.361 0.540 0.539 0.113 0.110 -0.116 -0.250
Llama-3.2-3B 49.9 52.1 61.2 525 0035 -0.047 0.175 0.283 0533 0.520 0.578 0.570 0.124 0.152 0.026 0.017
phi-2 41.0 15.4 56.2 7.0 0.010 -0.080 0.173 0272 0492 0480 0.553 0.543 0.113 0.063 0.026 -0.041
Gemma-3-1b-it 23.8 26.3 523 478 0.003 -0.043  0.135 0.139  0.669 0.646 0409 0419 0.071 -0.027 0.043 0.108
deepseek-11m-7b-base  45.6 479 57.6 446 0.019 -0.104 0.160 0.297 0366 0.376 0.541 0542  0.103 0.065 -0.122 -0.282
Gemma-2-9b-it 33.1 33.8 57.0 5520022 0005 0.136 0.147 0.828 0.798 0.400 0408 0.063 -0.133 0.097 0.193
Qwen2.5-1.5B 46.8 49.0 60.2 527 0033 -0.037 0.147 0.225 0560 0.544 0.575 0.570 0.185 0.196 0.016 0.043
Gemma-2-2b-it 29.1 333 54.9 4410015 -0.082 0.120 0.186 0.542 0.531 0.500 0.503 -0.005 -0.026 0.065 0.045
Qwen2.5-3B 51.9 55.6 62.2 547 0.028 -0.041 0.119 0235 0548 0.530 0.596 0.586  0.209 0.206 0.033 0.045
Falcon-7b-instruct 21.5 26.4 51.0 356 -0.001 -0.137 0.139 0.152 0390 0412 0.563 0573  0.004 -0.041 -0.087 -0.126
zephyr-7b-beta 55.9 56.5 59.3 5820012  0.001 0.160 0.184 0865 0.844 0.604 0.601 0.140 0.049 0.145 0.114
Llama-3.2-1B 43.1 46.8 64.2 528 0.042 -0.062 0.115 0225 0433 0425 0548 0.539 0.117 0.088 -0.001 -0.069
Meta-Llama-3-8B 58.3 59.0 60.1 588 0.008 -0.005 0.135 0.158 0.834 0.812 0.632 0.628 0.098 -0.049 0.128 0.092
Mistral-7B-ve.3 57.7 585 61.2 5930017 -0.003 0.145 0.186 0.849 0.826 0.624 0.620 0.109 -0.034 0.135 0.113
phi-4 57.9 58.9 62.4 60.6 0.026 0010 0130 0.160 0.797 0.776  0.630 0.626 0.132 0.010 0.145 0.126
Llama-2-13b-hf 50.6 53.3 58.1 497 0.018 -0.060 0.165 0.273 0.496 0486 0.567 0.557 0.072 0.112 0.064 0.043
Qwen2.5-7B 53.0 53.8 61.0 565 0.031  -0.009 0.149 0214 0.657 0.637 0.609 0.602 0.151 0.146 0.054 0.053
phi-1_5 30.6 33.6 54.1 4110014 -0.110 0.163 0.207 0.391 0393 0.556 0.553  0.008 -0.038 -0.058 -0.127
Llama-3.1-8B 62.0 63.0 574 550 -0.013 -0.035 0.195 0.241 0.707 0.689 0.643 0.635 0.160 0.102 0.199 0.189
Qwen2.5-0.5B 372 41.0 59.2 473 0.037 -0.074 0.163 0.265 0438 0433 0.561 0556 0.131 0.144 -0.066 -0.114

Table 36: Comprehensive debiasing results for NQ: S6 None of the Above. An improvement in an ’After’ cell is
colored green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
Gemma-2-2b-it 67.2 78.1 234 11.0 0158 0017 -0951 -0950 0529 0513 0514 0521 -0.064 -0.143 -0.124 0.038
phi-2 3.0 11.7 63.0 409 0355 0070 -0.284 -0.524 0.487 0.454 0.505 .53 0.142 0.173 -0.040 0.036
Meta-Llama-3-8B 10.8 26.5 59.9 36.1 0349 0061 -0520 -0.724 0.770 0.646 0.262 0.372  0.190 0.213 -0.317 0.282
Llama-3.2-3B 0.0 23 69.4 155 0461 0082 0.000 -0.243 0.540 0479 0460 0529 0.183 0.135 -0.183 -0.186
zephyr-7b-beta 9.0 28.1 62.1 3340405 0.062 -0490 -0.743 0.843 0.673 0.186 0.337 0218 0.265 -0.298 -0.293
Llama-3.1-8B 73 17.1 60.0 395 0340  0.064 -0438 -0.614 0.647 0563 0.348 0430 0.188 0.165 -0.139 0.069
Qwen2.5-0.5B 0.9 8.5 70.9 1.0 0500 0071 -0.161 -0454 0468 0421 0.530 0572 0.152 0.096 -0.124 0.029
Gemma-2-9b-it 8.0 222 61.9 36.1 0426 0070 -0.465 -0.683 0.808 0.633 0.210 0.366  0.177 0.229 -0.234 -0.219
Qwen2.5-7B 5.4 18.2 64.8 369 0437 0068 -0387 -0.631 0.635 0534 0368 0459 0.194 0.181 -0.203 0.061
deepseek-11m-7b-base 34 13.6 65.7 39.1 0424 0054 -0313 -0.559 0367 0372 0.622 0.610 0.138 -0.043 -0.011 0.213
Qwen2.5-32B 11.6 21.2 60.5 38.6 0375 0064 -0.544 -0.670 0.600 0.530 0425 0497 0.084 -0.035 -0.264 -0.116
Falcon-7b-instruct 0.0 2.6 64.6 438 0397 0076 0.000 -0.259 0391 0415 0.609 0.595 0.018 0.010 -0.018 -0.061
phi-4 20.9 10.5 54.6 278 0347 0051 -0.694 -0.837 0.749 0.648 0.358 0.454  0.067 0.076 -0.512 -0.445
Llama-3.2-1B 0.4 2.8 72.2 4460516 0079 -0.109 -0.267 0.460 0426 0.540 0585 0.167 0.095 -0.165 -0.185
Gemma-3-1b-it 17.5 30.6 53.2 3100323 0050 -0.647 -0.775 0575 0531 0431 0476  0.167 0.082 -0.200 0.073
Llama-2-7b-hf 3.8 13.3 65.4 3920421 0.056 -0.327 -0.552 0.367 0381 0.619 0.600 0.186 0.055 -0.007 0.179
Qwen2.5-3B 5.0 20.1 67.5 3820460 0058 -0378 -0.653 0.525 0454 0471 0525 0.200 0.093 -0.146 0.162
Llama-2-13b-hf 6.3 21.0 65.0 360 0432 0052 -0420 -0.667 0453 0417 0529 0550 0.229 0.098 -0.015 0.245
phi-1_5 14.5 38.5 58.3 26.8 0407 0036 -0.606 -0.819 0375 0376 0.578 0.537 0234 0.036 0.246 0.572
Mistral-7B-ve.3 11.8 27.0 60.9 36,0 0385 0.065 -0.548 -0.731 0.835 0.672 0215 0.365 0.286 0.202 -0.420 -0.336
Qwen2.5-1.5B 7.8 21.6 63.5 370 0430 0062 -0459 -0.675 0.524 0458 0468 0519 0.208 0.062 -0.105 0.215
DeepSeek-V2-Lite 77.9 88.7 16.0 54 0.124  0.006 -0.967 -0.950 0363 0.373 0428 0407 -0.133 -0.134 0.680 0.495

Table 37: Comprehensive debiasing results for WebQ: S1 Baseline Control. An improvement in an *After’ cell is
colored green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop  Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
Mistral-7B-v@.3 56.7 58.5 452 406 0129 0081 -0305 -0.196 0.873 0.845 0599 0.614 -0.109 -0.150 -0.266 0.195
Meta-Llama-3-8B 54.6 56.6 45.6 0.136  0.083 -0.295 -0.174 0.832 0.799 0.616 0.636 -0.098 -0.095 -0.283 -0.173
phi-1_5 359 18.7 52.1 0207 -0.015 -0321 -0.030 0432 0446 0.555 0.539 -0.023 -0.033 0.089 -0.047
Llama-3.2-1B 452 52.6 48.9 0.165  0.010 -0364 -0.131 0486 0483 0.566 0.563 -0.135 -0.087 0.002 0.048
phi-2 472 51.9 425 0.123  0.018 -0295 -0.094 0.607 0.595 0570 0.575 -0.106 0.016 -0.149 -0.068
DeepSeek-V2-Lite 50.0 56.8 46.6 0.146  -0.029 -0341 -0.014 0420 0426 0554 0.543 -0.046 0.031 0.126 0.025
deepseek-11m-7b-base  47.6 55.7 479 0.155 -0.026 -0335 0010 0402 0412 0551 0.530 -0.130 -0.085 0.219 0.020
Falcon-7b-instruct 27.8 12.5 50.3 0.183 -0.052 -0.257 0.052 0.391 0421 0.554 0528 -0.093 -0.120 0.229 -0.095
Qwen2.5-3B 53.8 58.1 46.9 0.144 0046 -0311 -0.111  0.671 0.650 0.615 0.621 -0.101 0.049 -0.208 -0.066
Llama-2-7b-hf 322 44.6 49.4 0.199 -0.032 -0.290 0.010 0455 0465 0543 0530 -0.053 -0.033 0.097 -0.010
phi-4 53.8 56.1 432 0.127  0.084 -0307 -0.215 0.827 0.792 0594 0.6l -0.054 -0.107 -0.285 0.195
zephyr-7b-beta 54.7 56.8 453 0.134  0.094 -0314 -0.217 0.872 0.842 0593 00612 -0.084 -0.154 -0.277 -0.199
Gemma-2-9b-it 36.0 38.7 49.1 0.178 0116 -0307 -0.223  0.850 0.808 0.424 0462 -0.016 -0.097 -0.248 -0.124
Llama-2-13b-hf 49.9 58.5 47.0 0.150 0.013  -0355 -0.095 0.537 0534 0585 0.576 -0.092 0.043 -0.032 0.031
Gemma-3-1b-it 249 29.8 53.0 0208 0.102  -0.247 -0.163 0711 0.655 0399 0451  0.020 -0.083 -0.167 0.005
Qwen2.5-0.5B 46.6 54.8 44.7 0.160 0.008 -0.323 -0.061 0.554 0.544 0562 0.561 -0.100 0.035 -0.109 0.041
Llama-3.2-3B 53.0 59.7 46.6 0.154  0.022  -0374 -0.095 0.614 0.598 0.602 0.605 -0.131 0.030 -0.214 0.034
Gemma-2-2b-it 35.6 427 51.1 0.186  0.037 -0286 -0.097 0.631 0.603 0501 0522 -0.147 -0.073 -0.106 0.036
Llama-3.1-8B 533 57.8 45.9 0132 0.055 -0266 -0.107 0.755 0.730 0.625 0.634 -0.086 0.009 -0.263 -0.128
Qwen2.5-32B 56.8 61.1 44.4 3730124 0056 -0315 -0.164  0.746  0.727 0.638 0.647 -0.132 0.056 -0.267 0.148
Qwen2.5-1.5B 50.4 57.3 454 339 0145 0033 -0298 -0.075 0.661 0.642 0.604 0.613 -0.091 0.027 -0.240 0.066
Qwen2.5-7B 52.8 57.5 45.0 3760136 0.066  -0.319 -0.165 0.744 0.715 0.612 0.627 -0.078 -0.022 -0.278 -0.161




Table 38: Comprehensive debiasing results for WebQ: S2 Popular Trap. An improvement in an ’After’ cell is
colored green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
Qwen2.5-32B 53.7 73.1 43.7 246 0322 0.147 -0.884 -0.752  0.741 0.743 0593 0.672 -0.316 -0.255 -0.655 -0.482
Falcon-7b-instruct 28.6 74.5 68.5 219 0502 0.100 -0910 -0.712  0.393 0525 0.548 0.583 -0.051 -0.596 0.729 0.192
Gemma-2-2b-it 329 63.2 64.1 336 0472 0.194 -0910 -0.817 0.633 0.659 0497 0595 -0.215 -0.387 -0.548 -0.616
phi-2 48.1 76.5 48.7 2040359 0.106  -0.887 -0.696 0.646 0.686 0.573 0.649 -0.353 -0.384 -0.558 -0.534
Qwen2.5-7B 493 699 486 2760362 0.171 -0.894 -0.775 0.749 0.759 0573  0.659 -0.349 0.252 -0.678 0.543
phi-1_5 343 77.1 63.0 20.1 0465 0.091 -0916 -0.692 0432 0.552 0546 0588 -0.114 -0.520 0.375 -0.321
Llama-3.1-8B 53.1 72.2 443 251 0334 0159 -0.878 -0.749 0.770 0.782 0.588 0.669 -0.336 -0.213 -0.693 -0.541
Llama-2-13b-hf 454 77.8 523 195 0389 0.105 -0.897 -0.677 0.535 0.608 0.553 0.607 -0.265 -0.440 -0.138 -0.438
Qwen2.5-3B 48.6 74.5 48.3 222 0364 0.130 -0.882 -0.715 0.666 0.698 0.575 0.643 -0.321 -0.268 -0.544 -0.474
Qwen2.5-0.5B 40.3 75.1 56.4 22.1 0427 0.118  -0.901 0704 0.564  0.627 0.545 0617 -0.264 -0.444 -0.289 -0.484
Llama-2-7b-hf 28.6 69.4 69.7 27.8 0.505 0.135 -0.925 -0.773 0464 0.565 0.532 0.600 -0.158 -0.576 0.234 -0.338
Gemma-3-1b-it 242 19.9 73.1 17.0 0532 0289 -0910 -0.887 0.719 0.698 0365 0513 0.151 -0.198 -0.616 -0.747
DeepSeek-V2-Lite 422 826 547 145 0411 0061 -0.897 -0.610 0423 0.545 0555 0587 -0.252 -0.555 0.390 -0.314
deepseek-11m-7b-base  41.9 82.2 55.0 15.1 0406 0.058 -0.896 -0.614 0401 0.528 0.551 0574 -0.259 -0.542 0.589 0.246
Llama-3.2-3B 46.7 73.1 50.9 24.2 0370 0.134 -0.891 -0.732  0.619 0.660 0.563 0.632 -0.293 -0.367 -0.420 -0.464
zephyr-7b-beta 49.6 0638 48.1 0351 0218 -0.889 -0.821 0.891 0867 0542 0.640 -0.283 -0.152 -0.769 -0.598
phi-4 48.6 64.7 49.1 0366 0217 -0.898 -0.818 0826 0.816 0.551 0.642 -0.353 0.240 -0.757 0.614
Mistral-7B-vo.3 49.1 63.2 48.6 0.358 0.224 -0.895 -0.827 0.888 0.867 0.534 0.639 -0.336 -0.204 -0.776 -0.617
Qwen2.5-1.5B 45.0 71.1 52.0 0389 0.151 -0.889 -0.748 0.659 0.689 0.553 0.637 -0.280 -0.321 -0.548 -0.512
Meta-Llama-3-8B 51.3 65.1 45.9 0345 0214 -0.881 -0.804 0.837 0.830 0.576 0.658 -0.388 0.247 -0.751 0.587
Gemma-2-9b-it 37.0 54.6 60.7 0446 0278 -0913 -0.870 0.852 0.818 0417 0547 -0.089 -0.114 -0.759 -0.712
Llama-3.2-1B 39.3 77.8 57.1 0426  0.090 -0.908 -0.684 0481 0571 0554 0598 -0.285 -0.532 0.067 -0.362

Table 39: Comprehensive debiasing results for WebQ: S3 Popularity Gradient. An improvement in an ’After’ cell
is colored green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
Llama-3.2-1B 42.0 70.2 50.7 20.2 0360 0.096 -0.776 -0.540 0.497 0.517 0.560 0.551 -0.269 -0.294 -0.054 -0.050
DeepSeek-V2-Lite 46.4 71.8 40.5 1440302 0071 -0.691 -0425 0437 0470 0542 0.528 -0.119 -0.251 0.228 0.007
deepseek-11m-7b-base  44.9 75.5 47.3 1600337 0068 -0.757 -0457 0412 0449 0538 0.503 -0.170 -0.328 0411 0.012
Mistral-7B-ve.3 494 504 439 33.8 0322 0232 -0.794 0691 0.892 0.846 0.521 0.580 -0.160 -0.119 -0.708 -0.580
phi-4 48.9 58.4 47.2 34.5 0.338 0224 -0.828 -0.720 0.850 0.808 0.540 0.605 -0.269 0.151 -0.729 0.583
Gemma-3-1b-it 24.6 10.3 70.8 18.3 0.517 0318 -0.873 -0.781 0.728 0.648 0.370 0469 0.169 0.127 -0.667 -0.584
Gemma-2-2b-it 36.5 580 571 3220403 0.184 -0.792  -0.668 0.643  0.615 0497 0543 -0.128 -0.098 -0.521 -0.408
Falcon-7b-instruct 25.8 63.5 73.6 306 0511 0132 -0873 -0.676 0395 0452 0.554 0.533 -0.053 -0.581 0.633 0.197
phi-1_5 33.0 68.9 61.8 219 0437 0.101 -0.824 -0.586 0442 0483 0549 0.526 -0.111 -0.337 0.223 -0.063
Llama-2-7b-hf 269 600 726 3430518 0.169  -0940 -0.721 0481 0492 0517 0530 -0.046 -0.310 0.126 0.027
Qwen2.5-7B 47.9 60.4 45.0 279 0328 0.181 -0.776  -0.636  0.755 0.727 0.562 0.614 -0.265 0.155 -0.649 0.452
Meta-Llama-3-8B 50.1 60.0 433 31.3 0.310 0205 -0.771 -0.678 0.848 0.808 0.558 0.614 -0.296 0.140 -0.679 -0.515
Qwen2.5-0.58B 433 63.5 44.6 209 0337 0.31 -0.738  -0.559  0.563 0.566 0.544 0559 -0.176 -0.163 -0.182 -0.142
Qwen2.5-1.5B 42.5 60.8 49.7 28.1 0359 0.167 -0.780 -0.636  0.668 0.650 0.545 0.587 -0.226 0.116 -0.504
Qwen2.5-32B 49.7 63.2 43.0 24.8 0.318 0.161 -0.781 -0.615 0.754 0.730 0.579 0.629 -0.326 0.152 -0.640
Qwen2.5-3B 47.0 63.1 43.6 232 0317  0.140  -0.738 -0.562  0.674 0.659 0.567 0.604 -0.232 0.111 -0.513 -0.331
Llama-2-13b-hf 48.3 69.8 46.6 21.5 0.327 0.109 -0.789 -0.557 0.554 0.554 0541 0557 -0.115 -0.122 -0.209 0.127
Gemma-2-9b-it 37.5 15.3 59.8 8.6 0408 0307 -0.858 -0.790 0.859 0.790 0416 0498 0.042 -0.007 -0.754 -0.680
phi-2 479 65.7 44.9 235 0320 0.131 -0.795 -0.615 0.638 0.628 0.563 0592 -0.275 -0.162 -0.493 -0.322
Llama-3.2-3B 46.3 65.2 47.3 249 0341 0.146  -0.797 -0.638  0.634 0.621 0.551 0.587 -0.213 0.157 -0.478 0.289
zephyr-7b-beta 472 54.0 45.2 35.5 0.326 0239 -0.770 -0.687 0.898 0.851 0511 0570 -0.117 -0.112 -0.703 -0.579
Llama-3.1-8B 516 035 42.6 2720311 0174 -0.782 -0.632  0.784 0.749 0.568 0.620 -0.260 -0.095 -0.645 -0.443

Table 40: Comprehensive debiasing results for WebQ: S4 Direct Contest. An improvement in an ’After’

colored green; a regression is colored red.

cell is

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
Qwen2.5-1.5B 41.5 57.0 51.1 33.5 0291 0.120 -0.641 -0515 0.661 0.638 0.539 0.584 -0.105 -0.101 -0.490 -0.343
Qwen2.5-3B 434 58.7 51.1 336 0291 0.117 -0.630 -0.462 0.666 0.654 0.553 0598 -0.127 0.080 -0.483 0.391
Qwen2.5-7B 46.9 56.1 50.3 380 0278 0.163 -0.645 -0.544 0.743 0.707 0.555 0.600 -0.162 -0.112 -0.579 -0.446
Qwen2.5-0.58 39.7 575 50.1 28.8 0276  0.079 -0.578 -0.400 0.553 0560 0.551 0.571 -0.105 -0.137 -0.207 -0.225
phi-4 48.3 56.0 48.0 379 0264 0.169 -0.644 -0573 0.830 0.796 0.538 0.599 -0.157 -0.189 -0.607 0.489
Gemma-2-2b-it 33.8 17.4 50.9 0.288 0.120 -0.521 -0.441  0.629 0.600 0476 0519 -0.038 -0.083 -0.330 -0.265
Llama-3.2-3B 45.7 58.7 51.1 0274  0.117 -0.638 -0473 0.616 0.601 0560 0.596 -0.129 -0.170 -0.438 -0.314
DeepSeek-V2-Lite 45.7 65.8 47.0 0.259 0.036 -0.619 -0.363 0.429 0446 0544 0.535 -0.053 -0.179 0.205 0.037
Meta-Llama-3-8B 49.3 57.4 48.4 0.267 0.171  -0.642 -0.553 0.843 0.804 0.552 0.614 -0.190 -0.164 -0.602 -0.461
Gemma-3-1b-it 23.6 350 548 0326 0.182 -0466 -0474 0711 0.670 0381 0448 0.012 -0.099 -0.308 -0.301
Llama-2-7b-hf 28.5 50.0 534 0313  0.044 -0.528 -0.373 0457 0489 0537 0554 -0.061 -0.313 0.116 0.001
zephyr-7b-beta 50.4 53.7 472 0252 0200 -0.637 -0.576 0.893 0.852 0.534 0.580 -0.121 -0.241 -0.589 -0.489
Falcon-7b-instruct 28.1 504 56.6 0313 0041 -0550 -0.394 0392 0433 0547 0.536  0.010 -0.300 0.414 0.096
phi-2 43.9 573 43.6 0.234 0075 -0.572 -0424  0.607 0.598 0.550 0.583 -0.125 -0.141 -0.323 0.222
deepseek-11m-7b-base  43.6 65.2 50.7 2 0291 0.030 -0.662 -0.338 0411 0444 0.551 0537 -0.185 -0.268 0.332 -0.018
Llama-2-13b-hf 453 62.1 489 255 0271 0062 -0.620 -0.393 0.545 0.547 0553 0579 -0.078 -0.102 -0.192 -0.155
phi-1_5 34.6 55.6 52.1 24.1 0.290 0.041 -0.546 -0.330 0.440 0476 0556 0.555 -0.062 -0.160 0.134 0.128
Llama-3.2-1B 39.6 60.5 53.6 2660303 0055 -0.635 -0.399 0491 0499 0555 0564 -0.127 -0.205 -0.094 -0.129
Llama-3.1-8B 49.7 60.4 45.0 31.8 0250 0.128 -0.618 -0.501 0.767 0.742 0572 0.625 -0.192 -0.157 -0.554 -0.404
Qwen2.5-32B 48.3 60.3 49.0 34.3 0.266 0.129  -0.648 -0.510 0.747 0.719 0565 0.612 -0.201 0.119 -0.568 0.408
Gemma-2-9b-it 342 42.7 49.0 3790292 0185 -0.563 -0.538 0.865 0.814 0401 0477 -0.115 -0.164 -0.413 -0.352
Mistral-7B-v@.3 48.6 52.6 472 413 0251 0.198 -0.623 -0.574 0.883 0.843 0.541 0.588 -0.197 -0.299 -0.581 -0.486
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Table 41: Comprehensive debiasing results for WebQ: S5 Reverse Control. An improvement in an *After’ cell is
colored green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
Falcon-7b-instruct 23.8 29.5 46.6 332 -0.037  -0.153  0.195 0.265 0390 0.401 0.564 0.558 0.062 0.062 -0.171 -0.298
Qwen2.5-1.58 530 560 600 546  0.006 -0.049 0.176 0277 0.644 0.626 0.609 0.605 0.165 0.166 0.049 0.092
DeepSeek-V2-Lite 524 54.6 58.5 499 -0.014 -0.099 0.208 0.350 0417 0417 0553 0550 0.217 0.230 -0.129 -0.232
Gemma-2-9b-it 36.0 37.7 54.1 509 -0.017 -0.047 0.195 0.239 0842 0.819 0432 0440 0.074 -0.040 0.166 0.235
Meta-Llama-3-8B 56.6 567 604 583 -0.002 -0.022 0215 0251 0820 0.795 0.630 0.628 0.163 0.051 0.155 0.184
zephyr-7b-beta 56.0 56.3 58.5 56.8  -0.012 -0.029 0.239 0.266 0.866 0.842 0.600 0.598 0.128 0.029 0.214 0.229
Gemma-3-1b-it 252 28.1 50.3 137 -0.024 -0.086 0.187 0.192 0.713 0.692 0.394 0413 0.003 -0.078 0.145 0.213
Llama-3.2-3B 53.1 55.7 60.0 533  -0.004 -0.074 0206 0317 0.607 0.592 0.609 0.605 0.178 0.198 0.065 0.133
Qwen2.5-7B 54.3 55.8 58.7 547 -0.002 -0.040 0.196 0.269 0.733 0.710 0.625 0.623 0.174 0.128 0.109 0.147
Gemma-2-2b-it 38.3 10.7 55.6 189 -0.010 -0.079 0.234 0301 0.627 0.609 0492 0501 -0.007 -0.021 0.143 0.191
deepseek-11m-7b-base  47.4 489  58.8 479 -0.006 -0.108 0244 0.378 0395 0398 0.552 0.553 0.145 0.212 -0.195 -0.278
phi-4 56.3 57.5 58.5 554 -0.009 -0.037 0.215 0.278 0815 0.788 0.609 0.609 0.155 0.036 0.151 0.175
Mistral-7B-vo.3 56.1 56.6 57.3 553 -0.015 -0.035 0237 0279 0865 0.841 0.602 0.600 0.147 -0.006 0.186 0.201
phi-2 46.4 48.1 53.8 4777 -0.033  -0.087 0247 0.330 0.589 0.577 0.583 0.581 0.125 0.127 0.067 0.073
Qwen2.5-0.5B 47.2 49.0 56.6 47.0  -0.005 -0.091 0.223 0.341 0.534 0.524 0561 0566 0.145 0.146 -0.096 0.077
phi-1_5 35.6 39.2 51.7 389 -0.004 -0.121 0253 0.365 0421 0428 0560 0.562  0.084 0.153 -0.139 -0.245
Llama-2-7b-hf 31.8 37.2 49.9 379 -0.021 -0.130 0.237 0.335 0446 0455 0.539 0542 0.060 0.042 -0.106 -0.182
Llama-3.2-1B 48.4 514 57.8 489 0.004 -0.083 0.199 0.320 0479 0474 0571 0572 0.158 0.159 -0.107 -0.091
Qwen2.5-3B 54.6 56.7 62.8 56.7 0.017 -0.043 0.174 0.294 0.655 0.636 0.630 0.627 0.153 0.194 0.061 0.111
Llama-3.1-8B 57.3 58.3 60.8 574 -0.004 -0.038 0226 0.294 0.740 0.718 0.635 0.632 0.171 0.138 0.114 0.165
Qwen2.5-32B 58.8 61.1 61.1 57.8 0.001 -0.032 0.180 0.253 0.736 0.718 0.649 0.642 0.154 0.118 0.105 0.124
Llama-2-13b-hf 49.1 52.8 60.0 520 0.006 -0.074 0236 0370 0526 0.519 0581 0.574 0.147 0.233 0.012 -0.022

Table 42: Comprehensive debiasing results for WebQ: S6 None of the Above. An improvement in an ’After’ cell is
colored green; a regression is colored red.

Model Accuracy (%) HPSR (%) PopGap Spearman Confidence Alignment Spearman Conf Pop Spearman Align Pop
Before After Before After Before After Before After Before After Before After Before After Before After
Llama-3.1-8B 16.1 31.6 56.3 274 0412 0039 -0.644 -0.793 0.672 0530 0.343 0469  0.365 0.129 -0.437 -0.091
zephyr-7b-beta 20.8 40.9 54.7 204 0405 0037 -0.713 -0.854 0.862 0.672 0277 0443  0.260 0.063 -0.592 -0.436
phi-1_5 18.1 40.9 533 2310369  0.030 -0.669 -0.859 0409 0394 0.537 0513 0.248 0.063 0.281 0.582
Gemma-2-2b-it 543 64.7 28.8 157 0171 0018 -0928 -0.942 0.557 0.529 0478 0.500 0.097 -0.011 -0.260 -0.089
Falcon-7b-instruct 0.7 2.8 63.0 437 0399 0054 -0.145 -0.277 0389 0409 0.608 0.599 0.168 0.133 -0.126 -0.171
Gemma-2-9b-it 3.0 14.5 63.4 379 0404 0053 -0295 -0.586 0.834 0.655 0.171 0.330 0.132 0.199 -0.146 0.121
deepseek-11m-7b-base 5.0 17.8 66.8 355 0488 0041 -0387 -0.639 0392 0374 0592 0594 0267 0.012 -0.071 0.292
Llama-2-13b-hf 16.8 34.9 58.4 276 0428 0034 -0.658 -0.818 0462 0402 0490 0522 0387 0.142 0.046 0.445
DeepSeek-V2-Lite 75.9 90.6 18.2 3.3 0.162  0.005 -0976 -0.965 0.409 0408 0449 0431 -0.047 -0.158 0.539 0.448
Qwen2.5-7B 16.5 37.9 61.1 272 0451 0037 -0.660 -0.837 0.655 0519 0369 0479 0.335 0.140 -0.464 -0.064
Llama-3.2-3B 0.6 53 69.9 4150517 0052 -0.136  -0.376  0.580 0471 0418 0528 0.285 0.118 -0.268 -0.077
phi-2 6.4 21.9 59.0 3.8 0382 0.045 -0424 -0.699 0553 0480 0436 0487 0.236 0.269 -0.112 0.092
Qwen2.5-0.5B 1.1 10.3 65.5 377 0455 0049 -0.186 -0.505 0.545 0461 0453 0522  0.151 0.176 -0.130 0.030
Qwen2.5-3B 17.1 423 61.8 239 0482 0.034 -0.672 -0.859 0.585 0466 0414 0495 0311 0.092 -0.286 0.240
Meta-Llama-3-8B 23.6 44.0 55.0 2210421 0033 -0.750 -0.865 0.768 0.599 0345 0486  0.230 0.034 -0.625 0.313
Mistral-7B-ve.3 23.8 41.7 54.3 249 0417 0033 -0751 -0.855 0.862 0.663 0291 0468 0297 0.020 -0.644 -0.436
Qwen2.5-32B 25.1 423 54.7 255 0418 0034 -0.774 -0.866 0.658 0.542 0.439 0533 0.085 -0.120 -0.582 -0.182
Llama-3.2-1B 0.1 2.7 69.8 3920527 0052 -0.068 -0.268 0.484 0422 0517 0588 0307 0.140 -0.308 0.204
Gemma-3-1b-it 19.7 38.5 534 291 0330 0036 -0.686 -0.844 0.649 0.566 0.382 0447 0236 0.207 -0.422 -0.247
Qwen2.5-1.5B 12.5 28.2 61.5 31.3 0455 0.041 -0.586 -0.767 0589 0470 0412 0507 0.351 0.136 -0.339 0.139
phi-4 315 53.7 51.1 205 0378 0.027 -0.823 -0.909 0.795 0.647 0405 0529 0.068 0.058 -0.730 0.460
Llama-2-7b-hf 3.6 11.0 65.1 0.3 0434 0043 -0325 -0.525 0396 039 0592 0.591 0352 0.106 -0.178 0.111
Entity Questions ¢ S6 » Llama-3-8B Entity Questions ¢ S6 * Gemma-2-9b
Before After Before After
0.8 0.8
;O,ﬁ ? §o.e ‘:f
E L 3 ]
504 S 504 3
< <| < <
0.2 0.2
%o 0.2 0.4 0.6 0.8 10 00 0.4 0.6 . 1.0 Y . . 10 00 . 1.0
Confidence Confidence Confidence Confidence
BB Accuracy Gap (Conf - Acc) BB Accuracy Gap (Conf - Acc)
(a) Llama-3-8B: ECE 0.539 — 0.386 (b) Gemma-2-9b: ECE 0.732 — 0.516

Figure 19: S6 (None of the Above) reliability diagrams. Despite the highest initial ECE, PopDebias still achieves
28-30% calibration improvement.
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Table 43: Comprehensive Debiasing Results Across All Strategies (S1-S6). We report Accuracy (%), Correlation
(p), and High-Pop Selection Rate (HPSR, %) in “Before — After” format. Asterisks (*) denote statistically
significant accuracy improvements. Full per-model tables, including confidence and calibration metrics, are reported
in Appendix M (EntityQuestions: Tables 20-24; MuSiQue: Tables 25-30; Natural Questions: Tables 31-36;
WebQuestions: Tables 37-42).

| NQ | EntityQuestions | MuSiQue | WebQuestions
Model | Acc 13 HPSR |  Acc p HPSR |  Acc » HPSR |  Acc » HPSR

S1: Baseline
DeepSeek-V2-Lite | 41.7 — 54.0% -0.32 —-0.02 48.1 —22.5 | 43.4 — 54.0* -0.28 —0.01 444 —225|31.2—444* -023—0.10 499 —233 | 50.0 — 56.8* -0.34 —-0.01 46.6 — 28.6

Falcon-7B 24.8 — 40.6* -0.33 —-0.13 53.6 —26.0 | 26.7 — 39.2* -0.28 —-0.06 50.6 —252 | 27.1 — 37.3* -0.26 —-0.07 484 —27.3 | 27.8 =+ 42.5% -0.26 —0.05 50.3 —234
Gemma-2-9B 326 —345 -033—-028 50.7—46.5 | 327 — 36.0%* -027 —-023 47.7—42.1 293 —3L7* -020—-0.16 482 —42.8 | 36.0—38.7* -031—-022 49.1 —42.7
Llama-2-7B 31.2 - 434% -035—-0.14 51.0—27.6 | 31.7 — 43.2% -0.29 —-0.05 48.6—249 | 29.3 —40.3* -0.26 —-0.05 49.7 —26.7 | 322 — 44.6* -0.29 —0.01 494 —24.6
Llama-3.1-8B 62.1 — 65.0%+ -0.29 —-0.20 37.6 —32.7 | 59.2 — 63.7% -0.25—-0.09 356 —27.5 | 42.8 —50.1* -0.21 —-0.08 40.8 —30.9 | 53.3 —57.8* -0.27 —-0.11 459 — 375
Llama-2-13B 48.5 = 57.0% -032—-0.10 433 —263 | 47.3 — 54.4* -030—-0.08 42.6 —27.8 | 34.1 — 44.6* -023 —-0.02 46.6 —28.9 | 49.9 — 58.5* -0.36 —-0.09 47.0—33.0
Mistral-7B-v0.3 55.0 +56.6 -0.34—-028 433 405|552 —581% -026—-0.17 373 =322 | 41.1 - 47.0% -0.23 —-0.12 449 —36.7 | 56.7 =585 -030—-020 452 —40.6
Phi-1.5 29.1 —40.9% -0.30 —-0.10 53.2—29.5 | 359 —46.7* -0.35—-0.11 493 —26.7 | 31.5 - 40.3* -0.27 —-0.10 50.8 —33.1 | 359 —+48.7* -032—-0.03 52.1 =275
Phi-2 38.8 —48.2% -0.28 —-0.13 47.8—32.4 | 455 = 51.5% -025—-0.10 37.0—26.0 | 349 — 42.7% -0.24 —-0.05 43.0 —27.6 | 472 = 51.9* -0.30 —-0.09 42.5— 31.1
Phi-4 57.6 — 60.4% -031 —-0.23 403 —358 | 59.4 — 62.2% -0.25—-0.15 34.6—294 | 48.6 — 51.6* -0.21 —-0.12 36.7 —31.0 | 53.8 = 56.1* -0.31 —-0.22 432 — 383
Qwen2.5-7B 52.4 — 56.5% 439 — 364 | 522 — 58.1*% -0.29 —-0.09 41.0 »29.2 | 41.0 — 48.4* -0.22 —-0.03 489 — 34.3 | 52.8 — 57.5% -0.32 —»-0.17 45.0 - 37.6
Qwen2.5-32B 59.4 — 64.1% 384 — 314 | 594 — 64.7% -029 —-0.10 388 285 |47.1 —554% -0.29—-0.08 451326 |56.8—6L1* -032—-0.16 444373
Zephyr-7B 558 =570 -0.31 —-028 41.4—39.6|529—56.3* -0.26—-0.16 39.0—329 | 36.6—41.2% -0.26 —-0.16 50.0—42.0 | 547 — 56.8% -0.31 —-022 453 —40.7
S2: Pop Trap
DeepSeek-V2-Lite | 45.7 — 86.6% -0.90 — -0.54 52.6 —11.8 | 46.9 — 90.6* -0.90 —-045 51.1 =79 |31.1 —852% -0.89—-0.52 66.0— 113|422 —82.6* -090—-0.61 547 — 145
Falcon-7B 23.8 - 71.8% -090—-0.75 73.8—251 |274—814*% -092—-0.64 703—16.1|26.1—77.0% -0.87 —-0.66 70.7— 183 |28.6—74.5% -091 —-0.71 68.5—21.9
Gemma-2-9B 349 — 55.1* -091 —-0.86 62.5—41.8 | 38.0 — 62.4* -0.92 —-0.83 59.8—35.1 | 33.6 —+54.3* -0.86 —-0.83 62.6 =414 | 37.0—54.6* -091 —-0.87 60.7—43.0
Llama-2-7B 29.7 - 74.3* -091 —-0.73 67.9—23.7 | 33.7 — 83.2* -0.92—-0.61 639 — 142 | 299 — 81L5*% -0.87 —-0.56 66.2— 14.1 | 28.6 — 69.4* -0.92 —-0.77 69.7 —27.8

66.1 — 81.7% -0.82 —-0.65 33.0— 172|702 — 88.3* -0.78 —-0.53 28.6—10.5 | 463 —79.2* -0.87 —-0.63 51.1 —17.8 | 53.1 —72.2%* -0.88 —-0.75 443 —25.1
50.3 — 81.0% .89 —-0.65 47.0 — 16.7 | 50.5 — 86.0% -0.89 — -0.56 47.7 — 12.2 | 32.5 — 78.6¥ -0.86 —-0.61 64.1 —17.8 | 454 —77.8% -0.90 —-0.68 52.3 —19.5
Mistral-7B-v0.3 57.0 - 71.3* -0.87 —+-0.77 414272 | 654 —80.7%* -0.82—-0.66 333178 |43.0—66.9* -0.87 —-0.77 538 —29.5|49.1 —63.2* -0.90—-083 486343

Phi-1.5 27.0 —» 75.0% -091 —-0.72 70.3 —+22.9 | 37.2 - 84.6* -0.92—-0.59 60.4 —13.2 | 32.8 — 78.6* -0.85 > -0.60 622160 | 343 = 77.1* -0.92—-0.69 63.0 = 20.1
Phi-2 48.8 — 80.7% -0.90 —-0.65 49.5 175|679 — 88.4* -0.79 —-0.51 303 —98 | 483 —80.04 -0.86—-0.62 484 —17.0 | 48.1 —+76.5% -0.89 —-0.70 48.7 —20.4
Phi-4 633 —76.7% -0.83 —-0.71 354 —22.1 | 734 —86.3* -0.75—-0.56 255125 |52.6—74.0% -0.86—-0.70 44.6—232 | 48.6 = 64.7% -0.90 —-0.82 49.1 —33.0
Qwen2.5-7B 56.3 — 78.6% -0.86 —-0.68 419 — 19.6 | 62.0 — 86.6% -0.84 —-0.55 363 — 11.7 | 42.0 — 76.1* -0.87 —-0.65 55.0— 19.9 | 49.3 — 69.9% -0.89 —-0.77 48.6 —27.6
Qwen2.5-32B 64.5 — 83.8% -0.82 —-0.61 345150 | 655— 88.7% -0.82—-0.51 333102 | 474 —783* -0.85—-0.63 49.1 —18.0 | 53.7 = 73.1% -0.88 —-0.75 43.7 —24.6
Zephyr-7B 55.5 — 68.0% -0.87 —-0.79 43.0—30.5 | 61.4 - 77.8* -0.84 —-0.69 37.2—20.6 | 40.6 — 62.8* -0.87 —-0.79 559 — 334 | 49.6 - 63.8% -0.89 —-0.82 48.1 =338

$3: Gradient
DeepSeek-V2-Lite | 42.1 — 69.5% -0.66 —-0.43 40.1 —13.2 | 455 - 77.5% -0.75—-035 454 —109 | 33.9 — 67.3* -0.66 —-031 514 — 145 | 46.4 — 71.8* -0.69 —-042 40.5— 144

Falcon-7B 24.3 — 66.7% -0.89 —-0.74 757 —32.2 | 28.0 — 70.8* -0.87 —-0.60 71.8—24.0 | 26.2 — 65.9* -0.85—-0.60 73.8—29.7 | 25.8 — 63.5* -0.87 —-0.68 73.6 — 30.6
Gemma-2-9B 34.0 — 46.0% -0.84 —-0.78 624 —47.3 | 354 — 49.1* -0.85—-075 612426 | 32.0 - 43.5% -0.83 —+-0.73 657 —50.1 | 37.5 =+ 45.3* -0.86 —-0.79 59.8 —48.6
Llama-2-7B 30.7 — 68.7% -091 —-0.67 67.6—258 | 324 —72.7%* -0.88 —-0.54 66.1 —19.7 | 249 — 70.3* -0.84 —-0.48 729 — 214 | 26.9 — 60.0* -0.94 —-0.72 72.6 — 343
Llama-3.1-8B 60.4 — 73.0% -0.73 —-0.58 33.1 - 19.8 | 65.3 — 80.6% -0.73 —-0.50 30.7 = 13.9 | 46.2 — 67.4* -0.76 —-0.55 452 —224 | 51.6 = 63.5* -0.78 —-0.63 42.6 —27.2
Llama-2-13B 48.9 — 71.9* .79 —-0.56 459 —21.0 | 49.5 — 75.9% -0.81 —-049 457 — 158 | 35.1 — 66.9* -0.73 —-047 57.0 —21.9 | 48.3 — 69.8* -0.79 —-0.56 46.6 —21.5
Mistral-7B-v0.3 56.2 — 63.2% -0.71 —-0.62 352263 | 60.5— 70.8* -0.73 —-0.58 32.5—20.0 | 41.5 - 56.8* -0.71 —-0.57 47.0—27.0 | 49.4 — 56.4* -0.79 —-0.69 439 — 338
Phi-1.5 29.2 — 69.3* -0.87 —-0.64 68.0—244 | 363 —713* -0.82—-052 59.0—18.0 |294— 653* -0.73 —-048 657 — 245 |33.0—68.9% -0.82—-059 61.8—219
Phi-2 42.6 — 68.8% -0.74 —-0.55 48.6 —21.0 | 57.5 — 75.8* -0.75 —-0.50 36.3 — 15.7 | 44.2 — 68.8* -0.75 —-0.48 48.3 — 19.8 | 47.9 — 65.7% -0.79 — -0.62 449 — 235
Phi-4 58.8 = 69.0% -0.73 —-0.61 348 —233 | 658 —76.7% -0.71 —-0.55 288 —16.5 | 49.8 = 65.04 -0.72 —-0.55 41.5—24.0 | 489 — 58.4* -0.83 —»-0.72 472 — 345
Qwen2.5-7B 50.9 — 67.6% .73 —-0.56  39.5 — 204 | 56.2 — 75.2% -0.74 — -0.49 35.8 — 14.5 | 40.8 — 62.2* -0.69 — -0.50 47.8 —22.5 | 47.9 — 60.4% -0.78 — -0.64 45.0 — 279
Qwen2.5-32B 60.5 — 73.3* -0.65—-047 29.6 153 | 62.5 - 79.0% -0.69 —-0.44 288 — 11.1 | 459 — 65.7% -0.66 —-0.47 39.6 — 17.6 | 49.7 — 63.2%* -0.78 —-0.61 43.0 —24.8
Zephyr-7B 53.6 — 58.2% -0.68 —-0.61 343 —28.1 | 554 — 64.5% -0.70 —-0.58 344 —229 | 38.8 - 49.7% -0.65—-0.55 458 —29.9 | 47.2 — 54.0* -0.77 — -0.69 452 — 355
S4: Direct
DeepSeek-V2-Lite | 40.5 — 65.0% -0.61 —-0.33 489 — 189 | 424 — 64.4* -0.58 —-0.28 454 —17.2 | 27.3 —+55.9* -0.50 —-0.24 55.7 —20.1 | 45.7 — 65.8* -0.62 —-0.36 47.0 —23.2
Falcon-7B 26.5 — 49.0% -0.59 —-049 57.2 256 | 27.0 — 48.6%* -0.52 —-0.38 529 —22.8 | 25.1 = 50.3* -0.53 —-0.35 57.0—23.7 | 28.1 =+ 50.4* -0.55—-0.39 56.6 —25.6
Gemma-2-9B 30.2 — 35.1% .54 —-0.54 5377 —47.6 | 332 —40.2% -0.53 —-0.50 49.1 —+39.3 | 26.1 —35.5% -049 —-047 559 438 | 342 - 42.7* -0.56 —-0.54 49.0 - 379
Llama-2-7B 31.0 — 53.0% -0.57 —-0.45 527 —245 | 33.0 —53.3* -0.54 —-035 49.0—21.0 | 25.6 —+ 52.9% -048 —-0.27 57.4—222 | 285 —50.0%+ -0.53 —»-037 534244
Llama-3.1-8B 60.1 — 68.0% -0.60 —-0.50 36.8—28.5 | 61.4 —70.8% -0.55—-039 32.0—20.7 | 42.7 — 60.6* -0.61 —-0.40 47.5—26.0 | 49.7 — 60.4* -0.62—-0.50 450 — 31.8
Llama-2-13B 45.7 — 63.4%  -0.61 —-042 452 — 243 | 47.0 — 63.0% -0.57 —-0.36 42.0 —21.3 | 32.4 — 54.1*% -0.52 —-0.35 54.1 —27.8 | 45.3 — 62.1* -0.62 —-0.39 489 — 255
Mistral-7B-v0.3 55.6 — 58.8% -0.62 —-0.57 403 —355 | 56.4 — 63.3* -0.58 —-047 352265 |375—49.4% -054—-043 510352 |48.6—52.6% -0.62—-057 472413
Phi-1.5 30.1 — 54.4% -0.58 —-0.45 56.0 —239 | 343 — 54.9% -0.58 —-0.38 49.8 —21.1 | 27.5 = 52.6% -049 —-030 52.7 224 | 34.6 — 55.6% -0.55—-033 52.1 —24.1
Phi-2 40.0 — 58.1%  -0.57 —-0.42 47.0 —25.0 | 49.5 — 60.5% -0.53 —-0.39 34.6 —20.9 | 34.7 — 53.7% -0.50 —-0.33 46.0 — 24.9 | 43.9 — 57.3* -0.57 —-0.42 43.6 — 26.6
Phi-4 54.8 — 62.9% -0.58 —-0.49 403 — 312 | 61.0 — 68.3* -0.57 —-045 32.0—23.1 | 477 —57.8% -0.60 —-046 442 —30.5 | 48.3 = 56.0%* -0.64 —-0.57 48.0— 379
Qwen2.5-7B 48.3 — 62.6% -0.64 —-0.49 462 —30.3 | 51.7 — 65.7% -0.60 — -0.39 39.6 —21.8 | 34.8 — 54.2* -0.49 — -0.29 56.2 —33.2 | 46.9 — 56.1* -0.64 — -0.54 50.3 — 38.0
Qwen2.5-32B 56.9 — 67.7% -0.61 —-044 404 —27.0 | 583 — 70.7% -0.60 —-0.39 363 —21.3 | 42.3 — 58.9% -0.57 —-0.35 48.6 —28.4 | 48.3 — 60.3* -0.65 — -0.51 49.0 — 343
Zephyr-7B 529 — 55.6% -0.62—-0.58 42.5—38.8 | 53.6 — 60.2* -0.58 —-0.48 36.7 —28.1 | 348 — 44.3* -0.53 —-0.45 52.5—40.0 | 50.4 — 53.7% -0.64 —-0.58 472 —419
S5: Reverse
DeepSeek-V2-Lite | 45.5 — 48.0%  0.15—0.28 60.8 —+46.4 | 439 —+457 023 030 562464 | 309 —359* 0.19 =031 509 387|524 —54.6* 021 —035 585499
Falcon-7B 21.5 —26.4% 0.14—0.15 51.0—+356 | 257 —284% 0.19 - 0.21 499 —389 | 249 —29.5% 0.19 026 458 —342 | 238 —=29.5%* 0.19—-027 46.6 —33.2
Gemma-2-9B 331338 0.14—015 57.0—-552| 33.1—-343 020—022 532501 |31.0—33.1* 0.18—023 509467 | 360377 0.19—024 541—509
Llama-2-7B 31.1 —35.1% 019024 532410307 —334% 021025 504408 |287—347% 017029 485356 |31.8—-372% 024034 499379
Llama-3.1-8B 620630 0.19—024 574550 563—57.7 020—026 56.6—530|432—465% 022029 521—-470| 573583 023029 608574
Llama-2-13B 50.6 —53.3*  0.17— 027 58.1—49.7 | 465482 022029 570504 |365—392% 024031 495420 |49.1 —528*% 024037 60.0—520
Mistral-7B-v0.3 577 —585 0.14—0.19 612593 | 527536 023026 550526398 —435% 0.18—027 541479 | 56.1 566 0.24—028 573553
Phi-1.5 30.6 — 33.6% 0.16 - 021 54.1 —41.1 | 37.3 - 40.0+  0.18 - 025 549 —456 | 31.2—35.0%* 021 -029 514—410|356—392% 025-036 51.7—389
Phi-2 41.0 - 454% 017027 562—47.0| 41.9—-438 021 —025 50.0—455]|364—39.0% 021 —028 49.7—-43.0 | 464 —48.1 025—0.33 53.8—-47.7
Phi-4 579 —589 0.13—0.16 624—60.6| 57.1 =579 022—025 553—533| 524—532 021—-026 538—508]| 563—575 021 —028 585554
Qwen2.5-7B 53.0 =538 0.15—021 61.0—565| 53.0—=543 0.18—=0.25 593 —539 |41.8—453*% 021 —031 550—479| 543 —558 020—027 587547
Qwen2.5-32B 58.7—60.8% 0.15—0.21 60.8—572| 598 =612 0.18—=025 604—558 |49.0—525% 0.18 =032 568 494|588 —6L1* 0.18—025 61.1 =578
Zephyr-7B 559 —565 0.16—0.18 593 —582| 521 =529 023—026 562—539 |383—41.0%* 021 —028 549494 | 56.0—563 024—027 585—56.8
S6: None
DeepSeek-V2-Lite | 77.9 — 88.7% -0.97 —-0.95 160 —54 | 623 —73.7% -0.94 - -0.94 24.6— 11.1 | 68.6 —80.7% -095— -094 22278 |759—90.6* -098—-096 18233
Falcon-7B 0.0 — 2.6% 0.00 - -026 64.6 —43.8 0.0 0.8 -0.02 —-0.14  62.5 —43.6 0.0—18 0.00 »-022 612423 | 07—28*% -0.15—-028 63.0—43.7
Gemma-2-9B 8.0 —22.2*% -047 —-0.68 61.9—36.1 | 58 —15.6% -0.39 —-0.59 59.5—38.8 | 6.5—19.2% -0.43 —-0.67 59.4 — 358 | 3.0~ 145% -0.29 —-0.59 63.4— 379
Llama-2-7B 3.8 —13.3* .33 +-0.55 654392 | 6.7—163* -042—-0.60 59.0—362| 7.6 —»19.5% -045—-0.65 60.8 349 | 3.6 »11.0% -0.32—-0.52 65.1 —40.3
Llama-3.1-8B 73 = 17.1*%  -044 —-0.61 60.0—39.5| 82— 133* -046—-0.56 50.8—372 | 10.5—20.5% -0.53 —-0.68 57.7—350 | 16.1 = 31.6* -0.64 —-0.79 563 —27.4
Llama-2-13B 6.3 —21.0% -042—-0.67 650—360 | 8.6—18.0%* -047—-0.63 56.5—357 | 13.0—29.3* -0.58—--0.76 56.5—289 | 16.8 — 34.9% -0.66 —-0.82 584 —27.6
Mistral-7B-v0.3 11.8 — 27.0% -0.55—-0.73 60.9 —36.0 | 21.5 — 30.5% -0.69 —-0.76 44.1 —29.8 | 17.6 — 30.2* -0.65 —-0.77 51.8 —28.6 | 23.8 = 41.7* -0.75 —-0.85 54.3 —24.9
Phi-1.5 14.5 — 38.5% .61 —-0.82 583 —26.8 | 28.8 — 49.6* -0.78 — -0.88 47.5—21.8 | 144 — 33.0* -0.61 —-0.80 59.2—30.2 | 18.1 —40.9% -0.67 —-0.86 53.3 —23.1
Phi-2 3.0—11L7% -028 —-0.52 63.0—-409 | 24—53% -025—-037 498 —409 | 7.1 —158* -043 —-0.61 53.1—347| 64—21.9% -042—-0.70 59.0—31.8
Phi-4 20.9 — 40.5% -0.69 — -0.84 54.6 —27.8 | 19.7 = 27.1%* -0.66 —-0.73 43.1 —31.2 | 14.6 —28.0%* -0.60 —-0.75 527 —31.1 | 31.5 = 53.7% -0.82 —-091 S51.1 =205
Qwen2.5-32B 11.6 —21.2% -0.54 — -0.67 60.5—38.6 | 12.8 — 20.8* -0.56 —-0.67 51.9—338 | 55—19.3* -040—-0.66 648 — 349 | 25.1 —42.3* -0.77 —-087 547 =255
Zephyr-7B 9.0 —28.1* -049 —-0.74 62.1 —33.4 | 156 —27.1%* -0.61 —=-0.73 502 —31.7 | 11.1 = 30.1* -0.54 —-0.77 57.2—28.5 | 20.8 —40.9* -0.71 —-0.85 54.7 — 264
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