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Abstract

GUI agents predict click coordinates as digit-
token sequences, but standard text-LLM con-
fidence estimation methods rank correct clicks
from wrong ones only weakly. GUI-specific
alternatives use K samples or new supervi-
sion, but still leave room for improvement.
We trace part of this to place-value asymme-
try: bounding- box correctness often makes
higher-place digits more important than lower-
place digits, so uniform aggregation weakens
the signal that determines correctness. The fix
is to weight each digit’s Shannon entropy by
its place value. We call this Place-Aware Co-
ordinate Entropy (PACE). Across fixed-scale
agents on ScreenSpot-Pro and ScreenSpot-v2,
PACE wins both AUROC and selective ac-
curacy on all primary comparisons in a sin-
gle forward pass, matching or outperforming
K-sample baselines at a fraction of the cost.
PACE provides a per-click confidence esti-
mate that turns coordinate-token internals into
a practical confidence signal for GUI agent de-
ployment.

1 Introduction

Open-source GUI agents predict pixel coordinates
of clicks, keypresses, and scrolls from screenshots,
driving professional desktop tasks end-to-end (Qin
et al., 2025; Xue et al., 2026; Hong et al., 2024;
Xu et al., 2025; Wu et al., 2024). Click accu-
racy on dense professional interfaces remains be-
low half for the strongest open agents (35–50%
on ScreenSpot-Pro (Li et al., 2025)), and a wrong
click is often irreversible: a sent payment or a
deleted file cannot be undone by resampling (Shi
et al., 2025). To manage this risk, the ground-
ing model must therefore expose a per-prediction
confidence estimate that ranks correct clicks above
incorrect ones, and ideally produces a calibrated
probability for downstream decisions. The same
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estimate can guide when the agent should act, ask
for help, or use extra computation, and can be
combined across steps in longer tasks.

For ordinary text generation, confidence estima-
tion is a mature toolkit. Verbalized prompts (Tian
et al., 2023; Kadavath et al., 2022), self-
consistency over multiple samples (Wang et al.,
2023), and log-probability (Malinin and Gales,
2021) all give usable confidence signals on factual
question answering, semantic parsing, and reason-
ing traces. GUI click prediction also generates its
output token by token: the model outputs a short
digit-token sequence that decodes to screen coor-
dinates. We find that these signals often provide
weak or inconsistent discrimination for coordinate
outputs (Table 1).

We trace part of this to a common mecha-
nism. GUI click correctness is bounding-box-
defined: any pixel inside the target counts as cor-
rect. The hundreds digit of a coordinate there-
fore corresponds to larger, often UI-element-level
shifts (a 1-unit confusion is a 100-pixel error that
can land on a neighbor), while the units digit
moves the click by only 1 pixel and is more
likely to remain inside the same target. Per-
token uncertainty is therefore asymmetric in its
effect: entropy at higher-place digits is generally
more informative for correctness, although lower-
place digits still matter in some cases. Com-
mon token-level confidence signals aggregate uni-
formly across this asymmetric sequence, weaken-
ing the signal related to correctness. We call this
property place-value asymmetry: per-position in-
formation content of a coordinate token sequence
is non-uniform.

We therefore scale each per-digit Shannon en-
tropy by its place value before averaging. We call
this Place-Aware Coordinate Entropy (PACE),
parameterized by a single exponent α on the place
value. For a 3-digit coordinate at α=1, the hun-
dred digit’s entropy contributes 100× more than
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Figure 1: Place-value asymmetry on two real EvoCUA-8B predictions (Stata, ScreenSpot-Pro). (a) A correct
click whose entropy lives in the units digit (H=2.29, near-uniform over ten candidates 1 pixel apart) while the
hundreds digit is locked (H=0.19). (b) A wrong click whose entropy lives in the hundreds digit (H=2.06, five
candidates 100 pixels apart) while the units digit is locked (H=0.27). Both cases share P(True) =0.98. Coordinate-
Entropy averages uniformly and ranks the correct click as more uncertain (1.41>0.92). PACE weights by place
value and recovers the correct ranking (0.35<1.90).

the unit digit’s to the score, matching the expected
pixel cost of a one-digit error at each place; α=0
reduces to a uniform Coordinate-Entropy base-
line. Unlike concurrent GUI confidence estima-
tion methods that sample K stochastic predictions
(SafeGround (Wang et al., 2026)), train an extra
verbalized head (HyperClick (Zhang et al., 2025)),
or reduce the coordinate distribution to a point
statistic (Peak Sharpness Score (Tao et al., 2025)),
PACE reads only per-token entropies the model al-
ready computes during greedy decoding, so it re-
quires no training, no architectural change, and no
extra forward pass.

We evaluate PACE on ScreenSpot-Pro and
ScreenSpot-v2 (Wu et al., 2024) across 7 open
GUI agents, comparing against 12 single-pass and
sampling-based confidence baselines on three pri-
mary agents. PACEα=1 wins both AUROC and se-
lective accuracy on all 6 primary cells in a single
forward pass, ahead of K-sample baselines that
pay an order of magnitude more in inference, and
generally improves uniform Coordinate-Entropy
along the full coverage–accuracy curve. We fur-

ther study how much of the gain comes from
using coordinate-token entropy and how much
comes from place-value weighting, and discuss a
quantile-based rule for downstream abstention.

Our contributions are:

• We identify place-value asymmetry in
coordinate-token sequences and propose
PACE, a parameter-free, training-free confi-
dence signal that weights each digit’s entropy
by its place value.

• Across fixed-scale agents on two bench-
marks, PACE achieves the best AUROC and
AUARC in all primary comparisons in a sin-
gle forward pass and generally improves uni-
form Coordinate-Entropy across the broader
evaluation.

• We analyze where the gain comes from by
comparing full-sequence entropy, uniform
Coordinate-Entropy, and PACE, separating
the benefit of using coordinate tokens from
the benefit of place-value weighting.
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2 Related Work

GUI agents and grounding benchmarks.
Open GUI agents have scaled across multiple
generations: from grounding-focused vision-
language checkpoints (Hong et al., 2024; Cheng
et al., 2024), through action-supervised trajectory-
trained models (Wu et al., 2024; Lin et al.,
2025; Xu et al., 2025; Qin et al., 2025), to
recent state-of-the-art checkpoints on professional
desktop tasks (Xue et al., 2026; Zhou et al.,
2025). Closed-API prompted agents (Zheng et al.,
2024) sit alongside these as a parallel paradigm.
Benchmarks have scaled from consumer UIs (Wu
et al., 2024) to professional UIs (Li et al., 2025)
and full-trajectory tasks (Xie et al., 2024; Rawles
et al., 2025). Yet evaluation focuses on ground-
ing accuracy or step success; per-prediction
confidence remains an open channel, and the
Trustworthy GUI Agents survey (Shi et al., 2025)
catalogues the safety gap.

GUI-specific confidence estimation. Concur-
rent GUI-specific confidence estimation falls
along three lines. Peak Sharpness Score (Tao et al.,
2025) reads a per-token point statistic at coordi-
nate positions, discarding the rest of the distri-
butional shape. SafeGround (Wang et al., 2026)
samples K stochastic clicks at temperature T and
uses their spatial entropy as the uncertainty sig-
nal for the original greedy-decoded click, pay-
ing roughly an order of magnitude more in infer-
ence for the uncertainty estimate alone. Hyper-
Click (Zhang et al., 2025) trains a verbalized con-
fidence head with auxiliary reward, requiring su-
pervised retraining. PACE differs from all three:
it reads full distribution shape at each coordinate-
digit position rather than a point statistic, and runs
in a single greedy pass with no sampling, training,
or architectural change.

LLM confidence estimation and abstention.
Text-LLM confidence estimation has matured
along several lines: verbalized prompts that ask
the model to self-report (Tian et al., 2023; Kada-
vath et al., 2022), sampling agreement over multi-
ple decodes (Wang et al., 2023), self-revision dis-
tance (Madaan et al., 2023), semantic entropy that
clusters samples by meaning (Kuhn et al., 2023;
Farquhar et al., 2024), and post-hoc calibrators
applied to model logits (Guo et al., 2017; Xiong
et al., 2024). A recent abstention survey (Wen
et al., 2025) catalogues these methods on text-

domain tasks, leaving pixel-grounding outside the
surveyed scope. Concurrent agentic uncertainty
work (Zhang et al., 2026b,a) extends these prim-
itives to trajectory- or task-level aggregation for
autonomous agents; PACE supplies the per-action
confidence that trajectory-level aggregators con-
sume. PACE can also serve as a cheap upstream
gate for sampling-based test-time scaling (Snell
et al., 2024), deciding which inputs deserve K-
sample refinement.

3 Method

3.1 GUI Click Confidence Estimation as a
Selective-Prediction Task

A GUI grounding model is a function f that maps
a screenshot I and a natural-language instruction ℓ
to a predicted on-screen click ŷ ∈ R2 encoded as
a digit-token sequence in the model’s output vo-
cabulary. The ground-truth target for an instance
(I, ℓ) is a bounding box B ⊆ R2, and the binary
correctness label is

y = 1
[︁
ŷ ∈ B

]︁
. (1)

A confidence score is any scalar c : (I, ℓ) → R
derived from the model’s forward pass that is in-
tended to rank predicted clicks by their probability
of being correct. We say a confidence score is use-
ful when clicks with higher c are more often cor-
rect (discrimination). We evaluate discrimination
with AUROC and the selective-accuracy integral
AUARC. The score c should also be cheap to com-
pute, ideally falling out of the same forward pass
the model already runs to predict ŷ.

3.2 Place-Aware Coordinate Entropy (PACE)
Let z1, . . . , zL be the logit vectors at the L
coordinate-token positions produced during the
model’s greedy decode, pk = softmax(zk) the
per-position categorical distribution over the vo-
cabulary, and H(pk) = −∑︁

v pk(v) log pk(v) the
corresponding Shannon entropy. For an L-digit
coordinate string, position k carries place value
vk = 10L−1−k. We aggregate the per-position en-
tropies as a weighted average,

PACEα = −
∑︁L

k=1 v
α
k H(pk)∑︁L

k=1 v
α
k

, (2)

where the leading negation reorients the score so
that larger means more confident. The exponent
α ≥ 0 controls how aggressively place value
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scales the weights. At α=1 the hundreds digit
carries 100× the weight of the units digit, con-
sistent with the expected pixel deviation of a one-
digit error at that place. At α=0 all positions con-
tribute equally, yielding our Coordinate-Entropy
baseline.

The α=1 choice has a natural pixel-cost inter-
pretation. Under a stylized noise model in which
a one-digit confusion at place k shifts the coor-
dinate by 10L−1−k pixels, the expected pixel er-
ror contributed by entropy at position k scales
as 10L−1−k · H(pk). Summing and normaliz-
ing recovers Equation 2 with α=1. Entropy is
not literally expected absolute pixel displacement,
so this is a heuristic motivation rather than a
first-principles derivation; we adopt α=1 as the
simplest parameter-free weighting consistent with
place-value asymmetry, and validate empirically
(§5.2) that a data-driven linear fit recovers the
same ordering.

Implementation: greedy-decode the click, iden-
tify coordinate-digit positions in the output, then
evaluate Equation 2 from the cached per-step log-
its. Pseudocode and tokenization edge cases in
Appendix A.

4 Experiments

4.1 Setup

Datasets. ScreenSpot-Pro (Li et al., 2025) pro-
vides 1,581 click-grounding tasks across 23 pro-
fessional desktop applications such as Photoshop,
AutoCAD, and MATLAB. ScreenSpot-v2 (Wu
et al., 2024) provides 1,272 click-grounding tasks
across consumer mobile, web, and desktop UIs.
Each task is an (instruction, screenshot, target
bounding box) triple; the agent’s predicted click
is scored correct if it falls inside the target box.

Models. The three primary agents are EvoCUA-
8B (Xue et al., 2026), MAI-UI-8B (Zhou et al.,
2025), and UGround-V1-7B (Gou et al., 2025).
Four additional agents (UGround-V1-2B, UI-
TARS-7B-SFT, UI-TARS-7B-DPO (Qin et al.,
2025), Aguvis-7B-720P (Xu et al., 2025)) support
the cross-agent paired analysis.

Confidence estimation baselines. We compare
PACE against 12 baselines in four categories, or-
dered to match Table 1. Verbalized signals query
the model directly: Self-Refine (Madaan et al.,
2023) runs one round of self-critique before re-
prompting for confidence; Just Ask 1–10 (Tian

et al., 2023) returns an integer on a 1 to 10 scale;
P(True) (Kadavath et al., 2022) asks an A/B cor-
rectness question and reads the softmax proba-
bility of “A”. Full-sequence signals (logit-min,
logit-mean, full-sequence Shannon entropy) ag-
gregate over every output token, coordinate-digit
and surface-form alike. Sampling-based sig-
nals draw K=10 samples at temperature T=1.0:
SafeGround entropy is the density entropy over
the K predicted click positions, and SafeGround
combined (Wang et al., 2026) adds patch-level
disagreement on top. Coordinate-token signals
read only the coordinate-digit positions: coor-
dinate max-entropy, the worst-position entropy;
PSS (Tao et al., 2025), the top-1/top-2 logit mar-
gin at each position; coordinate mean top-1 proba-
bility (the average greedy-token softmax probabil-
ity across coordinate positions); and Coordinate-
Entropy (PACEα=0, the uniform-weight baseline).

Metrics. AUROC ranks correct against incor-
rect clicks by confidence score. AUARC is the
selective-accuracy integral: how much accuracy
the agent retains when allowed to abstain on its
lowest-confidence fraction. All signals are eval-
uated on the same greedy clicks; sampling-based
methods use their samples only to estimate uncer-
tainty.

4.2 Main Results
Comparisons with baselines. Table 1 com-
pares PACE with twelve confidence baselines
from four families across the three primary
agents. PACEα=1 achieves the highest AUROC
and AUARC on all three agents using a single
forward pass, outperforming sampling baselines
that use K=10 stochastic decodes per decision.
Across the three agents, PACE reaches 87–91% of
the perfect-ranking AUARC ceiling, leaving a rel-
atively small absolute gap to the oracle ranking on
this metric.

Decomposing the gain. The PACEα=1 advan-
tage comes from two components. First, Shan-
non entropy at coordinate-digit positions alone
(Coordinate-Entropy) already outperforms the
strongest alternative single-pass summaries by
0.02–0.08 mean AUROC across the three primary
agents. The reason is distributional: these sum-
maries retain only part of the predictive distribu-
tion. PSS uses only the top-two logit gap, the
mean top-one probability uses only the greedy-
token probability at each coordinate position, and
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EvoCUA-8B MAI-UI-8B UGround-V1-7B
Method AUROC↑ AUARC↑ AUROC↑ AUARC↑ AUROC↑ AUARC↑ Cost

Verbalized signals
Self-Refine 0.547 0.407 0.513 0.495 0.404 0.111 2×
Just Ask 1−10 0.395 0.337 0.423 0.489 0.463 0.143 1×
P(True) 0.435 0.365 0.760 0.731 0.736 0.293 2×
Full-sequence signals:
Logit-min 0.726 0.641 0.643 0.669 0.761 0.419 1×
Logit-mean 0.764 0.675 0.723 0.710 0.816 0.455 1×
Full-seq entropy 0.763 0.676 0.769 0.738 0.847 0.484 1×
Sampling-based (K=10):
SafeGround IE 0.724 0.659 0.673 0.671 0.810 0.461 10×
SafeGround combined 0.704 0.649 0.683 0.679 0.802 0.455 10×
Coordinate-token signals (single forward pass):
Coord max-entropy 0.780 0.746 0.652 0.705 0.812 0.466 1×
PSS top-2 gap 0.826 0.774 0.718 0.736 0.824 0.458 1×
Coord mean top-1 prob 0.837 0.781 0.728 0.742 0.850 0.479 1×
Coordinate-Entropy 0.847 0.796 0.759 0.763 0.876 0.501 1×
PACEα=1 (ours) 0.857 0.803 0.790 0.797 0.900 0.513 1×
Reference: perfect-ranking ceiling (acc-dependent for AUARC):
Perfect ranking 1.000 0.879 1.000 0.912 1.000 0.592 —

Table 1: Confidence estimation on ScreenSpot-Pro across three primary agents. Bold and underlining mark
the best and second-best values in each column. All methods, including sampling-based methods, score the same
greedy-decoded click. Paired results on ScreenSpot-v2 are reported in Appendix.

max-entropy uses only the worst position. When
uncertainty is spread across several digit candi-
dates, these summaries can miss part of the distri-
butional structure; Shannon entropy instead uses
the full categorical distribution at each position.
Second, place-value weighting adds 0.022 mean
AUROC over Coordinate-Entropy, with positive
gains on all three primary agents.

Response-level confidence can differ from click
accuracy. The ranking metrics above measure
whether a confidence score orders correct and in-
correct clicks. We separately examine how the
standard logit-mean score relates to task accuracy,
where Conf is the per-token top-1 softmax proba-
bility averaged across the response. For MAI-UI-
8B and EvoCUA-8B, logit-mean confidence re-
mains high on ScreenSpot-Pro even though click
accuracy is much lower. On ScreenSpot-v2, both
confidence and accuracy are high (Table 2). These
results show that averaging confidence over the
full response can hide uncertainty concentrated in
the coordinate digits that determine the click. This
motivates a coordinate-local signal. PACE reads
entropy at those positions and is evaluated as a
ranking signal rather than a calibrated probability.

ScreenSpot-Pro ScreenSpot-v2
Model Acc Conf Gap Acc Conf Gap

MAI-UI-8B 0.494 0.939 0.445 0.945 0.952 0.007
EvoCUA-8B 0.352 0.833 0.481 0.910 0.875 −0.035

Table 2: Response-level token confidence and click
accuracy. Conf is the logit-mean, computed as the per-
token top-1 softmax probability averaged across the re-
sponse; Gap = Conf − Acc.

4.3 Cross-Agent Performance
The place-weighting gain extends beyond the
three primary agents to a broader eight-agent
pool on both benchmarks (Table 3). PACEα=1

improves over Coordinate-Entropy for all eight
agents on both ScreenSpot-Pro and ScreenSpot-
v2. The mean gain is noticeably larger on
consumer ScreenSpot-v2 than on professional
ScreenSpot-Pro despite v2’s higher base accuracy.

5 Analysis

5.1 Why PACE Works: Hundreds Digit
Carries the Signal

A one-digit confusion at the hundreds place (for
example x=502 vs. x=602) changes the normal-
ized coordinate by 100 grid units and can move the
click onto a neighboring UI element. The same
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ScreenSpot-Pro ScreenSpot-v2
Model α=0 α=1 α=0 α=1

UI-TARS-7B-DPO 0.777 0.785 0.654 0.762
MAI-UI-8B 0.759 0.790 0.580 0.596
UI-TARS-7B-SFT 0.807 0.822 0.678 0.770
UI-TARS-72B-DPO 0.808 0.833 0.637 0.738
Aguvis-7B-720P 0.836 0.837 0.699 0.728
EvoCUA-8B 0.847 0.857 0.738 0.803
UGround-V1-2B 0.854 0.890 0.773 0.837
UGround-V1-7B 0.876 0.900 0.723 0.777

Mean ∆ +0.019 +0.066

Table 3: Cross-agent comparison of PACEα=1 and
Coordinate-Entropy.

confusion at the units place (x=502 vs. x=508)
changes the coordinate by only 6 grid units and
is more likely to remain inside the target. Per-
position uncertainty is therefore not interchange-
able: hundreds-digit uncertainty is more predic-
tive of incorrect clicks than units-digit uncertainty.
When averaged across agents, single-digit entropy
AUROC increases from fine to coarse places (Fig-
ure 2a), from 0.65 at units to 0.77 at tens and 0.82
at hundreds. The expected entropy gap E[H |
wrong]−E[H | correct] follows the same pattern
(Figure 2b). PACEα=1 assigns roughly 90% of its
positional weight to the hundreds digit, where the
empirical signal is strongest.
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Figure 2: Per-place informativeness justifies place-
weighting. (a) Single-digit AUROC at each digit place;
family mean rises monotonically units to hundreds. (b)
Per-place entropy gap between wrong and correct pre-
dictions tracks the same gradient.

5.2 Why Not Use Only the Hundreds Digit?
The natural simplification is to score clicks us-
ing hundreds-place entropy alone. Table 4 com-
pares this shortcut with learned linear weights and
PACEα=1 using mean AUROC across the three
primary agents.

Hundreds-only is close to PACE on the aggre-
gate evaluation, but this does not make the lower
places dispensable. When the predicted click
and target center fall in the same hundreds cell,

Scheme Normalized weights (vh, vt, vu) Mean AUROC

Hundreds only (1.000, 0.000, 0.000) 0.847
LR-learned (pooled, ℓ1) (0.710, 0.280, 0.010) 0.851
PACEα=1 (0.901, 0.090, 0.009) 0.851

Table 4: Hundreds-only and learned weighting com-
pared with PACEα=1. LR weights are learned on
pooled data with ℓ1 regularization and 5-fold cross-
validation.

correctness depends more directly on lower-place
precision. Table 5 shows this effect for EvoCUA-
8B.

Digit Standalone AUROC

Hundreds .746
Tens .812
Units .801

Table 5: Standalone digit discrimination within
the same hundreds cell. Results are for EvoCUA-
8B on ScreenSpot-Pro examples where the predicted
click and target center share the same hundreds cell
(n=619).

The tens digit becomes the most informative in-
dividual place in this subset. This shift is not spe-
cific to EvoCUA: tens is the strongest digit in 11
of the 14 evaluated same-hundreds settings. These
results show that lower-place entropy is not re-
dundant even when the hundreds digit dominates
aggregate performance. A hundreds-only score
can discard this fine-place information, which mo-
tivates retaining the full place-value formula in
PACE.

The pooled linear fit recovers a hundreds-
dominant profile and matches PACE’s mean AU-
ROC. This suggests that performance is not sensi-
tive to the exact weight ratio within this ordering.
PACE obtains its weights directly from decimal
place value without fitting. A fine-grid sweep re-
mains nearly flat for α ∈ [0.3, 2.0], while shuffling
the place-value assignment reduces mean AUROC
by more than four points (p=0.04; Appendix D).
Together, these results support α=1 as a robust de-
fault while showing that the assignment of weights
to digit places matters.

5.3 Visualizing Signal Quality

Figure 3 contrasts the EvoCUA-8B confi-
dence distributions of three signal families on
ScreenSpot-Pro: PACEα=1, confidence derived
from full-sequence probability, and verbalized
P(True). PACE shows the clearest separation
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between correct (green) and incorrect (red) clicks,
while full- sequence probability provides only
partial separation. The P(True) distributions over-
lap substantially, consistent with its below-chance
AUROC in this setting. These distributions help
explain the selective-prediction results: PACE
provides a more useful confidence threshold for
deciding whether to execute a click or hand it
off, whereas P(True) offers little separation for
that decision. Appendix C analyzes the corre-
sponding limitations of full-sequence aggregation,
verbalized confidence, and self-consistency.

5.4 Downstream: Selective Prediction and
Abstention

A deployed GUI agent does not act on a con-
fidence ranking metric directly. It must de-
cide for each click whether to execute it or ab-
stain. Selective prediction (Geifman and El-Yaniv,
2017) evaluates this decision through the accu-
racy of executed clicks at different coverage lev-
els. On the five-agent mean, PACEα=1 outper-
forms Coordinate-Entropy at every coverage level
reported in Table 6. The difference is largest at
low coverage, where the agent executes only its
highest-confidence clicks and abstains on the rest.
At 5% coverage, PACE raises mean selective ac-
curacy from 63.8% to 73.2%. The advantage be-
comes smaller as coverage increases, indicating
that place weighting is most useful for identifying
the highest-confidence subset.

5% 10% 20% 50%
Agent α=0 α=1 α=0 α=1 α=0 α=1 α=0 α=1

EvoCUA-8B 97.7 97.7 97.7 97.7 93.8 93.2 80.3 81.0
MAI-UI-8B 78.0 90.0 81.0 88.0 81.0 88.5 80.0 82.8
UGround-V1-7B 87.1 91.9 83.7 82.1 71.5 71.5 44.7 46.7
UI-TARS-7B-SFT 32.4 46.0 50.7 56.2 48.6 50.0 34.4 35.3
UI-TARS-7B-DPO 23.8 40.5 51.8 55.4 63.5 63.5 49.5 49.8

Mean 63.8 73.2 73.0 75.9 71.7 73.3 57.8 59.1

Table 6: Selective accuracy at fixed coverage lev-
els. PACEα=1 improves the five-agent mean over
Coordinate-Entropy (α=0) at every reported level.
Bold marks individual settings in which PACE obtains
higher selective accuracy; ties and lower PACE values
are retained.

Wrong-click prevention. Table 7 reports rep-
resentative abstention settings for EvoCUA-8B.
PACEα=1 removes at least as many wrong clicks
as Coordinate-Entropy on ScreenSpot-Pro and
substantially more on ScreenSpot-v2. These re-
sults complement selective accuracy by showing

directly how often confidence-based abstention
prevents an incorrect click from being executed.

Benchmark Abstention rate PACE CE

ScreenSpot-Pro 30% 56.1% 55.9%
ScreenSpot-Pro 50% 78.6% 77.9%
ScreenSpot-v2 10% 36.7% 29.1%
ScreenSpot-v2 30% 72.2% 59.5%

Table 7: Wrong-click prevention for EvoCUA-8B.
Values report the percentage of incorrect clicks not exe-
cuted at each abstention rate. PACE denotes PACEα=1,
and CE denotes Coordinate-Entropy.

Cross-agent routing. PACE can also select
among candidate clicks from multiple agents. For
each example, we execute the click proposed by
the most confident agent in a six-agent pool. Ta-
ble 8 compares routing by PACE and Coordinate-
Entropy with always executing the strongest fixed
agent.

Selection rule Accuracy

PACEα=1 routing .717
Always-best single agent .711
Coordinate-Entropy routing .693

Table 8: Cross-agent routing on ScreenSpot-Pro.
Each method selects one click from a common six-
agent pool of 512 examples. PACE improves over
Coordinate-Entropy routing, while its difference from
the strongest fixed agent is small.

PACE routing improves accuracy over
Coordinate-Entropy routing by 2.3 percent-
age points. Its smaller advantage over the
strongest fixed agent is within statistical noise
and should not be interpreted as a reliable im-
provement. In the three-agent pool, PACE and
Coordinate-Entropy make the same routing deci-
sions, indicating that the benefit appears when the
candidate pool is larger and more heterogeneous.

6 Conclusion

GUI agents often emit clicks as short digit-token
sequences on a fixed coordinate grid. Standard
text-LLM confidence methods aggregate across
tokens or coordinate positions without accounting
for place value asymmetry. Place-Aware Coor-
dinate Entropy addresses this mismatch by com-
puting Shannon entropy at coordinate- token po-
sitions and weighting each digit by its decimal
place value. The resulting confidence score re-
quires only the logits from a single greedy de-
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Figure 3: Confidence distributions on EvoCUA-8B ScreenSpot-Pro. PACEα=1 shows the clearest separation
between correct (green) and incorrect (red) clicks. Full-sequence probability provides partial separation, while
verbalized P(True) produces substantially overlapping distributions. AUROC values are shown within each panel.

code. Across the three primary agents, PACEα=1

achieves the best AUROC and AUARC in all six
agent and metric comparisons. In the eight-agent
comparison, place weighting improves mean AU-
ROC on both ScreenSpot-Pro and ScreenSpot-v2,
including a positive result for a 72B fixed-scale
model.

PACE also supports a direct execution deci-
sion: the agent executes high-confidence clicks
and abstains on low-confidence ones. Across the
evaluated fixed-scale agents, PACE prevents more
wrong clicks than Coordinate-Entropy at most re-
ported abstention settings, with its largest gains
appearing at low coverage. These results connect
the ranking improvement to fewer incorrect clicks
being executed. The evidence is scoped to coordi-
nate formats with separately tokenized digits and
a stable place-value map. For variable-scale pixel
coordinates, fractional outputs, or merged digit to-
kens, decimal place weighting is not guaranteed
to help, and Coordinate-Entropy remains the ap-
propriate fallback. One possible future work is to
explore how PACE can guide abstention and re-
covery decisions in closed-loop, multi-step GUI
agents.

Limitations

• Closed-loop interaction. Our main evaluation
focuses on individual grounding decisions on
ScreenSpot-Pro and ScreenSpot-v2. It does not
establish how confidence-based abstention af-
fects long-horizon task completion. Future work
should evaluate PACE in closed-loop, multi-step
GUI agents.

• Emission format. PACE assumes that coordi-

nates are emitted as separately tokenized digits
on a stable scale. Decimal place weighting is not
guaranteed to help with variable-scale pixel co-
ordinates, fractional outputs, or merged digit to-
kens; Coordinate-Entropy is the appropriate fall-
back in these settings.

• Model coverage. Although our evaluation
spans models from 2B to 72B, the large-scale
evidence comes from a single 72B fixed-scale
agent. Additional large and proprietary agents
are needed to separate the effects of model scale,
architecture, and coordinate format.

• Discrimination, not probability calibration.
PACE is designed to rank clicks by confidence
rather than estimate their probability of correct-
ness. It can be thresholded directly for absten-
tion, but applications that require calibrated er-
ror probabilities need a separate post-hoc cali-
bration procedure.

Ethical Considerations

GUI agents operate on interfaces whose actions
are not always reversible (Shi et al., 2025); the cost
of a misgrounded click extends beyond the imme-
diate task. PACE is a per-step uncertainty primi-
tive for downstream safeguards (clarification, hu-
man review, abstention, escalation), not a stan-
dalone deployment certificate. Safety-critical de-
ployment should include per-application monitor-
ing, recomputation of the calibration set under dis-
tribution shift, and clear allocation of responsi-
bility between the automated decision and human
oversight.
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A PACE Algorithm and Applicability

Algorithm 1: Place-Aware Coordinate Entropy
(PACE)
Input: screenshot I , instruction q, model M , exponent
α
Output: confidence score c ∈ R, where larger values
indicate higher confidence

1: y1:T , z1:T ←M.generate(I, q) (greedy decoding
with logits)

2: Kx,Ky ← coord digit indices(y1:T )

3: if no valid fixed-scale digit-place map exists then

4: return negative uniform Coordinate-Entropy

5: for each axis a ∈ {x, y} and digit position
j ∈ {1, . . . , La} do

6: pa,j ← softmax(za,j)

7: Ha,j ← −
∑︁

v pa,j(v) log pa,j(v)

8: va,j ← 10La−j

9: return cα = −
∑︁

a,j v
α
a,jHa,j∑︁

a,j v
α
a,j

Figure 4: PACE computation. PACE uses coordinate-
token logits from the same greedy decode that produces
the click and therefore requires no additional forward
pass.

PACE requires each coordinate digit to be emitted
as a separate token on a stable coordinate scale.
Our primary evaluation uses outputs with exactly
three digit tokens on each axis. When this condi-
tion is not satisfied, as with variable-scale pixels,
fractional coordinates, or merged digit tokens, the
implementation falls back to uniform Coordinate-
Entropy.

B Experimental Details

Datasets. Table 9 summarizes the two evalua-
tion benchmarks. PACE requires no training, and
we use the fixed α=1 setting throughout.

Dataset Breakdown Total Citation License

ScreenSpot-Pro 23 application
categories across 3
operating systems,
covering profes-
sional desktop
interfaces

1,581 Li et al. (2025) MIT

ScreenSpot-v2 8 platforms cov-
ering consumer
mobile, web, and
desktop interfaces

1,272 Wu et al. (2024) Apache 2.0

Table 9: Evaluation benchmarks. Both datasets con-
tain an instruction, a screenshot, and a target bound-
ing box. A predicted click is correct if it falls in-
side the target box. The primary click is greedily de-
coded; additional stochastic generations are used only
by sampling-based confidence baselines.

Inference parameters. Table 10 summarizes
the decoding configuration for each confidence-
signal family.

Signal family Decoding Confidence computation

PACE, CE, and full-sequence Greedy, T=0 Token logits from one decode
SafeGround K=10, T=1.0 Uncertainty from sampled clicks
Verbalized Greedy meta-response Confidence extracted from the meta-prompt response

Table 10: Inference configuration by confidence-
signal family. Sampling and verbalized methods es-
timate confidence for the same greedily decoded pri-
mary click used by the single-pass methods. Models
are evaluated in bfloat16 on NVIDIA H100 or RTX
3090 GPUs.

Coordinate-token identification. For struc-
tured tool calls, we locate the coordinate field and
align its decoded characters with the correspond-
ing generation steps. We retain only tokens that
emit a single decimal digit and parse the x and
y axes separately. A prediction enters the fixed-
three-digit analysis only when both axes contain
exactly three such digit tokens. Tokens that merge
multiple digits do not provide a valid place map
and therefore fall back to Coordinate-Entropy.

C Structural Properties: Coordinate vs.
Full-Sequence Tokens

Coordinate-Entropy outperforms full-sequence
logit summaries because the two approaches ag-
gregate uncertainty from different parts of the re-
sponse.

Action relevance. Full responses contain rea-
soning, formatting, and tool-call tokens whose
variation does not necessarily change the predicted
click. Coordinate tokens are more directly tied
to the executed action because changing a coor-
dinate digit changes the predicted location. Al-
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though multiple coordinates within a target box
may be correct, uncertainty at coordinate positions
is therefore more closely related to click correct-
ness than uncertainty in surrounding response to-
kens.

Dilution under full-sequence aggregation.
Full-sequence summaries average coordinate
uncertainty together with uncertainty from the
rest of the response, which can dilute the signal
associated with the predicted location. In contrast,
Coordinate-Entropy evaluates only the tokens that
determine the click. The strong performance of
coordinate-level entropy and the coordinate-level
top-two logit gap in Table 1 is consistent with this
explanation.

D Sensitivity to the Place-Weight
Exponent

We sweep α from 0 to 2 in increments of 0.1 for
the three primary fixed-scale agents: EvoCUA-8B,
MAI-UI-8B, and UGround-V1-7B. As shown in
Figure 5, PACEα=1 lies within the high-AUROC
region for all three agents. The mean curve re-
mains within 0.01 of its maximum throughout α ∈
[0.3, 2.0], indicating that performance is not sensi-
tive to the exact exponent around the default set-
ting.

E Statistical Significance of Place
Weighting

We evaluate the AUROC difference between
PACEα=1 and Coordinate-Entropy using 2,000
paired-bootstrap resamples. Predictions from the
two methods are paired on the same examples
within each agent and benchmark. As shown in
Table 11, all six point estimates favor PACE, and
four have confidence intervals that exclude zero.

Agent ScreenSpot-Pro ScreenSpot-v2

EvoCUA-8B +0.010 [−0.007, +0.026] +0.065 [+0.018, +0.111]
MAI-UI-8B +0.031 [+0.009, +0.052] +0.015 [−0.041, +0.070]
UGround-V1-7B +0.025 [+0.013, +0.037] +0.054 [+0.027, +0.080]

Table 11: Paired AUROC differences between
PACE and Coordinate-Entropy. Each entry reports
∆AUROC = PACE − CE with a 95% paired-
bootstrap confidence interval. Bold indicates that the
interval excludes zero.

F Fine-Grained Localization

Performance across localization-error dis-
tances. We divide incorrect clicks into near,

intermediate, and far localization errors, and
compare each error group against all correct
clicks. This analysis complements the same-
hundreds result in the main text by showing
where place weighting helps and where uniform
Coordinate-Entropy remains competitive.

PACE / Coordinate-Entropy AUROC

Agent Near (< 50) Intermediate (50–150) Far (≥ 150)

EvoCUA-8B 0.789/0.832 0.872/0.854 0.920/0.858
MAI-UI-8B 0.706/0.694 0.886/0.865 0.876/0.811
UGround-V1-7B 0.779/0.802 0.892/0.892 0.950/0.900

Table 12: Discrimination across localization-error
distances on ScreenSpot-Pro. Incorrect clicks are
grouped by their pixel-distance error, and each group
is compared against all correct clicks. Bold marks the
higher AUROC within each pair.

PACE provides its clearest improvement
for larger localization errors, outperforming
Coordinate-Entropy for all three agents in the
far-error group. The comparison is mixed for
near errors, where Coordinate-Entropy performs
better for two of the three agents. This pattern
is consistent with the place-value mechanism:
coarse-position uncertainty is most useful for
identifying large displacements, while finer
uncertainty remains relevant for clicks close to the
target.

G AUPRC Results

We additionally report the area under the
precision–recall curve (AUPRC), which summa-
rizes the precision–recall tradeoff as the error-
detection threshold varies. We treat an incorrect
click as the positive class and use negative con-
fidence as the error score. PACEα=1 has higher
AUPRC than Coordinate-Entropy in all six pri-
mary agent–benchmark comparisons, consistent
with the AUROC results.

ScreenSpot-Pro ScreenSpot-v2
Agent CE PACE CE PACE

EvoCUA-8B 0.835 0.841 0.214 0.309
MAI-UI-8B 0.722 0.733 0.078 0.107
UGround-V1-7B 0.952 0.963 0.416 0.502

Table 13: AUPRC with incorrect clicks as the posi-
tive class. PACE and Coordinate-Entropy are evaluated
on the same coordinate-output subset within each cell.
Because AUPRC depends on error prevalence, values
should be compared within, rather than across, agent–
benchmark cells.
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Figure 5: Sensitivity to the place-weight exponent. AUROC across three fixed-scale agents as α varies from 0 to
2, with 95% paired-bootstrap confidence intervals.

H Emission-Format Boundaries

Four-digit fixed-screen coordinates. We evalu-
ate whether place weighting extends beyond three-
digit coordinates using UI-TARS-1.5 on Android-
Control (?). This setting contains 4,916 click steps
on a fixed 924×2100 screen. The thousands place
is nearly constant because it is constrained by the
screen geometry and therefore carries little infor-
mation about click correctness. Table 14 com-
pares uniform Coordinate-Entropy, literal four-
place weighting, and a format-aware variant that
omits the geometry-pinned thousands place.

Weighting scheme Relative weights ∆AUROC [95% CI]

Coordinate-Entropy 1:1:1:1 0.000
Literal four-place PACE 1000:100:10:1 +0.020 [+0.001, +0.039]
Format-aware PACE 0:100:10:1 +0.061 [+0.048, +0.076]

Table 14: Four-digit coordinate weighting for UI-
TARS-1.5 on AndroidControl. Results use 4,916
click steps collected on a fixed 924×2100 screen.
AUROC differences are measured relative to uniform
Coordinate-Entropy. The format-aware variant omits
the geometry-constrained thousands place.

Literal place weighting already improves over
uniform Coordinate-Entropy in this fixed-screen
setting. The larger gain from the format-aware
variant shows that a leading digit should not re-
ceive high weight when its variation is determined

primarily by screen geometry rather than click lo-
cation.

Other emission formats. Place weighting re-
quires a stable correspondence between an emitted
digit position and its geometric displacement on
the screen. Table 15 summarizes the evaluated for-
mats. Fixed-scale integer coordinates satisfy this
requirement directly. When coordinate length, res-
olution, or tokenization removes this correspon-
dence, uniform Coordinate-Entropy is the safer
default.

These results define the scope of the default for-
mulation. PACE applies directly to separately tok-
enized, fixed-scale integer coordinates and can be
extended to a fixed four-digit format by aligning
the weighted window with the varying digit po-
sitions. For variable-scale, fractional, or merged-
token formats, we use Coordinate-Entropy rather
than imposing an unsupported place mapping.
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Emission format Example Observed behavior Recommended signal

Fixed-scale, three-digit
integer

UI-TARS-72B-DPO PACE improves over Coordinate-
Entropy on both benchmarks.

PACE with standard place-
value weights.

Fixed-screen, four-digit
integer

UI-TARS-1.5 on An-
droidControl

Literal four-place weighting gives
+0.020 AUROC; omitting the
geometry-pinned leading digit gives
+0.061.

PACE with a format-
aligned digit window.

Variable-resolution pixel
coordinates

Qwen2.5-VL-32B Fixed place weighting gives
−0.012/ − 0.025 AUROC rel-
ative to Coordinate-Entropy.

Coordinate-Entropy unless
a stable geometric mapping
is available.

Short coordinate emis-
sion

Magma-8B PACE approximately matches
Coordinate-Entropy (−0.005/ −
0.010).

Coordinate-Entropy.

Fractional coordinates in
[0, 1]

Aguvis-7B PACE remains close to Coordinate-
Entropy (−0.006/+ 0.018).

Coordinate-Entropy unless
the informative precision is
known.

Merged coordinate to-
kens

CogAgent-9B Individual digit positions cannot be
identified because multiple digits
form one token.

Coordinate-token entropy
without digit-level weight-
ing.

Table 15: Applicability across coordinate-emission formats. Slash-separated differences report ScreenSpot-Pro
and ScreenSpot-v2, respectively. PACE is used when digit positions have a stable geometric meaning; otherwise
the method falls back to uniform Coordinate-Entropy.
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