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Abstract

Realizing personalized intelligence faces a
core dilemma: sending user history to central-
ized large language models raises privacy con-
cerns, while on-device small language models
lack the reasoning capacity required for high-
quality generation. Our pilot study shows that
purely local enhancements remain insufficient
to reliably bridge this gap. We therefore pro-
pose SPECSTEER, an asymmetric collaborative
inference framework that synergizes private
on-device context with cloud-scale reasoning.
SPECSTEER casts collaboration as Bayesian
knowledge fusion and repurposes speculative
decoding as a distributed alignment protocol,
yielding a Draft—Verify—Recover pipeline: the
on-device model drafts personalized sequences;
the cloud validates via a ratio-based mecha-
nism that decouples reasoning verification from
private context, filtering logical flaws without
accessing raw user context; upon rejection, a
steering recovery injects local intent during cor-
rection. Experiments demonstrate that SPEC-
STEER successfully closes the reasoning gap
and achieves superior personalized generation
performance, while delivering a 2.36 x speedup
over standard baselines.

1 Introduction

LLMs increasingly enable personalized assistance.
Realizing this potential with centralized architec-
tures remains challenging, as effective personal-
ization typically requires uploading sensitive user
history to the cloud, raising concerns regarding
data exposure and latency bottlenecks. To address
these constraints, there is a growing trend toward
deploying lightweight models directly on edge de-
vices (Gunter et al., 2024; Seed et al., 2025), seek-
ing to balance data sovereignty with the demand
for rapid, personalized responses.
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Figure 1: The fundamental dilemma in personalized
generation: the inevitable trade-off between the reason-
ing capability required for high-quality responses and
the data isolation necessary for privacy protection.

While this decentralized approach improves pri-
vacy and efficiency, it raises a fundamental question
about performance: can these compact models truly
synthesize complex user context into high-quality
responses? To investigate this, we conducted a sys-
tematic pilot study (Section 3). The results reveal a
persistent gap: even when equipped with advanced
enhancement techniques, personalized small mod-
els fail to surpass generic large models—despite
the latter having no access to the user’s private con-
text. This confirms a significant capacity deficit,
where the informational advantage of local data
is negated by limited reasoning ability, indicat-
ing that local optimization alone cannot achieve
the sophisticated generation quality required for
intelligent personalized applications.

Ideally, we aim to construct a collaborative ar-
chitecture that synergizes the superior reasoning
capabilities of a large Generalist with the exclu-
sive contextual access of a lightweight Specialist.
However, realizing this vision encounters two fun-
damental hurdles. The first is information asym-
metry. Since the generalist lacks access to private
data, bridging the two models is challenging. Se-
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quential workflows that rely on discrete text ex-
change (Chen et al., 2023b; Zhang et al., 2025a) of-
ten result in coarse-grained alignment , as the spe-
cialist’s fine-grained intent is inevitably degraded
when compressed into rigid prompts. The second
is real-time latency. Achieving tight collaboration
requires frequent synchronization, yet the dense,
step-by-step integration mandated by token-level
fusion (Liu et al., 2024; Zhang et al., 2024; Lv
et al., 2025) introduces prohibitive communication
overhead. This makes such methods impractical
for interactive agents, creating a tension between
the need for precise alignment and the constraint
of inference speed.

To bridge this gap, we introduce SPECSTEER,
an efficient collaborative framework that combines
local intent with global reasoning. We formulate
collaborative inference as a Bayesian fusion pro-
cess, where the cloud-based Generalist calibrates
locally drafted candidates without accessing the
private context behind them, and repurpose specu-
lative decoding as a distributed alignment protocol
to improve both personalized quality and inference
latency. Specifically, the Local Specialist drafts
personalized sequences using private history, and
the Cloud Generalist performs ratio-based veri-
fication, validating logical plausibility against a
generic (non-personalized) baseline without ob-
serving raw user data. When a draft is rejected,
we perform steering recovery by biasing the re-
covery distribution with the Specialist’s personal-
ized signals, ensuring that corrected outputs remain
faithful to user intent.

We validate the effectiveness of our framework
through extensive experiments and discussions.
Our contributions are summarized as follows:

¢ Empirical Analysis: We reveal the intrinsic ca-
pacity deficit of local models, demonstrating that
purely local enhancement remains insufficient
for robust personalized generation.

* SPECSTEER Framework: We propose SPEC-
STEER, an asymmetric edge-cloud framework
that steers cloud-scale reasoning with local in-
tent through a Bayesian Draft-Verify-Recover
protocol, preserving privacy while maintaining
generation coherence.

* Extensive Evaluation: We demonstrate in ex-
tensive experiments that SPECSTEER improves
generation quality while achieving a 2.36x in-
ference speedup, validating its practical effec-
tiveness for edge-cloud personalized generation.

2 Related Work
2.1 Personalized LLM

Existing personalization methods mainly fall into
two categories: Retrieval-Augmented Generation
and Parameter-Efficient Fine-Tuning (Liu et al.,
2025). RAG-based methods retrieve user-specific
context to guide generation. MemoRAG (Qian
et al., 2025) uses a global memory module for long-
term interactions, while RECAP (Liu et al., 2023)
and ROPG (Salemi et al., 2024) improve context
integration. PEFT-based methods instead adapt
model weights to individual users. PocketLL.M
(Peng et al., 2024) and OPPU (Tan et al., 2024b)
study efficient on-device adaptation, while FD-
LORA (QI et al., 2024) and PER-PCS (Tan et al.,
2024a) explore federated strategies for balancing
adaptation quality and storage efficiency.

Despite their differences, these approaches share
the same dilemma: centralized methods offer
stronger reasoning but expose sensitive contexts
or parameters, whereas purely on-device meth-
ods preserve privacy but are limited by lightweight
model capacity. Our work addresses this tension
through edge-cloud collaboration.

2.2 Small-Large Model Collaboration

Collaborative inference generally falls into two cat-
egories: sequential interaction and token-level fu-
sion (Wang et al., 2025). Sequential interaction re-
lies on cascading pipelines where models communi-
cate through discrete text exchanges. LSRP (Zhang
et al., 2025a) aligns cloud guidance with local data
via dynamic retrieval and small-model feedback,
while CoWest (Jiao et al., 2025), SuperICL (Xu
et al., 2024), and CaLLM (Hsu et al., 2024) incor-
porate SLM predictions or verification signals to
improve alignment. However, such coarse-grained
interaction lacks step-wise supervision and can ac-
cumulate alignment drift in long-form generation.
Token-level fusion, in contrast, combines model
distributions at each decoding step. Proxy Tun-
ing (Liu et al., 2024) and CoGenesis (Zhang et al.,
2024) steer LLMs with logit offsets or privacy-
preserving sketches from SLMs, and CoSteer (Lv
et al., 2025) extends this idea to decoding-time
personalization. However, these methods require
synchronized inference, introducing communica-
tion overhead that undermines real-time efficiency.

Our work bridges this gap by providing fine-
grained steering without requiring synchronization
at every decoding step.
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Model Method LaMP-4 LaMP-5 LaMP-7 Abstract Review Writing
R1 RL R1 RL RL R1 RL R1 RL R1 RL
0.6B Direct 1229 10.60 4498 37.13 45.89 4043 36.58 2034 24.15 1295 2632 12.72
- LoRA 13.14 11.23 47.74 4050 46.20 4044 33.01 2052 2222 1334 1420 1045
5 RAG 12.14 996 48.03 40.09 46.09 4034 39.89 21.65 23.18 12.84 2550 12.36
3 LoRA +RAG 1036 9.26 44.88 3871 46.16 40.36 3504 2143 2442 1469 1691 1047
RAFT 823 7.52 3798 3286 4636 4058 3998 21.86 22.00 1245 2690 12.87
" 32B Direct 1448 1234 4871 4098 48.06 42.00 40.18 22.17 31.18 14.78 2946 12.64
1.5B Direct 12.13 10.12 4494 3849 3268 28.88 3697 17.60 2250 10.86 23.83 10.38
" LoRA 13.08 1045 4696 40.87 34.47 30.65 37.73 20.00 2651 1247 26.70 11.64
g’ RAG 937 818 43.01 34.89 28.13 2456 36.81 19.00 2639 12.12 24.53 1141
4 LoRA +RAG 12.11 10.20 47.72 3871 29.82 2641 3464 1929 28.76 1255 2093 10.53
=4 RAFT 788 695 3240 28.01 3586 2626 36.65 19.03 25.12 1229 2390 11.18
32B Direct  13.64 11.23 4858 39.71 3852 33.35 3850 20.51 31.73 1441 29.14 1220

Table 1: Empirical quantification of the Capacity Deficit. We compare mobile-scale SLMs equipped with varying
knowledge enhancement strategies (LoRA, RAG, RAFT) against standard server-scale Generalists (32B) across six
personalized generative tasks. Metrics are Rouge-1&L, the best results are marked in bold.

2.3 Speculative Decoding

Speculative Decoding (SD) was originally intro-
duced to accelerate inference through a "Draft-then-
Verify" paradigm (Leviathan et al., 2023; Chen
et al., 2023a). By using a lightweight drafter to ap-
proximate the target distribution, SD reduces wall-
clock latency through selective verification. To
improve acceptance rates, methods such as Medusa
(Cai et al., 2024) and Eagle (Li et al., 2025b) in-
troduce multi-head decoding or feature-level au-
toregression. Beyond acceleration, recent work has
adapted the verification stage for controlled gen-
eration, aligning outputs with human preferences
(SSS (Li et al., 2025a)) or safety constraints (Judge
Decoding (Bachmann et al., 2025)).

However, these methods predominantly operate
under Information Symmetry, assuming the Veri-
fier possesses full context. In our asymmetric set-
ting, this assumption fails as the Cloud Verifier
lacks access to private history, leading to erroneous
rejections of personalized content. We fundamen-
tally repurpose SD to bridge this gap, enabling the
cloud to verify logical coherence without accessing
the raw private data used by the local drafter.

3 Pilot Study: The Capacity Deficit

In this section, we present an empirical study
of the capability gap between local personalized
agents and cloud-based generalists. Our goal is
to test whether a mobile-scale model, even when
enhanced with private knowledge via RAG or fine-
tuning, can match a server-scale model without
getting such access.

3.1 Experiment Setup

We conduct experiments on LaMP (Salemi et al.,
2023) and LongLaMP (Kumar et al., 2024), two
benchmarks for personalized generation.

Task Selection. We focus on personalized gen-
erative tasks, including text summarization, email
generation, and article writing, which require com-
plex reasoning and the integration of user history
into new content, making them more representative
of realistic personalized agents. Specifically, we
use six datasets across the two benchmarks.! Re-
sults on classification tasks (LaMP-1 to LaMP-3)
are reported in Appendix A.1.

Model Selection. To cover different scales, we
use two representative model pairs, each con-
trasting a mobile-scale specialist with a server-
scale generalist: Qwen3-0.6B vs. Qwen3-32B
(Yang et al., 2025), and Qwen2.5-1.5B-Instruct vs.
Qwen2.5-32B-Instruct (Yang et al., 2024).

Experimental Configurations. To test whether
local enhancement can close the reasoning gap,
we evaluate the SLMs under five progressively
stronger settings: (A) Zero-shot, (B) RAG, (C)
LoRA, (D) LoRA + RAG, and (E) RAFT (Retrieval-
Augmented Fine-Tuning + RAG). These fully en-
hanced local models are compared against server-
scale LLMs in standard Zero-shot mode, allowing
us to isolate the role of model capacity from infor-
mation access. Detailed settings are provided in
Appendix B.

'We exclude LaMP-6 and LongLaMP-1 due to copyright
restrictions on their underlying corpora.

1031



3.2 Results and Analysis

The results in Table 1 reveal a clear reasoning ceil-
ing for small models. Despite lacking access to
private user history, the server-scale Generalist out-
performs fully enhanced local models on 22 of 24
metrics. This suggests that retrieval or fine-tuning
cannot fully compensate for the limited capacity of
small models to synthesize information into coher-
ent reasoning.

Furthermore, local enhancement is also highly
inconsistent: no single strategy, including RAG or
PEFT, works reliably across tasks, indicating that
fixed local optimization is inherently brittle.

Qualitatively, we observe a fundamental ten-
sion between contextual fidelity and logical robust-
ness. Local Specialists better capture personalized
intent and style but are more prone to contextual
hallucination, whereas the Generalist remains struc-
turally sound but defaults to a generic persona.

Overall, these findings show that local optimiza-
tion alone is insufficient, motivating SPECSTEER
to combine the Specialist’s private grounding with
the Generalist’s reasoning strength.

4 Methodology

We present SPECSTEER, a collaborative inference
framework designed for the asymmetric interaction
between a large-scale Generalist (Mypim) and a
small-scale Specialist (Msim) possessing exclu-
sive personalized knowledge. Rather than resorting
to heuristic integration, we formulate this collabo-
ration as a Bayesian Knowledge Fusion problem:
approximating an ideal joint distribution that syn-
ergizes global reasoning capabilities with granular
personalized intent. We demonstrate that this op-
timization objective can be efficiently solved by
repurposing the speculative decoding paradigm,
thereby achieving high-quality personalized gener-
ation with minimal latency. The overall workflow
is illustrated in Alg 1. We focus on the algorith-
mic derivation in this section, deferring physical
deployment details to Appendix D.

4.1 Problem Formulation

Preliminaries. Let x denote the user prompt.
The generation proceeds autoregressively: at step
t, the model predicts the next token y; € V given
the history y.;. We designate the Generalist as
the prior distribution Piyym(yi|z, y<¢). In our op-
timization framework, this acts as the reference
policy ensuring adherence to global reasoning pat-

Algorithm 1 SpecSteer Framework

Require: Generalist My, Specialist MgELM,
Context y, Horizon K, Params )\, 3
1: while not End-Of-Sequence do
2:  // Phase 1: Contextual Drafting
3:  Generate K draft tokens 3. via ./\/lgrLM
4:  // Phase 2: Ratio-Based Verification
5 Compute logits hppm and hgpy, for se-
quence [y, ¥1.x] in parallel
6: fort=1to K do A
7. ay < min (1, %) {Eq. 7}
8 if Uniform(0, 1) < a; then
9: y < y Uy {Accept draft}
10: else

11: // Phase 3: Steering Recovery

12: hrec hl(jIZM + B : (h;_L(It/)I - hS_L(;/)[)
{Eq. 8}

13: Sample ypew ~ Softmax (hyrec)

14: Y <~ YU Ynew

15: break

16: end if

17:  end for
18: end while
19: return y

terns. For brevity, we omit the explicit conditioning
terms (x, y<¢) in the subsequent notation, denoting
the probability simply as P(y;). Our objective is
to derive an optimal policy 7*(y;) that refines this
prior by incorporating personalized intent.

Bayesian Optimization Objective. To synthe-
size the collaborative distribution, we formulate
the fusion as a step-wise constrained optimization
problem. We seek a policy 7; that maximizes the
expected Personalized Intent r(y;)—derived from
the specialist’s private context—while minimizing
the deviation from the generalist’s prior to preserve
reasoning consistency:

i = arg max (By,r, [r(y)] — Dxr(me||PLim))
ey
Optimal Collaborative Distribution. By apply-

ing the method of Lagrange multipliers, we derive
the closed-form solution to Eq. 1 as:

() = thPLLM@t)exp(r(yt)) @)

where Z; acts as the partition function. The detailed
derivation is provided in Appendix C.
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Figure 2: Intuitive illustration of SpecSteer. Standard speculative verification (A) may wrongly reject valid private
entities (e.g., “Gino’s”) because the Generalist assigns them low absolute probability in the absence of private
context. In contrast, SpecSteer (B) first performs ratio-based verification, normalizing the Generalist’s score by a
generic baseline (Pgp\-) to filter out surprise caused by missing private knowledge. Draft tokens that pass the ratio
test are accepted directly, while failed cases are handled by steering recovery, which re-injects the Specialist’s
personalized signal to recover the intended continuation without exposing private data.

Instantiating Personalized Intent via PMI. To
operationalize the optimization, we must quantify
the Personalized Intent r(y;) defined in Eq. 1. We
interpret this term as the specific information gain
attributable to the private user context. Following
Zhang et al. (2025b) and Lv et al. (2025), we posit
that the personalized value of a token is measured
not by its absolute likelihood, but by its divergence
from a context-agnostic baseline. Accordingly, we
formulate this intent as the Pointwise Mutual Infor-
mation (PMI) provided by the private context:

r(ye) = log Pgj pi(ye) —log P y(ye)  (3)

Here, M;“LM denotes the Specialist conditioned on
private data, while Mg ,, represents the generic
baseline. Substituting Eq. 3 into Eq. 2, the exponen-
tial term exp(r(y;)) acts as a re-weighting factor,
yielding the final target distribution P*:

PsJiM(yt)

P*(y) o< Pom(ye) - Per (1)
SLM\Jt

“

4.2 SPECSTEER Framework

Directly sampling from the collaborative target P*
(Eq. 4) is infeasible because the constituent prob-

ability distributions are distributed across two dis-
tinct models. The Generalist lacks access to the
private components (P§£M), while the Specialist
cannot compute the heavy global prior (FPLpm). To
circumvent this deadlock, we recast the collabo-
rative generation problem within the framework
of speculative decoding (Leviathan et al., 2023;
Chen et al., 2023a). We repurpose the standard
Draft-then-Verify paradigm—traditionally serving
as a latency optimization—transforming it into a
distributed protocol for Bayesian alignment. This
architectural shift decouples the generation process,
allowing each model to contribute its specific ex-
pertise without requiring full state synchronization.

4.2.1 Drafting: Contextual Proposal.

We entrust the drafting role Q(y;) to the Special-
ist M;LM, capitalizing on its exclusive access to
private history. Since the personalized intent is in-
trinsically local, the Specialist serves as the active
driver of the generation trajectory. It efficiently
constructs a draft hypothesis g that is pre-aligned
with user constraints, effectively priming the global
reasoning process:

g~ Q) = Peim(ye) )
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4.2.2 Verification: The Ratio-Based Protocol.

The Generalist serves as the verifier, tasked with
enforcing adherence to the collaborative target P*.
Unlike standard speculative decoding where the
target is merely the LLM itself, here the acceptance
criterion a = min(1, P*/@Q) must account for the
fused distribution. Substituting the definition of
P* (Eq. 4) and the drafter formulation Q) = PS'ZM
yields:

i (1 Fum(d) - <PS+LM<@>/PS-LM@>>>
’ Zy - PsJiM@)

a(g
(6)

This substitution reveals a critical structural ad-
vantage: the private distribution PsJiM appears in
both the target numerator and the proposal denom-
inator, cancelling out exactly. This mathematical
property inherently decouples the verification pro-
cess from the private context, ensuring the Gener-
alist never requires access to raw sensitive data.

Finally, addressing the intractability of the par-
tition function Z;, we approximate it via a scalar
hyperparameter A. This leads to our computable
Ratio-Based Verification Rule:

a(j) = min (1, W) ()

A~ Pyv(9)
Functionally, A acts as a reasoning gatekeeper: a
larger A imposes a stricter logic constraint, prioritiz-
ing the Generalist’s prior, while a smaller A relaxes
the boundary, allowing more aggressive steering by
the Specialist.

4.2.3 Recovery: Steering via Logit Injection.

When verification fails, the standard fallback strat-
egy—sampling purely from the Generalist’s prior
P 1 m—is counterproductive. Since the Generalist
is agnostic to private context, reverting to its raw
distribution causes intent collapse, discarding the
user’s specific constraints. To maintain the steering
trajectory even during error correction, we intro-
duce a recovery mechanism that approximates the
collaborative target P* in the logit space. By tak-
ing the logarithm of Eq. 4, the multiplicative fusion
transforms into an additive intervention. Let h(-)
denote the pre-softmax logits. We synthesize the
recovery logits A as:

Puec(yt) = him(ye) + B+ (hdip () — P (ve))

Contrastive Steering Vector

®)

Abs. Rev. Wri.
R1 RL R1 RL R1 RL

Pair Setting

SLM 36.58 20.34 24.15 1295 26.32 12.72
A SLM+ 39.89 21.65 23.18 12.84 25.50 12.36
LLM 40.18 22.17 31.18 14.78 29.46 12.64
SpecSteer 41.35 23.57 33.03 17.26 30.79 12.88
SLM 36.97 17.60 22.50 10.86 23.83 10.38
B SLM+ 36.81 19.00 26.39 12.12 24.53 11.41
LLM 38.50 20.51 31.73 14.41 29.14 12.20
SpecSteer 39.73 21.06 32.70 15.44 30.22 12.82
SLM 39.85 21.31 30.43 14.54 28.99 12.94
C SLM+ 41.38 22.33 3277 15.42 29.02 13.55
LLM 40.18 22.17 31.18 14.78 29.46 12.64
SpecSteer 43.91 23.54 34.81 16.29 29.40 14.06
SLM 36.24 19.35 28.72 13.94 20.86 10.11
D SLM+ 37.89 20.36 30.53 14.52 23.14 11.23
LLM 39.04 21.23 31.71 15.08 27.84 12.41

SpecSteer 39.54 21.38 31.88 14.68 24.29 12.44

Table 2: Performance comparison on LongLaMP. SLM+
denotes the retrieval-augmented specialist.

Upon rejection, we sample the next token y; ~
Softmax (hyec ). Here, the term (hg; \; — hgp ) i50-
lates the pure direction of personalization. The
hyperparameter /3 acts as a contextual anchor: it
ensures that even when the Generalist intervenes
to fix logical flaws, the corrected output remains
firmly tethered to the user’s specific domain rather
than drifting into genericism.

5 Experiments

In this section, we validate SPECSTEER on the
LonglL.aMP benchmark (Kumar et al., 2024), orga-
nizing the evaluation into two critical dimensions.
First, we examine Effectiveness, verifying whether
the framework can successfully synergize local
intent with global reasoning to outperform both
fully armed local specialists and standalone cloud
generalists. Subsequently, we analyze Efficiency,
demonstrating that this collaboration achieves sig-
nificant latency reduction compared to standard
baselines, making it viable for deployment.

5.1 Effectiveness Evaluation

Experimental Setup. We evaluate SPECSTEER
on Longl.aMP (Kumar et al., 2024). Following the
edge-cloud setting, the Specialist leverages private
user data via retrieval augmentation, while the Gen-
eralist operates in a zero-shot manner. We consider
four Specialist/Generalist pairings: (A) Qwen3
0.6B/32B, (B) Qwen2.5 1.5B/32B, (C) Qwen3
8B/32B (Yang et al., 2024, 2025), and (D) Llama-
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Type Method Abs. Rev. Wri.
R1 RL RI RL RI RL
BM25 39.89 21.65 23.18 12.84 25.50 12.36
Ret. BGE 40.13 21.76 25.35 13.08 23.48 12.06
PAG 38.17 20.14 25.58 13.65 28.20 12.10
Peft TAM 36.70 20.40 23.95 12.20 27.84 12.29
OPPU  38.23 21.27 24.52 12.24 27.53 12.26
Alion PAD 38.57 21.91 27.89 13.44 27.52 12.77
&M CoPE 39.44 22.56 28.54 14.28 28.17 12.54
Collab. Ours 41.35 23.57 33.03 17.26 30.79 12.88

Table 3: Comparison with broader personalized genera-
tion baselines on LongLaMP under the representative
Pair A setting. We report additional retrieval-based,
PEFT-based, and alignment-based baselines beyond
those in Table 2. Bold indicates the best results.

3.2 1B / Llama-3.1 8B (Grattafiori et al., 2024),
using the Instruct versions for the Qwen2.5 and
Llama series. In Table 2, we compare against two
core baselines: SLM+, the retrieval-augmented
Specialist, and LLLM, the zero-shot Generalist.

In Table 3, we further compare with retrieval-
based methods (BM25 (Robertson and Zaragoza,
2009), bge-reranker (Chen et al., 2024), PAG
(Richardson et al., 2023)), PEFT-based methods
(TAM, OPPU (Tan et al., 2024b)), and alignment-
based methods (PAD (Chen et al., 2025), CoPE
(Bu et al., 2025)) on the representative Pair A set-
ting. These baselines are largely orthogonal to
SPECSTEER, as they mainly improve the local Spe-
cialist and can therefore be viewed as alternative
instantiations of M ; - As one concrete exam-
ple, Appendix A.2 instantiates SPECSTEER with a
LoRA-based Specialist.

Results and Analysis. As shown in Table 2,
SPECSTEER consistently improves performance
across all model scales and families. The gains are
especially clear in the lightweight settings (Groups
A and B), where the Specialist is more vulnerable
to noisy retrieved context. For example, on the
Qwen3 0.6B Review task, SLM+ achieves 23.18
R1, far below the zero-shot Generalist (31.18 R1),
while SPECSTEER raises the score to 33.03 R1 by
filtering and correcting noisy local drafts. This
benefit persists even with a stronger Specialist: in
Group C, where the retrieval-augmented Qwen3
8B model is already competitive, SPECSTEER still
yields further gains, reaching 43.91 R1 on Abstract
and 34.81 R1 on Review. Moreover, the gains on
the Llama-based Pair D further confirm that SPEC-

STEER is not tied to a single model family, but gen-
eralizes across architectures. These results show
that SPECSTEER not only rescues weak Specialists,
but also improves strong ones through collaborative
verification and recovery.

Table 3 further shows that these gains are not lim-
ited to the two core baselines in Table 2. As shown
in Table 3, SPECSTEER outperforms retrieval-
based, PEFT-based, and alignment-based baselines,
with particularly large gains on the more reasoning-
intensive Review task. This suggests that strength-
ening the local Specialist alone is insufficient to
match the benefit of our collaborative framework.
It also supports the claim that these methods are
largely orthogonal to SPECSTEER: they improve
the Specialist itself, whereas our gains come from
the collaboration between a personalized drafter
and a stronger verifier/recovery model.

Overall, results in Table 2 and 3 show that SPEC-
STEER generalizes across diverse pairings and re-
mains strong against a broader set of personalized
generation baselines.

5.2 Efficiency Evaluation

Experimental Setup. We next evaluate whether
the effectiveness gains of SPECSTEER come with
favorable inference efficiency. Following the Pair
A setting used above, we measure latency using
the Qwen3-0.6B/32B pair. Since our goal here is
to isolate the efficiency benefit of the interaction
mechanism, we compare against three representa-
tive collaborative paradigms rather than the orthog-
onal local-enhancement baselines in Table 3: (1)
Iterative Fusion (CoSteer) (Lv et al., 2025), which
performs expensive iterative optimization (7' = 20)
at every decoding step; (2) Continuous Single-Step
Fusion (LightCoSteer (Lv et al., 2025)), a stream-
lined variant (7" = 1) that applies the steering vec-
tor (Eq. 8) to every token; and (3) Standard Specu-
lative Decoding (SD (Leviathan et al., 2023; Chen
et al., 2023a)), which lacks an explicit steering
mechanism to bridge the distribution shift.

Efficiency Analysis. Table 4 shows that SPEC-
STEER achieves the best trade-off between genera-
tion quality and latency. Compared with always-on
steering methods, SPECSTEER applies correction
only when draft tokens are rejected, thereby avoid-
ing the per-token fusion overhead of CoSteer and
LightCoSteer. As a result, it matches the qual-
ity of continuous fusion while achieving a 2.36 x
speedup under high acceptance rates. By contrast,
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Method Abstract Review Writing Efficiency
R-1 R-L  «a(%) | R-1 R-L  «a(%) | R-1 R-L (%) | Speed Speedup

Vanilla LLM 40.18 22.17 - 31.18 14.78 - 29.46 12.64 - 22.58  1.00x
CoSteer (Lv et al., 2025) 41.98 24.61 - 32.73 1593 - 31.26 13.38 - 9.71 0.43x
LightCoSteer (Lv et al., 2025) | 40.99 22.62 - 32.61 16.04 - 3041 13.11 - 16.03  0.71x
Standard SD 39.90 2223 35.52 | 31.24 15.03 29.02 | 29.08 12.41 39.65 | 22.13  0.98x
SpecSteer (A = 0.5) 41.35 23.57 5636 | 33.03 17.26 53.28 | 30.79 12.88 57.19 | 39.29  1.74x
SpecSteer (A = 0.1) 41.16 2275 73.79 | 3238 16.80 81.46 | 29.85 12.33 86.16 | 53.29  2.36x

Table 4: Efficiency and quality trade-off analysis on the Qwen3-0.6B/32B pairing. Speed denotes the generation
throughput (tokens/s), and Speedup is measured relative to the standalone LLM inference. « represents the average
token acceptance rate. SPECSTEER maintains high generation quality while achieving a 2.36x acceleration, whereas
existing steering methods often lead to a net slowdown due to their persistent per-token computational overhead.

standard speculative decoding reaches only (.98 x
speedup, showing that personalization-induced dis-
tribution mismatch substantially limits acceptance
without explicit alignment. These results confirm
that SPECSTEER is not only more effective, but
also a substantially more efficient mechanism.

5.3 Robustness and Practicality Analysis

Robustness to Noisy Specialists. A natural con-
cern is whether SPECSTEER remains effective
when the local Specialist produces weak or noisy
drafts. To study this, we evaluate settings with
manual noise injection, weak retrieval (BM25), and
stronger retrieval (BGE) in Appendix A.3. Across
all cases, SPECSTEER consistently improves over
the corresponding SLM+ baseline and remains
competitive with, or superior to, the standalone
cloud LLM. This suggests that the framework acts
as a robust logical filter: even when local drafts are
imperfect, the Generalist can still reject and repair
problematic generations while preserving useful
personalized signals. This robustness is central to
our design, since practical edge specialists are often
imperfect rather than fully reliable.

Cross-Architecture Deployment. We further ex-
amine whether SPECSTEER remains applicable
when the Specialist and Generalist come from dif-
ferent model families and use different tokenizers.
As detailed in Appendix A.4, the framework is
architecture-agnostic: verification operates directly
on the drafted text using each model’s native tok-
enizer, while recovery is implemented in a shared
byte-level space. Empirically, pairing a Qwen3-
0.6B Specialist with a Llama-3.1-8B Generalist
still yields consistent gains over both SLM+ and
LLM, confirming that SPECSTEER is not tied to a
single model family and remains effective in realis-
tic heterogeneous edge-cloud deployments.

Sensitivity of Hyperparameters. We analyze
the steering strength 3 and verification threshold
A in Appendix A.5 and A.6, respectively. The re-
sults show that SPECSTEER is stable across a broad
range of $ values, maintaining consistent gains
for § € [0.5,2.0], while overly large values can
degrade coherence by pushing generation too far
from the Generalist’s prior. For A, we observe the
expected quality-efficiency trade-off: strict verifi-
cation improves faithfulness to the Generalist dis-
tribution but limits acceptance, whereas a moderate
range of A € [0.1,0.5] substantially increases the
acceptance rate and unlocks most of the accelera-
tion without noticeably harming generation quality.

Computational Cost. Beyond wall-clock la-
tency, Appendix A.7 reports the total floating-point
operations (FLOPs) of different strategies. Com-
pared with standard LLM-RAG, which becomes
increasingly expensive as context length grows,
SPECSTEER offloads private-context processing
to the lightweight Specialist and invokes the large
model only for verification and selective recovery.
As a result, it achieves a nearly 3.5x reduction in
FLOPs in long-context scenarios, showing that the
framework is not only faster in practice but also
fundamentally more resource-efficient.

6 Conclusion

In this paper, we introduce SPECSTEER, an asym-
metric collaborative inference framework that rec-
onciles local data constraints with cloud-based rea-
soning via a Draft-then-Verify paradigm. Empirical
evaluations show that SPECSTEER improves per-
sonalized generation quality over competitive base-
lines while achieving a 2.36x speedup through ef-
ficient on-demand steering. These results position
SPECSTEER as a scalable and practical framework
for real-world edge-cloud personalization.
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Limitations

As shown in the appendix, SPECSTEER remains
effective under noisy Specialists. Its gains nar-
row only when the local model no longer provides
a reliable personalization signal; even then, the
cloud Generalist can still maintain overall coher-
ence, while the added value of local steering is re-
duced. In terms of privacy, SPECSTEER keeps user
context on device throughout inference. Moreover,
it provides a modular foundation for integrating
advanced privacy-preserving primitives to protect
output tokens, without modifying the core Draft—
Verify—Recover protocol.
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A Additional Results and Analysis
A.1 Results on LaMP 1-3

On these simple discriminative tasks, local en-
hancements like LoRA or RAG are quite effec-
tive. However, their performance falls far short of
large cloud models on generative tasks as shown
in Table 1, highlighting a gap that simple local
optimization cannot bridge.

A.2 SpecSteer with Lora

In this section, we evaluate SPECSTEER using
LoRA as the local enhancement strategy, repre-
sented by Group E (Qwen3-0.6B/32B) and Group
F (Qwen2.5-1.5B-Instruct/32B). The results in Ta-
ble 6 show that LoRA’s impact on small models is
quite inconsistent. For Group E, the Qwen3-0.6B
model’s performance actually declines after LoRA
training. Despite this, SPECSTEER still produces
better results than the SLM+ baseline, proving that
the Generalist can effectively correct the logic of
a degraded specialist. In Group F, where LoRA
successfully improves the Qwen2.5-1.5B model,
SPECSTEER further boosts these gains to achieve

Method LaMP-1 LaMP-2 LaMP-3
Acc Acc F1 1 MAE| RMSE/]
Qwen3-0.6B
Direct Gen. 0.46 0.02 0.0119 1.67 2.1900
LoRA 0.45 0.85 0.1577 0.43 0.8775
RAG 0.48 0.62 0.1396 2.94 3.2100
LoRA + RAG 0.53 0.70 0.1121 0.49 0.9767
RAFT 0.59 0.49 0.1220 0.90 1.5700
32B Direct Gen. 0.42 0.16 0.1003 0.41 0.6708
Qwen2.5-1.5B
Direct Gen. 0.43 0.04 0.0377 0.42 0.7211
LoRA 0.46 0.81 0.2532 0.29 0.5745
RAG 0.50 0.03 0.0183 0.45 0.7681
LoRA + RAG 0.53 0.73 0.2294 0.23 0.5000
RAFT 0.52 0.49 0.2585 0.40 0.8000
32B Results 0.36 0.16 0.1198 0.41 0.6708

Table 5: Performance Comparison of on LaMP 1-3.
Indicators for LaMP-1 is Acc, LaMP-2 are Acc and F1,
and LaMP-3 are MAE and RMSE.

the best overall performance. This confirms that
our framework is robust and benefits from local
LoRA tuning whenever it is effective.

Abs. Rev. Wri.
R1 RL R1 RL R1 RL

Pair Setting

SLM 36.58 20.34 24.15 1295 26.32 12.72
E SLM+ 33.01 20.52 22.22 13.34 14.20 10.45
LLM 40.18 22.17 31.18 14.78 29.46 12.64
SpecSteer 34.25 21.09 26.28 14.05 16.75 12.27
SLM 36.97 17.60 22.50 10.86 23.83 10.38
F SLM+ 37.73 20.00 26.51 12.47 26.70 11.64
LLM 38.50 20.51 31.73 14.41 29.14 12.20

SpecSteer 39.46 21.34 32.87 14.85 28.13 1291

Table 6: Performance Comparison across Different Set-
tings (Best results in bold)

A.3 Robustness to Noisy Specialists

A natural question is how strongly SPECSTEER
depends on the quality of the local Specialist. As
discussed in Limitations, our framework cannot
fully recover from extreme failure cases where the
Specialist’s foundational capability collapses af-
ter poor fine-tuning. However, such catastrophic
degradation is different from the more common
practical scenario in which the local model remains
functional but produces weak or noisy drafts due
to imperfect retrieval. To evaluate robustness under
these more realistic conditions, we consider three
settings with different levels of input quality: (1)
Noise, where we manually append low-similarity
context to the prompt; (2) BM2S, which provides
relatively weak retrieval; and (3) BGE, which pro-
vides stronger retrieval through a neural reranker.
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Setting Setting

R1 RL RI RL RI RL R1 RL R1 RL R1 RL
SLM 36.58 20.34 24.15 12.95 26.32 12.72 SLM 36.58 20.34 24.15 1295 2632 12.72
LLM 40.18 22.17 31.18 14.78 29.46 12.64 SLM+ 39.89 21.65 23.18 12.84 2550 12.36
SLM+ (Noise) 37.07 21.12 23.54 12.58 24.99 12.03 LM 4018 2217 3118 1478 2946 1264
SLM+ (BM25) 39.89 21.65 23.18 12.84 25.50 12.36 B8=05 4155 22.67 3343 16.76 30.89 12.18
SLM+ (BGE) 40.13 21.76 25.35 13.08 23.48 12.06 B=10 4135 2357 33.03 17.26 30.79 12.88
SpecSteer (Noise) 40.35 22.63 31.78 15.14 29.24 12.98 B=15 4015 2467 3213 17.36 2949 1348
SpecSteer (BM25) 4135 23.57 33.03 17.26 30.79 12.88 5=20 4195 2247 32.83 1696 31.99 12.08
pecsteer 20 Lol Ao HED ST B=25 3885 2125 30.50 14.85 2820 1145

SpecSteer (BGE) 41.56 23.77 33.45 17.18 31.03 12.84

Table 7: Robustness of SPECSTEER under different
levels of Specialist noise on Qwen3-0.6B/32B.

Method Abstract Review Writing
R1 RL R1 RL R1 RL
SLM 36.58 20.34 24.15 1295 2632 12.72
SLM+ 39.89 21.65 23.18 12.84 2550 12.36
LLM 39.04 2123 31.71 15.08 27.84 1241
SpecSteer 41.23 23.75 32.03 15.24 29.57 13.61

Table 8: Cross-architecture deployment results using
Qwen3-0.6B as the Specialist and Llama-3.1-8B as the
Generalist.

Table 7 reports the corresponding results. Across
all three settings, SPECSTEER consistently outper-
forms the local Specialist and remains competitive
with, or superior to, the standalone cloud LLM.
The gains are especially clear on the Review task,
where noisy local drafts are most harmful and the
Generalist’s verification plays the largest corrective
role. For example, under manual noise injection,
SPECSTEER improves over SLM+ from 23.54 to
31.78 R1 on Review, effectively recovering most of
the degradation caused by irrelevant context. Simi-
lar trends hold under both BM25 and BGE retrieval,
indicating that the framework is robust not only to
weak retrieval but also to imperfect draft quality
more broadly. These results suggest that SPEC-
STEER acts as a robust logical filter: even when the
Specialist is suboptimal, the Generalist can reject
and repair problematic drafts while still preserving
useful personalized signals.

A.4 Cross-Architecture Deployment

A practical concern is whether SPECSTEER re-
mains applicable when the Specialist and General-
ist come from different model families and thus use
different tokenizers. Our framework is designed to
be architecture-agnostic. During the Verify stage,
the two models score the drafted text segment us-

Table 9: Impact of Steering Strength 5 on Qwen3-
0.6B/32B.

ing their own tokenizers, so no tokenizer alignment
is required. During the Recovery stage, we adopt
a lightweight byte-level solution (Hayase et al.,
2025): both models are mapped into a shared byte
space before applying steering, which avoids any
assumption of vocabulary overlap while preserving
cross-model compatibility.

To validate this property, we pair a Qwen3-0.6B
Specialist with a Llama-3.1-8B Generalist. Ta-
ble 8 shows that SPECSTEER still yields consistent
gains over both SLM+ and LLM in this heteroge-
neous setting, improving performance across all
three tasks. In particular, it raises Review from
23.18/12.84 (SLM+) and 31.71/15.08 (LLM) to
32.03/15.24, while also achieving the best Writing
performance. These results show that SPECSTEER
is not tied to a single model family, and remains
effective in realistic cross-architecture edge-cloud
deployments.

A.5 Sensitivity Analysis of Steering Strength

We investigate the impact of the steering recov-
ery parameter 3 on the Qwen3-0.6B/32B pair.
As shown in Table 9, SPECSTEER exhibits ro-
bust performance across a wide range of values
(8 € [0.5,2.0]), consistently outperforming the
standalone LLM and the fully-armed SLM+ base-
line. However, once 3 exceeds 2.5, we observe a
noticeable decline in performance across all met-
rics. This is because excessive steering forces the
generated tokens to deviate too far from the Gen-
eralist’s original distribution, leading to disjointed
sentences and logical incoherence. This suggests
that while a strong personalization signal is bene-
ficial, it must be balanced against the Generalist’s
logical guardrails to maintain high-quality genera-
tion.
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A.6 Sensitivity Analysis of Verification
Threshold

We further investigate the impact of the verifica-
tion threshold A on the balance between genera-
tion quality and inference efficiency. As demon-
strated in Table 10, A serves as a critical trade-off
parameter: when set to a strict value of 1.0, the
framework enforces rigorous adherence to the Gen-
eralist’s distribution, yielding the highest ROUGE
scores. However, this strictness causes the average
acceptance rate to drop significantly—often below
40%—which incurs frequent rejections and heavy
communication overhead, resulting in a marginal
speedup of only 1.12. Conversely, lowering A to
0.1 allows the acceptance rate to surge above 80%,
delivering a substantial 2.36x speedup. While effi-
ciency continues to improve slightly as A drops to
0.01, the marginal gain in speed (only an additional
0.07x) is offset by a continuous decline in gener-
ation quality metrics. These results indicate that
A € [0.1,0.5] represents the optimal operating win-
dow for SPECSTEER. In this range, the framework
effectively amortizes the computational cost of per-
sonalization by maintaining high acceptance rates
while preserving the Generalist’s essential logical
guardrails.

A.7 Computation Cost Analysis

To quantify the hardware efficiency of our frame-
work, we analyze the total floating-point operations
(FLOPs) required to generate 100 new tokens under
varying context lengths (Kaplan et al., 2020). As
illustrated in Table 11, the traditional LLM-RAG
approach suffers from a significant computational
burden as the context size increases, with FLOPs
surging from 4.01 x 10'? to 6.64 x 10'? when
the context reaches 10,000 tokens. This escala-
tion is primarily due to the quadratic complexity
of the self-attention mechanism in large-scale mod-
els when processing long sequences. In contrast,
SPECSTEER significantly reduces the total compu-
tational cost by decoupling context processing from
global reasoning. Since the Generalist (32B) in our
framework does not require access to the raw, of-
ten lengthy private context, its computational over-
head remains relatively flat even as the user’s his-
tory grows. By offloading the context-heavy draft-
ing task to the lightweight Specialist (0.6B) and
leveraging speculative verification, SPECSTEER
(A = 0.75) achieves a nearly 3.5x reduction in
FLOPs compared to the LLM-RAG baseline in

long-context scenarios. These results demonstrate
that SPECSTEER is not only faster in terms of
wall-clock time but also remarkably more efficient
in resource utilization for real-world personalized
agents.

B Tasks and Settings

B.1 Tasks

We utilize LaMP (Salemi et al., 2023) and
LongLaMP (Kumar et al., 2024), two prominent
benchmarks in personalized generation, for our
evaluation. The specific task categories, corre-

sponding metrics, and illustrative samples are listed
in Table 12.

B.2 General Experiment Setting

For all experiments, we use greedy decoding to
ensure deterministic and reproducible results. The
maximum generation length is set to 1,024 tokens.
For the SPECSTEER framework, we use a verifi-
cation threshold A = 0.5 and a steering recovery
strength 3 = 1.0 as the default configuration across
all tasks, unless otherwise specified in the sensitiv-
ity analysis.

B.3 Pilot Experiment Setting

Following previous work (Salemi and Zamani,
2025), we utilized the temporal split version for
all tasks to strictly adhere to the chronological or-
der of user interactions. To focus on users with
sufficient data for personalization, we selected the
top-100 most active users (based on interaction
frequency) for our experiments.

To simulate a real-world scenario where Small
Language Models (SLMs) are updated periodically
rather than in real-time, we adopted a specific data
partitioning strategy: for the training phase, we
excluded the most recent 10 interactions for each
user and utilized the remaining historical data for
fine-tuning. However, for the retrieval phase, we
utilized the entire user profile as the candidate cor-
pus, ensuring the retrieval system has access to the
most comprehensive context. The specific imple-
mentation details for RAG and LoRA are described
in the following sections.

B.4 RAG Setting

Following previous work (Salemi et al., 2023;
Salemi and Zamani, 2025; Tan et al., 2024b), we
employ BM25 (Robertson and Zaragoza, 2009) as
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Setting Abstract Review Writing Efficiency

R1 RL (%) R1 RL a(%) R1 RL a(%) Speed Speedup
A=1.0 41.85 24.08 3745 33.68 17.82 3836 3045 1342 43.15 2529 1.12x
A=05 4135 2357 5636 33.03 1726 5328 30.79 12.88 57.19 39.29 1.74x
A=0.1 41.16 2275 7379 3238 16.80 8146 29.85 1233 86.16 53.29 2.36x
A=0.01 4085 2195 77.12 3200 1620 8231 29.17 11.86 8740 54.87 2.43x

Table 10: Impact of Verification Threshold A on Performance and Efficiency (Qwen3-0.6B/32B)

Method Context Length (c)
100 1,000 10,000
LLM (RAG) 4.01 4.25 6.64
SpecSteer (A = 0.5) 2.30 2.32 2.50
SpecSteer (A = 0.75) 1.72 1.74 1.88

Table 11: Computational Cost Comparison (Total
FLOPs x10'2) for Generating 100 Tokens

the retrieval module to augment the Large Lan-
guage Model (LLM) with personalized context.
Specifically, for each input query, we retrieve the
top-k (with k£ = 4) most relevant documents from
the user’s historical profile. These retrieved en-
tries are concatenated to construct the user profile,
which is then integrated into the LL.M’s context
window. The detailed organization of prompts and
template formats for each task are presented in Ta-
ble 13.

B.5 Peft Setting

Following previous work(Salemi and Zamani,
2025; Tan et al., 2024b), we organized the train-
ing data for the personalization tasks as illustrated
in Figure 14. We employed Low-Rank Adapta-
tion (LoRA) (Hu et al., 2021) to fine-tune the base
model. Specifically, we injected trainable adapters
into all linear layers (including query, key, value,
output, gate, up, and down projections) with a rank
of r = 64, a scaling factor o = 32, and a dropout
rate of 0.05. The models were trained for 5 epochs
using a learning rate of 1 x 104 with a cosine
decay scheduler. To ensure training efficiency, we
set the maximum sequence length to 1024 tokens
and utilized BF16 precision throughout the training
process (von Werra et al., 2020).

C Derivation of the Optimal Token-Level
Policy

In this section, we provide the detailed derivation
of the optimal solution for the constrained opti-
mization problem formulated in Eq. 1.

C.1 Problem Setup

We seek to find the optimal policy distribution
7 (y¢|x, y<¢) at time step ¢t that maximizes the
expected steering reward while maintaining min-
imal KL-divergence from the Generalist’s prior
Piim(ye|z, y<t). For brevity, let us simplify the
notation as:

» m(y) = 7(y¢|x, y<¢): The target policy to be
optimized.

* P(y) = Pum(ye|z, y<¢): The fixed prior dis-
tribution from the Generalist.

* (y) = r(ys, z,y<¢): The local steering re-
ward.

The objective function 7 () is defined as:

J () = Eynrlr(y)) = Dxu(x[|[P) (9
Expanding the terms, we have:
T(m) = S n(o)ra) - 3 n(o)loe 5 (10

yey yeV

We must optimize this objective subject to the prob-
ability constraint that the distribution sums to 1:

> owly) =1

yey

(11

C.2 Lagrange Multiplier Method

We introduce a Lagrange multiplier A to enforce
the normalization constraint. The Lagrangian L is
given by:

Lim ) =3 w(y)r(y) — S w(y) log ;({;))
)

Y

+ A (1 - gﬂ(y))

(12)
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To find the optimal distribution, we take the func-
tional derivative of £ with respect to 7(y) and set
it to zero. Note that %(7‘(‘ logm) =1+ logm.

— ot — (100 W) -
oy~ "W (lgmy)“) A=0)

Rearranging the terms to isolate log 7(y):

log m(y) =r(y)—1—X

14

P(y) o

logm(y) =log P(y) +r(y) = (1+A) (15)
Exponentiating both sides yields:

m(y) = Py) exp(r(y)) exp(=1 = A)  (16)

C.3 Normalization and Final Form

Since ), m(y) = 1, we can solve for the constant
term exp(—1 — \). Let us define the partition func-
tion Z as:

Z = Z P(y")exp(r(y)) (17)
%
Integrating the sum constraint:
ZP y)exp(r(y))exp(=1—A) =1 (18)
1
exp(—1—=X)-Z=1 = exp(—1—-\) =+
19)

Substituting this back into the expression for
7(y), we obtain the final closed-form solution cor-
responding to Eq. 2 in the main text:

. 1
T (yelz, y<t) = Z,
(20)

This derivation follows the standard principles
of functional variational optimization under con-

straints (Zhu et al., 2025).

D System Deployment and
Implementation Details

In this section, we detail the physical realization of
SPECSTEER, focusing on the hybrid deployment
strategy that minimizes communication overhead
while preserving user context privacy.

— Pum(ye|z, y<i¢) exp(r(ye, €, y<t))

D.1 Hybrid Model Placement

To support the asymmetric collaboration described
in Section 4, we distribute the model components
across the edge and cloud as follows:

* Local Edge (User Side): Hosts the Personal-
ized Specialist (MSLM) This model is fine-
tuned on or has access to the user’s private
context C (e.g., retrieval indices, interaction
history). It is responsible for the Contextual
Drafting phase and the final Steering Recovery
if needed.

¢ Cloud Server (Service Side): Hosts the Gen-
eralist (Mpn) and a generic, non-private
copy of the Specialist (Mg, ;). The Mg,
shares the same architecture and base weights
as the local specialist but lacks access to user-
specific contexts.

D.2 Implementation of Cloud-Centric
Verification

A key challenge in distributed speculative decod-
ing is the communication bottleneck: transmitting
high-dimensional logit matrices from the drafter
to the verifier is often prohibitively expensive. We
address this by mathematically decoupling the ver-
ification step from local distributions.

Recall our target distribution derived in Eq. (2):
P* o Piim - (P v/ Psiy)- Standard speculative
decoding accepts a token ¢ from the drafter (PSJICM)

P (3) ).
" Pyiy(9)

Substituting P* into the acceptance criterion, the

term Py} \,(§) cancels out:

with probability o = min(1

SLM @)
— i PLLM( ) Pom(®)
a=min | 1, (21
Pgim(9)
= min <1, LL_LM (Z{)> (22)
Py m(9)

This derivation leads to a highly efficient imple-
mentation workflow:

1. Token-Only Uplink: The Local Edge gen-
erates a draft sequence ¢;.x using PsJiM and
sends only the token IDs to the Cloud. Cru-
cially, the edge does not need to transmit its
large probability distributions (PSJiM) or the
private context.

2. Parallel Computation on Cloud: Upon re-
ceiving 1.5, the Cloud runs Myy and
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Mg, \ in parallel to compute Ppym(%;) and
Pg \(9) for each step. Since both models
reside on the server, this incurs zero network
latency.

3. Ratio-Based Decision: The Cloud computes

the ratio LL(0) locally to determine accep-

P, sIM(@t)
tance.

4. Minimal Downlink (Steering Recovery):

o If accepted: The Cloud sends a
lightweight boolean confirmation (1 bit).

* If rejected: Instead of sending the full
vocabulary distribution, the Cloud com-
putes the non-private component of the
steering objective: hglouda = hirm —
B - hg; - To adhere to bandwidth con-
straints, we strictly truncate this vector to
the top-k tokens (e.g., k = 32) with the
highest values. The Local Edge receives
this sparse vector, adds its private term
g - h;rLM, and performs the final resam-
pling locally. This ensures the correction
incorporates global reasoning while pre-
serving local intent, with minimal data
transfer.

By placing Mg, on the cloud, we transform
the verification into a purely server-side operation.
This design reduces the communication payload
from O(K - V') (vocabulary size) to O(K) (token
IDs), making real-time collaboration feasible even
under limited bandwidth.

E Use of AI Assistants

We used large language models only for language
polishing and editing. The core method design, ex-
perimental execution, and initial manuscript draft-
ing were completed independently by the authors.

1044



ID Task Metric Sample
LaMP-1 Citation Identification ~ Accuracy 1 ’Il‘lzlill)'lngtF[(; re Eﬁ lite};(::re‘}/]g(]) wrote [content], which ref is related?
LaMP-2 Movie Tagging ?lccTuracy T ITI;I:;:;t :F[(;rl ga] movie described as [plot], select the best tag.
LaMP-3 Product Rating Il\{/ll\//-‘;gEii ;‘l;l;gzt :F[osrc 2r1§er reviewing [content], predict the score (1-5).
LaMP-4 News Headline Gen ggggg: [14 Tr }[‘l;]:‘gzt ﬁﬁg:ﬁi ea] headline for the article [content].
LaMP-5 Scholarly Title Gen Eggggi; ITI;I;;; :(ifirtlﬁcr]ate a title for the abstract [content].
LaMP-7 Tweet Paraphrasing Eggggi; ITI:;I:-;; :P[aprzgl;r;:rs;:}}éet;\;:;e& [content] to mimic user style.
LongLaMP-2  Pers. Abstract Gen gggggi; ;!;I;gzt :Cizggtr:;;]an abstract for title [title] using [items].
LongLaMP-3  Pers. Review Writing gggggi; ’I[‘I;ll)«lglzt :C;f:\?ir;ff glor(;a;/]iew for [product] with [score] and [text].
LongLaMP-4  Pers. Topic Writing Eggggi; ITI;I:-lglzt :G[;r;zeg(emi;:]ddit post for [title] in the style of user [id].
Table 12: Overview of LaMP and Longl.aMP tasks with metrics and samples.
Task Per Profile Entry Prompt (PPEP) Aggregated Input Prompt (AIP)

LaMP-1: Citation Identifica-
tion

“Py[title]”

add_to_paper_title(concat([PPEP(P;), ...,
PPEP(P,)], ¢, and ”), [INPUT])

LaMP-2: Movie Tagging

the tag for the movie: “P;[description]”

—

s | concat([PPEP(P,), ..., PPEP(P,)], “, and 7).

“P;[tag]” [INPUT]

LaMP-3: Product Rating P;[score] is the score for “P;[text]” concat([PPEP(P,), ..., PPEP(P,)], ¢, and ).
[INPUT]

LaMP-4: News Headline | “P;[title]” is the title for “P;[text]” concat([PPEP(P,), ..., PPEP(F,)], “, and ”).
Gen [INPUT]

LaMP-5:
Gen

Scholarly Title

“P;[title]” is the title for “P;[abstract]”

concat([PPEP(P,), ..., PPEP(P,)], “, and ”).
Following the given patterns [INPUT]

Lamp-7: Tweet Paraphras-
ing

“P;[text]”

concat([PPEP(P,), ..., PPEP(P,)], “, and ")
are written by a person. Following the given
patterns [INPUT]

Longl.aMP-2: Abstract

Title: “P;[title]”
Abstract: “P;[abstract]”

Here are some examples of abstracts written
by this author:

concat([PPEP(P,), ..., PPEP(P,)], “\n\n”).
Following these examples, [[INPUT]

LongL.aMP-3: Review

Product: “P;[description]”
Summary: “P;[summary]”
Review: “P;[reviewText]”

Here are past reviews written by this user:
concat([PPEP(P,), ..., PPEP(F,,)], “\n\n”).
Following their style, [INPUT]

LonglLaMP-4: Writing

Summary: “P;[summary]”
Content: “P;[content]”

Here are past posts written by this author:
concat([PPEP(P,), ..., PPEP(F,)], “\n\n”).
Following their style, [INPUT]

Table 13: Prompts template used to augment the input of the LM with the user profile. [INPUT]is the task’s input as

shown in Table 12.
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Dataset Profile Format Generated Input (z;) Generated Output (y;)
LaMP-1: Personalized Citation title: [title] Write an abstract for this title:  [abstract]
Identification abstract: [abstract] [title]
LaMP-2: Personalized Movie description: [description] Which tag does this movie re-  [tag]
Tagging tag: [tag] late to among the following

tags? Just answer with the tag

name without further explana-

tion. tags: [sci-fi, based on a

book, ... true story] descrip-

tion: [description]
LaMP-3: Personalized Product review: [review] What is the score of the follow- [score]
Rating score: [score] ing review on a scale of 1 to 5?

just answer with 1, 2, 3, 4, or

5 without further explanation.

review: [review]
LaMP-4: Personalized News article: [article] Generate a headline for the fol-  [title]
Headline Generation title: [title] lowing article: [article]
LaMP-5: Personalized Schol- abstract: [abstract] Generate a title for the follow- [title]

arly Title Generation

title: [title]

ing abstract of a paper: [ab-
stract]

LaMP-7: Personalized Tweet
Paraphrasing

tweet: [tweet]

Complete the following tweet:
[first part of the tweet]

[second part of the
tweet]

LongLaMP-2: Personalized Ab-
stract Generation

title: [title]
abstract: [abstract]

Generate an abstract for the ti-
tle “[title]”

[abstract]

LonglL.aMP-3: Personalized Re-
view Writing

rating: [overall]
desc: [description]
summary: [summary]
review: [reviewText]

Generate a review text written
by a reviewer who has a given
an overall rating of “[overall]”
for a product with description
“[description]”. The summary
of the review text is “[sum-
mary]”.

[reviewText]

LonglLaMP-4:
Topic Writing

Personalized

summary: [summary]
content: [content]

Generate the content for a red-
dit post “[summary]”

[content]

Table 14: Implementation of the input-output generation function convert for PEFT personalization on LaMP and
LongLaMP benchmarks.
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