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Abstract

Key–value (KV) caching accelerates autore-
gressive decoding but makes long-context serv-
ing memory-intensive. Most KV quantiz-
ers minimize local reconstruction distortion,
although this proxy ignores how perturba-
tions propagate through downstream compu-
tation. We introduce Beyond, a loss-aware
non-uniform quantizer that learns representa-
tion levels and decision thresholds from next-
token negative log-likelihood while freezing
the backbone. Training and inference use the
same hard quantizer, with straight-through and
boundary-localized pseudo-gradients updating
only its parameters. With 4-bit codes and group
size 32, Beyond uses 5.0 effective bits per KV
scalar, providing 3.2× compression relative
to a 16-bit cache. Across three instruction-
tuned LLMs, it lowers held-out Pile perplex-
ity below the full-precision baseline by 2.2–
7.0% and attains the highest LongBench Avg21
among full-precision Native, KV-FP8, and Tur-
boQuant for each model. On an NVIDIA
B300, its fused packed-cache kernel achieves
a peak 1.50× speedup over FlashAttention-4,
while the resulting vLLM path improves end-
to-end throughput by up to 1.17×. Our code
is available at https://github.com/
wsxhjnb1/Beyond-KV-Cache.

1 Introduction

In modern decoder-only LLM families such as
Qwen3 and Llama 3 (Yang et al., 2025; Grattafiori
et al., 2024), key–value (KV) caching is the stan-
dard mechanism for efficient autoregressive decod-
ing: past keys and values are stored so each step
computes only the new token’s states. At long con-
text, this creates a KV-memory bottleneck because
cache size scales linearly with sequence length.

KV-memory reduction spans low-rank projec-
tion (Chang et al., 2025; Saxena et al., 2024), token
eviction/merging (Zhang et al., 2023, 2024b), and
quantization (Liu et al., 2024c; Hooper et al., 2024).

Normalized KV values ∈ [𝟎, 𝟏]
Which is larger, 
9.11 or 9.9?

Traditional methods
treat quantization as 
error minimization

min
𝑅

𝑌 − 𝑄𝑅(𝑌)

0 1

Variable representation levels, 
fixed thresholds

Error accumulation

9.11 is larger 
because 11 > 9.

Drifted output

Representation levels R Thresholds T 

Our method
leverage quantization as 
implicit regularization

0 1

Trainable representation levels 
and thresholds

NLL loss

9.9 is larger.

Customized 
gradient 
update

Figure 1: From reconstruction-error minimiza-
tion to loss-aware KV-cache quantization. Con-
ventional KV quantization fits local reconstruction
objectives and then freezes the quantizer, while
Beyond keeps the deployment-time hard quantizer
but optimizes representation levels R and decision
thresholds T against the language-model loss.

Low-rank methods reduce the representational di-
mension of each cached state, and token-level meth-
ods can discard, merge, or blur individual context
tokens, while quantization preserves the full token
history and original KV dimensionality.

Most KV quantizers optimize a local distortion
surrogate. Uniform schemes are efficient, but fixed
bins can poorly match the channel- and token-
dependent statistics of KV states (Liu et al., 2024c;
Su et al., 2025); non-uniform, decomposition-
based, and vector-compression methods improve
this fit using calibration data or online distortion
objectives (Hooper et al., 2024; Liu et al., 2024b;
Zandieh et al., 2026). Nevertheless, aggressive
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KV compression remains lossy: perturbing cached
keys and values can distort attention, increase per-
plexity, and reduce retrieval or downstream-task
accuracy, with the risk becoming more pronounced
at very low bit widths (He et al., 2024; Kang et al.,
2024; Su et al., 2025). Deployers must therefore
trade memory footprint and serving efficiency
against model quality, narrowing the practical
value of KV compression when even small accu-
racy losses are unacceptable. Local reconstruc-
tion error does not resolve this trade-off because it
is only a proxy for generation loss: KV perturba-
tions propagate through attention and subsequent
computation before affecting token probabilities
(Fig. 1). Thus, a quantizer that better reconstructs
KV tensors locally need not better preserve end-
task behavior.

Our token-level diagnostics show that even uni-
form low-bit KV quantization can lower perplexity
on some positions, suggesting that discretization is
not purely destructive. This motivates treating KV
quantization as a constrained adaptation problem:
can a compressed, hard-forward KV cache be
trained to reduce language-model loss? We pro-
pose Beyond, which learns non-uniform levels and
thresholds with the backbone frozen. The forward
pass is the exact hard quantizer used at inference,
and the backward pass uses STE-style pseudo-
gradients for representation levels and thresholds,
turning quantization from a fixed calibration arti-
fact into a lightweight loss-aware adaptation.

Our contributions are:

• Loss-aware quantization principle. We
show that reconstruction error is a degener-
ate local objective: downstream loss also de-
pends on perturbation mean and anisotropic
curvature.

• Deployment-exact learning. Beyond learns
non-uniform levels and thresholds with a hard
forward pass that matches inference and STE-
style backward updates.

• Custom decode kernel. We implement a cus-
tomized FlashAttention-style decoding kernel
that consumes the learned packed KV cache
directly for compressed-cache inference.

2 Preliminaries and Related Works

This section reviews the background needed
for KV-cache quantization and related memory-
reduction techniques.

Figure 2: Llama-3.1-8B-Instruct Six-Benchmark
Comparison. Scores on the six benchmark tasks.
Higher is better.

2.1 Preliminaries
We first review KV caching and then define stan-
dard scalar quantization for KV states.
KV cache for multi-head attention. In decoder-
only LLMs, e.g., LLaMA (Touvron et al., 2023),
key/value (KV) caching accelerates autoregres-
sive inference by storing the keys and values pro-
duced for previous tokens. Given a prefix X =
[x1, . . . , xt], for each layer and attention head i,
the cache before processing xt contains Kt−1

i and
Vt−1

i for x1:t−1.
To process token xt, the model computes the

query, key, and value vectors from its hidden state
ht (we omit the layer index and positional encod-
ings for notational simplicity):

qt
i = htWQ,i,k

t
i = htWK,i,v

t
i = htWV,i,

where WQ,i, WK,i, and WV,i are the head-
specific projection matrices. Positional informa-
tion is incorporated before attention scores are
formed: the original Transformer adds encodings to
token embeddings (Vaswani et al., 2017), whereas
RoPE rotates query/key states (Su et al., 2024);
both are omitted here to keep the notation focused
on KV caching. The new key and value are ap-
pended to the cache, Kt

i = Concat(Kt−1
i ,kt

i) and
Vt

i = Concat(Vt−1
i ,vt

i), after which attention is

Attn(qt
i,K

t
i,V

t
i) = Softmax

(︂qt
i(K

t
i)
⊤

√
d

)︂
Vt

i,

where d is the per-head hidden dimension shared by
queries and keys, and the softmax is applied over
cached positions. KV caching therefore avoids
recomputing keys and values for the full prefix at
every decoding step.
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The memory footprint of KV cache grows lin-
early with the sequence length S = |X|, as shown
in Formula 1:

size(K,V) = 2×B×S×L×h×d×bdtype, (1)

where K and V denote the KV cache across h
heads, B is the batch size, L is the number of layers,
and bdtype is the number of bytes per stored element
in memory. While providing critical performance
gains, the additional memory footprint of KV cache
can quickly saturate the limited device memory
and become the most stringent bottleneck for LLM
inference.
Hard scalar KV quantization. For a cached scalar
z in a quantization group, scalar quantization com-
monly begins with groupwise affine normalization:

x = clip

(︃
z − zmin

zmax − zmin + ϵ
, 0, 1

)︃
.

The hard b-bit scalar quantizer has K = 2b bins,
representation values R = {rk}K−1

k=0 , and ordered
thresholds T = {tk}Kk=0 with fixed endpoints
t0 = 0 and tK = 1. Let Bk(T ) = [tk, tk+1) for
k < K − 1 and BK−1(T ) = [tK−1, tK ]. The
normalized hard quantizer is

Q(x;R, T ) =

K−1∑︂

k=0

rk 1{x ∈ Bk(T )}. (2)

The corresponding dequantized value is

ẑ = zmin + (zmax − zmin)Q(x;R, T ).

Uniform quantization is the special case where
the representation values are evenly spaced:

rk =
k

K − 1
, k = 0, . . . ,K − 1, (3)

tk =
rk−1 + rk

2
, k = 1, . . . ,K − 1. (4)

By contrast, non-uniform quantization allows un-
equal spacings in R and T . Prior non-uniform KV
quantization methods often choose these parame-
ters through clustering (Hooper et al., 2024).

2.2 Related Works
KV-cache quantization. KV-cache quantiza-
tion reduces memory usage by compressing
cached keys and values to lower bit-widths.
KIVI (Liu et al., 2024c) uses asymmetric uni-
form quantization, applying per-channel quanti-
zation to keys and per-token quantization to val-
ues. KVQuant (Hooper et al., 2024) fits per-layer

non-uniform quantizers with k-means and a Fisher-
weighted objective, while CQQuant (Zhang et al.,
2024a) jointly quantizes coupled key/value chan-
nels to exploit inter-channel dependence at very
low bit-widths. NSNQuant (Son et al., 2025) nor-
malizes KV activations toward a standard normal
prior and applies low-bit vector quantization with
a reusable codebook. GEAR (Kang et al., 2024) in-
stead augments quantized KV states with residual
corrections. TurboQuant (Zandieh et al., 2026) ap-
plies an online vector-compression scheme based
on randomized rotations, scalar quantization of ro-
tated coordinates, and Quantized JL residual cor-
rection. These methods mainly optimize recon-
struction, distortion, or calibration criteria, whereas
Beyond optimizes quantizer parameters against the
downstream language-model loss.
Other KV-cache reduction strategies. Low-rank
methods such as Palu (Chang et al., 2025), Eigen
Attention (Saxena et al., 2024), and ASVD’s KV-
cache extension (Yuan et al., 2023) reduce KV
channel dimensions. Token eviction methods, in-
cluding Heavy-Hitter Oracle (Zhang et al., 2023),
PyramidKV (Cai et al., 2025), SnapKV (Li et al.,
2024), and StreamingLLM (Xiao et al., 2024),
shrink the cache by discarding tokens, while cache
merging or fusion methods such as CaM (Zhang
et al., 2024b), Adaptive KV Merging (Wang et al.,
2024), MiniCache (Liu et al., 2024a), and ZS-
Merge (Liu et al., 2025) combine redundant cache
states. These approaches are largely orthogonal to
quantization, but they may remove or blur informa-
tion that later tokens require.
Learnable quantization via STE. Straight-
through estimators replace the zero or undefined
derivative of discrete operators with surrogate gra-
dients during backpropagation (Bengio et al., 2013).
In quantization-aware training, this allows the for-
ward pass to keep a hard quantizer while selected
quantizer parameters are learned from task loss.
LSQ learns quantizer step sizes for weights and
activations (Esser et al., 2020), and PACT learns
activation clipping bounds (Choi et al., 2018).
DSQ relaxes quantization with differentiable soft
assignments that are annealed toward hard deci-
sions (Gong et al., 2019). N2UQ learns non-
uniform input thresholds while keeping uniform
output levels through a generalized STE for thresh-
old parameters (Liu et al., 2022). In LLM KV-
cache activation quantization, however, end-to-end
learning that jointly optimizes representation levels
and decision thresholds with downstream language-
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Figure 3: Token-level PPL differences under
uniform KV quantization on a chat-wrapped
The Pile sample for Llama-3.1-8B-Instruct, with
2-bit (left) and 4-bit (right). Heatmaps show
∆PPL = PPLfloat16 − PPLquant over 256 super-
vised target tokens. Quantization uses group-32
per-token normalization over the head dimension
for both K and V. Green indicates lower token PPL
after quantization and orange indicates degrada-
tion; a non-trivial subset of tokens improves over
the full-precision baseline, especially at 4-bit.

model loss remains limited.

3 Methodology

Beyond treats KV-cache quantization as loss-aware
hard-forward non-uniform quantization: it learns
representation levels R and thresholds T by min-
imizing next-token NLL under a hard quantized
forward pass. At inference, the learned quantiz-
ers are used in a real-compression path where op-
timized CUDA kernels execute attention directly
over the packed KV cache, keeping the training
and inference quantization semantics matched.

3.1 Observations and Motivations

Figures 3 and 4 provide the Llama-3.1-8B-
Instruct (Grattafiori et al., 2024) diagnostics used to
motivate this section: token-level PPL changes un-
der low-bit uniform quantization on a The Pile (Gao
et al., 2020) sample formatted with the chat-prefix
recipe described in Appendix A, and layer-wise
KV activation heterogeneity. In Fig. 3, uniform
2-bit quantization lowers token PPL on 47 of 256
scored positions (18.4%), while 4-bit quantization
improves 128 of 256 positions (50.0%). Thus
the quantization perturbation is signed and token-
dependent rather than uniformly harmful. Fig. 4
further shows that min–max normalized K/V acti-
vations remain concentrated but shift across layers
and differ between keys and values. This agrees
with prior observations that KV activations place
most mass in a narrow range while a small outlier

Figure 4: Per-layer heatmaps of min–max
normalized post-RoPE key (Left) and post-
projection value (Right) activations in Llama-
3.1-8B-Instruct for the same The Pile chat-
wrapped sample. Color indicates empirical den-
sity over normalized activation values, and the over-
laid curve traces the modal bin for each layer. The
concentrated mass, layer-dependent shifts, and K/V
differences show why fixed uniform levels can mis-
match the activation geometry.

fraction reaches much larger magnitudes (Hooper
et al., 2024), and that atypical tokens can dispro-
portionately affect quantization fidelity (Su et al.,
2025). The resulting geometry favors layer-aware
non-uniform levels over fixed uniform levels; fixed
uniform schemes such as KIVI (Liu et al., 2024c)
cannot adapt representation density to these shifts.

These observations motivate a loss-aware view
of KV quantization. Existing KV-cache compres-
sors fit fixed local surrogates, including sensitivity-
or Fisher-weighted fitting, residual correction, nor-
malized codebooks, and online distortion crite-
ria (Hooper et al., 2024; Zhang et al., 2024a; Kang
et al., 2024; Son et al., 2025; Zandieh et al., 2026).
Downstream NLL can rank these perturbations
differently: equally well-calibrated perturbations
can align differently with the local loss gradient
and curvature. The expansion below formalizes
this gap and identifies when it collapses back to
reconstruction-style fitting.

Proposition 3.1 (Local loss-aware quantization
principle). Let Ψ(z) be the token loss induced by
cached representation z in a frozen downstream
computation, and let a quantizer with parameters
φ induce perturbation δφ = Qφ(z)− z. If Ψ has
β-Lipschitz Hessian in operator norm in a neigh-
borhood of z, with g = ∇Ψ(z) and H = ∇2Ψ(z),
then

EΨ(z + δφ)−Ψ(z) = ⟨g,mφ⟩
+ 1

2Tr(HCφ) + ρφ,

|ρφ| ≤ β
6E∥δφ∥32,
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where mφ = E[δφ] and Cφ = E[δφδ⊤φ ]. Thus
local loss-aware fitting depends on gradient align-
ment ⟨g,mφ⟩ and Hessian-weighted second mo-
ment Tr(HCφ), not only a calibration distortion.
Fisher-weighted distortion is recovered only after
discarding the first-order term and replacing the
possibly indefinite downstream Hessian H with
a fixed positive-semidefinite generalized Gauss–
Newton/Fisher matrix HGGN; plain reconstruction
additionally requires HGGN = λI for some λ > 0.

Proof. See Appendix G.1.
For KV caches, the perturbation enters through

attention. A threshold shift that slightly increases
local reconstruction error can still reduce negative
log-likelihood if it suppresses a competing contin-
uation preferred by the full-precision model. We
therefore treat KV quantization as a loss-aware per-
turbation rather than as pure numerical error, and
instantiate the principle through a local attention
decomposition (Propositions 3.2–3.3).

Proposition 3.2 (Loss-aware perturbation view of
KV quantization). Under the first-order model in
Appendix G.1, let ∆o = (Jsm(a)ε)V + p∆V de-
note the linearized attention-output perturbation
and define olin = o + ∆o. Let µ = E[∆o]. If the
downstream loss ℓ(·) is L-smooth, then

E
[︁
ℓ(olin)

]︁
≤ ℓ(o) +

⟨︁
∇ℓ(o), µ

⟩︁
+

L

2
E
⃦⃦
∆o

⃦⃦2
2
,

where a = 1√
d
qK⊤, p = Softmax(a), o = pV .

If ⟨∇ℓ(o), µ⟩ < −L
2E∥∆o∥22, the quantized lin-

earized output has strictly lower expected loss than
the full-precision output.

Proof. See Appendix G.1.

Proposition 3.3 (Competing-path margin sup-
pression). Let sj(ot) = w⊤

j ot and πt =
Softmax(Wot). For a competing token j ̸= yt,
let ∆mt(j) be the change in its logit margin over
the target token after perturbing ot by µt:

∆mt(j) ≜
[︁
sj(ot + µt)− syt(ot + µt)

]︁

−
[︁
sj(ot)− syt(ot)

]︁

=
⟨︁
wj − wyt , µt

⟩︁
.

The cross-entropy first-order term is the softmax-
weighted average of these one-token shifts:

⟨︁
∇otℓt(ot), µt

⟩︁
=

∑︂

j ̸=yt

πt,j∆mt(j).

For a competing continuation c1:T , use the same
teacher-forced states ot from the target prefixes y<t,

and compare the path margins before and after
perturbation:

M(c, y) =
∑︂

t

(︁
sct(ot)− syt(ot)

)︁
,

Mµ(c, y) =
∑︂

t

(︁
sct(ot + µt)− syt(ot + µt)

)︁
.

Their difference simply selects the one-token shift
on the path:

∆M(c, y) ≜ Mµ(c, y)−M(c, y)

=

T∑︂

t=1

∆mt(ct)=

T∑︂

t=1

⟨︁
wct − wyt , µt

⟩︁
.

Thus ∆M(c, y) < 0 means the perturbation sup-
presses path c; cross-entropy uses the same shifts,
averaged over all competing tokens.

Proof. See Appendix G.1.
Together, the propositions give an operational

criterion: choose representation levels and thresh-
olds by their effect on downstream NLL, rather
than by a separate calibration surrogate.

Accordingly, we learn the quantization levels
R and thresholds T by minimizing the language-
model negative log-likelihood under KV cache
quantization:

(R∗, T ∗) = argmin
R,T

∑︂

X∈X

|X|−1∑︂

t=1

− log pθ(xt+1 | x≤t;QR,T ) .

(5)

where X is the training sequence stream, θ denotes
the base model parameters, and pθ(· | x≤t;QR,T )
is the next-token distribution when the cached K/V
states produced while processing x≤t are quantized
by the b-bit scalar quantizer QR,T . The quantizer
is parameterized by representation values R and
ordered decision thresholds T .

3.2 Hard-Forward STE for Learnable
Non-Uniform KV Quantization

To enable gradient-based updates of both repre-
sentation levels and decision thresholds, Beyond
uses a deployment-exact hard forward pass together
with a standard STE input rule and explicit hard-
forward pseudo-gradients for the learnable quan-
tizer parameters.

Hard forward quantization. For each normal-
ized K/V group, the forward pass simply applies
the scalar quantizer in Eq. (2): x̂ = Q(x;R, T ).
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This is the same hard operator used at deployment.
Because the endpoints remain fixed at t0 = 0 and
tK = 1, optimization updates only the levels R
and the interior thresholds {tk}K−1

k=1 .

Non-differentiability and standard STE input
backward pass. The hard quantizer in Eq. (2) is
piecewise constant in x and changes assignments
only when a threshold crosses a sample. Conse-
quently, the classical derivative with respect to x is
zero almost everywhere, and the classical deriva-
tive with respect to a threshold is either zero away
from assignment changes or undefined at assign-
ment changes, making it unsuitable for gradient-
based optimization. Quantization-aware training
therefore often uses a straight-through estimator
(STE), which keeps the hard forward value while
substituting a surrogate derivative in the backward
pass (Bengio et al., 2013; Hubara et al., 2018). We
use the stop-gradient form

x̃ = x+ sg(Q(x;R, T )− x) , (6)

where sg(·) denotes stop-gradient. The forward
value is exactly x̂ = Q(x;R, T ), matching deploy-
ment, while the backward pass treats the quantizer
as the identity map:

∂L

∂x
≈ ∂L

∂x̂
. (7)

This standard STE input rule introduces no auxil-
iary gates, temperatures, or annealing schedules;
training and inference use the same hard bin assign-
ment.

Updates for quantization levels R = {rk}K−1
k=0 .

Under the hard forward quantizer (2), each level
only affects samples assigned to bin k, i.e.,
∂x̂/∂rk = I[x ∈ bink]. Thus, for a minibatch
B,

∂L

∂rk
=

∑︂

x∈B
I[x ∈ bink]

∂L

∂x̂
.

Updates for thresholds T = {tk}K−1
k=1 with half-

wave rectification. An interior threshold tk only
changes assignments for samples near the boundary
between adjacent reconstruction levels rk−1 and rk.
Locally, the K-level quantizer can be approximated
by a 2-level switch:

x̂ = rk−1+∆rk H(x−tk), ∆rk ≜ rk−rk−1,

where H(·) is the Heaviside step function. Since
H ′(u) = δ(u) in the distributional sense,

∂x̂

∂tk
= −∆rk δ(x− tk).

The impulse δ(x− tk) cannot be used directly in
backpropagation, so we approximate its boundary
effect by aggregating gradients in a narrow window
of width ϵbw around tk. For a minibatch B, define

WL = {x ∈ B : tk − ϵbw ≤ x < tk},
WR = {x ∈ B : tk ≤ x ≤ tk + ϵbw}.

and the corresponding aggregated boundary signals

GL = −∆rk
∑︂

x∈WL

∂L

∂x̂
,

GR = −∆rk
∑︂

x∈WR

∂L

∂x̂
.

The two sides represent directional candidates
rather than additive effects. A small left shift (tk ↓)
moves samples in WL from rk−1 to rk and is loss-
decreasing iff GL > 0; a small right shift (tk ↑)
moves samples in WR from rk to rk−1 and is loss-
decreasing iff GR < 0. We therefore suppress the
opposite, loss-increasing directions with half-wave
rectification:

ˆ︁∇tkL = [GL]+ + [GR]−, (8)

where [u]+ = max(u, 0) and [u]− = min(u, 0).
Under gradient descent, [GL]+ pushes tk left and
[GR]− pushes it right, while noisy or disagreeing
boundary evidence is discarded. After each opti-
mizer step, we project {tk}K−1

k=1 back to the ordered
interval t1 < · · · < tK−1.

Optimizer and theoretical scope. We update
only the quantizer parameters φ ≜ (R, T ) with
Adam (Kingma and Ba, 2015); the backbone
weights remain frozen. The level and threshold
updates are hard-forward pseudo-gradients driven
by downstream NLL, not by a separate Euclidean
reconstruction objective. Appendix G.3 gives a
conditional projected-AMSGrad stationarity check:
if the pseudo-gradient is treated as a bounded-
mismatch stochastic gradient oracle for a smooth
reference objective, then the standard projected-
AMSGrad bound applies.
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3.3 Fused Decode Kernel
To realize the HBM I/O benefit of KV-cache quanti-
zation, decode attention must consume the packed
representation directly rather than materializing
dense K/V in HBM. Related low-bit systems like-
wise fuse KV dequantization into attention compu-
tation (Lin et al., 2025; Yao et al., 2026). Beyond
keeps prefill on the standard dense-attention path:
its writer stores persistent 4-bit K/V codes and 16-
bit groupwise affine statistics, while prefill atten-
tion consumes model-dtype quantize–dequantize
(QDQ) K/V. For a ∈ {K,V }, omitting layer, token,
head, and group indices,

Da(c) = ma + saRa[c],

where RK and RV are independent 16-entry re-
construction tables. At single-token decode, a
FlashAttention-style CuTe kernel (Dao et al., 2022;
NVIDIA, 2026) reads code tensors CK ,CV from
paged 32-bit words and computes

o = softmax

(︃
qDK(CK)⊤√

dh

)︃
DV (CV ).

Lane-distributed lookup and affine rescaling oc-
cur in registers; reconstructed K/V pairs populate
Tensor Memory (TMEM) operand tiles (Zadouri
et al., 2026) for fused tensor-core scoring, online
softmax, and value accumulation, avoiding dense
K/V materialization in HBM or shared memory.

4 Experimental Results

4.1 Setup
Backbone LLMs. We evaluate Llama-3.1-8B-
Instruct (Grattafiori et al., 2024), Ministral-3-14B-
Instruct-2512-BF16 (Liu et al., 2026), and Qwen3-
30B-A3B-Instruct-2507 (Yang et al., 2025; Qwen
Team, 2025). These instruction-tuned checkpoints
span dense and MoE backbones with distinct GQA
layouts; all experiments are text-only, and Ap-
pendix F gives exact layer and KV-head counts.
Baselines. We compare against Native (full pre-
cision), KV-FP8, and TurboQuant-KV4 (Zandieh
et al., 2026). Native tests whether cache-side learn-
ing can surpass the unmodified checkpoint, while
KV-FP8 and TurboQuant-KV4 provide deployed
8-bit and 4-bit references. Appendix E.4 adds
roughly matched-effective-bit KIVI and KVQuant
controls so that accuracy comparisons are not lim-
ited to methods with different cache budgets.
Evaluation tasks. We report held-out PPL (Jelinek
et al., 1977) on The Pile (Gao et al., 2020) and

seven downstream evaluations using the LM Evalu-
ation Harness (Biderman et al., 2024): LongBench-
v1 (Bai et al., 2024), CoQA (Reddy et al.,
2019), MATH Maj@1 (Hendrycks et al., 2021b),
MMLU (Hendrycks et al., 2021a), AGIEval (Zhong
et al., 2024), GPQA Diamond (Rein et al.,
2024), and MATH CoT (Hendrycks et al.,
2021b). Appendix D additionally reports RULER
NIAH (Hsieh et al., 2024).
Implementation details. Table 2 summarizes the
default training and quantization setup. Quantizer
parameters are shared across tokens at the gran-
ularity in Table 2; Appendix F gives parameter
counts, metadata sizes, and effective-bit calcula-
tions. All quality evaluations and packed-cache
inference use the same hard quantization semantics.
We implement serving as a custom vLLM atten-
tion backend (Kwon et al., 2023), retaining vLLM
scheduling and paged KV-cache management; Ap-
pendix A gives the chat wrapping recipe. Training
uses two NVIDIA B300 GPUs (Aubrey and Stam,
2025); Table 3 includes wall-clock time through
final evaluation.

4.2 Accuracy and Deployment Efficiency
Perplexity. Table 3 shows that quantizer-only
training reduces PPL from initialization by 3.61%,
2.93%, and 10.74% for Llama, Ministral, and
Qwen, and beats Native by 2.2%, 2.8%, and 7.0%,
respectively. These gains go beyond recovering
initialization error and show that language-model
loss can select hard discretizations that local recon-
struction objectives would miss. Figure 5 sweeps
effective cache bit-width on Llama-3.1-8B-Instruct.
Among the 4-bit settings, group 32 gives the lowest
PPL (5.38) at 5.00 effective bits; groups 64 and
128 reduce metadata overhead to 4.50 and 4.25 ef-
fective bits but raise PPL to 5.44 and 5.51, so we
retain group 32.
Downstream accuracy. Against Native, KV-
FP8 (8.00 effective bits), and TurboQuant-KV4
(≈4.19 effective bits), Table 1 shows that Beyond
(5.00 effective bits) has the best Avg21 for every
model: 44.9, 47.4, and 50.2, beating Native by
1.5, 2.0, and 1.7 points. Across all three models,
it improves both code-completion tasks (LCC and
RepoBench-P) and the GovReport, QMSum, and
MultiNews summarization tasks over Native. Fig-
ures 2 and 6 further show consistent CoQA and
AGIEval gains, while MATH, MMLU, and GPQA-
D remain model-dependent; Appendix D gives
all scores. Llama regresses most on PCount and
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Model Method NQA Qasper MF-en MF-zh Hotpot 2Wiki Musique DuR. Gov. QMSum MNews VCSUM TREC Trivia SAM LSHT PCount PR-en PR-zh LCC Repo Avg

Llama-3.1-8B-
Instruct

Native 30.3 44.9 56.3 60.6 58.2 49.7 32.1 33.3 34.6 25.3 26.7 17.5 70.0 92.2 22.3 0.5 10.6 100.0 96.0 24.9 25.2 43.4
KV-FP8 31.0 44.0 56.8 60.7 57.3 50.1 30.0 33.3 34.4 25.3 26.8 17.2 69.0 89.8 20.2 0.5 7.2 99.5 96.5 24.4 23.9 42.8
TurboQuant 30.9 39.9 48.3 53.0 59.0 49.3 31.9 33.9 34.9 25.4 27.0 17.6 68.5 91.6 22.0 0.5 9.7 99.5 97.5 21.8 24.7 42.2
Beyond 31.5 47.4 56.2 56.9 53.2 47.4 30.9 33.4 36.7 26.1 28.0 15.8 66.0 90.3 41.5 24.6 4.5 97.5 75.7 42.3 36.9 44.9

Ministral-3-14B-
Instruct-2512-BF16

Native 32.4 47.0 48.4 61.8 65.3 56.6 45.4 18.6 22.0 17.2 19.4 13.3 68.7 92.3 36.2 3.5 8.5 100.0 99.5 58.7 37.9 45.4
KV-FP8 33.1 47.6 48.3 61.8 65.0 55.8 46.6 19.0 22.2 17.3 19.6 13.1 69.4 92.6 36.7 3.5 8.5 100.0 99.5 58.5 38.0 45.5
TurboQuant 33.0 46.8 48.6 62.2 64.7 55.3 45.4 19.0 21.8 17.4 19.3 13.1 69.2 93.2 36.3 2.2 7.0 100.0 99.5 58.1 37.9 45.2
Beyond 33.7 49.1 51.1 62.4 65.2 57.7 45.5 23.0 23.1 19.2 20.4 13.8 69.2 92.5 42.5 7.0 9.0 100.0 100.0 66.3 45.1 47.4

Qwen3-30B-A3B-
Instruct-2507

Native 31.0 43.0 51.1 67.3 63.5 55.9 36.6 24.3 31.4 22.1 23.5 11.3 80.0 91.3 39.1 49.5 11.0 100.0 100.0 44.0 42.7 48.5
KV-FP8 31.5 42.9 52.0 66.6 63.8 54.9 36.1 24.1 31.5 22.0 23.3 11.1 81.0 91.3 39.4 49.0 10.5 100.0 100.0 39.9 37.5 48.0
TurboQuant 31.3 35.8 44.6 55.7 60.3 51.9 37.4 24.4 31.0 21.8 23.6 11.1 72.0 89.1 38.8 49.0 13.5 100.0 85.1 40.1 44.1 45.7
Beyond 27.9 40.8 54.4 63.1 59.0 52.3 29.5 25.8 32.2 23.2 24.3 10.9 80.0 90.6 43.6 50.5 12.5 100.0 100.0 66.6 67.0 50.2

Table 1: LongBench-v1 per-task results. Higher is better. Within each model block, bold and underlining
mark the best and second-best scores; Avg is the unweighted mean over all 21 tasks.

Setting Default

Bits / group size 4-bit codes; G = 32
Initialization KV per-token uniform quantization (Eqs. 3–4)
Trainable params. K/V quantizer R, T only
Quantizer granularity Layer × K/V projection × KV head ×

32-dim group
K/V placement K post-RoPE; V post-projection
Dataset The Pile
Train seq. length 8192 tokens
Held-out chunks 150 validation / 150 disjoint evaluation

chunks
Global effective batch size 32
Opt./LR Adam, 7×10−4 cosine decay
Boundary window ϵbw 0.009
Train budget Max 500 opt. steps
Early stopping Full validation every 10 opt. steps; patience 3;

select best checkpoint
Training / data seed 42

Table 2: Default training and quantization setup.
Defaults apply unless stated otherwise.

Model Native Init Trained ∆ Steps Train Time

Llama-3.1-8B-Instruct 5.50 5.58 5.38 −3.61% 300 43m
Ministral-3-14B-Instruct-2512-BF16 6.77 6.78 6.58 −2.93% 210 47m
Qwen3-30B-A3B-Instruct-2507 5.31 5.54 4.94 −10.74% 220 3h44m

Table 3: The Pile evaluation perplexity. Lower is
better. “Init” is the 4-bit/group-32 quantizer before
training, and “Trained” is the final checkpoint. ∆
is the relative PPL reduction from Init to Trained.
“Train Time” is wall-clock time from the first train-
ing step through final evaluation.

PR-zh, where exact counting or retrieval outputs
amplify small generation changes and the latter
additionally uses Chinese input. This selectivity
is consistent with training only on continuation
NLL from the predominantly English Pile rather
than downstream objectives. Accordingly, we in-
terpret the aggregate gains as distribution- and task-
dependent adaptation, not uniform dominance over
Native on every benchmark slice.
Controls and transfer. Appendix E separates NLL
adaptation from discretization, tests zero-update
cross-corpus transfer, and adds roughly matched-
bit controls. On Llama, Beyond is the lowest-PPL
compressed control, but a parameter-matched con-

3.00 4.00 4.25 4.50 5.00 6.00
Effective bits per KV scalar

5.5

6.0

6.5

7.0

Th
e 

Pi
le

 P
PL

7.24

5.61 5.51 5.44 5.38 5.34

Trained quantizer
Native

Figure 5: Effective bit-width versus PPL for
Llama-3.1-8B-Instruct. Points include trained
2-, 3-, 4-, and 5-code-bit/group-32 quantizers and
additional 4-code-bit/group-64 and group-128 re-
sults, all plotted by effective cache bit-width on the
held-out Pile evaluation split. The dashed line is
native full-precision PPL. Lower is better.

tinuous adapter is lower, so the gain over Native is
not unique to discretization. The trained quantizers
improve five of six C4/WikiText-2 pairs; at roughly
5 bits, Beyond leads KIVI-R32 and an independent
KVQuant reference on LongBench Avg21 and four
of six additional benchmarks, although source and
rescoring analyses show selective gains and some
improved answer-format adherence. These diag-
nostics separate genuine count or index-binding
failures from formatting effects and prevent exact-
match gains from being read as a uniform capability
improvement.
Deployment performance. We report opera-
tor latency separately from end-to-end serving
throughput. Figure 7 (top) compares the Beyond
packed-cache decode kernel with FlashAttention-
4 (Zadouri et al., 2026) on one B300 at batches 1
and 16 over 1K–128K contexts; Beyond is faster
throughout and peaks at 1.50×. The bottom plot
compares both complete vLLM (Kwon et al., 2023)
paths using the official offline driver, cold 1024-
token prompts, 128 generated tokens, and the
same BF16 backbone. Under this setting, Beyond
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Method PPL↓ LB Avg21↑ CoQA↑ MATH Maj@1↑ MMLU↑ AGIEval↑ GPQA-D↑ MATH CoT↑
Full 5.3837 44.89 61.28 45.08 63.94 37.71 30.81 34.12
Raw 5.3905 43.18 51.90 44.72 63.05 36.71 28.79 34.24
Freeze-R 5.4068 44.33 49.03 47.88 62.61 36.20 25.25 34.42
Freeze-T 5.3968 43.56 36.99 45.86 60.95 36.19 27.27 35.52

Table 4: Component ablation on Llama-3.1-8B-Instruct. All variants use a frozen backbone, 4-
bit/group-32 quantization, and the same evaluation protocol. Full jointly learns reconstruction levels
R and assignment thresholds T with half-wave rectification; Raw uses unrectified threshold gradients;
Freeze-R learns only T ; and Freeze-T learns only R. LB Avg21 is the mean over 21 LongBench-v1 tasks.
Bold marks the best result in each column (lowest PPL and highest task score).

Figure 6: Six-benchmark comparison on Minis-
tral and Qwen. Exact scores appear in Ap-
pendix D; higher is better.

reaches 1.17× higher throughput at batch 1536. At
0.90 GPU-memory fraction, the largest successful
batch grows from 1582 to at least 4500 (2.84×);
FlashAttention-4 fails at 1583 and Beyond at the
next tested point, 4800. The dotted markers are
measured full-batch KV-capacity failures rather
than extrapolated limits; prefix caching is disabled
for both paths.

Component ablation. Table 4 evaluates level
learning, threshold learning, and half-wave
rectification beyond PPL. Full leads six of
eight columns—PPL, LongBench Avg21, CoQA,
MMLU, AGIEval, and GPQA-D—while Freeze-R
and Freeze-T lead the two MATH metrics. Half-
wave rectification improves seven columns over
Raw, with only a 0.12-point decrease on MATH
CoT. Joint R, T learning beats both frozen vari-
ants on PPL and the five non-MATH task aggre-
gates above, while the two MATH reversals con-
firm that component effects remain task-dependent.
Appendix E.6 gives all 21 tasks, a Qwen3-4B abla-
tion, and learning-rate sensitivity.
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Figure 7: B300 deployment performance. Top:
attention decode-kernel speedup (FlashAttention-
4 latency divided by Beyond latency) after 50
warmups and 500 CUDA-graph replays. Bot-
tom: official vLLM offline throughput with
cold 1024+128-token requests and an 8192-token
scheduling budget; curves stop at the last suc-
cess, and dotted markers denote the first tested
KV-capacity failure.

5 Conclusion

We presented Beyond, a loss-aware non-uniform
KV-cache quantizer that learns representation lev-
els and thresholds from language-model loss while
keeping the forward pass identical to the hard quan-
tizer used at inference. Across three instruction-
tuned LLMs, 4-bit/group-32 training beats Na-
tive PPL and every tested baseline on LongBench
Avg21; the packed-cache B300 path also improves
decode latency and end-to-end throughput. Thus,
KV compression can provide adaptation benefits
beyond memory savings.
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Limitations

Beyond studies scalar non-uniform KV-cache
quantization with frozen backbone weights un-
der a shared 4-bit/group-32 setup across three
instruction-tuned model families, together with an
initial effective-bit-width sweep on Llama-3.1-8B-
Instruct. Accordingly, “better than full precision”
denotes only a measured improvement over the
unadapted Native baseline for a reported metric
under the stated model, data, task, and quantization
setting; it neither establishes an intrinsic advan-
tage of discretization nor guarantees gains over an
equally adapted continuous full-precision system.
Results vary across tasks and data distributions,
and some individual tasks decline, so we regard im-
plicit regularization as a plausible explanation for
the aggregate gains rather than an isolated causal
effect or universal guarantee. Future work should
test additional architectures, bit-widths, grouping
choices, and serving configurations, while deploy-
ments should independently validate task quality,
latency, memory use, and reliability under their
target workloads.

Ethical Considerations

This paper presents Beyond, a KV-cache quanti-
zation method for large language model inference.
The intended use is resource-efficient long-context
serving: reducing KV-cache memory can lower
hardware pressure and improve the practicality of
deployment. The method does not modify the
underlying model weights or training data, so it
should be evaluated under the same responsible-
deployment procedures as the base model. In partic-
ular, application owners should assess output qual-
ity, robustness, privacy, and any domain-specific
safety requirements after compression.
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A Chat-Prefix Wrapping for Pile Training

For the instruct-model runs, plain Pile documents
are formatted as assistant continuations under the
model’s own tokenizer chat template. The fixed
user message is:

Continue the following text.

Let p denote this prompt. We render this one-turn
prompt with an assistant-generation prefix using
the tokenizer template of each base model, and then
append the raw Pile document text as the target
continuation. Equivalently, the input sequence has
the form

ChatPrefixθ(p) ∥ x,

where x is the Pile document text and ChatPrefixθ
denotes the model-specific chat-template prefix be-
fore assistant content. The prefix tokens are in-
cluded in the context but are masked out of the
loss; only the appended document tokens con-
tribute to the next-token NLL used to train R and T .
The same wrapping recipe is used for the training
stream and the held-out Pile validation/evaluation
chunks.

B Training Dynamics

Figure 8 plots the optimization dynamics for the
three 4-bit/group-32 runs reported in Table 3. The
curves show the validation loss recorded periodi-
cally during training.

C Boundary-Window Sensitivity

Table 5 reports additional Llama-3.1-8B-Instruct
runs that vary the boundary window ϵbw used for
threshold pseudo-gradients. Both runs use the same
4-bit/group-32 setup and Pile evaluation protocol
as Table 3. The results are close over the tested
range, while the default ϵbw = 0.009 reaches 5.38
PPL.

ϵbw Eval. PPL Stopped at

0.007 5.40 step 150
0.009 5.38 step 300
0.011 5.39 step 360

Table 5: Boundary-window sensitivity on Llama-
3.1-8B-Instruct. PPL is reported on the same Pile
evaluation split as Table 3. Lower is better.

D Detailed Benchmark Results

Table 6 reports exact aggregate scores for CoQA,
MATH Maj@1, MMLU, AGIEval, GPQA-D, and

MATH CoT. Figure 9 separately visualizes RULER
NIAH (Hsieh et al., 2024) for Native and Beyond
across all three models.

E Additional Experimental Analyses

This section reports the additional controls and di-
agnostics summarized in Sec. 4. Unless stated oth-
erwise, the backbone is frozen and only cache-side
parameters are updated.

E.1 Cache-Side Objective and
Parameterization Controls

Table 7 separates the effects of compression, pa-
rameterization, and the training objective on Llama-
3.1-8B-Instruct. All learned controls use the same
Pile split, 500-step ceiling, and early-stopping rule,
but early stopping produces unequal token expo-
sure. Each optimizer step contains 32× 8,192 in-
put tokens; “best/run” denotes the exposure at the
restored-best checkpoint and over the complete run,
respectively.

The uniform-affine control learns endpoints a
and b, from which all levels and thresholds are
derived:

ri = a+ (b− a)i/15, ti = (ri + ri+1)/2.

These endpoints are global trainable variables for
each physical quantizer group, rather than the
token-group min and scale computed from each
activation. The reconstruction control and Beyond
instead learn the same independent variables r0:15
and t0:14; the former minimizes hard-QDQ K/V
MSE locally (K after RoPE and V after projec-
tion), whereas Beyond minimizes next-token NLL
through the frozen model.

The continuous control matches the 31-scalar
parameter count without quantization or an STE.
For group-normalized u, z = 2u−1, and first-kind
Chebyshev polynomials Tk, it applies

x′ = x+ span(x)u(1− u) tanh f(z),

f(z) =
30∑︂

k=0

ckTk(z),

where T0(z) = 1, T1(z) = z, and Tk(z) =
2zTk−1(z)−Tk−2(z). Initializing c0:30 = 0 makes
the map exactly the identity, after which NLL up-
dates only these coefficients. Thus, Beyond is the
strongest compressed control in Table 7, but the
continuous adapter’s lower PPL shows that Native-
to-Beyond gains do not isolate an intrinsic advan-
tage of discretization.
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Figure 8: Training dynamics for the three evaluated models. Curves show validation NLL evaluated
every 10 optimizer steps.

Model Method CoQA MATH Maj@1 MMLU AGIEval GPQA-D MATH CoT

Llama-3.1-8B

Native 23.6 47.4 63.0 36.3 29.3 40.0
KV-FP8 21.9 46.9 62.8 36.2 27.8 40.0
TurboQuant 21.4 45.1 62.6 35.9 26.8 38.2
Beyond 61.3 45.1 63.9 37.7 30.8 34.1

Ministral-3-14B

Native 27.6 64.4 75.0 37.7 27.8 34.5
KV-FP8 26.9 65.4 74.9 37.7 27.8 34.2
TurboQuant 27.3 65.1 75.0 34.8 27.8 35.3
Beyond 32.4 66.0 74.7 42.6 28.8 44.8

Qwen3-30B-A3B

Native 58.3 83.9 71.4 25.3 29.3 27.2
KV-FP8 59.6 83.1 71.2 25.7 29.8 27.7
TurboQuant 54.8 81.1 71.0 25.6 30.3 25.2
Beyond 66.8 81.7 69.8 30.0 29.8 28.0

Table 6: Detailed non-LongBench-v1 Benchmark Scores. Scores are percentages where higher is better.
Within each model block, the best score is bolded and the second-best score is underlined.

Method Variables/G32 Objective; cache Best/run tokens PPL↓

Native None None; uncompressed – 5.5030
Uniform-affine 2 endpoints NLL; uniform B4/G32 47.2M/55.1M 5.5125
Non-uniform recon. 16 levels + 15 thresholds Local K/V MSE; B4/G32 15.7M/23.6M 5.5686
Beyond 16 levels + 15 thresholds NLL; B4/G32 76.0M/83.9M 5.3837
Continuous adapter 31 Chebyshev coefficients NLL; uncompressed 131.1M/131.1M 5.3406

Table 7: Cache-side adaptation controls on
Llama-3.1-8B-Instruct. Lower PPL is better.
Bold marks the overall best result; underlining
marks the best compressed control. Token expo-
sures differ because all runs use early stopping
rather than a matched realized-token budget.

E.2 Zero-Update Cross-Corpus Transfer
We evaluate each final Pile-trained B4/G32 quan-
tizer on C4 (Raffel et al., 2020) and WikiText-
2 (Merity et al., 2017) without target-corpus up-
dates, following the KVQuant 8,192-token PPL
protocol. Table 8 shows positive transfer in five

of six model–corpus pairs. Llama and Qwen im-
prove on both corpora, while Ministral improves on
WikiText-2 and is the sole C4 exception, increasing
PPL by 0.0126.

E.3 Source-Specific Adaptation
To probe distribution dependence, we freeze Llama
and train only its B4/G32 quantizer on six addi-
tional sources. Every source-matched held-out PPL
in Table 9 is below the corresponding Native value,
but the downstream effects in Table 10 follow the
source rather than improving uniformly.

The multilingual quantizer also partially recov-
ers two weak Pile-trained slices: PCount rises from
4.50 to 5.03 and PR-zh from 75.70 to 88.13, com-
pared with Native scores of 10.58 and 96.04. These
results support source-aligned adaptation and cross-
task transfer, but not a claim of uniform improve-
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Figure 9: RULER NIAH heatmaps over depth and word count. Each panel uses the 500 max-context
NIAH samples, bins them by needle depth, and tiles the resulting depth-bin retrieval score across word-
count bins to preserve the full KIVI-style heatmap layout.

Model C4 Native↓ C4 Beyond↓ WikiText-2 Native↓ WikiText-2 Beyond↓
Ministral-3-14B-Instruct 6.6637 6.6763 5.6177 5.6147
Llama-3.1-8B-Instruct 8.0224 7.9328 6.4993 6.4502
Qwen3-30B-A3B-Instruct 7.1080 6.9129 6.5423 6.0616

Table 8: Zero-update cross-corpus PPL. The quantizers are trained only on The Pile and evaluated
unchanged. Bold marks the lower PPL within each Native–Beyond pair.

Training/evaluation source Native↓ Beyond↓
FineWeb 14.37 11.76
OpenWebMath 5.72 5.42
Chinese FineWeb2 20.93 16.94
Multilingual FineWeb2 11.03 10.86
HotpotQA + 2WikiMQA 1.97 1.38
UltraChat 2.99 2.77

Table 9: Source-matched held-out PPL for
Llama-3.1-8B-Instruct. The backbone is frozen
and only the B4/G32 quantizer is trained. Bold
marks the lower PPL in each row.

ment.

E.4 Roughly Matched Effective-Bit Accuracy
References

Table 11 compares Llama accuracy at a roughly
matched effective 5-bit KV-cache payload. Beyond
uses one dense B4/G32 cache. KIVI-R32 (Liu
et al., 2024c) uses K4/V4 with G32 and an FP16
residual window of 32 tokens, while our indepen-
dent KVQuant (Hooper et al., 2024) reference uses
Fisher-weighted non-uniform quantization, one
sink token, and retained FP16 outliers.

Beyond has the highest LongBench Avg21 and
exceeds both compressed references on four of the
six additional benchmarks. The cache structures
nevertheless differ: KIVI periodically migrates
its FP16 residual into quantized history, whereas
KVQuant requires indexed sparse-outlier access
beside dense codes. We therefore do not infer de-
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Quantizer comparison Evaluation slice Change

OpenWebMath vs. FineWeb MATH Maj@1 / MATH CoT +4.56 / +3.26 points
Chinese FineWeb2 vs. FineWeb Mean over five Chinese tasks +3.72 points
Multilingual FineWeb2 vs. FineWeb Mean over four bilingual retrieval/QA tasks +12.44 points
HotpotQA + 2WikiMQA vs. Native HotpotQA/2WikiMQA/MuSiQue mean 46.68 → 49.41
HotpotQA + 2WikiMQA vs. Native MuSiQue (unseen during adaptation) 32.13 → 34.84
UltraChat vs. Native CoQA 23.65 → 57.63
UltraChat vs. Native LongBench Avg21 43.39 → 41.92

Table 10: Source-aligned downstream effects. The five-task Chinese mean covers MultiFieldQA-zh,
DuReader, VCSum, LSHT, and PassageRetrieval-zh; the four-task bilingual mean covers the English and
Chinese versions of MultiFieldQA and PassageRetrieval.

Method LB Avg21↑ CoQA↑ MATH Maj@1↑ MMLU↑ AGIEval↑ GPQA-D↑ MATH CoT↑
Native 43.39 23.65 47.40 63.00 36.30 29.29 40.00
Pile-trained Beyond (B4/G32) 44.89 61.28 45.08 63.94 37.71 30.81 34.12
KIVI-R32 (K4/V4, G32) 43.15 23.62 46.84 63.08 36.03 26.26 40.06
KVQuant-Sink1-Sparse5bit 42.06 21.18 47.06 62.74 35.87 28.28 39.44

Table 11: Roughly matched effective-bit accuracy references on Llama-3.1-8B-Instruct. Bold marks
the highest score in each column. These are accuracy references rather than a latency comparison because
the methods use different residual and sparse side paths.

ployment speed from Table 11. We omit a full-
suite Coupled Quantization row because complete
author code for an equivalent evaluation is unavail-
able; GEAR’s low-rank/sparse residual recovery
is orthogonal to the base scalar quantizer and is
potentially composable with Beyond.

E.5 Score and Formatting Diagnostics
Exact-match tasks can turn small generation
changes into large score changes. For PCount, 13
of the 14 Native-to-Beyond losses replace the exact
Native count with a larger integer near miss; the
10.58-to-4.50 score change corresponds to about
12 fewer exact answers among 200 examples. For
PR-zh, among 48 losses, 29 select the wrong pas-
sage index and 19 begin with the correct label but
append text containing additional numbers, which
the exact scorer penalizes. These are substantive
count/index-binding failures, not only cosmetic for-
matting errors.

Formatting nevertheless explains part of the pos-
itive movement on other tasks. In the 500-example
CoQA diagnostic set, outputs beginning with Q:
fall from 108 to 47; rescoring the generated line
closest to the reference still leaves Beyond ahead
by 14.98 points. For the code tasks, stripping prose
and scoring the first fenced code line changes Be-
yond minus Native to +9.13 on LCC and −2.56
on RepoBench-P. Thus, improved answer-format
adherence contributes to some reported gains, but

neither fully explains CoQA nor yields a uniform
capability improvement across code tasks.

E.6 Additional Component Results
Table 12 expands the aggregate ablation
in Table 4 across all 21 LongBench-v1
tasks. The camera-ready PPL values remain
5.3837/5.3905/5.4068/5.3968 for Full/Raw/Freeze-
R/Freeze-T , respectively. The per-task reversals
reinforce that jointly learning levels and thresholds
improves the aggregate without dominating every
task.

The Qwen3-4B-Instruct companion gives PPL
5.9828/6.2489/6.0126 for Full/Freeze-R/Freeze-
T ; Full is best in this three-way comparison.
The Llama learning-rate sweep gives PPL 5.3871,
5.3837, and 5.3958 at 5 × 10−4, 7 × 10−4, and
9 × 10−4, respectively, supporting the default
7 × 10−4 within the tested range. Bit-width and
group-size sweeps in Fig. 5 use the Full method
rather than the component variants.

F Quantizer Granularity and Storage

Beyond stores one independently parameterized
scalar quantizer table for each layer, projection
type a ∈ {K,V }, KV head, and head-dimension
group of size G = 32. The table is shared across
sequence positions and contains K = 2b = 16 rep-
resentation levels R and K − 1 = 15 thresholds T .
The runtime accepts independently non-uniform
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Task Full Raw Freeze-R Freeze-T

NarrativeQA 31.49 31.08 29.76 29.53
Qasper 47.40 48.65 48.04 47.38
MultiFieldQA-en 56.24 54.00 54.23 53.10
MultiFieldQA-zh 56.91 57.54 58.44 58.29
HotpotQA 53.17 53.74 53.97 55.25
2WikiMQA 47.39 47.32 46.88 48.48
MuSiQue 30.87 27.68 26.42 30.91
DuReader 33.36 34.07 31.23 32.00
GovReport 36.67 37.01 36.48 36.82
QMSum 26.14 26.31 26.04 26.80
MultiNews 28.02 28.01 28.04 27.33
VCSum 15.84 16.20 16.62 16.41
TREC 66.00 59.00 65.00 66.50
TriviaQA 90.31 89.71 90.93 90.35
SAMSum 41.46 33.50 41.41 41.53
LSHT 24.60 16.50 29.00 11.67
PassageCount 4.50 5.00 4.91 4.48
PassageRetrieval-en 97.50 98.50 99.00 97.17
PassageRetrieval-zh 75.70 75.43 85.89 77.50
LCC 42.28 35.58 29.53 31.30
RepoBench-P 36.90 31.93 29.10 31.89

Table 12: Per-task LongBench-v1 component
ablation. Bold marks the highest score in each
row.

Model L Hkv Tables/proj. |R| |T | |φ| FP16 mem.

Llama-3.1-8B-Instruct 32 8 32 32,768 30,720 63,488 126,976 B (124 KiB)
Ministral-3-14B-Instruct 40 8 32 40,960 38,400 79,360 158,720 B (155 KiB)
Qwen3-30B-A3B-Instruct 48 4 16 24,576 23,040 47,616 95,232 B (93 KiB)

Table 13: Learned quantizer parameter counts
and persistent table memory. Counts are from
the final 4-bit/group-32 quantizer configs. Training
retains FP32 master parameters, whereas deployed
R and T tensors use IEEE FP16. This excludes per-
token cache codes and min/scale statistics, which
are counted in the cache bit-width calculation be-
low.

K and V tables. In the retained final artifacts, all
Llama and Qwen K/V tables and all Ministral V
tables are non-uniform; Ministral K remained ex-
actly on its initialized uniform grid and is reported
without post-hoc perturbation. All three evaluated
configurations have dh = 128. For a model with L
layers, Hkv KV heads, and head dimension dh, the
number of learned tables is

Ntab = 2LHkv
dh
G

,

where the factor of 2 accounts for K and V. Thus

|R| = NtabK,

|T | = Ntab(K − 1),

|φ| = Ntab(2K − 1).

At deployment, thresholds and reconstruction
levels both use IEEE FP16 storage. Thresh-
olds assign newly produced K/V states to cache
codes, while the CuTe attention kernel resolves
packed codes through the corresponding FP16
reconstruction-level LUT. FP32 masters remain a
training-only optimizer representation.

The packed cache stores b = 4 code bits per
KV scalar plus two group statistics, min and scale,
for every group of G = 32 scalars. With 16-bit
statistics, the cache storage per KV scalar is

bcache =
Gb+ 2 · 16

G
= 4 +

32

32
= 5.0 bits.

Equivalently, the packed cache has a 16/5 = 3.2×
storage reduction relative to a 16-bit dense KV
cache, before allocator/page padding. If the per-
sistent FP16 quantizer tables are amortized over
a batch of B sequences with cache length S, the
amortized bit-width is

bamort(B,S) = bcache +
16|φ|

2BLSHkvdh

= 5 +
15.5

BS
bits per KV scalar,

where the final equality uses b = 4, K = 16, and
G = 32. For a single sequence, this gives 5.0019
bits at S = 8192 and 5.0005 bits at S = 32768;
larger batches amortize the learned tables further.

For the KV-FP8 baseline, the run uses vLLM
kv_cache_dtype=fp8; the cache payload
stores one 8-bit FP8 value per K/V scalar. If we
also count the two optional FP32 K/V scale scalars
per layer, the amortized bit-width is

bFP8amort(B,S) = 8 +
2L · 32

2BLSHkvdh

= 8 +
32

BSHkvdh
.

This is measured in bits per KV scalar; the additive
term is negligible for the evaluated context lengths.

G Mathematical Details and Proofs

G.1 KV Quantization as Implicit
Regularization

This subsection proves the perturbation bounds
used in Sec. 3.2. The argument is intentionally lo-
cal: it identifies the loss terms that any downstream-
aware quantizer must control, rather than proving
that every quantizer improves every model.
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Proof of Proposition 3.1. Fix a perturbation d = δφ
and restrict the loss to the line segment from z to
z + d by defining f(t) = Ψ(z + td) for t ∈ [0, 1].
Then f ′(0) = ⟨g, d⟩ and f ′′(t) = d⊤∇2Ψ(z+td)d.
Applying the second-order Taylor formula with
integral remainder to this one-dimensional function
at t = 0 gives

f(1) = f(0) + f ′(0) +
1

2
f ′′(0)

+

∫︂ 1

0
(1− t)

(︁
f ′′(t)− f ′′(0)

)︁
dt.

Here the integral remainder is the part not captured
by the Hessian at the base point z: it measures
how f ′′(t), equivalently the Hessian of Ψ along the
segment from z to z+ d, changes relative to f ′′(0).
Substituting back f(1) = Ψ(z + d), f(0) = Ψ(z),
f ′′(0) = d⊤Hd, and H = ∇2Ψ(z) yields

Ψ(z + d) = Ψ(z) + ⟨g, d⟩+ 1

2
d⊤Hd+ r(d),

where

r(d) =

∫︂ 1

0
(1− t) d⊤

(︁
∇2Ψ(z + td)−H

)︁
d dt.

The Lipschitz-Hessian condition ∥∇2Ψ(z + u)−
∇2Ψ(z)∥op ≤ β∥u∥2 gives, with ∆t = ∇2Ψ(z +
td)−H ,

|r(d)| ≤
∫︂ 1

0
(1− t)∥d∥22∥∆t∥op dt

≤
∫︂ 1

0
(1− t)∥d∥22βt∥d∥2 dt

= β∥d∥32
∫︂ 1

0
t(1− t) dt =

β

6
∥d∥32.

The first inequality uses |d⊤Ad| ≤ ∥d∥2 ∥Ad∥2 ≤
∥A∥op∥d∥22 with A = ∆t. The second uses the
Lipschitz condition with u = td, giving ∥∆t∥op ≤
βt∥d∥2. The factor 1/6 is the scalar integral∫︁ 1
0 t(1− t) dt = 1/6. Taking expectation yields

EΨ(z + δφ) = Ψ(z) + ⟨g,Eδφ⟩

+
1

2
Tr

(︂
H E[δφδ⊤φ ]

)︂
+ ρφ,

with |ρφ| ≤ β
6E∥δφ∥32. For token NLL, let s =

h(z) be the downstream logits, π = Softmax(s),
Jh the Jacobian of h, and Fπ = Diag(π)−ππ⊤ ⪰
0. The exact downstream Hessian decomposes as

H = J⊤
h FπJh +

∑︂

j

(︁
πj − 1{j = y}

)︁
∇2hj(z).

Thus the generalized Gauss–Newton/Fisher com-
ponent HGGN = J⊤

h FπJh is positive semidef-
inite, whereas the downstream-network second-
order term can make H indefinite. Fisher-weighted
distortion is obtained only after omitting the lin-
ear term and replacing H by a fixed HGGN, which
gives 1

2E[δ
⊤
φHGGNδφ] =

1
2Tr(HGGNCφ). Plain

reconstruction follows only in the isotropic case
HGGN = λI with λ > 0, where this term becomes
λ
2E∥δφ∥22. Hence reconstruction error is not the
general downstream objective.

Setup. For one attention head, define

a =
1√
d
qK⊤ ∈ RS ,

p = Softmax(a),

o = pV.

Quantization induces perturbations K̂ = K +∆K
and V̂ = V +∆V . The key perturbation creates
logit noise

ε ≜ 1√
d
q(∆K)⊤,

a′ = a+ ε,

p′ = Softmax(a+ ε),

o′ = p′V̂ .

The mean perturbation µ = E[∆o] may be nonzero
for a learned quantizer; this is the degree of free-
dom that lets loss-aware quantization act differ-
ently from reconstruction-only, approximately zero-
mean noise.

Assumption G.1 (Small moment-controlled KV
perturbations). Assume ∆K and ∆V have
bounded second moments and are small enough
for the first-order attention expansion to dominate
the second-order remainder. Assume further that
either ∆K and ∆V are independent, or their cross-
covariance terms are negligible at first order.

Lemma G.2 (Softmax first-order expansion). Let
p = Softmax(a). For small ε,

p′ = p+ Jsm(a) ε+O(∥ε∥2),
Jsm(a) = Diag(p)− pp⊤.

Proof. Taylor expand the smooth map Softmax
around a and use its standard Jacobian.
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Lemma G.3 (Linearized attention output perturba-
tion). Let

∆o ≜
(︁
Jsm(a)ε

)︁
V + p∆V.

Then, up to second-order terms,

o′ = o+∆o+O(∥ε∥2 + ∥ε∥ ∥∆V ∥).

Proof. Expand

o′ = p′(V +∆V )

= pV + (p′ − p)V + p∆V

+ (p′ − p)∆V.

Using Lemma G.2, the first-order terms are exactly
(Jsm(a)ε)V + p∆V , while (p′ − p)∆V and the
Taylor remainder of p′ are second order.

Proof of Proposition 3.2. Let olin = o+∆o be the
linearized attention output from Lemma G.3. By
L-smoothness of ℓ,

ℓ(olin) ≤ ℓ(o) + ⟨∇ℓ(o),∆o⟩+ L

2
∥∆o∥22.

Taking expectation gives

E[ℓ(olin)] ≤ ℓ(o) +
⟨︁
∇ℓ(o),E[∆o]

⟩︁
+
L

2
E∥∆o∥22,

which proves the bound with µ = E[∆o]. If
⟨∇ℓ(o), µ⟩ < −L

2E∥∆o∥22, then the right-hand
side is strictly smaller than ℓ(o), so the expected
quantized loss is lower than the full-precision local
loss.

Corollary G.4 (Zero-mean quantization gives a
second-order regularizer). Under Assumption G.1,
if additionally E[∆K] = 0 and E[∆V ] = 0, then
µ = 0 in the first-order model, and Proposition 3.2
reduces to

E[ℓ(olin)] ≤ ℓ(o) +
L

2
E∥∆o∥22.

Thus zero-mean quantization behaves locally like
an input-dependent second-order penalty.

Proof. Since E[∆K] = 0 and E[∆V ] = 0, E[ε] =
0 and E[∆o] = (Jsm(a)E[ε])V + pE[∆V ] = 0 at
first order. Substituting µ = 0 into Proposition 3.2
gives the result.

Proof of Proposition 3.3. Let w⊤
j denote the j-th

row of W and πt = Softmax(Wot). The cross-
entropy loss at position t is

ℓt(ot) = − log πt,yt

= −w⊤
ytot + log

∑︂

k

exp(w⊤
k ot).

Therefore

∇otℓt(ot) = −wyt +

∑︁
j exp(w

⊤
j ot)wj∑︁

k exp(w
⊤
k ot)

=
∑︂

j

πt,jwj − wyt .

Since
∑︁

j πt,j = 1,

∇otℓt(ot) =
∑︂

j

πt,j(wj − wyt)

=
∑︂

j ̸=yt

πt,j(wj − wyt).

Taking the inner product with µt gives the linear
term in the loss change,

ℓt(ot+µt)−ℓt(ot) =
⟨︁
∇otℓt(ot), µt

⟩︁
+O(∥µt∥22),

where
⟨︁
∇otℓt(ot), µt

⟩︁
=

∑︂

j ̸=yt

πt,j
⟨︁
wj − wyt , µt

⟩︁
.

Now define the one-step margin shift for any com-
peting token j ̸= yt:

∆mt(j) ≜
[︁
sj(ot + µt)− syt(ot + µt)

]︁

−
[︁
sj(ot)− syt(ot)

]︁
.

Because sj(o) = w⊤
j o,

∆mt(j) =
⟨︁
wj − wyt , µt

⟩︁
.

Substituting this identity into the loss expression
yields

⟨︁
∇otℓt(ot), µt

⟩︁
=

∑︂

j ̸=yt

πt,j∆mt(j).

Thus cross-entropy averages the one-step
competing-margin shifts, weighted by the model
probabilities.

For a fixed competing continuation c1:T , keep
the teacher-forced states ot fixed from the target
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prefixes y<t and define

M(c, y) =
T∑︂

t=1

(︁
sct(ot)− syt(ot)

)︁
,

Mµ(c, y) =
T∑︂

t=1

(︁
sct(ot + µt)− syt(ot + µt)

)︁
.

Then the path-level margin shift is

∆M(c, y) ≜ Mµ(c, y)−M(c, y)

=

T∑︂

t=1

∆mt(ct)

=

T∑︂

t=1

⟨︁
wct − wyt , µt

⟩︁
.

If ∆M(c, y) < 0, the perturbation reduces the mar-
gin of path c against the target path. The preced-
ing identity shows that the cross-entropy term opti-
mizes the same one-step shifts, but averaged over
all competing tokens rather than selected along a
fixed path.

Corollary G.5 (Value quantization induces an at-
tention-concentration penalty). Assume row-wise
independent value noise ∆V = [∆v⊤1 ; . . . ;∆v⊤S ]
with E[∆vi] = 0 and Cov(∆vi) = σ2

V I . Then

E∥p∆V ∥2 = dv σ
2
V ∥p∥22.

Since ∥p∥22 is minimized by uniform attention and
maximized by one-hot attention, value perturba-
tions contribute a larger second-order penalty for
overly concentrated attention.

Proof. p∆V =
∑︁

i pi∆vi. By independence and
isotropic covariance, Cov(p∆V ) =

∑︁
i p

2
iσ

2
V I =

σ2
V ∥p∥22I . Taking the trace yields the result.

Interpretation. The zero-mean special case ex-
plains the regularization effect: quantization adds a
structured second-order penalty whose strength de-
pends on the attention distribution and quantization
scale. The learned non-uniform case can go fur-
ther. By moving (R, T ) with the downstream loss,
the quantizer can introduce a small systematic per-
turbation µ that reduces high-probability compet-
ing margins. When this negative first-order effect
dominates the positive curvature penalty in Propo-
sition 3.2, the compressed KV cache can obtain
lower local loss than the full-precision cache. This
is the mathematical mechanism behind treating KV
quantization as implicit regularization rather than
only as reconstruction error, consistent with classic
noise-as-regularization intuition (Bishop, 1995).

G.2 Hard Objective and Deployment
Consistency

This subsection separates two facts that are often
conflated in STE-based quantization: the hard em-
pirical objective is not classically differentiable in
thresholds, but the forward computation remains
exactly the deployed quantizer.

Feasible set. Let φ = (R, T ), with R ∈ R for a
compact convex set R ⊂ RK and

0 ≤ t1 < · · · < tK−1 ≤ 1.

During optimization, this strict ordering is main-
tained by projection with a small margin δthr > 0.
For the projected-optimizer statement below, define
the closed feasible set

Φ = {(R, T ) : R ∈ R,

0 ≤ t1, tk + δthr ≤ tk+1,

1 ≤ k < K − 1,

tK−1 ≤ 1}.

Hard empirical objective. For a finite calibra-
tion set {xi}ni=1 and per-sample downstream losses
Li, define

Fn(φ) =
1

n

n∑︂

i=1

Li(Q(xi;φ)).

Proposition G.6 (Piecewise-constant threshold ob-
jective). Fix R and a finite set {xi}ni=1. On any
open region of threshold space where no threshold
crosses any sample, i.e., tk ̸= xi for all i, k, the
bin assignments are constant and Fn is constant
as a function of T . Consequently, the classical
derivative of Fn with respect to the thresholds is
zero almost everywhere.

Proof. Inside such a region, every indicator I{xi ∈
Bk(T )} is fixed. Thus each Q(xi;R, T ) is fixed,
and so every term Li(Q(xi;R, T )) is fixed. The
only possible changes occur on the finite collec-
tion of hyperplanes tk = xi, which has Lebesgue
measure zero.

Proposition G.7 (No forward train–deploy gap).
For any parameter iterate φt = (Rt, Tt) produced
by hard-forward STE training, the forward value
used during training equals the value used at infer-
ence:

x̃forward = Q(x;Rt, Tt).

12155



Proof. From Eq. (6),

x̃ = x+ sg(Q(x;Rt, Tt)− x).

The stop-gradient operator is the identity in the
forward pass, so x̃ = x + Q(x;Rt, Tt) − x =
Q(x;Rt, Tt). It only changes the backward deriva-
tive.

Pseudo-gradient oracle. The hard-forward esti-
mator is therefore best viewed as an inexact first-
order oracle for quantizer parameters. The pop-
ulation update direction can be written abstractly
as

gPG(φ) = E
[︂
JPG,φ(x;φ)

⊤∇uL(u)
⃓⃓
u=Q(x;φ)

]︂
,

(9)
where JPG,φ is the pseudo-Jacobian induced by the
input, level, and threshold update rules in Sec. 3.2.
No smooth sigmoid, softmax relaxation, tempera-
ture, or annealing schedule is part of this oracle.

G.3 Optimizer Sanity Check for an Inexact
STE Oracle

We update only φ = (R, T ) and freeze the back-
bone weights. The hard empirical objective in
Appendix G.2 is piecewise constant in thresholds,
so this subsection is not a convergence theory for
the classical derivative of that hard objective. It
is a conditional optimization sanity check: if the
hard-forward backward rule is treated as a stochas-
tic first-order oracle for a smooth reference objec-
tive f , with a uniformly bounded oracle mismatch,
then the standard projected AMSGrad stationarity
bound applies. This separates the deployable hard
forward pass from the reference first-order geome-
try used only for optimization.

Gradient mapping. For a differentiable refer-
ence objective f on the closed convex set Φ, define

Gη(φ) =
1

η
(φ−ΠΦ(φ− η∇f(φ))) ,

where ΠΦ is Euclidean projection. If the projection
is inactive, Gη(φ) = ∇f(φ). Thus ∥Gη(φ)∥ is the
constrained analogue of a gradient norm.

Projected AMSGrad update. Given a mini-
batch hard-forward pseudo-gradient estimator gt at

φt, projected AMSGrad uses

mt = β1mt−1 + (1− β1) gt,

vt = β2vt−1 + (1− β2) (gt ⊙ gt),

v̂t = max{v̂t−1, vt} (elementwise),

φt+1 = ΠΦ

(︃
φt − ηt

mt√
v̂t + ϵadam

)︃
,

(10)

where ⊙ is the Hadamard (elementwise) prod-
uct,

√· and all divisions are elementwise, and
ϵadam > 0 is the standard numerical-stability con-
stant. Bias correction is omitted only to simplify
notation; it changes constants through a determin-
istic rescaling of ηt. Adam uses the same mt and
vt recursions (Kingma and Ba, 2015). AMSGrad
replaces vt by the monotone envelope v̂t, which is
the ingredient used in the convergence proof (Reddi
et al., 2018).

Assumption G.8 (Smooth reference objective and
inexact STE oracle). Assume:

(i) Φ is closed, convex, and bounded, and f is
Lf -smooth on Φ, i.e., ∥∇f(x) − ∇f(y)∥ ≤
Lf∥x− y∥ for all x, y ∈ Φ.

(ii) f is bounded below on Φ by f inf .

(iii) With respect to the filtration Ft generated by
the previous minibatches and iterates,

bt ≜ E[gt | Ft]−∇f(φt)

is the oracle mismatch and is uniformly
bounded by ∥bt∥ ≤ εPG almost surely.

(iv) Stochastic pseudo-gradients are uniformly
bounded in ℓ∞: ∥gt∥∞ ≤ G almost surely
for all t.

(v) ηt = η/
√
t for some η > 0, and β1, β2 ∈

(0, 1) with β2
1 < β2.

Lemma G.9 (One-step descent with oracle mis-
match). Under Assumption G.8, there exist con-
stants a0, a1, a2 > 0, independent of t and T , such
that the projected AMSGrad iterate satisfies

Et[f(φt+1)] ≤ f(φt)− a0ηt∥Gηt(φt)∥2

+ a1ηt
⃓⃓
⟨Gηt(φt), bt⟩

⃓⃓
+ a2η

2
t ,

where Et[·] = E[· | Ft].

Proof. Let ḡt = E[gt | Ft] = ∇f(φt) + bt and
write the martingale noise as ξt = gt − ḡt, so
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Et[ξt] = 0. The bounded-gradient assumption im-
plies ϵadam ≤

√︁
v̂t,i + ϵadam ≤ G + ϵadam for

every coordinate i. Hence the diagonal AMSGrad
preconditioner is uniformly positive definite and
uniformly bounded; all norm changes between the
preconditioned update and the Euclidean gradient
mapping are controlled by constants depending
only on G, ϵadam, and the dimension of φ.

By Lf -smoothness,

f(φt+1) ≤ f(φt) + ⟨∇f(φt), φt+1 − φt⟩

+
Lf

2
∥φt+1 − φt∥2.

The projection optimality condition for φt+1 =
ΠΦ(φt − ηtD

−1
t mt), where Dt = Diag(

√
v̂t +

ϵadam), gives the usual projected-descent inequal-
ity: the component of the step aligned with the
reference gradient contributes a negative term pro-
portional to ηt∥Gηt(φt)∥2. The replacement of
∇f(φt) by the conditional mean ḡt = ∇f(φt)+bt
leaves the additional inner product ηt⟨Gηt(φt), bt⟩.
Finally, the martingale noise ξt, first-moment recur-
sion, and bounded preconditioner contribute only
second-order terms after conditional expectation;
the AMSGrad monotonicity of v̂t and the condi-
tion β2

1 < β2 control the accumulated momen-
tum/preconditioner variation by a constant multi-
ple of η2t . Collecting these standard AMSGrad
terms yields the stated inequality with constants
a0, a1, a2 independent of t and T .

Theorem G.10 (Projected AMSGrad stationarity
for the reference objective). Let f be the smooth
reference objective in Assumption G.8. Then pro-
jected AMSGrad with ηt = η/

√
t satisfies

min
1≤t≤T

E
⃦⃦
Gηt(φt)

⃦⃦2
2

≤ C1 + C2(1 + log T )√
T

+ C3 ε
2
PG,

for constants C1, C2, C3 > 0 independent of T .
Thus the projected gradient mapping of the refer-
ence objective decays at the standard nonconvex
projected-AMSGrad rate up to the STE oracle mis-
match.

Proof of Theorem G.10. Let Ht = Gηt(φt). Taking
total expectation in Lemma G.9, summing from
t = 1 to T , and using f(φT+1) ≥ f inf gives the
following bound, where

A0 = a−1
0

(︁
f(φ1)− f inf

)︁
,

A1 = a−1
0 a2, A2 = a−1

0 a1.

T∑︂

t=1

ηt E∥Ht∥2 ≤ A0 +A1

T∑︂

t=1

η2t

+A2

T∑︂

t=1

ηt E
⃓⃓
⟨Ht, bt⟩

⃓⃓
.

(11)

The first term is the finite initial optimality gap,
the second term is the usual stochastic/adaptive-
stepsize accumulation, and the third term is the
only term introduced by the hard-forward oracle
mismatch. By Cauchy–Schwarz and Young’s in-
equality, for any ρ > 0,

⃓⃓
⟨Ht, bt⟩

⃓⃓
≤ ρ

2
∥Ht∥2 +

1

2ρ
∥bt∥2

≤ ρ

2
∥Ht∥2 +

1

2ρ
ε2PG.

Choosing ρ = 1/A2 and substituting this bound
into Eq. (11) gives one half of

∑︁
t ηtE∥Ht∥2 back

on the right-hand side. Moving it to the left yields

T∑︂

t=1

ηt E∥Ht∥2 ≤ 2A0 + 2A1

T∑︂

t=1

η2t

+A2
2 ε

2
PG

T∑︂

t=1

ηt.

(12)

Since all ηt are positive, the smallest stationarity
measure among the first T iterates is bounded by
the stepsize-weighted average:

min
1≤t≤T

E∥Gηt(φt)∥2 ≤
∑︁T

t=1 ηt E∥Ht∥2∑︁T
t=1 ηt

.

For ηt = η/
√
t,
∑︁T

t=1 ηt ≥ η
√
T and

∑︁T
t=1 η

2
t ≤

η2(1 + log T ). Combining these inequalities with
Eq. (12) yields

min
1≤t≤T

E∥Gηt(φt)∥2 ≤
2A0 + 2A1 η

2(1 + log T )

η
√
T

+A2
2 ε

2
PG.

Setting C1 ≜ 2A0/η, C2 ≜ 2A1η, and C3 ≜ A2
2

gives the claimed bound.

G.4 Scope of the Mathematical Claims
The appendix makes three limited claims. First,
Beyond has no forward train–deploy mismatch:
training and inference evaluate the same hard quan-
tizer. Second, because the hard empirical objective
is piecewise constant in thresholds, threshold learn-
ing relies on an explicitly biased boundary pseudo-
gradient. Third, the Adam/AMSGrad statement is
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a first-order stationarity guarantee for a smooth ref-
erence objective under a bounded-oracle-mismatch
STE update; it is not a global-optimality guarantee
for the piecewise-constant hard objective. These
are the assumptions under which the standard input
STE and hard-forward threshold update in the main
paper should be interpreted.
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