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Abstract

Ensuring that multilingual language models
generate coherent text in a specific target lan-
guage is a major issue in multilingual language
modeling. We develop an optimal control
method for target-language text generation as
well as a framework for evaluating the quality
of generated text in terms of language adher-
ence, linguistic coherence, and semantic co-
herence. We find that the proposed method
performs at least as well as the prominent
difference-in-means activation steering method
for the majority of models tested, with substan-
tially less hyperparameter tuning required.

jmichaelov/target-language-control

1 Introduction

Despite substantial advances in natural language
technology in recent years, the vast majority of
progress has focused on a limited number of high-
resource languages, primarily English (Joshi et al.,
2020; Nigatu et al., 2024; Qin et al., 2025; Wu et al.,
2025). While capabilities can transfer across lan-
guages, current research suggests that the extent to
which this is the case is limited and uneven across
languages and capabilities (Conneau et al., 2020;
Wang et al., 2020; Chang et al., 2023). One known
issue is that when prompted in a specific target lan-
guage or explicitly prompted to generate text in that
language, even state-of-the-art models can drift into
generating in higher-resource languages, especially
when generating longer texts or during reasoning
(Marchisio et al., 2024; Yong et al., 2025).

In this paper, we address the multifaceted chal-
lenge of generating text in a specific target lan-
guage. First, we consider the difficulty of evalu-
ating whether a language model has successfully
done so. We identify three key desiderata for target-
language generation, namely, language adherence
(whether the model generates text in the target lan-
guage), linguistic coherence (whether the model

generates a valid string of the target language), and
semantic coherence (whether the model generates
text with the appropriate meaning and relation to
its context, e.g., the prompt). We propose a specific
operationalization of each of these desiderata as
metrics, and develop a metric that combines them
appropriately, which we name adhered coherence.

Next, we narrow our focus to one specific
and promising avenue for target-language gen-
eration, namely, activation steering. We formu-
late this approach to target-language generation as
an optimal control problem based on the frame-
work developed by Cheng et al. (2024), and use
this to formally compare the accompanying Lin-
ear Semantic Control method of activation steer-
ing (LISECO; Cheng et al., 2024; Cheng and
Amo Alonso, 2026) to approaches that have been
proposed for target-language activation steering,
including both the standard difference-in-means
method (DIFFMEANS; Rimsky et al., 2024), and
other more specific approaches tailored to language
steering. Based on this, we argue that a LISECO-
based approach has desirable properties in that it
is in principle more flexible and provides formal
guarantees that other methods do not.

We then empirically compare methods. We
adapt the LISECO method of Cheng et al. (2024)
for target-language activation steering, and com-
pare this to DIFFMEANS, as well as the re-
lated lightweight ACTADD method. Using
crosslingually-paired XSTORYCLOZE items, we
then evaluate the performance of each method at
switching the language of text generation with-
out any prompt (i.e., ‘language forcing’; Gurgurov
et al., 2025). While we observe substantial vari-
ation by model and language pair, we find that
LISECO empirically performs more predictably
and generally better than the DIFFMEANS and AC-
TADD approaches, and requires substantially less
hyperparameter tuning to be effective.
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(A) Mean training set performance (Llama 3.2 1B) (B) Hyperparameter−tuned test set performance
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Figure 1: (A) Performance of Llama 3.2 1B after activation steering (on all English, Spanish, and Hindi language
pairs of the XSTORYCLOZE training set), averaged across all ACTADD, DIFFMEANS, and LISECO hyperparamters.
(B) Performance of 8 language models after activation steering (on all English, Spanish, Hindi, and Chinese
language pairs of the XSTORYCLOZE test set), using the single-layer DIFFMEANS and multi-layer LISECO, with
hyperparameters tuned to a single setting (LISECO), or to each individual language model (DIFFMEANS, LISECO).
Error bars reflect 95% bootstrapped confidence intervals.

2 Related Work

2.1 Multilingual Representations and
Target-Language Activation Steering

While there is some evidence that some seman-
tic knowledge is best accessed in the language in
which it is learned (Mittal et al., 2023; Ifergan et al.,
2025; Goldman et al., 2025; Zhong et al., 2025),
an increasing amount of evidence suggests that
language representations and semantic represen-
tations can often be dissociated, particularly for
languages on which models have been more exten-
sively trained (Tezuka and Inoue, 2025; Chen et al.,
2025; Tamo et al., 2025). For example, activating
neurons associated with a concept in one language
can lead to models generating text related to that
concept in another language (Riemenschneider and
Frank, 2025), and activating neurons associated
with a specific language can be used to generate
text in that language (Gurgurov et al., 2025; Sundar
et al., 2025). Similarly, the difference-in-means
(DIFFMEANS; Subramani et al., 2022; Li et al.,
2023b; Rimsky et al., 2024; Marks and Tegmark,
2024) method, where the difference between mean
representations of texts with two different features
is used to steer the model in the direction of either
has been applied to language (Lu et al., 2025), as
have other approaches that involve calculating or
learning a mapping between two languages (Chang
et al., 2022; Mahmoud et al., 2025; Wang et al.,
2025b; Sterz et al., 2025; Lopo et al., 2025).

Because Transformer model representations are
highly anisotropic (Ethayarajh, 2019; Hämmerl
et al., 2023), one possible issue with activation
steering is that the model’s activation state could
be shifted into an ‘unnatural’ subspace, where it
is within the right region along the dimensions for
desired language, but other dimensions of the rep-

resentations could be degraded. Thus, most of the
aforementioned methods try to reduce the extent to
which representations are shifted during steering,
for example by reducing the distance in activation
space to which representations are steered (e.g.,
Wang et al., 2025b), only intervening on a small
subset of layers (e.g., Lu et al., 2025), only inter-
vening on a small subset of neurons (e.g., Gurgurov
et al., 2025), or other similar approaches. Generally,
the research suggests that input-language-specific
representations are most distinct in the earlier lay-
ers, and output-language-specific representations in
the later layers, with more language-neutral repre-
sentations in the middle layers (Kojima et al., 2024;
Wang et al., 2025a; Dumas et al., 2024; Zhang et al.,
2025; Wu et al., 2024; Tezuka and Inoue, 2025).
Thus, when the goal is to steer the model to gener-
ate text in a specific language, one would expect
that intervening on later layers is likely to be the
most successful approach (see Lu et al., 2025).

2.2 Evaluation

Previous work evaluating target-language genera-
tion through activation steering generally focuses
on one or more of three settings. The first is prompt-
ing a model in a target language and evaluating
whether the activation intervention leads to an im-
provement in text generated in the same language,
either due to intervening to align the model’s in-
ternal representations more with a high-resource
language such as English (Wang et al., 2025b; Lu
et al., 2025; Mahmoud et al., 2025) or intervening
to steer the model’s output in the direction of the
target language (Sterz et al., 2025). The second
is prompting a model to generate text in a target
language and evaluating whether it successfully
generates text in that language (Sterz et al., 2025;
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Lopo et al., 2025). The third common type of exper-
iment is to intervene in some way on the model’s
representations to attempt to cause it to generate
text in a target language and evaluating whether it
does so successfully (Chang et al., 2022; Sundar
et al., 2025; Gurgurov et al., 2025, 2026).

One of the primary evaluation metrics in such
experiments is whether the language model gener-
ates text in the appropriate language, often referred
to as language adherence (Langlais et al., 2024).
In general, the approach taken is to use a language
identification classifier on the generated text, and a
model is considered to adhere if the generated text
is assigned the label corresponding to the target
language (Chang et al., 2022; Sundar et al., 2025;
Gurgurov et al., 2025). This can be calculated at the
level of a whole text generation, or in a more fine-
grained fashion by classifying individual words or
lines of the text to see what proportion successfully
adhere (see Marchisio et al., 2024).

Alternatively or in addition, generations can be
evaluated based on the quality of the input and
output. For example, activation steering has been
used to improve translation quality (Lopo et al.,
2025; Wang et al., 2025b); in this case, evaluation
based on a reference translation inherently captures
language adherence. Cases where the models are
evaluated on tasks where there is a reference or
ground-truth answer in the target language (as in
the case of same-language prompting or including
the generation language in the prompt) can also be
treated in the same way (Mahmoud et al., 2025;
Lu et al., 2025; Wang et al., 2025b), though some
work evaluates language adherence separately in
addition to task accuracy (Sterz et al., 2025; Lopo
et al., 2025). Finally, in contemporaneous work,
Gurgurov et al. (2026) fully separate language ad-
herence and content (in terms of both linguistic
and semantic coherence as defined in Section 3) by
evaluating generation quality using a multilingual
LLM-as-judge that is instructed to ignore language
adherence in its rating.

3 Evaluating language activation steering

Evaluating target-language text generations is a
multifaceted problem that requires both assessing
whether the generated text is in the correct lan-
guage, and assessing the appropriateness of the
generated text itself. We develop a principled ap-
proach to assess this. Following previous work on
summary evaluation (Peyrard et al., 2017; Zhu and

Bhat, 2020), we begin by determining three key
desiderata that we believe are important to evaluat-
ing model generations in context. We then describe
how they can be combined into a single principled
metric of target-language text generation quality.

Language Adherence When assessing the qual-
ity of the text generated by a model in a specific tar-
get language, perhaps the most straightforward as-
pect to test is whether the text is in fact in the target
language. We consider language adherence as a bi-
nary variable, specifically, whether a language clas-
sifier that predicts the language Li of a given text
assigns target language t the highest probability
given the generated text (i.e., argmaxi p̂(Li) = t).

Semantic Coherence In addition to language ad-
herence, it is also important for the generated text to
have appropriate content given its context. For our
purposes, we consider a specific case where the out-
put is not straightforwardly verifiable, and the task
has reference correct (strue) and incorrect (sfalse)
outputs. Thus, to get a binary value for semantic
coherence for a given output string sgen, we can cal-
culate whether sim(sgen, strue) > sim(sgen, sfalse),
where similarity is calculated from multilingual
sentence embeddings.

Linguistic Coherence Less considered in pre-
vious work is the question of whether the gener-
ated text is not only recognizable as being in a
given language and contains semantically appropri-
ate content, but is also well-formed in the target lan-
guage. We operationalize linguistic coherence as
log-perplexity. We specifically propose the use of
n-gram perplexity because it avoids the confounds
of evaluating a model’s output based on another
model with the same architecture—for example, a
common failure mode for neural language models
is repetition (Fu et al., 2021; Xu et al., 2022; Li
et al., 2023a; Hiraoka and Inui, 2025; Doan et al.,
2025), and if a model susceptible to this were used
to evaluate the generations, it would lead to repet-
itive generations being assigned unduly low (i.e.,
good) perplexities. For our purposes, as with the
other two metrics, we treat linguistic coherence
as a binary variable by setting a threshold value.
We set a linguistic coherence threshold such that
a response’s log-perplexity in the target language
Lt must have a value smaller than than 2 standard
deviations above the mean baseline log-perplexity
in the target language Lb, where the baseline refers
to a monolingual setting in the target language
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with no activation steering. Thus, our measure
of linguistic coherence is described by the equation
Lt ≤ µ(Lb) + 2σ(Lb).

Adhered coherence We then combine these
three metrics in a joint score that encompasses all
three desiderata, which we name adhered coher-
ence. As shown in Equation (1), a specific text
generation demonstrates adhered coherence C if
it adheres to the target language, is semantically
coherent, and is linguistically coherent, as defined
previously in this section:

C =





1 if argmaxi p̂(Li) = t

and sim(sgen, strue) > sim(sgen, sfalse)

and Lt ≤ µ(Lb) + 2σ(Lb)

0 otherwise
(1)

4 Target-Language Generation as an
Optimal Control Problem

4.1 Activations Across Layers as Dynamic
Trajectories

Following Cheng et al. (2024), one can conceptual-
ize the flow of activations across Transformer lay-
ers as forming dynamic trajectories through high-
dimensional representation spaces. Transforma-
tions of the input representations are realized in
a sequential manner given the iterative nature of
language model layers. Hence, if we treat the acti-
vation state at a given token as capturing the repre-
sentation of the current token and relevant informa-
tion from previous tokens (as in, e.g., Olsson et al.,
2022; Rimsky et al., 2024; Wang et al., 2025b),
the trajectory of an activation through layers can
be described as a discrete-time dynamical system
propagation of the form:

x0 = E(si), xτ+1 = ℓτ+1(xτ ),

si+1 = U(xT ),

with τ = 0, . . . , T − 1 (2)

where s ∈ Σ∗ is the prompt string, xτ ∈ Rd is the
latent representation of string s after layer ℓτ , ℓτ
is the τ th model layer, T is the number of layers
in the model, and E and U are the embedding and
unembedding matrices, respectively.

Evidence suggests that cross-lingual understand-
ing emerges from the geometry and dynamics of
these activation spaces naturally, rather than from

explicit training objectives for cross-lingual align-
ment (see §2). Thus, the dynamical systems per-
spective above offers a principled framework for
understanding and manipulating multilingual gen-
eration: by viewing the Transformer as implement-
ing the dynamics in Equation 2, we can conceptu-
alize cross-lingual steering as a trajectory control
problem, where interventions guide the activation
flow toward desired linguistic or semantic targets
while preserving the underlying conceptual struc-
ture that enables cross-lingual generalization.

4.2 Problem Statement
Building on the dynamical systems perspective, we
formulate cross-lingual steering as an intervention
design problem in activation space. Given a trained
multilingual language model and a source language
input, the goal is to design activation interventions
that guide the model’s output toward a target lan-
guage while preserving semantic content and main-
taining generation quality. Given a target language
Lt, let Rt ⊂ Rd represent the region in layer t’s
activation space corresponding to generations in
that target language. The goal is to design control
inputs θτ : Rd → Rd to modify the dynamics of
the last token’s activations:

x0 = E(s), x̃τ = xτ + θτ (xτ ),

xτ+1 = ℓτ+1(x̃τ ), y = U(xT ), (3)

such that the following requirements are satisfied:

• Minimal Disturbance: The intervention
should introduce the smallest possible pertur-
bation to the original activation trajectory, i.e.,
should prevent oversteering and preserve the
model’s learned representations.

• Guaranteed Language Transition: The
modified activations must reliably steer the
language attribute toward the target, ensuring
that x̃τ ∈ Rt for intervened layers τ ∈ T ,
such that for any text in source language Ls,
the generated continuation is classified to be
in target language Lt, where T is the set of
layers chosen for intervention.

• Topology Awareness: The intervention must
respect the geometric structure of the embed-
ding space, leveraging the multilingual topol-
ogy to move between language-specific re-
gions while maintaining semantic coherence
and conceptual alignment with the original
source language.
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The challenge lies in simultaneously satisfying
these competing objectives: achieving reliable lan-
guage transition while minimizing activation per-
turbations and respecting the learned multilingual
geometry underlying the model’s core capabilities.

4.3 Existing Approaches

Our formulation allows us to describe current meth-
ods in terms of θτ . With DIFFMEANS (see, e.g., Lu
et al., 2025), θτ = κzt, where zτ = µLt

τ − µLs
τ is

computed from paired data in the source and target
languages and κ is a hyperparameter. The neu-
ron manipulation approach (Gurgurov et al., 2025)
also has θτ = κzτ , but in this case zτ is a sparse
vector (≤5% of neurons are intervened on) where
non-zero values are ‘boost values’ calculated for
each individual neuron based on µLt

τ . Most other
previous studies (e.g., Chang et al., 2022; Sundar
et al., 2025; Mahmoud et al., 2025; Wang et al.,
2025b; Sterz et al., 2025; Lopo et al., 2025) can
generally be considered variants of one (or a combi-
nation) of these approaches—crucially, under these
approaches θτ does not depend on the original ac-
tivation xτ . The exception to this is INCLINE
(Wang et al., 2025b), where θτ = κxτVτ , and Vτ is
a learned matrix that maps xLs

τ to xLt
τ , fitted based

on paired data in the source and target languages.

5 Target-Language Interventions in
Activation Space via Optimal Control

5.1 Multilingual Region Identification in
Activation Space

Identifying the language-specific region Ri
t de-

pends on how the language attribute a is encoded
in latent space. Let layer t’s activations encode lan-
guage as ft : Rd → L, mapping activation vectors
to discrete language labels. Then, the region Ri

t in
latent space can be identified as the pre-image of
language Li under ft. This information can then
be leveraged to control activations, since the de-
sired language outcome a = L∗

t can be proxied by
enforcing the activation xt ∈ RL∗

t
t .

Linear Representation Hypothesis. (Park et al.,
2023) In the Linear Separability Hypothesis, each
language Li is hypothesized to occupy a distinct
region Ri

t of activation space for each layer t. For-
mally, a string s ∈ Σ∗ generates text in language
Li if and only if its corresponding representations
xt ∈ Ri

t, where Ri
t is a linearly-separable region

in embedding space.

The goal is to identify the regions in activa-
tion space that correspond to different languages.
Specifically, at each layer t we learn a lightweight
linear probe ft that maps the latent state xt to lan-
guage probabilities. By the linearity hypothesis,
we define ft : Rd → R|L| as:

fτ (xt) = softmax(W T
τ xτ ), (4)

where Wτ ∈ Rd×|L| is a weight matrix that projects
activations to language logits.

For each layer τ , we minimize the cross-entropy
loss over a dataset {s(i),L(i)}Ni=1 of (text, lan-
guage) pairs:

min
Wt

−
N∑

i=1

|L|∑

j=1

1[L(i) = Lj ] log fτ (x
(i)
τ )j (5)

where x
(i)
τ is the representation of string s(i) at

layer τ , and fτ (x
(i)
τ )j is the predicted probability

for language Lj .

5.2 Multilingual Control of Activations
Having identified language-specific regions in ac-
tivation space, we now turn to the problem of con-
trolling activations to steer generation toward the
target language.

Semantic Hub Hypothesis (Wu et al., 2024).
The Semantic Hub Hypothesis provides crucial in-
sight into how multilingual control should be de-
signed. It posits that semantically equivalent inputs
sLs and sLt from source and target languages have
representations such that:

sim(xLs , xLt) > sim(xLs , uLt), (6)

where sim is a similarity measure and uLt repre-
sents semantically unrelated content in the target
language. In other words, semantically equivalent
content in the target language lies closer to the
source representation than does semantically un-
related content in the target language; thus, the
nearest point in the target language region is a rep-
resentation that preserves semantic content. This
suggests that in order for cross-lingual control to
preserve semantic content while transitioning be-
tween language-specific regions, it is enough to
compute minimal interventions to xLs as long as
the modified activation is guaranteed to lie in Rt.

The goal is to design control interventions θτ that
respect this geometric structure. Therefore, we for-
mulate the control problem as finding the minimal
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Condition σ(W T
τ xτ ) > αmax σ(W T

τ xτ ) < αmin otherwise

θ∗
τ

log( 1
αmax − 1)−W T

τ xτ

∥Wτ∥22
Wτ

log( 1
αmin − 1)−W T

τ xτ

∥Wτ∥22
Wτ 0

Table 1: Optimal intervention θ∗τ for language control at layer t.

intervention that moves activations into the target
region RL∗

t
t . Following the framework of LISECO

(Cheng et al., 2024), we can adapt their continuous
attribute control formulation to our discrete lan-
guage setting. For binary language classification
(source vs. target), the control problem becomes:

min
θτ

∥θτ∥22 (7a)

s.t. αmin ≤ fτ (xτ + θτ )) ≤ αmax, (7b)

for each layer τ ∈ T and [αmin, αmax] defines the
desired probability range for the target language.

A key advantage of this formulation is that it
admits a closed-form solution, enabling efficient
computation with minimal overhead. From Theo-
rem 1 in Cheng et al. (2024), the optimal solution
θ∗τ ∈ Rd to the optimization problem 7 is given
in Table 1. Geometrically, the optimal solution
projects xt onto the closest point in the target lan-
guage region RL∗

t
t . When the current activation

already lies within the desired region, no interven-
tion is needed (θ∗τ = 0). Otherwise, the interven-
tion is a scaled version of the probe direction Wτ ,
with magnitude determined by the distance to the
region boundary. This approach guarantees that
the perturbed activation will lie within the target
language region while minimizing the perturbation
magnitude.

The proposed intervention, based on optimal
control, provides a principled framework that is
more general and flexible than existing multilingual
intervention methods. For example, as discussed
in §4.3, under most existing methods θτ does not
depend on xτ , but rather is fixed. Furthermore,
the one existing method where it does (INCLINE;
Wang et al., 2025b) relies on mapping from xLs

τ

to xLt
τ based on a pre-trained alignment matrix Vτ

and shifting xτ in that direction based on a fixed
hyperparameter κ, which could in principle lead to
under- or over-shooting. Our proposed approach,
meanwhile, is guaranteed to move the activations to
the closest point in Rt. This highlights perhaps the
greatest strength and weakness of the approach—it
relies on the extent to which the language classifier

used is able to identify causally-relevant language-
specific regions. However, it also means that it
is possible to use different classifiers and compare
their performance, and given the theoretical guaran-
tees, provides a method for directly testing whether
the decision boundary learned by a given classifier
is causally relevant.

A more extensive treatment of the LISECO

method, including a brief application to the target-
language generation task, can be found in Cheng
and Amo Alonso (2026).

6 Exploratory Analyses

We use the evaluation framework proposed in Sec-
tion 3 to evaluate the LiSeCo-based approach pro-
posed in Section 5. We compare this to two
baselines—DIFFMEANS and ACTADD.

6.1 Method

6.1.1 Task
STORYCLOZE (Mostafazadeh et al., 2016) is a
benchmark consisting of stories with two possi-
ble endings, one plausible and one implausible,
which has been translated into multiple languages
as XSTORYCLOZE (Lin et al., 2022). We construct
a crosslingual variant of the task where the input is
in the source language and the two possible endings
are in the target language. The standard version of
the task is to test whether a given language model
assigns a higher probability to the plausible contin-
uation. Because we study how activation steering
shapes generation, we let the model generate the
final sentence and evaluate it as described below.

6.1.2 Activation Steering
For LISECO, we use a linear classifier to compute
the boundary between the language-specific region
of each language based on the activations at the
last word of paired sentences from the FLORES de-
velopment set (997 items; Goyal et al., 2022). For
DIFFMEANS, we calculate the difference between
the mean activations (at the last word) of the FLO-
RES sentences in each language for each layer. AC-
TADD follows the same approach as DIFFMEANS,
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but the difference is calculated between two spe-
cific words; in this case, the difference between the
activations of the endonyms of each language, e.g.,
‘English’ for English or ‘Eh�dF’ for Hindi.

LISECO is formulated such that it can be applied
at all layers (Cheng et al., 2024); but this is not true
for ACTADD and DIFFMEANS—in both cases, the
intervention is generally only applied at one or a
few layers, determined empirically based on per-
formance (Marks and Tegmark, 2024; Turner et al.,
2023; Lu et al., 2025). We thus evaluate the perfor-
mance of the ACTADD and DIFFMEANS methods
for interventions at each layer t. In addition, be-
cause output language is generally thought to be
controlled by the later layers (see §2), we also try
an alternative approach, where we apply the inter-
vention at all layers from a given layer t to the
last layer. To allow full comparison we also apply
LISECO under both of these settings. In addition
to layer, each method also includes another tunable
hyperparameter as discussed below.

LISECO guarantees a representation that lies
within probability range [αmin, αmax]. For example,
in a case where the classifier assigns English the 0
label and Spanish the 1 label, we can set the bounds
[0, 0.1] to restrict the probability of the generation
being English (as determined by the classifier) to
p ≤ 0.1 and Spanish to p > 0.9, and vice-versa
by setting the bounds to [0.9, 1]. Thus, we manipu-
late this ‘inner’ bound αinner (i.e., 0.1 or 0.9 in the
aforementioned examples). With ACTADD, the dif-
ference between the representations is multiplied
by an ‘injection coefficient’ c (Turner et al., 2023;
corresponding to κ in §5) before being applied to
the model. With DIFFMEANS, as with ACTADD,
differences are multiplied by a value before being
applied to the model. For consistency, we also refer
to this as the injection coefficient c in the case of
DIFFMEANS.

6.1.3 Model and Settings
Testing all possible settings of all steering meth-
ods is not computationally feasible, so we carry
out exploratory experiments on Llama 3.2 1B
(Grattafiori et al., 2024; Meta AI, 2024) to nar-
row down the scope of our analyses. We select
the three XSTORYCLOZE languages that are offi-
cially supported by the model: English (eng), Span-
ish (spa), and Hindi (hin). We evaluate on all 6
language pairs: English source with Spanish tar-
get (eng→spa), eng→hin, hin→eng, hin→spa,
spa→eng, and spa→hin. For LISECO, we set
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Figure 2: Results of the exploratory analyses on Llama
3.2 1B. Points represent mean adhered coherence based
intervention starting layer, and error bars represent 95%
confidence intervals based on bootstrapping.

αinner ∈ {10−1, 10−2, 10−3, 10−4, 10−5}; for AC-
TADD and DIFFMEANS, c ∈ {0.5, 1, 2, 4, 8}.

6.1.4 Evaluation

We evaluate the target-language generations based
on the language adherence, linguistic coherence,
and semantic coherence metrics defined in Sec-
tion 3, as well as the combined adhered coherence
metric. We evaluate language adherence using
the fastText language ID model released as part
of the No Language Left Behind project (Costa-
jussà et al., 2022). We evaluate semantic coher-
ence as the cosine similarity between the embed-
ding of the generated sentence and each of the
two reference XSTORYCLOZE sentences using the
Language-Agnostic BERT Sentence Embeddings
model (LaBSE; Feng et al., 2022), considering a
generation closer to the plausible continuation than
the implausible continuation to be correct. Finally,
we evaluate linguistic coherence based on perplex-
ity calculated using the n-gram language models
trained by González Ponferrada (2024). We calcu-
late adhered coherence as discussed in Section 3.
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Figure 3: Test set results for all language pairs. Error bars reflect 95% bootstrapped confidence intervals.

6.2 Results

We show a summary of our results in Figure 1A.
As can be seen, multi-layer LISECO and single-
layer DIFFMEANS perform substantially better
than the other activation steering methods on av-
erage (across all hyperparameters and language
pairs); thus, we focus on these for the remainder
of the paper. In Figure 3, we show the language
adherence, linguistic coherence, and semantic co-
herence achieved using each of these methods, and
how these are shaped by the first intervention layer
and their method-specific hyperparameter (the full
breakdown by language pair is provided in Ap-
pendix A). First, we observe that LISECO gener-
ally performs better than DIFFMEANS, especially
for smaller values of αinner. We additionally ob-
serve that DIFFMEANS performs best when it is
applied with c = 1 to one of the final third of lay-
ers; LISECO performs better when applied with a
very low αinner to all or most layers.

7 Targeted Analyses

Given the results of §6, we carry out our main ex-
periments on single-layer DIFFMEANS and multi-
layer LISECO only. We follow the method in §6
with a more restricted set of hyperparameters (see
§7.1) on a larger set of (generally larger) mod-
els: BLOOM 7.1B, EuroLLM 9B, Gemma-3 1B,
Llama-3.1 8B, Llama-3.2 3B, Qwen-2.5 7B, Qwen-
3 8B, and Tiny-Aya-Base. After selecting the best
hyperparameters for each method, we compare the

performance of the two steering methods on the
held-out test set of 1,512 items for each language
pair. To test hyperparameter generalization, we add
Chinese (zho) as an additional language1 and test
all the pairs it forms with {eng, spa, hin}.

7.1 Hyperparameter Selection
We consider two different hyperparameter ap-
proaches for DIFFMEANS and LISECO.

DIFFMEANS was shown in §6 to work best
when applied to one of the final third of layers with
c = 1. Thus, we fix c = 1, and use the training set
to select the best layer for each model.

LISECO was shown in §6 to perform well
when applied to all hidden layers with a low
αinner. We thus apply LISECO to all layers in
[1,max (t)] (i.e., all but the static embedding layer;
as in Cheng et al., 2024) and vary αinner. Since
our best-performing values were the lowest (i.e.,
αinner ∈ {10−4, 10−5}), we also include αinner ∈
{10−6, 10−7, 10−8}. We tune αinner to each model,
and also find the best αinner across all models.

7.2 Results
Our model-level results are presented in Figure 1
(full results including each metric for each lan-
guage pair are provided in Appendix B). We ob-
serve that on the whole, our proposed method,
LISECO, performs at least as well as DIFFMEANS:
both LISECO settings out-perform model-tuned

1Note that Llama 3.1/3.2 models do not officially support
Chinese, so we only consider this for research purposes.
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DIFFMEANS when applied to BLOOM, Llama 3.1,
Llama 3.2, Qwen 2.5, and Aya. In the case of
Qwen 3, we do not see a clear difference in either
direction, and we see better DIFFMEANS perfor-
mance for EuroLLM and Gemma 3. When we
further break down the results according to lan-
guage pair (Figure 3), we see that these patterns
are non-uniform. For example, we see that for
EuroLLM, LISECO only works for English tar-
gets (i.e., x→eng) and for eng→spa, and Gemma
shows a similar but less extreme pattern. Another
case of asymmetry is that DIFFMEANS works bet-
ter than LISECO for Qwen 3 when the target lan-
guage is Hindi (i.e., x→hin), but the reverse is true
for the Llama models. We also observe that a sin-
gle LISECO setting (αinner = 10−8) works best for
most models, with the exception of Llama 3.1 8B
(αinner = 10−5) and Llama 3.2 3B (αinner = 10−6),
suggesting that there are commonalities in this
across models at the task level.

8 General Discussion

Our study has several main takeaways. First, we
provide a theoretical framework that characterizes
optimal language control, and based on this, pro-
pose a LISECO-based method for activation steer-
ing of language. Unlike existing methods that
use fixed-magnitude interventions, this approach
dynamically computes the minimal intervention
needed based on the current activation state, provid-
ing both theoretical guarantees and computational
efficiency. The presented method is, to the best of
our knowledge, the only one that balances three
competing requirements: ensuring the perturbed
activation lies within the target language region,
minimizing disruption to the original representa-
tion, and is topology-aware with embedding space
geometry (i.e. it only moves activations along the
axis orthogonal to the decision boundary between
language-specific regions).

Second, we provide what is to our knowledge
some of the first quantitative evidence that acti-
vation steering alone can be used to control gen-
eration language while preserving linguistic and
semantic coherence (for contemporaneous work,
see Gurgurov et al., 2026). We demonstrate that
the LISECO-based approach generally performs
better than DIFFMEANS for 5 of the 8 models
tested. Crucially, we observe that the perfor-
mance of LISECO is relatively predictable and ro-
bust to hyperparameters—a single LISECO setting,

namely, intervening on all but the static embedding
layer with αinner = 10−8, performs better overall
for 5 of the 8 models than DIFFMEANS, even when
the latter method involves tuning the layer of the
intervention to each model and the former does not
(though this does also improve performance). The
performance of DIFFMEANS and ACTADD is far
more sensitive to their hyperparameters, especially
at the language-pair level (see Appendix A).

Finally, we consider the cases where LISECO

under-performs relative to DIFFMEANS. Crucially,
the asymmetries in performance (e.g., eng→hin
vs. hin→eng) suggest that LISECO performance
may arise from poor classifier performance. For
example, language subspaces identified by the clas-
sifier may not be causally implicated; that is, it is
possible to train an accurate linear classifier probe
to separate the representations of two languages,
but this does not mean that manipulating the lan-
guage model state to fall within these regions will
cause the language model to generate in the corre-
sponding language. This highlights the importance
of causally testing probing results (see Elazar et al.,
2021; Ravichander et al., 2021; Kumar et al., 2022).

We also observe strong asymmetries. For exam-
ple, all models are able to be steered into generating
English with LISECO, but EuroLLM and Gemma
struggle to be steered to other languages from En-
glish. One possible explanation for this is an inher-
ent feature of any binary classification approach in
a context where there are more than two classes (in
this case, languages in multilingual models): one
or both of the regions on either side of the deci-
sion boundary will include model activation states
that correspond to other languages that the mod-
els are trained on (i.e., those not being classified).
Given that English is almost always the primary
training language, we might expect most language
models are likely to have higher-quality represen-
tations of English than its paired languages, and
English may occupy “more” of the total represen-
tation space (see, e.g., Wendler et al., 2024; Schut
et al., 2025; Zhong et al., 2025; Lu et al., 2025); this
may make it easier to delineate English from non-
English model states. Crucially, however, LISECO

is compatible with a wide range of possible linear
classifiers; and thus, there is substantial scope for
improvement. Furthermore, given the theoretical
guarantees of the method, such improvements are
likely to aid in uncovering the nature of the repre-
sentations in language models that causally shape
generation language.
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Limitations

Our main limitation in this work is coverage.
Due to the computational cost of the experiments
(∼7000 GPU hours on a cluster including L40S,
A100, and H100 GPUs), we chose to evaluate 8 lan-
guage models on one task made up of 12 language
pairs.

We do not believe that the number of models is
a substantial concern; in fact, most previous work
in this area involves a smaller number of models
(see, e.g., Chang et al., 2022; Gurgurov et al., 2025;
Sundar et al., 2025; Mahmoud et al., 2025; Lu et al.,
2025; Wang et al., 2025b; Sterz et al., 2025; Lopo
et al., 2025). Nonetheless, a larger number of mod-
els would allow for more robust generalizations to
be made.

Similarly, while we believe that 12 language
pairs (including three scripts and two language fam-
ilies) allows us to answer our research questions
sufficiently, a larger and more diverse sample of
languages would enable more robust conclusions,
and would allow potentially informative compar-
isons between pairs of languages that are related or
typologically similar to different degrees.

Finally, we construct a specific variant of the
XSTORYCLOZE task in order to avoid potential
confounds arising from prompt adherence; this al-
lows us to directly test the efficacy of different
steering approaches. However, a more complete
picture would be provided by considering a wider
range of tasks, including those where the prompt
explicitly states the target language (e.g., transla-
tion).

Ethical Considerations

We do not consider our work to present any sub-
stantial risks. However, since activation steering
methods edit the activations of models directly, it
is possible that model generations may be more un-
stable and unpredictable, which in principle could
increase the risk of harmful content. Thus, without
further safety measures, the intended use for our
work is limited to fundamental research.

With respect to licenses and intended use, we
report the details of the main scientific artifacts
used below:

Datasets:

• FLORES (Goyal et al., 2022): CC BY-SA 4.0

• XStoryCloze (Lin et al., 2022): CC BY-SA
4.0

Models:

• fastText LangID (Costa-jussà et al., 2024):
CC-BY-NC-4.0 License

• BLOOM 7.1B (BigScience Workshop et al.,
2023): BigScience RAIL License v1.0

• EuroLLM 9B (Martins et al., 2025): Apache
2.0 License

• Gemma-3 1B (Team et al., 2025): Gemma
License

• Llama-3.1 8B (Grattafiori et al., 2024): Llama
3.1 License

• Llama-3.2 3B (Grattafiori et al., 2024): Llama
3.2 License

• Qwen-2.5 7B (Qwen Team et al., 2025):
Apache 2.0 License

• Qwen-3 8B Base (Yang et al., 2025): Apache
2.0 License

• Tiny-Aya-Base (Salamanca et al., 2026): CC-
BY-NC-4.0 License

• n-gram models (González Ponferrada, 2024):
MIT License

• LaBSE (Feng et al., 2022): Apache 2.0 Li-
cense

Research code:

• LiSeCo and ActAdd implementations from
Cheng et al. (2024): https://github.com/
chengemily1/llm-control; no license stated;
provided for research purposes.
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bovický, and Alexander Fraser. 2023. Exploring
Anisotropy and Outliers in Multilingual Language
Models for Cross-Lingual Semantic Sentence Sim-
ilarity. In Findings of the Association for Compu-
tational Linguistics: ACL 2023, pages 7023–7037,
Toronto, Canada. Association for Computational Lin-
guistics.

Maxim Ifergan, Leshem Choshen, Roee Aharoni, Idan
Szpektor, and Omri Abend. 2025. Beneath the Sur-
face of Consistency: Exploring Cross-lingual Knowl-
edge Representation Sharing in LLMs. In Findings
of the Association for Computational Linguistics:
NAACL 2025, pages 4630–4644, Albuquerque, New
Mexico. Association for Computational Linguistics.

Pratik Joshi, Sebastin Santy, Amar Budhiraja, Kalika
Bali, and Monojit Choudhury. 2020. The state and
fate of linguistic diversity and inclusion in the NLP
world. In Proceedings of the 58th Annual Meeting of
the Association for Computational Linguistics, pages
6282–6293, Online. Association for Computational
Linguistics.

Takeshi Kojima, Itsuki Okimura, Yusuke Iwasawa, Hit-
omi Yanaka, and Yutaka Matsuo. 2024. On the multi-
lingual ability of decoder-based pre-trained language
models: Finding and controlling language-specific
neurons. In Proceedings of the 2024 Conference of
the North American Chapter of the Association for
Computational Linguistics: Human Language Tech-
nologies (Volume 1: Long Papers), pages 6919–6971.

Abhinav Kumar, Chenhao Tan, and Amit Sharma. 2022.
Probing Classifiers are Unreliable for Concept Re-
moval and Detection. Advances in Neural Informa-
tion Processing Systems, 35:17994–18008.

Pierre-Carl Langlais, Anastasia Stasenko, and Catherine
Arnett. 2024. They said it couldn’t be done. Hugging
Face Blog.

Huayang Li, Tian Lan, Zihao Fu, Deng Cai, Lemao
Liu, Nigel Collier, Taro Watanabe, and Yixuan Su.
2023a. Repetition In Repetition Out: Towards Un-
derstanding Neural Text Degeneration from the Data

12657

https://doi.org/10.48550/arXiv.2407.21783
https://doi.org/10.48550/arXiv.2407.21783
https://doi.org/10.18653/v1/2026.findings-acl.1086
https://doi.org/10.18653/v1/2026.findings-acl.1086
https://doi.org/10.18653/v1/2025.ijcnlp-long.156
https://doi.org/10.18653/v1/2025.ijcnlp-long.156
https://doi.org/10.18653/v1/2025.ijcnlp-long.156
https://doi.org/10.18653/v1/2025.naacl-short.41
https://doi.org/10.18653/v1/2025.naacl-short.41
https://doi.org/10.18653/v1/2025.naacl-short.41
https://doi.org/10.18653/v1/2023.findings-acl.439
https://doi.org/10.18653/v1/2023.findings-acl.439
https://doi.org/10.18653/v1/2023.findings-acl.439
https://doi.org/10.18653/v1/2023.findings-acl.439
https://aclanthology.org/2025.findings-naacl.475/
https://aclanthology.org/2025.findings-naacl.475/
https://aclanthology.org/2025.findings-naacl.475/
https://doi.org/10.18653/v1/2020.acl-main.560
https://doi.org/10.18653/v1/2020.acl-main.560
https://doi.org/10.18653/v1/2020.acl-main.560
https://proceedings.neurips.cc/paper_files/paper/2022/hash/725f5e8036cc08adeba4a7c3bcbc6f2c-Abstract-Conference.html
https://proceedings.neurips.cc/paper_files/paper/2022/hash/725f5e8036cc08adeba4a7c3bcbc6f2c-Abstract-Conference.html
https://huggingface.co/blog/Pclanglais/common-models
https://proceedings.neurips.cc/paper_files/paper/2023/hash/e6c2e85db1f1039177c4495ccd399ac4-Abstract-Conference.html
https://proceedings.neurips.cc/paper_files/paper/2023/hash/e6c2e85db1f1039177c4495ccd399ac4-Abstract-Conference.html


Perspective. Advances in Neural Information Pro-
cessing Systems, 36:72888–72903.

Kenneth Li, Oam Patel, Fernanda Viégas, Hanspeter
Pfister, and Martin Wattenberg. 2023b. Inference-
time intervention: Eliciting truthful answers from a
language model. In Thirty-seventh Conference on
Neural Information Processing Systems.

Xi Victoria Lin, Todor Mihaylov, Mikel Artetxe, Tianlu
Wang, Shuohui Chen, Daniel Simig, Myle Ott, Na-
man Goyal, Shruti Bhosale, Jingfei Du, Ramakanth
Pasunuru, Sam Shleifer, Punit Singh Koura, Vishrav
Chaudhary, Brian O’Horo, Jeff Wang, Luke Zettle-
moyer, Zornitsa Kozareva, Mona Diab, Veselin Stoy-
anov, and Xian Li. 2022. Few-shot Learning with
Multilingual Generative Language Models. In Pro-
ceedings of the 2022 Conference on Empirical Meth-
ods in Natural Language Processing, pages 9019–
9052, Abu Dhabi, United Arab Emirates. Association
for Computational Linguistics.

Joanito Agili Lopo, Muhammad Ravi Shulthan Habibi,
Tack Hwa Wong, Muhammad Ilham Ghozali, Fajri
Koto, Genta Indra Winata, Peerat Limkonchotiwat,
Alham Fikri Aji, and Samuel Cahyawijaya. 2025.
Language Surgery in Multilingual Large Language
Models. In Proceedings of the 5th Workshop on
Multilingual Representation Learning (MRL 2025),
pages 438–467, Suzhuo, China. Association for Com-
putational Linguistics.

Meng Lu, Ruochen Zhang, Carsten Eickhoff, and Ellie
Pavlick. 2025. Paths Not Taken: Understanding and
Mending the Multilingual Factual Recall Pipeline.
In Proceedings of the 2025 Conference on Empiri-
cal Methods in Natural Language Processing, pages
15066–15096, Suzhou, China. Association for Com-
putational Linguistics.

Omar Mahmoud, Buddhika Laknath Semage, Thom-
men George Karimpanal, and Santu Rana. 2025. Im-
proving multilingual language models by aligning
representations through steering.

Kelly Marchisio, Wei-Yin Ko, Alexandre Berard, Théo
Dehaze, and Sebastian Ruder. 2024. Understand-
ing and Mitigating Language Confusion in LLMs.
In Proceedings of the 2024 Conference on Empiri-
cal Methods in Natural Language Processing, pages
6653–6677, Miami, Florida, USA. Association for
Computational Linguistics.

Samuel Marks and Max Tegmark. 2024. The Geometry
of Truth: Emergent Linear Structure in Large Lan-
guage Model Representations of True/False Datasets.

Pedro Henrique Martins, Patrick Fernandes, João Alves,
Nuno M. Guerreiro, Ricardo Rei, Duarte M. Alves,
José Pombal, Amin Farajian, Manuel Faysse, Ma-
teusz Klimaszewski, Pierre Colombo, Barry Haddow,
José G. C. de Souza, Alexandra Birch, and André F. T.
Martins. 2025. EuroLLM: Multilingual Language
Models for Europe. Procedia Computer Science,
255:53–62.

Meta AI. 2024. Llama 3.2: Revolutionizing edge AI
and vision with open, customizable models.

Shubham Mittal, Keshav Kolluru, Soumen Chakrabarti,
and Mausam. 2023. mOKB6: A Multilingual Open
Knowledge Base Completion Benchmark. In Pro-
ceedings of the 61st Annual Meeting of the Associa-
tion for Computational Linguistics (Volume 2: Short
Papers), pages 201–214, Toronto, Canada. Associa-
tion for Computational Linguistics.

Nasrin Mostafazadeh, Nathanael Chambers, Xiaodong
He, Devi Parikh, Dhruv Batra, Lucy Vanderwende,
Pushmeet Kohli, and James Allen. 2016. A Corpus
and Cloze Evaluation for Deeper Understanding of
Commonsense Stories. In Proceedings of the 2016
Conference of the North American Chapter of the
Association for Computational Linguistics: Human
Language Technologies, pages 839–849, San Diego,
California. Association for Computational Linguis-
tics.

Hellina Hailu Nigatu, Atnafu Lambebo Tonja, Benjamin
Rosman, Thamar Solorio, and Monojit Choudhury.
2024. The Zeno’s paradox of ‘low-resource’ lan-
guages. In Proceedings of the 2024 Conference on
Empirical Methods in Natural Language Processing,
pages 17753–17774, Miami, Florida, USA. Associa-
tion for Computational Linguistics.

Catherine Olsson, Nelson Elhage, Neel Nanda, Nicholas
Joseph, Nova DasSarma, Tom Henighan, Ben Mann,
Amanda Askell, Yuntao Bai, Anna Chen, Tom Con-
erly, Dawn Drain, Deep Ganguli, Zac Hatfield-Dodds,
Danny Hernandez, Scott Johnston, Andy Jones, Jack-
son Kernion, Liane Lovitt, Kamal Ndousse, Dario
Amodei, Tom Brown, Jack Clark, Jared Kaplan, Sam
McCandlish, and Chris Olah. 2022. In-context Learn-
ing and Induction Heads. ArXiv:2209.11895 [cs].

Kiho Park, Yo Joong Choe, and Victor Veitch. 2023.
The linear representation hypothesis and the geome-
try of large language models. In Causal Representa-
tion Learning Workshop at NeurIPS 2023.

Maxime Peyrard, Teresa Botschen, and Iryna Gurevych.
2017. Learning to score system summaries for bet-
ter content selection evaluation. In Proceedings of
the Workshop on New Frontiers in Summarization,
pages 74–84, Copenhagen, Denmark. Association for
Computational Linguistics.

Libo Qin, Qiguang Chen, Yuhang Zhou, Zhi Chen,
Yinghui Li, Lizi Liao, Min Li, Wanxiang Che, and
Philip S. Yu. 2025. A survey of multilingual large
language models. Patterns, 6(1):101118.

Qwen Team, An Yang, Baosong Yang, Beichen Zhang,
Binyuan Hui, Bo Zheng, Bowen Yu, Chengyuan Li,
Dayiheng Liu, Fei Huang, Haoran Wei, Huan Lin,
Jian Yang, Jianhong Tu, Jianwei Zhang, Jianxin Yang,
Jiaxi Yang, Jingren Zhou, Junyang Lin, Kai Dang,
Keming Lu, Keqin Bao, Kexin Yang, Le Yu, Mei Li,
Mingfeng Xue, Pei Zhang, Qin Zhu, Rui Men, Runji
Lin, Tianhao Li, Tianyi Tang, Tingyu Xia, Xingzhang

12658

https://proceedings.neurips.cc/paper_files/paper/2023/hash/e6c2e85db1f1039177c4495ccd399ac4-Abstract-Conference.html
https://openreview.net/forum?id=aLLuYpn83y
https://openreview.net/forum?id=aLLuYpn83y
https://openreview.net/forum?id=aLLuYpn83y
https://doi.org/10.18653/v1/2022.emnlp-main.616
https://doi.org/10.18653/v1/2022.emnlp-main.616
https://doi.org/10.18653/v1/2025.mrl-main.30
https://doi.org/10.18653/v1/2025.mrl-main.30
https://doi.org/10.18653/v1/2025.emnlp-main.762
https://doi.org/10.18653/v1/2025.emnlp-main.762
http://arxiv.org/abs/2505.12584
http://arxiv.org/abs/2505.12584
http://arxiv.org/abs/2505.12584
https://doi.org/10.18653/v1/2024.emnlp-main.380
https://doi.org/10.18653/v1/2024.emnlp-main.380
https://openreview.net/forum?id=aajyHYjjsk
https://openreview.net/forum?id=aajyHYjjsk
https://openreview.net/forum?id=aajyHYjjsk
https://doi.org/10.1016/j.procs.2025.02.260
https://doi.org/10.1016/j.procs.2025.02.260
https://ai.meta.com/blog/llama-3-2-connect-2024-vision-edge-mobile-devices/
https://ai.meta.com/blog/llama-3-2-connect-2024-vision-edge-mobile-devices/
https://doi.org/10.18653/v1/2023.acl-short.19
https://doi.org/10.18653/v1/2023.acl-short.19
https://doi.org/10.18653/v1/N16-1098
https://doi.org/10.18653/v1/N16-1098
https://doi.org/10.18653/v1/N16-1098
https://doi.org/10.18653/v1/2024.emnlp-main.983
https://doi.org/10.18653/v1/2024.emnlp-main.983
https://doi.org/10.48550/arXiv.2209.11895
https://doi.org/10.48550/arXiv.2209.11895
https://openreview.net/forum?id=T0PoOJg8cK
https://openreview.net/forum?id=T0PoOJg8cK
https://doi.org/10.18653/v1/W17-4510
https://doi.org/10.18653/v1/W17-4510
https://doi.org/10.1016/j.patter.2024.101118
https://doi.org/10.1016/j.patter.2024.101118


Ren, Xuancheng Ren, Yang Fan, Yang Su, Yichang
Zhang, Yu Wan, Yuqiong Liu, Zeyu Cui, Zhenru
Zhang, and Zihan Qiu. 2025. Qwen2.5 Technical
Report. ArXiv:2412.15115 [cs].

Abhilasha Ravichander, Yonatan Belinkov, and Eduard
Hovy. 2021. Probing the Probing Paradigm: Does
Probing Accuracy Entail Task Relevance? In Pro-
ceedings of the 16th Conference of the European
Chapter of the Association for Computational Lin-
guistics: Main Volume, pages 3363–3377, Online.
Association for Computational Linguistics.

Frederick Riemenschneider and Anette Frank. 2025.
Cross-lingual generalization and compression: From
language-specific to shared neurons. arXiv preprint
arXiv:2506.01629.

Nina Rimsky, Nick Gabrieli, Julian Schulz, Meg Tong,
Evan Hubinger, and Alexander Turner. 2024. Steer-
ing Llama 2 via Contrastive Activation Addition. In
Proceedings of the 62nd Annual Meeting of the As-
sociation for Computational Linguistics (Volume 1:
Long Papers), pages 15504–15522, Bangkok, Thai-
land. Association for Computational Linguistics.

Alejandro R. Salamanca, Diana Abagyan, Daniel
D’souza, Ammar Khairi, David Mora, Saurabh Dash,
Viraat Aryabumi, Sara Rajaee, Mehrnaz Mofakhami,
Ananya Sahu, Thomas Euyang, Brittawnya Prince,
Madeline Smith, Hangyu Lin, Acyr Locatelli, Sara
Hooker, Tom Kocmi, Aidan Gomez, Ivan Zhang, Phil
Blunsom, Nick Frosst, Joelle Pineau, Beyza Ermis,
Ahmet Üstün, Julia Kreutzer, and Marzieh Fadaee.
2026. Tiny Aya: Bridging Scale and Multilingual
Depth. ArXiv:2603.11510 [cs.CL].

Lisa Schut, Yarin Gal, and Sebastian Farquhar. 2025.
Do Multilingual LLMs Think In English? In ICLR
2025 Workshop on Building Trust in Language Mod-
els and Applications.

Hannah Sterz, Fabian David Schmidt, Goran Glavaš,
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A Exploratory Analyses: Further Details

We provide the full details of Llama 3.1 1B language adherence (Figure 4), linguistic coherence (Figure 5),
semantic coherence (Figure 6), and adhered coherence (Figure 7) broken down by steering method, set of
intervened layers, method hyperparameter, and language pair.
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Figure 4: Llama 3.1 1B language adherence for all evaluated activation steering configurations and language pairs
on the XSTORYCLOZE training set.
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Figure 5: Llama 3.1 1B linguistic coherence for all evaluated activation steering configurations and language pairs
on the XSTORYCLOZE training set.
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Figure 6: Llama 3.1 1B semantic coherence for all evaluated activation steering configurations and language pairs
on the XSTORYCLOZE training set.
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Figure 7: Llama 3.1 1B adhered coherence for all evaluated activation steering configurations and language pairs on
the XSTORYCLOZE training set.
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B Targeted Analyses: Further Details

We provide the test set language adherence (Figure 8), linguistic coherence (Figure 9), semantic coherence
(Figure 10), and adhered coherence (Figure 11) for each language model on each language pair below.
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Figure 8: Language Adherence of all language models and language pairs on the XSTORYCLOZE test set.
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Figure 9: Linguistic Coherence of all language models and language pairs on the XSTORYCLOZE test set.
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Figure 10: Semantic coherence of all language models and language pairs on the XSTORYCLOZE test set.
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Figure 11: Adhered Coherence of all language models and language pairs on the XSTORYCLOZE test set.
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