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Abstract

Long-video question answering remains chal-
lenging for Vision-Language Models (VLMs),
as answer-relevant evidence is often sparse,
transient, and temporally dispersed across
lengthy video contexts. Existing frame-centric
approaches improve efficiency through uniform
sampling, query-aware frame selection, visual-
token compression, and adaptive resolution
strategies. However, they still rely on isolated
and fragmented frames as the fundamental ev-
idence units, limiting VLMs’ ability to effec-
tively capture coherent event-level semantics.
To address this limitation, we propose MEM-
ORYCARD, a video-memory-based augmen-
tation framework that organizes long videos
into self-contained Memory Cards. Specif-
ically, MEMORYCARD first performs a self-
reading process over videos and aligned utter-
ances to segment the video into semantically
coherent units, each corresponding to a dis-
tinct topic or event. For each unit, it gener-
ates an event-level video gist and selects rep-
resentative visual moments, which are then
rendered into unified Memory Cards for re-
trieval and question answering. Experimen-
tal results demonstrate that MEMORYCARD
consistently improves long-video QA perfor-
mance under comparable visual-token bud-
gets, achieving up to a 21.8% relative improve-
ment in accuracy. All code is available at
https://github.com/NEUIR/MemoryCard.

1 Introduction

Vision-Language Models (VLMs) have achieved
remarkable progress in video understanding, en-
abling models to perceive dynamic visual content
and answer questions about videos (Zhang et al.,
2023; Shen et al., 2025). Recent advances have fur-
ther improved the long-video understanding capa-
bilities of VLMs through video instruction tuning
and temporal-aware modeling (Maaz et al., 2024;

* indicates corresponding author.

?j/auery: What does Patrick need before completing the purchase?

Answer: A quarter * Sparse Clue

Long Video Frames

MemoryCard (Ours)

Topic: Patrick wants to buy a bubble but needs money.

Speech Clue:"need to borrow a quarter.”
= - i

Figure 1: A motivational example illustrating the differ-
ences between Memory Cards and existing frame-based
evidence construction methods.

Ren et al., 2024). However, long-video question an-
swering remains highly challenging because query-
relevant evidence is often sparse, brief, and tempo-
rally scattered across lengthy video contexts. Crit-
ical cues, such as key objects, actions, scene tran-
sitions, textual information, and spoken content,
may appear only momentarily, while the majority
of frames are redundant or irrelevant (Liu et al.,
2025a; Islam et al., 2025). Consequently, VLMs
often struggle to effectively model long-range tem-
poral dependencies and accurately identify truly
relevant evidence from long-form videos.

Existing methods primarily address this bottle-
neck through frame-centric clue filtering and ex-
traction. The most straightforward strategy is to
employ uniform frame sampling to compress long-
form videos. However, this approach relies on
sparsely sampled frames to represent the entire

12687

Proceedings of the 2026 Conference on Empirical Methods in Natural Language Processing, pages 12687-12709
October 24-29, 2026 ©2026 Association for Computational Linguistics



video, which may overlook crucial evidence re-
quired for accurate question answering (Han et al.,
2023; Chasmai et al., 2025). To overcome the lim-
itations of uniform sampling, recent approaches
aim to better represent long-form videos by se-
lecting query-relevant frames (Buch et al., 2025;
Yu et al., 2025b), pruning or compressing frame-
derived visual tokens (Tao et al., 2025), and dy-
namically adapting input resolutions under fixed
computational budgets (Huang et al., 2025). These
methods help preserve informative clues for ques-
tion answering while reducing redundant visual
noise. Although effective in reducing noisy visual
information, these methods still treat raw frames or
frame-derived representations as the fundamental
units of evidence, which are inherently low in se-
mantic density. Video frames can capture objects,
scenes, and instantaneous action states; however,
they often provide sparse and fragmented evidence.
As aresult, they fail to organize continuous frames
into semantically coherent events or to associate
different events for comprehensive video under-
standing (Zacks et al., 2007; Kurby and Zacks,
2008). This limitation further hinders VLMs from
forming coherent event-level units, capturing con-
tinuous video semantics, and performing effective
long-range reasoning (Liao et al., 2024).

In this work, we propose MEMORYCARD, a
video-memory-based augmentation framework that
organizes videos into Memory Cards to facilitate
long-video question answering. As illustrated in
Figure 1, MEMORYCARD goes beyond isolated
frame sampling by constructing self-contained
Memory Cards with event-level contextual cues.
Specifically, MEMORYCARD first employs a VLM
to segment the video into semantically coherent
sessions, each corresponding to a distinct topic or
event. It then performs intensive reading over each
session to generate an event-level video gist, con-
sisting of a VLM-generated topic and aligned utter-
ances, and selects representative visual moments
from the same session. To preserve and utilize
these multimodal clues, MEMORYCARD renders
the video gist and representative visual moments
into a unified Memory Card. This design trans-
forms sparse frame-level clues into high-density
multimodal evidence while remaining compatible
with standard image-based VLM pipelines (Yu
et al., 2025a).

Experiments on three long-video question an-
swering benchmarks show that MEMORYCARD
consistently improves performance under compara-

ble visual budgets. Ablation studies further show
that the gains are not merely brought by retrieval,
but by the proposed evidence representation: self-
read semantic session construction, high-density
Memory Card rendering, and temporal clue organi-
zation. Additional analyses demonstrate that Mem-
ory Cards preserve fine-grained visual details while
maintaining event-level temporal context, support-
ing them as effective multimodal evidence units for
offline and reusable long-video understanding.

2 Related Work

Vision-Language Models (VLMs) have achieved
substantial progress in video understanding and
temporal reasoning. Existing studies improve long-
video understanding primarily from two perspec-
tives. One line of work strengthens the intrin-
sic video modeling capability of VLMs through
temporal-aware modeling, large-scale video in-
struction tuning, and long-video QA-oriented train-
ing (Ren et al., 2024; Zhang et al., 2025b,d).
Another line focuses on extending or compress-
ing long visual contexts via long-context trans-
fer, streaming encoding, and hierarchical compres-
sion (Weng et al., 2024; Qian et al., 2024; Zhang
et al.,, 2025b). Despite these advances, the per-
formance of long-video question answering under
constrained visual-token budgets still critically de-
pends on whether compact, relevant, and seman-
tically informative evidence can be effectively ac-
cessed from lengthy videos (Luo et al., 2026; Cho
et al., 2026; Liu et al., 2025b).

Recent studies address this evidence bottleneck
mainly through frame-centric selection and struc-
tured access mechanisms. Some methods iden-
tify informative frames or keyframes using VLM-
based scoring, adaptive sampling, query-aware
retrieval, or generation-time feedback (Hu et al.,
2025; Tang et al., 2025; Zhang et al., 2025c; Yao
et al., 2025b,a). Other approaches organize video
access through hierarchical structures, retrieval
augmentation, or agent-based multi-step reason-
ing (Wang et al., 2025b; Luo et al., 2024; Chen
et al., 2025; Wang et al., 2024). Recent studies
further incorporate complementary textual cues,
such as subtitles, transcripts, or OCR informa-
tion, alongside visual inputs, while training-free
approaches improve long-video access through re-
trieval and memory-based mechanisms (He et al.,
2026; Dorovatas et al., 2026; Di et al., 2025). Al-
though these methods improve long-video access
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Figure 2: Overview of the MEMORYCARD framework. MEMORYCARD constructs semantic units by self-reading
long-form videos together with aligned utterances, renders representative visual moments and event-level video
gists into Memory Cards, and retrieves relevant cards for question answering. The retrieved cards are assigned

adaptive input resolutions according to their relevance,

then fed into the answering VLM.

under limited visual-token budgets, their fundamen-
tal clue units are still largely restricted to frames,
clips, frame-derived representations, tool-specific
visual states, or separately provided visual-textual
evidence. Such units effectively capture local vi-
sual content, yet often lack the event-level semantic
context required to interpret sparse visual clues.

External memory modeling provides a promis-
ing direction for organizing long video context and
has been widely explored in long-context reason-
ing for text, where memories are used to store
interaction histories, user preferences, or factual
knowledge beyond limited context windows (Kang
et al., 2025; Fang et al., 2025; Xin et al., 2026).
For videos, MovieChat compresses dense frame-
level visual tokens into sparse long-term memo-
ries to reduce the cost of long-video understand-
ing (Song et al., 2024), and MovieChat+ further
introduces question-aware memory consolidation
to preserve more visual tokens from query-relevant
segments (Song et al., 2026). Other memory-
based approaches preserve long-range information
through fixed-size memory or hierarchical back-
tracking (Zuo et al., 2025), and maintain historical
visual states, memory tokens, or model-internal
memories (He et al., 2024; Wang et al., 2025a;
Diko et al., 2025). While effective for extending
contextual capacity, these methods mainly treat
memory as latent visual-token states or model-
internal representations, and even question-aware

reordered based on their original temporal positions, and

variants use the query to control the compression
process rather than constructing a reusable event-
level memory bank. In contrast, MEMORYCARD
first self-reads the video and aligned utterances
to build question-independent semantic units, and
then renders representative visual moments with
event-level video gists into image-based Memory
Cards. These cards serve as explicit, reusable, and
multimodal evidence units that are naturally com-
patible with standard image-based VLM pipelines.

3 Methodology

As illustrated in Figure 2, this section introduces
MEMORYCARD, a video-memory-based augmen-
tation framework that organizes long-form videos
into self-contained Memory Cards for long-video
question answering. We first formulate long-form
video QA as aretrieval-based task and highlight the
limitations of frame-centric clue units (Sec. 3.1).
We then describe how MEMORYCARD constructs
a Memory Card bank by segmenting the video into
semantic sessions, generating an event-level video
gist for each session, and rendering representative
visual moments together with the corresponding
gist into Memory Cards (Sec. 3.2).

3.1 Preliminaries of Long-Form Video
Question Answering

Given a long-form video V' and a question g, the
goal of long-form video question answering is to
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predict the answer y from the long temporal context
of the video. We represent the video input as:

V= {(fi,t:) ¥, (1)

where N denotes the total number of frames in
the video V. Based on the video input, we further
construct two aligned modalities: the visual ob-
servation set ¥ = {f1, ..., fv} and the transcript
set T = {t1,...,tn}, where each ¢; denotes the
transcript aligned with frame f;, such as subtitles
or speech transcripts when available.

Retrieval-Augmented Video QA. Existing
retrieval-augmented methods usually follow a
retrieve-then-answer pipeline (Xu et al., 2023; Min
et al., 2024). Given a question ¢, the retriever se-
lects the top-ranked visual clues from the raw frame
pool according to question-frame similarity:

F = Top- k(sim(q, .7:)), ()

where F denotes the retrieved frame-level evidence,
k denotes the number of selected visual observa-
tions, and sim(+, -) measures the relevance between
the question and the candidate visual observations
in F. The answering VLM then predicts the an-
swer based on the question and the retrieved visual
clues:

y = VLM(q, F), 3)

where y denotes the predicted answer.

For frame-centric methods, the retrieved clues
are selected from the raw-frame pool F (Gia et al.,
2025). Although simple and compatible with
image-based VLMs, such clue units are seman-
tically sparse and temporally fragmented. A raw
frame only records an instantaneous visual state,
without explicit event boundaries, event-level con-
text, or aligned spoken content (Huang et al., 2024).
Moreover, retrieving frames independently can
break the temporal and semantic continuity of the
original video, hindering cross-event association
and long-range reasoning (Liao et al., 2024).

Memory-Based Clue Construction. The key
limitation of frame-centric retrieval lies in the clue
unit itself: an isolated frame provides only sparse
visual evidence and lacks the event-level context
needed for long-video reasoning. To address this
limitation, MEMORYCARD constructs a Memory
Card bank from the original video:

M = MemConstruct(V), 4)

where M denotes the constructed Memory Card
bank and MemConstruct(-) is the memory con-
struction method in Sec. 3.2. Specifically, the mem-
ory set M consists of multiple Memory Cards:

M = {M;}],, (5)

where J denotes the number of semantic sessions,
and each M; is an image-based memory unit de-
rived from one semantic session. Each Memory
Card anchors representative visual moments and en-
riches them with an event-level video gist. Through
this design, MEMORYCARD converts sparse frame-
level observations into compact multimodal evi-
dence units.

Once constructed, M serves as the retrieval pool
for MEMORYCARD. Given a question ¢, MEMO-
RYCARD retrieves the most relevant Memory Cards
according to the question-card similarity:

M = Top- k:(sim(q, M)), 6)

where M; denotes a Memory Card in M, sim(-, -)
measures question-card relevance, K denotes
the number of retrieved Memory Cards, and M
denotes the retrieved card set.

The answering VLM then predicts the answer
based on the question and the retrieved event-level
Memory Card clues:

y = VLM(q, M), (7

where y denotes the predicted answer generated
from the retrieved Memory Card evidence M.

The retrieved Memory Cards are assigned in-
put resolutions according to their relevance and
reordered by their original temporal positions be-
fore being fed into the answering VLM.

3.2 Event-Level Multimodal Evidence
Construction

This subsection instantiates MemConstruct(V')
by converting the input video into an event-level
Memory Card bank. The construction process con-
sists of two stages: adaptive video segmentation
and Memory Card construction.

Adaptive Video Segmentation. To construct
event-level evidence, MEMORY CARD first prompts
a VLM to analyze the original video input V. The
VLM then partitions the video into J semantic ses-
sions according to event, topic, or scene transitions:

{(bi, ) }_; = VLM(Instructeeg, V),  (8)
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where Instruct,, indicates the instruction for ses-
sion segmentation. s; denotes the i-th semantic
session identified by the VLM, while b; and e; de-
note the corresponding start and end timestamps,
respectively. Based on these boundaries, each se-
mantic session s; is extracted from the original
video V as:

S; = V[bz . ei]. (9)

Memory Card Construction. Given a semantic
session s; = V[b; : €;], MEMORYCARD first con-
structs an event-level video gist g; by summarizing
the video segment s;, and then selects representa-
tive frames to characterize the session content.

Specifically, the model summarizes the visual
and textual information within the session, i.e.,
Fb;e; and T, .., to produce an event-level sum-
mary of both language and vision:

9i, I; = VLM(InSthtgistv Fbi:eia 77%'161')’ (10)
where Instructgse denotes the instruction that
prompts the model to extract the key clues from
session s; to form the corresponding gist g;, and
to generate the indices I; of representative frames
that best characterize the session. Next, MEMO-
RYCARD selects representative visual frames from
the frame set Fy,.., according to the generated
frame indices I; to form the representative frame
set ]i"bi;ei:

Fbier = Select(Fy,.c., L), (11)
where ﬁbi:ei C Fp,.e; denotes the representative
visual moments selected from session s;. Since
the selection process is guided by the event-level
video gist, the resulting visual moments are both
visually informative and semantically aligned with
the session content. Finally, each Memory Card
is constructed by rendering the selected visual mo-
ments, the event-level video gist, and the session
boundary information into a unified image-based
clue representation:

M; = Render (Fp,.c;. gi» (bi i), (12)
where M; denotes the Memory Card representing
the i-th semantic session s;.

4 Experimental Methodology

This section describes the experimental setup for
evaluating MEMORYCARD on long-video question
answering benchmarks. We use MEMORYCARD as

a test-time augmentation framework: the answer-
ing VLMs are kept fixed, and no model parameters
are updated. To ensure a fair evaluation and avoid
information leakage, all Memory Cards are con-
structed prior to retrieval in a question-agnostic
manner, without access to downstream questions,
answer options, or ground-truth answers.

Datasets. We evaluate MEMORYCARD on three
long-video question answering benchmarks: Video-
MME (Fu et al., 2025), MLVU (Zhou et al., 2024),
and LongVideoBench (Wu et al., 2024). All bench-
marks follow the multiple-choice protocol, and ac-
curacy is used as the evaluation metric. For Video-
MME, we report overall accuracy and duration-
wise accuracy on short, medium, and long videos.
For MLVU and LongVideoBench, we report over-
all accuracy on the evaluated split. Additional
dataset details and evaluation protocol are provided
in Appendix A.2.

Baselines. We compare MEMORYCARD with
representative video VLMs and efficient long-
video understanding methods. These methods
cover video-language models, long-context or
compression-based video models, frame-selection
methods, and memory-based long-video ap-
proaches. Brief descriptions of the compared meth-
ods are provided in Appendix A.3. For controlled
comparisons, we use three answering backbones:
Qwen2-VL-7B, Qwen3-VL-8B, and MiniCPM-V-
4.5. For each backbone, we compare the original
model with its MEMORYCARD-augmented variant
while keeping the answering model, prompt format,
decoding configuration, answer extraction rule, and
evaluation protocol unchanged.

Implementation Details. For each video, MEM-
ORYCARD first constructs a reusable, question-
agnostic Memory Card bank, and then performs
question-aware retrieval at test time. We use
Qwen3-ASR (Team, 2026) for timestamped speech
transcription, Qwen3-VL-8B (Bai et al., 2025) as
the self-read VLM, and LongCLIP (Zhang et al.,
2024) as the CLIP-style retriever. Unless other-
wise specified, we retrieve ket = 44 Memory
Cards, with 4, 8, and 32 cards assigned to high,
medium, and low input resolutions, respectively.
All evaluations are conducted with the Imms-eval
framework (Zhang et al., 2025a). More implemen-
tation details are provided in Appendix A.4. We
additionally report the computational cost of MEM-
ORYCARD, including both offline Memory Card
construction and online per-question inference, in
Appendix A.5.
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Video-MME

Method LLM Size #Frames Overall Short Medium Long MLVU LongVideoBench
Avg. Video Duration 17min  1.3min 9min 41min  12min 12min
Video-LLaVA 7B 8 39.9 453 38.0 36.2 473 39.1
Qwen-VL 7B 8 41.1 46.9 38.7 37.8 - -
VideoChat2 7B 8 39.5 48.3 37.0 332 44.5 39.3
ShareGPT4Video 8B 16 39.9 48.3 36.3 35.0 46.4 41.8
MovieChat 7B * 38.2 - - 334 25.8 -
MovieChat+ 7B * 44.5 49.3 44.5 39.7 31.2 40.4
Video-XL 7B 128/256 55.5 64.0 53.2 49.2 64.9 -
LLaVA-OneVision 7B * 58.2 - - - 64.7 56.3
Video-CCAM 9B 96 50.3 61.9 49.2 39.6 58.5 -
Frame-Voyager 8B 8 57.5 67.3 56.3 48.9 65.6 -
LongVU 7B * 60.9 64.7 58.2 59.5 65.4 -
Qwen2-VL-Video 7B 8 530 641 493 456 556 510
Qwen2-VL 7B 8 53.7 65.0 50.7 453 56.9 53.5
+MemoryCard 7B 4+ 8+ 60.5 69.7 61.0 50.9 65.7 58.4
Qwen3-VL-Video 8B 8 566 677 517 503 569 548
Qwen3-VL 8B 8 57.4 68.8 53.1 50.2 57.2 56.3
+MemoryCard 8B 4+ 8+ 64.7 72.2 64.8 54.7 66.5 60.1
MiniCPM-V-4.5-Video ~ 8B 8 597 684 589 518 589 563
MiniCPM-V-4.5 8B 8 59.9 69.6 58.2 52.0 57.0 55.6
+MemoryCard 8B 4+ 8+ 67.2 76.0 67.6 58.0 69.4 62.0

Table 1: Overall Performance of MEMORYCARD. Comparison with representative VLMs on Video-MME, MLVU,
and LongVideoBench. All results are reported as accuracy. For Video-MME, we report the overall accuracy and the

results on short, medium, and long videos. For MEMORYCARD, 4, 8, and

denote the numbers of memory-card

inputs at high, medium, and low resolutions, respectively. The lighter the color, the lower the frame resolution. The

best results are shown in bold.

5 Evaluation Results

We evaluate MEMORYCARD from four perspec-
tives: overall performance, rendered card compo-
nents, semantic session construction, and the use
of Memory Cards under constrained visual budgets.
Together, these analyses examine whether event-
level multimodal evidence units provide more ef-
fective inputs for long-video question answering
than frame-centric clues.

5.1 Opverall Performance

As shown in Table 1, the main results demon-
strate that MEMORYCARD provides a consistently
stronger evidence interface for long-video ques-
tion answering. Across different benchmarks and
answering backbones, the original VLMs obtain
clear gains after being augmented with Memory
Cards. Since the answering model, prompt format,
decoding configuration, answer extraction rule, and
evaluation protocol are kept unchanged, these im-
provements mainly come from the way video ev-
idence is constructed and supplied to the VLM,
rather than from model retraining or a stronger in-
ference setting.

This result directly supports the motivation of

MEMORYCARD. Long-video QA is often limited
not only by the amount of visual input, but also by
the quality of the evidence units given to the model.
Raw frames are sparse and fragmented: they may
capture objects or instantaneous actions, but they
usually do not provide explicit event boundaries,
spoken clues, or temporal context. Memory Cards
address this limitation by packaging representative
visual moments together with event-level semantic
gists, aligned speech clues, and temporal metadata.
As a result, the retrieved inputs become more self-
contained and semantically informative, making
them easier for the answering VLM to interpret.

The consistent improvements across Qwen2-VL,
Qwen3-VL, and MiniCPM-V-4.5, as well as across
different video durations in Video-MME, show that
the benefit of MEMORYCARD is not tied to a spe-
cific backbone or temporal scale. Different VLMs
can all benefit from receiving structured event-level
evidence, and Memory Cards remain effective for
both local clues in shorter videos and temporally
dispersed clues in longer videos. This suggests that
MEMORYCARD improves the input representation
itself by converting video content into compact, co-
herent, and retrieval-friendly multimodal evidence
under comparable visual-token budgets.
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Video-MME

Method MLVU  LongVideoBench
Overall Short Medium  Long
Qwen2-VL 53.7 65.0 50.7 453 56.9 53.5
+ Raw-frame Retrieval 57.3 69.0 55.7 47.3 64.6 56.3
MemoryCard 60.5 69.7 61.0 50.9 65.7 58.4
w/o Speech Transcript 57.8 68.9 55.6 48.8 65.1 56.6
w/o Topic 58.6 68.0 59.1 48.6 64.7 56.7
w/o Temporal Span 59.5 69.1 59.7 49.6 64.9 57.2
Qwen3-VL 574 68.8 53.1 50.2 572 56.3
+ Raw-frame Retrieval 60.8 69.8 589 53.6 64.9 572
MemoryCard 64.7 72.2 64.8 54.7 66.5 60.1
w/o Speech Transcript 61.3 70.6 60.8 52.4 65.9 58.8
w/o Topic 62.7 70.2 63.9 54.0 64.7 58.7
w/o Temporal Span 63.1 71.3 64.1 53.9 65.8 59.1
MiniCPM-V-4.5 59.9 69.6 58.2 52.0 57.0 55.6
+ Raw-frame Retrieval 65.1 74.6 65.3 55.3 67.1 60.8
MemoryCard 67.2 76.0 67.6 58.0 69.4 62.0
w/o Speech Transcript 65.0 74.2 64.3 56.6 68.5 61.0
w/o Topic 66.6 75.1 66.9 57.8 68.4 61.3
w/o Temporal Span 66.8 75.8 66.7 57.9 67.6 60.9

Table 2: Ablation study of MEMORYCARD components and raw-frame retrieval baseline on three video question
answering benchmarks with different answering backbones. The best results within each answering backbone are

highlighted in bold.

Video-MME LongVideo
Method Overall MLVU Bench
MemoryCard 64.7 66.5 60.1
w/ Uniform-frame Units 62.5 65.3 59.1
w/ Fixed-length Units 63.1 66.2 58.8
w/ Shot-based Units 634 65.9 61.1

Table 3: Effect of different memory unit construction
strategies with Qwen3-VL as the answering backbone.
For Video-MME, we report the overall accuracy. More
comprehensive results are reported in Appendix Table 8.

5.2 Ablation Study

Table 2 evaluates the contribution of the rendered
event-level video gist, speech transcript, topic de-
scription, and temporal metadata. Raw-frame re-
trieval serves as a direct control because it uses
question-aware retrieval while keeping the evi-
dence unit as raw frames. The gap between raw-
frame retrieval and the full MEMORYCARD shows
that selecting relevant frames is not sufficient when
the retrieved clues remain semantically sparse and
temporally isolated.

Removing individual fields further confirms the
role of multimodal card rendering. Speech Tran-
script refers to the aligned utterance text rendered
in each Memory Card, and its removal tests the con-
tribution of spoken information. Topic provides the
unit-level semantic summary, while Temporal Span
grounds each card within the original video struc-

—— Qwen3-VL-Video — Qwen3-VL —— MemoryCard

Reasoning
(972 Cases)

(268 Cases)
Counting proble™

Figure 3: Category-Wise Accuracies (%) of Qwen3-
VL-Video, Qwen3-VL, and MEMORYCARD on six task
categories in Video-MME.

ture. These components complement the visual gist
by binding visual content with semantic, speech,
and temporal information. Thus, the effectiveness
of MEMORYCARD comes not only from retrieving
relevant evidence, but also from rendering the evi-
dence into a self-contained and interpretable Mem-
ory Card. Detailed variant definitions are provided
in Appendix A.6.

5.3 Effectiveness of Semantic Memory
Sessions

Table 3 studies how memory sessions should be
formed before rendering. Adaptive semantic ses-
sions achieve the strongest overall results on Video-
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Figure 4: Resolution Allocation under Comparable Vi-
sual Budgets. R1-R6 are detailed in Appendix Table 12;
bars show card resolutions and the line shows Video-
MME accuracy with Qwen3-VL.

MME and MLVU, while remaining competitive
on LongVideoBench. This indicates that the gain
of MEMORYCARD is not obtained by adding text
around sampled frames; the visual anchor and
event-level context should describe the same event.

Uniform or fixed-length sessions may split re-
lated evidence or merge unrelated events, while
shot-based sessions mainly capture visual transi-
tions rather than semantic boundaries. In contrast,
VLM self-reading constructs content-aware ses-
sions, making the rendered Memory Cards more
coherent for retrieval and answering. This sup-
ports the central design of MEMORYCARD: Mem-
ory Cards are effective because they convert long
videos into semantically coherent event-level evi-
dence units rather than isolated frame-level clues.
Complete results are provided in Appendix A.7.

Figure 3 further analyzes where the overall gains
come from. MEMORYCARD improves multiple
task categories rather than only a single capability
such as OCR or object recognition, suggesting that
Memory Cards provide a generally useful evidence
representation for different types of challenging
long-video questions.

The gains are especially relevant for tasks that
require local visual details to be interpreted with
broader event context, such as perception, recog-
nition, OCR, and information synopsis. Counting
and reasoning remain more challenging, suggesting
that some questions may require denser temporal
coverage or stronger aggregation across multiple
retrieved cards. Complete subtask results are pro-
vided in Appendix A.8.

5.4 Effectiveness of Memory Card Selection
and Allocation

This subsection studies how constructed Memory
Cards should be used under a fixed visual-token
budget. After the Memory Card bank is built,

OTemp. ORel. O Rand. Retrieval ~Uniform --Random
68 — 70
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. 64.7 $ 65 1=
Q
Q
:% 64 <
60
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(a) Card Ordering. (b) Top-k Sensitivity.

Figure 5: Analysis of Memory Card Ordering and Selec-
tion. Fig. 5a shows that temporal ordering preserves the
original event progression and provides a more coherent
reasoning sequence after retrieval. Fig. 5b shows that
retrieval-based selection is more robust across different
Top-k values than uniform or random selection.

MEMORYCARD still needs to decide which cards
to select, how much visual resolution to assign to
each card, and how to organize the selected cards
before answer generation. These steps determine
whether the compact event-level evidence can be
effectively consumed by the answering VLM.

Resolution Allocation. Figure 4 compares dif-
ferent ways of allocating the visual budget among
retrieved Memory Cards. High-resolution cards
preserve fine-grained visual details but reduce event
coverage, while low-resolution cards increase cov-
erage but weaken detailed perception. The default
relevance-aware allocation balances this trade-off
by assigning higher resolution to likely answer-
critical cards and lower resolution to contextual
cards. This allows MEMORYCARD to preserve
both key visual details and broader temporal con-
text within a comparable visual budget. Full results
are provided in Appendix A.9.

Memory Card Ordering and Selection. Fig-
ure 5 examines two key decisions after Memory
Card retrieval: how the selected cards should be
ordered and how many cards should be selected for
answer generation.

Figure 5a shows that temporal ordering outper-
forms relevance-based and random ordering, in-
dicating that chronological structure provides a
more coherent reasoning sequence after relevant
cards are selected. Figure 5b compares retrieval-
based, uniform, and random selection under dif-
ferent Top-k values. Retrieval is most effective
under small Top-k, where the selected cards must
be highly answer-relevant. As Top-k increases,
larger event coverage improves performance, but
retrieval-based selection remains more stable than
uniform or random selection. Full results are pro-
vided in Appendix A.10 and Appendix A.11.
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6 Conclusion

This paper presents MEMORYCARD, a video-
memory-based augmentation framework for long-
video QA. By constructing coherent semantic units
and rendering representative visual moments with
event-level video gists into unified Memory Cards,
MEMORYCARD organizes sparse video clues into
high-density multimodal evidence for VLM-based
answering. This design shifts long-video QA from
frame-centric evidence selection toward event-level
evidence construction under constrained visual
budgets. Experimental results show that MEM-
ORYCARD improves multiple VLM backbones,
while ablations confirm the effectiveness of seman-
tic unit construction, Memory Card rendering, and
temporal organization.

Limitations

Although MEMORYCARD improves long-video
QA, constructing Memory Cards introduces ex-
tra preprocessing cost. MEMORYCARD relies on
a self-read VLM to segment videos into seman-
tic units, generate event-level video gists, select
representative visual moments, align speech tran-
scripts, and render them into unified cards. These
cards can be reused across questions from the same
video, but the construction process still adds over-
head before answering. Moreover, because each
card uses a unit-level gist and representative visual
moments, MEMORYCARD may be less effective
for questions requiring fine-grained motion dynam-
ics or continuous action understanding. Improving
memory-construction efficiency while preserving
dense event-level evidence remains an important
direction for future work.
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A Appendix

This appendix provides supplementary details and
complete analysis results that complement the main
paper. We first describe the dataset licenses, dataset
protocol, and controlled evaluation settings. We
then provide implementation details of Memory
Card construction, retrieval, and answering. Fi-
nally, we report additional analyses on compo-
nent ablations, memory-session construction, fine-
grained subtasks, resolution allocation, temporal
ordering, and Top-k sensitivity.

A.1 License

We use three publicly released long-video ques-
tion answering benchmarks in this work: Video-
MME (Fu et al., 2025), MLVU (Zhou et al., 2024),
and LongVideoBench (Wu et al., 2024). All
datasets are used only for academic research and
evaluation purposes, following their respective li-
censes and usage agreements. Video-MME is re-
leased for academic research use and prohibits com-
mercial use. MLVU and LongVideoBench are re-
leased under the CC-BY-NC-SA-4.0 license. We
do not redistribute the original videos or annota-
tions, and all experiments are conducted on the
officially released benchmark splits.

A.2 Datasets and Evaluation Protocol

We evaluate MEMORYCARD on three long-video
question answering benchmarks: Video-MME,
MLVU, and LongVideoBench. All benchmarks
follow a multiple-choice evaluation protocol, and
we report accuracy as the main metric.

Video-MME. Video-MME (Fu et al., 2025) eval-
uates comprehensive video understanding across
diverse video durations and question categories.
Following the setting in the main paper, we report
overall accuracy and duration-wise accuracy on
short, medium, and long videos.

MLVU. MLVU (Zhou et al., 2024) evaluates
multi-task long-video understanding across diverse
video genres and task types. We report the overall
accuracy on the evaluated split.

LongVideoBench. LongVideoBench (Wu et al.,
2024) focuses on long-context video-language un-
derstanding. Following prior work, we evaluate
on the validation split without interleaved subtitles
and report overall accuracy.

Controlled Evaluation. For controlled com-
parisons, we use Qwen2-VL, Qwen3-VL, and
MiniCPM-V-4.5 as answering backbones. Unless

otherwise specified, all variants use the same an-
swering backbone, prompt format, decoding con-
figuration, output protocol, answer extraction rule,
and evaluation script. This protocol isolates the ef-
fect of the proposed Memory Card representation,
retrieval strategy, ordering strategy, and resolution
allocation without changing the answering VLM.

A.3 Compared Methods

Table 1 compares MEMORYCARD with representa-
tive video VLMs and recent efficient long-video un-
derstanding methods. We briefly summarize them
below.

Video-LLaVA aligns video representations with
language models for video instruction following.
Qwen-VL is a general vision-language model used
as an early multimodal baseline. VideoChat2
is a video instruction-tuned model for video di-
alogue and understanding. ShareGPT4Video im-
proves video understanding through high-quality
video captions and instruction data. MovieChat
compresses dense frame tokens into sparse short-
term and long-term memories for long-video un-
derstanding. MovieChat+ introduces question-
aware memory consolidation to retain more in-
formation from question-relevant video segments.
Video-XL enables efficient long-video processing
with substantially more input frames. LLaVA-
OneVision is a strong general-purpose VLM
that transfers visual understanding across image
and video tasks. Video-CCAM enhances video-
language understanding with causal cross-attention
modeling. Frame-Voyager learns to select in-
formative frames for compact video understand-
ing. LongVU improves long-video understanding
through visual-token compression and long-context
processing. For controlled comparisons, we evalu-
ate Qwen2-VL, Qwen3-VL, and MiniCPM-V-4.5
together with their video-input variants, allowing
us to isolate the effect of Memory Cards under the
same answering backbones.

A.4 Implementation Details

Memory Card Construction. For each video,
MEMORYCARD first extracts multimodal clues for
Memory Card construction. We extract the audio
track and use Qwen3-ASR to obtain timestamped
speech transcripts. Qwen3-VL-8B is used as the
self-read VLM to segment each video into semantic
sessions according to visual content and temporal
event structure. The speech transcripts are aligned
to the resulting semantic sessions by timestamps
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Self-Read Prompt
Prompt for semantic session Construction:

You are a careful video analyst. You will
read the entire video and divide it into
semantically coherent sessions. Each
session should correspond to a continuous
event or topic in the video. Focus on the
visual content and temporal event structure.
For each session, provide its temporal span
and concise topic summary. Do not use any
downstream question, answer option, or
ground-truth answer.

Table 4: Prompt template used for self-read semantic
session construction in MEMORYCARD. In implemen-
tation, the generated semantic sessions are associated
with event-level video gists and temporal metadata for
rendering Memory Cards.

and used as the spoken content of each session.
For videos without valid speech content, MEMO-
RYCARD constructs Memory Cards using visual
information only.

For each semantic session, the VLM generates
an event-level video gist, where the topic serves as
a compact session summary and the aligned speech
transcript preserves spoken content when available.
The temporal span is retained as session metadata.
Representative visual moments are selected from
each semantic session and rendered together with
the corresponding gist and temporal metadata into
image-based Memory Cards.

Retrieval and Answering. For question an-
swering, we use LongCLIP as the CLIP-style re-
triever to select question-relevant cards from the
constructed Memory Card bank. Memory Card
construction is question-agnostic, while retrieval is
question-aware. The retrieved cards are assigned
input resolutions according to retrieval relevance,
reordered by their original temporal positions, and
then fed into the answering VLM. Unless other-
wise specified, we use ke = 44, consisting of 4
high-resolution, 8 medium-resolution, and 32 low-
resolution Memory Cards. Controlled comparisons
use the same prompt format, decoding configura-
tion, answer extraction rule, evaluation framework,
and comparable visual input budget.

Self-Read Prompt. To construct semantic ses-
sions in a question-agnostic manner, we prompt the
self-read VLM to analyze the entire video and di-
vide it into temporally continuous events or topics.
The prompt asks the VLM to focus on the visual
content and temporal event structure, and to gener-
ate the temporal span and topic summary for each
session. No downstream question, answer option,

Construction Stage Time / Video
ASR 329s
Semantic segmentation 80.3s
Gist + frame selection 145.2s
Card rendering 4.7s
Total 263.1s

Table 5: Average offline construction time per video on
Video-MME.

Method Retrieval Answering  Total
Direct Video - 39.7 s 39.7 s
MemoryCard 47.2 ms 87s 8.75s

Table 6: Online inference time on Video-MME with
Qwen3-VL-8B as the answering backbone.

or ground-truth answer is used during this process.
The resulting semantic sessions are associated with
event-level video gists and temporal metadata for
Memory Card rendering. The complete prompt
template is shown in Table 4.

A.5 Runtime Analysis

We analyze the computational cost of MEMO-
RYCARD from two stages: one-time Memory Card
construction and per-question inference. Table 5
reports the construction cost, while Table 6 com-
pares the online inference latency with direct-video
inference.

As shown in Table 5, constructing the Memory
Card bank takes 263.1 seconds per video on Video-
MME. Most of the construction cost comes from
semantic segmentation and event-level gist gen-
eration with representative-frame selection, while
card rendering introduces relatively little overhead.
This construction is performed once per video, af-
ter which the resulting Memory Card bank can be
reused across downstream questions.

Table 6 further reports the per-question infer-
ence cost after the Memory Card bank has been
constructed. Instead of repeatedly processing the
full video, MEMORYCARD answers each question
using a fixed set of retrieved Memory Cards, sub-
stantially reducing online inference latency, with
retrieval itself introducing little additional over-
head. However, this benefit depends on amortiz-
ing the one-time construction cost across multi-
ple questions. Under the three-question-per-video
Video-MME setting, direct-video inference re-
mains cheaper in total latency, and the approximate
break-even point is nine questions per video. There-

12700



Method Video-MME MLVU LongVideoBench

Raw-frame Retrieval 60.8

+ Raw ASR 62.2
Unrendered MemoryCard 62.6
MemoryCard 64.7

64.9 57.2
65.3 58.2
65.5 58.6
66.5 60.1

Table 7: Comparison of transcript access, event-level evidence organization, and unified Memory Card rendering

with Qwen3-VL.

Method Video-MME MLVU LongVideoBench
Overall Short Medium Long
Qwen2-VL 53.7 65.0 50.7 453 56.9 53.5
MemoryCard 60.5 69.7 61.0 50.9 65.7 58.4
w/ Uniform-frame Units 59.1 68.1 57.3 51.8 64.6 55.9
w/ Fixed-length Units 59.0 68.0 58.8 50.1 65.9 56.1
w/ Shot-based Units 58.7 67.9 58.1 50.1 64.9 56.6
Qwen3-VL 574 68.8 53.1 50.2 57.2 56.3
MemoryCard 64.7 72.2 64.8 54.7 66.5 60.1
w/ Uniform-frame Units 62.5 71.6 62.3 53.6 65.3 59.1
w/ Fixed-length Units 63.1 71.9 63.3 54.0 66.2 58.8
w/ Shot-based Units 63.4 72.4 62.9 54.9 65.9 61.1
MiniCPM-V-4.5 59.9 69.6 58.2 52.0 57.0 55.6
MemoryCard 67.2 76.0 67.6 58.0 69.4 62.0
w/ Uniform-frame Units 66.5 74.6 66.0 58.9 68.3 61.4
w/ Fixed-length Units 66.4 74.2 64.0 61.1 69.0 61.7
w/ Shot-based Units 66.7 75.7 66.7 57.8 70.4 61.6

Table 8: Effect of different memory unit construction strategies on three video question answering benchmarks with
different answering backbones. The best results within each answering backbone are highlighted in bold.

fore, the current implementation is better suited
to reusable long-video understanding than strict
single-query real-time inference.

A.6 Component Ablations and Controlled
Comparisons

This section provides detailed settings for the com-
ponent ablations in the main paper and additional
controlled comparisons that further separate the
effects of transcript access, event-level evidence
organization, and unified card rendering.

A.6.1 Component Ablation Settings

The component ablation in the main paper exam-
ines whether the gain of MEMORYCARD comes
from question-aware retrieval alone or from the
proposed rendered Memory Card representation.
We provide the detailed settings below.
Raw-frame Retrieval. This variant retrieves
raw frames from the original video using the same
LongCLIP-based retriever and a comparable vi-
sual budget as MEMORYCARD. The retrieved
frames are sorted by timestamp and passed to the

answering VLM. This setting isolates the effect
of question-aware retrieval without changing the
evidence unit.

MEMORYCARD w/o Speech Transcript. This
variant removes the aligned speech transcript from
each Memory Card. The representative visual mo-
ment, topic, and temporal span are kept unchanged.
This setting tests the contribution of spoken infor-
mation and verifies whether the multimodal gain
comes partly from rendering speech-derived clues.

MEMORYCARD w/o Topic. This variant re-
moves the topic generated by the self-read VLM,
while keeping the representative visual moment,
temporal span, and aligned speech transcript un-
changed. This setting tests whether the generated
unit-level summary helps the answering VLM in-
terpret the selected visual evidence.

MEMORYCARD w/o Temporal Span. This
variant removes the temporal span from each Mem-
ory Card, while keeping the representative visual
moment, topic, and aligned speech transcript un-
changed. This setting tests whether explicit tempo-
ral grounding helps organize the selected evidence.
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Video-MME

Model
Perception  Recognition OCR Counting Reasoning Information Synopsis

Qwen2-VL-Video 62.8 53.0 56.8 30.2 51.0 65.6
Qwen2-VL 65.9 54.9 56.8 30.6 50.5 65.9

+ MemoryCard 66.6 62.9 64.0 39.9 56.7 76.5
Qwen3-VL-Video 64.3 524 54.7 29.5 52.8 68.1
Qwen3-VL 63.9 58.1 58.3 354 57.9 71.2

+ MemoryCard 77.8 64.1 64.0 38.8 61.3 78.0
MiniCPM-V-4.5-Video 67.2 59.1 59.7 40.3 58.1 73.4
MiniCPM-V-4.5 65.9 60.7 59.0 40.3 58.8 75.2

+ MemoryCard 73.1 68.8 73.4 42.5 66.7 82.0

Table 9: Performance of different models on Video-MME subtasks. Red fonts represent positive results compared
to the corresponding baseline, and blue fonts represent negative results.

MEMORYCARD. This is the full method. Each
Memory Card contains a representative visual mo-
ment, an event-level video gist, and temporal meta-
data when available. The event-level video gist con-
sists of the VLM-generated topic and the aligned
speech transcript. The cards are retrieved accord-
ing to the question, assigned resolutions according
to relevance, sorted by temporal order, and passed
to the answering VLM.

A.6.2 Additional Controlled Comparisons

To further distinguish the contribution of transcript
access from event-level evidence organization and
unified card rendering, we introduce two additional
controlled variants.

Raw-frame Retrieval + Raw ASR. This variant
uses the same retrieved raw frames as Raw-frame
Retrieval and additionally provides the temporally
aligned raw ASR transcripts as textual input, with-
out topic generation, temporal metadata, or card
rendering.

Unrendered MemoryCard. This variant uses
the same semantic sessions, representative frames,
topic, aligned transcript, and temporal metadata
as MEMORYCARD, but provides the visual and
textual evidence separately rather than rendering
them into a unified image.

As shown in Table 7, adding raw ASR tran-
scripts to raw-frame retrieval consistently improves
performance, confirming that speech information
contributes to the overall gain. Unrendered Mem-
oryCard further improves over the frame-plus-
transcript setting, showing that event-level evi-
dence organization provides benefits beyond tran-
script access alone. Finally, MEMORYCARD con-
sistently outperforms the unrendered variant while
using the same underlying visual and textual ev-

idence, supporting the additional benefit of uni-
fied Memory Card rendering. Together, these re-
sults show that the gain of MEMORYCARD arises
from the complementary effects of transcript ac-
cess, event-level evidence organization, and unified
rendering.

A.7 Memory Session Construction Analysis

Setting. This analysis studies whether the quality
of the source session affects the final Memory Card
representation. All variants use the same rendering
template, retriever, answering backbone, prompt
format, visual budget, and evaluation protocol. The
only difference is how the source sessions are con-
structed before rendering. Table 8 reports the com-
plete results for different memory-session construc-
tion strategies. Uniform-frame Units uniformly
sample frames from the whole video and organize
them into cards according to temporal order. Fixed-
length Units divide each video into fixed temporal
windows. Shet-based Units construct units ac-
cording to visual shot or scene boundaries. The full
MEMORY CARD uses self-read semantic sessions,
where a VLM organizes the video into temporally
coherent local events.

Analysis. Self-read semantic sessions achieve
strong overall performance and provide a reliable
default source-session construction across answer-
ing backbones. This indicates that the benefit of
MEMORYCARD does not only come from render-
ing information into image-based cards; the source
session being rendered also matters. Uniform-
frame and fixed-length units provide temporal cov-
erage, but they may split a coherent event or merge
unrelated content. Shot-based units capture low-
level visual transitions, but shot boundaries do not
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MLVU

Model
TR AR VS NQA ER PQA SSC AO AC
Qwen2-VL-Video 784 640 0.0 64.5 50.6 55.1 0.0 448 262
Qwen2-VL 83.8 585 0.0 61.4 56.8 59.9 0.0 459 204
+ MemoryCard 875 545 0.0 79.4 66.2 68.8 0.0 50.2 383
Qwen3-VL-Video 79.8 60.0 0.0 58.6 51.1 55.1 0.0 479 175
Qwen3-VL 863 695 0.0 423 52.3 61.4 0.0 36.7 155
+ MemoryCard 85.6 635 0.0 73.2 61.1 73.5 0.0 55.6  41.7
MiniCPM-V-4.5-Video 859 650 0.0 65.6 55.1 63.6 0.0 413 228
MiniCPM-V-4.5 848 68.0 0.0 58.0 54.0 63.8 0.0 375 209
+ MemoryCard 85.6 610 0.0 80.8 64.8 76.4 0.0 514 495

Table 10: Performance of different models on MLVU subtasks. Red fonts represent positive results compared to the
baseline, and blue fonts represent negative results.

LongVideoBench

Model
TOS T2A T20 O2E S2E T3E TAA E3E T30 SSS SOS E20 S2A SAA 030 S20 T2E
Qwen2-VL-Video 39.7 494 487 563 66.7 397 476 59.6 459 351 593 63.1 568 514 409 514 523
Qwen2-VL 31,5 519 605 598 613 41.1 476 60.6 486 36.1 60.5 785 534 528 545 556 585
+ MemoryCard 426 63.8 649 647 733 426 567 68.8 524 340 667 702 755 525 545 659 659
Qwen3-VL-Video 356 647 694 595 69.7 41.1 50.0 585 46.0 37.1 616 609 636 524 526 542 539
Qwen3-VL 356 658 645 632 699 384 512 649 486 39.1 605 615 670 59.7 576 514 538
+ MemoryCard 343 69.6 73.7 678 710 425 524 585 405 392 630 662 761 583 56.1 66.7 67.7
MiniCPM-V-4.5-Video 41.1 494 658 644 677 438 463 692 541 402 630 600 682 472 576 556 60.0
MiniCPM-V-4.5 37.0 557 645 621 645 50.7 427 649 46.0 351 667 64.6 67.1 528 56.1 528 615
+ MemoryCard 425 684 684 667 742 534 512 692 541 392 728 769 773 569 546 708 554

Table 11: Performance of different models on LongVideoBench subtasks. Red fonts represent positive results
compared to the baseline, and blue fonts represent negative results.

always correspond to semantic event boundaries.
In contrast, self-read semantic sessions better align
with event-level video structure, making each Mem-
ory Card more self-contained and more suitable for
retrieval and answering. This supports the design
choice that Memory Cards should be built from
semantic sessions rather than mechanically seg-
mented clips.

A.8 Fine-Grained Subtask Analysis

Setting. We further report fine-grained task-
wise results on Video-MME, MLVU, and
LongVideoBench. These results complement the
overall accuracy by showing which types of ques-
tions benefit from the Memory Card representa-
tion. For Video-MME, we report six categories:
perception, recognition, OCR, counting, reason-
ing, and information synopsis. For MLVU and
LongVideoBench, we follow the task definitions
of the corresponding benchmarks. Tables 9, 10,
and 11 report the complete subtask results on the
three benchmarks.

Video-MME Analysis. The Video-MME sub-
task results show that MEMORYCARD improves

multiple question types rather than a single isolated
capability. The gains on perception, recognition,
and OCR indicate that Memory Cards preserve fine-
grained visual details from representative visual
moments. The gains on reasoning and informa-
tion synopsis suggest that the rendered event-level
video gist helps the model interpret visual clues
within a broader temporal and semantic structure.

Counting remains relatively challenging. This
is reasonable because counting often requires ex-
haustive coverage over long temporal ranges, while
MEMORYCARD follows a retrieve-then-answer
pipeline and depends on the selected card set. Thus,
the subtask results show both the strength and lim-
itation of the current design: Memory Cards im-
prove the density and interpretability of retrieved
clues, but complete temporal enumeration remains
difficult.

MLVU Analysis. The MLVU results show that
MEMORYCARD is especially useful for tasks that
require event-level understanding, narrative con-
text, or association between visual moments and
surrounding information. This matches the in-
tended role of Memory Cards: each card provides
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Backbone Setting Resolution Allocation #Cards Vlslluéig:(;iget Video-MME MLVU Lo]lgleg:clﬁeo
High Mid Low Overall Short Medium Long
R1 8 0 0 8 2,760 587 6717 582 501 655 55.1
R2 6 6 8 20 2,790"1% 509 688 594 516 658 55.2
R3 6 4 16 26 2,806T17% 591 686 574 514 655 55.7
Qwen2-VL 3.3%
R4/Ours 4 8 32 44 2,852+33% 60.5 697 610 509 657 58.4
R5 4 6 40 50 2,868739% 604 697 593 522 654 56.6
R6 4 4 48 56 2,884%45% 597 703 583 504 655 56.2
R1 8 0 0 8 2,760 604 699 607 507 635 56.6
R2 6 6 8 20 2,790+ 1% 621 708 621 536 66.0 57.5
+1.7%
Qwen3-VL R3 6 4 16 26 2,806 o 626 712 619 546 66.1 58.5
R4/Ours 4 8 32 44 2,852+33% 647 722 648 547 665 60.1
RS 4 6 40 50 2,86813:9% 634 712 639 551 665 58.2
R6 4 4 48 56 2,8841%5% 636 717 639 553 668 59.3
RI 8 0 0 8 2,760 633 721 627 551 67.6 60.8
R2 6 6 8 20 2,790t11% 651 732 644 578 689 61.0
+1.7%
MiniCPM-V-4.5 R3 6 4 16 26 2,806 o 659 743 664 569 693 61.7
R4/Ours 4 8 32 44 2,852+33% 672 760 676 580 694 62.0
R5 4 6 40 50 2,86839% 673 763 682 572 694 61.2
R6 4 4 48 56 2,884745% 671 761 678 574 702 61.0

Table 12: Full results of resolution-allocation analysis under comparable visual budgets across different answering
backbones. High, Mid, and Low denote the numbers of Memory Cards assigned to high, medium, and low
resolutions, respectively. Visual Budget / Video reports the estimated visual patch/token cost computed by Eq. 13,

with superscripts indicating the relative increase over R1.

a representative visual moment together with its
event-level video gist and temporal grounding.

Some categories show smaller or mixed gains.
This suggests that tasks requiring fine-grained mo-
tion modeling or highly specialized action discrim-
ination may not be fully solved by static card repre-
sentations alone. Nevertheless, the overall improve-
ment across backbones indicates that the event-
level Memory Card bank provides a more useful
input representation than isolated frames for long-
video QA.

LongVideoBench Analysis. The subtask results
show that MEMORYCARD improves many tempo-
ral, object-centric, and state-association categories.
These tasks require the model to locate relevant
clues in long videos and reason with sufficient con-
text, matching the intended role of Memory Cards.

The gains are not uniform across every subtask
and backbone. This reveals a natural limitation
of the current retrieve-then-answer framework: if
retrieval misses a necessary card, or if the answer-
ing VLM fails to compare multiple selected cards
correctly, the final answer may still be incorrect.
Even so, the broad improvements demonstrate that
structured Memory Cards provide more effective
clue units for long-video understanding than sparse
raw frames.

Overall Observation. Across the fine-grained
analyses, MEMORYCARD improves tasks that re-

quire visual detail, speech-related information, tem-
poral grounding, and event-level synthesis. This
supports the main claim of the paper: replacing iso-
lated frame-level inputs with high-density Memory
Cards improves the quality of clues provided to the
answering VLM, while preserving compatibility
with standard retrieve-then-answer inference.

A.9 Resolution Allocation Analysis

Setting. This analysis studies how to allocate vi-
sual resolution after Memory Cards are retrieved.
Table 12 reports the complete resolution allocation
results under comparable visual budgets. All set-
tings use comparable visual budgets but distribute
the budget differently across high-, medium-, and
low-resolution cards.

We estimate the visual budget as the total visual
patch/token cost of the selected Memory Cards. Let
Np, N, and N; denote the numbers of Memory
Cards assigned to high, medium, and low resolu-
tions, respectively, and let C},, C,,, and C; denote
the corresponding per-card visual costs after im-
age preprocessing. The visual budget per video is
computed as:

B = N,Cy, + N,,C,,, + N;C. (13)

The relative increase reported in Table 12 is com-
puted with respect to R1:

B — Bry

AB =
Br1

x 100%. (14)
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Video-MME

Backbone Card Order MLVU LongVideoBench
Overall Short Medium Long

Temporal (Ours)  60.5 69.7 61.0 50.9 65.7 58.4
Qwen2-VL Relevance 584 68.2 56.6 50.6 63.4 55.6
Random 59.1 68.2 57.3 52.0 63.2 55.4
Temporal (Ours) 64.7 72.2 64.8 54.7 66.5 60.1
Qwen3-VL Relevance 61.9 71.9 61.1 52.9 65.7 57.1
Random 61.2 71.4 59.4 52.7 65.3 56.7
Temporal (Ours) 67.2 76.0 67.6 58.0 69.4 62.0
MiniCPM-V-4.5 Relevance 64.6 73.7 63.6 56.4 68.4 59.2
Random 64.7 75.2 63.4 55.6 67.9 59.0

Table 13: Temporal ordering ablation of MEMORYCARD on three video question answering benchmarks. Temporal
denotes the default setting where retrieved Memory Cards are ordered by video time before answering. Relevance
keeps the retrieval ranking, while Random shuffles the retrieved Memory Cards with a fixed seed.

High-resolution cards preserve fine-grained vi-
sual details, while low-resolution cards provide
broader temporal coverage with lower visual cost.

R1 allocates the budget to a small number of
high-resolution cards. R5 and R6 increase the num-
ber of low-resolution cards to improve coverage.
R4 is the default setting of MEMORYCARD, which
assigns high resolution to the most relevant cards
and uses medium- and low-resolution cards to pre-
serve additional event context.

A.10 Temporal Ordering Analysis

Setting. This analysis studies how the order of re-
trieved Memory Cards affects the answering VLM.
The retrieved card set is kept unchanged across dif-
ferent variants; only the input order before answer-
ing is modified. Temporal is the default setting of
MEMORYCARD, where retrieved cards are sorted
according to their original timestamps. Relevance
keeps the retriever ranking as the input order. Ran-
dom shuffles the retrieved cards with a fixed seed.
Table 13 reports the complete results for different
Memory Card ordering strategies.

Analysis. Temporal ordering generally performs
better than relevance ordering and random ordering
on overall metrics. This result shows that retrieval
relevance and reasoning order should not be con-
flated. Retrieval scores are useful for selecting
question-relevant Memory Cards, but the ranking
produced by the retriever does not necessarily pre-
serve the event progression of the original video.

By restoring temporal order, MEMORYCARD
preserves the chronological structure needed for
long-video reasoning. This is especially important
when questions involve event progression, state
changes, or relations between temporally separated

clues. The ordering analysis therefore supports a
key design of MEMORYCARD: use relevance for
selection and resolution allocation, but use video
time for the final clue sequence.

A.11 Top-k Sensitivity and Selection
Robustness

Setting. This analysis studies how the number
of selected Memory Cards and the selection strat-
egy affect performance. Different from the de-
fault multi-resolution configuration, this experi-
ment uses a fixed high-resolution setting to iso-
late the effect of card selection. We vary Top-k
and compare three selection strategies. Random
selects K Memory Cards from the Memory Card
bank with a fixed seed. Uniform selects £ Mem-
ory Cards uniformly along the video timeline. Re-
trieval selects the top-k Memory Cards according
to question-card relevance. Table 14 reports the
complete results for Top-k sensitivity and selection
robustness.

Analysis. This experiment separates two ques-
tions. First, Random and Uniform selection test
whether the constructed Memory Card bank itself
contains useful video-level clues. Second, Re-
trieval tests whether question-aware selection can
further focus the answering VLM on the most use-
ful event-level clues.

The results show that increasing Top-k generally
improves evidence coverage under the fixed high-
resolution setting, while retrieval-based selection is
especially beneficial when only a limited number
of cards can be selected. Together, this analysis
verifies that Memory Cards provide a useful clue
bank, while retrieval further improves efficiency by
selecting question-relevant cards.
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Video-MME

Selection Top-k MLVU LongVideoBench
Overall Short Medium Long
Qwen2-VL
4 54.3 61.6 52.2 49.2 55.2 51.2
8 56.6 65.2 54.6 49.2 57.1 53.1
Random 16 59.3 68.9 58.1 51.0 59.7 53.7
32 61.7 71.0 62.6 51.7 62.5 54.9
64 63.2 72.0 64.1 53.6 64.4 55.3
4 53.1 59.8 48.4 51.1 54.6 52.6
8 58.1 67.0 55.1 52.1 57.5 53.8
Uniform 16 59.8 69.6 58.0 51.8 59.7 56.1
32 62.3 71.9 62.2 52.9 62.8 56.2
64 62.8 72.9 62.4 53.1 62.1 55.2
4 57.1 66.4 56.7 48.2 63.7 54.5
8 58.7 67.7 58.2 50.1 65.5 55.1
Retrieval 16 61.0 70.8 59.9 52.3 66.3 56.2
32 62.5 72.8 61.2 53.4 67.2 57.4
64 62.3 72.4 61.6 52.8 66.7 56.8
Qwen3-VL
4 54.9 62.2 51.8 50.6 479 51.0
8 57.7 67.3 55.8 50.0 51.8 51.8
Random 16 62.7 73.7 61.2 53.3 56.7 55.9
32 66.8 77.0 66.0 57.3 60.9 58.0
64 69.4 79.6 704 58.1 67.1 61.7
4 55.6 61.7 52.2 53.0 47.6 50.2
8 60.2 70.9 57.1 52.6 524 54.4
Uniform 16 63.1 72.4 62.3 54.7 58.2 56.5
32 66.7 75.6 66.8 57.8 63.8 59.5
64 69.0 79.2 69.6 58.3 68.4 61.3
4 58.3 68.0 58.3 48.4 60.3 54.0
8 60.4 69.9 60.7 50.7 63.5 56.6
Retrieval 16 64.3 73.9 63.9 55.2 66.6 59.3
32 68.1 78.0 68.4 57.9 67.3 60.4
64 70.4 81.7 71.6 58.1 69.8 61.7
MiniCPM-V-4.5
4 59.0 67.0 56.4 53.7 54.0 54.1
8 61.4 69.6 60.2 54.4 57.5 55.2
Random 16 65.3 75.8 64.3 55.8 61.9 57.1
32 67.9 78.1 67.0 584 65.7 59.2
64 68.7 80.1 68.8 57.2 69.9 59.6
4 57.9 65.4 54.8 53.6 53.9 54.3
8 62.8 73.6 594 55.3 58.7 56.1
Uniform 16 66.6 78.2 63.9 57.8 63.2 59.8
32 69.1 78.8 69.1 59.4 67.2 60.5
64 69.2 79.8 70.3 57.6 69.8 60.1
4 60.8 69.0 59.9 53.6 63.1 56.9
8 63.3 72.1 62.7 55.1 66.2 59.7
Retrieval 16 65.9 74.2 64.8 58.7 68.0 60.8
32 68.1 77.6 68.1 58.8 70.6 61.9
64 69.3 77.4 70.1 60.3 71.1 59.6

Table 14: Top-k sensitivity and Memory Card selection robustness under a fixed high-resolution setting. For all
variants, the selected £ Memory Cards are fed to the backbone at high resolution. Random, Uniform, and Retrieval
denote random sampling, temporal uniform sampling, and question-card relevance retrieval, respectively.
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A.12 Case Study

We provide qualitative examples to illustrate how
MEMORYCARD constructs and uses Memory
Cards for long-video question answering. Fig-
ure 6 compares uniform sampling with self-read
semantic-unit construction under the same visual
budget. Uniform sampling distributes frames at
fixed temporal intervals, while self-read construc-
tion organizes the video according to event struc-
ture and selects representative visual moments
within each semantic session. This produces evi-
dence that is better aligned with meaningful video
content rather than raw timestamps.

Figures 7 and 8 further illustrate how MEM-
ORYCARD uses the constructed Memory Card
bank for question-conditioned retrieval. Given
a multiple-choice question, MEMORYCARD re-
trieves the most relevant Memory Cards from the
question-independent memory bank, assigns higher
resolutions to more relevant cards and lower reso-
lutions to contextual cards, and then restores their
original temporal order before answer generation.
The retrieved cards therefore preserve fine-grained
visual details for answer-critical events while re-
taining broader event-level semantic, speech, and
temporal context across the video. These examples
qualitatively show how MEMORYCARD converts
sparse and temporally dispersed clues into a com-
pact, coherent evidence set for the answering VLM,
complementing the quantitative improvements ob-
served in the main experiments.
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Figure 6: Uniform Sampling vs. Session-Aware Self-Read Construction under the same 128-frame visual budget.
Uniform sampling selects frames at fixed global intervals, while self-read first segments the video into semantic
sessions and then selects keyframes within each session. Colored blocks indicate session boundaries, highlighting
that our visual evidence is organized by event structure rather than uniform temporal spacing.
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Question: Which of the following professions does not appear at the beginning of the video?
A. Worker. B. Firemen. C. Chef. D. Judge.

HIGH resolution | Top-4 retrieved cards

LOW resolution | Next-32 retrieved cards

e & o[
Y o el

Figure 7: Question-Conditioned Retrieval Visualization. For each multiple-choice question, MEMORYCARD
retrieves Memory Cards from the self-read memory bank and organizes them into 4 high-resolution, 8 medium-
resolution, and 32 low-resolution cards. The ground-truth option is highlighted in red. The retrieved cards serve as
the visual evidence provided to the answering VLM.

S~
Question: Based on the information provided in the video, which of the following locations is where the shooting occurred?

A. The court. B. The actor's house. C. The TV station. D. A ranch in New Mexico.

HIGH resolution | Top-4 retrieved cards

Figure 8: Question-Conditioned Retrieval Visualization. For each multiple-choice question, MEMORYCARD
retrieves Memory Cards from the self-read memory bank and organizes them into 4 high-resolution, 8 medium-
resolution, and 32 low-resolution cards. The ground-truth option is highlighted in red. The retrieved cards serve as
the visual evidence provided to the answering VLM.
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