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Abstract

Retrieval-Augmented Generation (RAG) has
become a dominant paradigm for mitigat-
ing hallucinations in Large Language Models
(LLMs) by incorporating external knowledge.
However, existing RAG systems often strug-
gle to effectively integrate and reason over key
evidence scattered across noisy retrieved docu-
ments, particularly in multi-hop scenarios. In
this paper, we propose KAIR, a Knowledge
Anchoring framework for Iterative Retrieval
that anchors knowledge within retrieved knowl-
edge to guide LLMs to locate the key infor-
mation. During iterative retrieval, KAIR pro-
gressively updates the knowledge index to an-
chor salient evidence from retrieved documents.
The evolving index serves as a navigational
anchoring index that enables the LLM to as-
sess knowledge sufficiency and formulate sub-
sequent retrieval queries. Finally, KAIR gen-
erates answers by jointly leveraging the re-
trieved documents and the finalized anchoring
index. Experiments on four multi-hop ques-
tion answering benchmarks demonstrate that
KAIR consistently outperforms strong RAG
baselines. Further analysis shows that KAIR
effectively anchors key knowledge and allevi-
ates the context noise during iterative retrieval,
improving the LLM’s ability to associate and
reason over dispersed evidence across retrieved
documents. All code and data are available at
https://github.com/NEUIR/KAIR.

1 Introduction

Retrieval-Augmented Generation (RAG) models
typically retrieve relevant passages and incorporate
them as contextual inputs, thereby helping Large
Language Models (LLMs) to generate accurate and

grounded responses (Ram et al., 2023; Lewis et al.,
2020; Shi et al., 2023; Shuster et al., 2021; Liu et al.,
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 indicates corresponding author.
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Figure 1: Illustration of KAIR. The index is progres-
sively updated for anchoring context knowledge.

2026). To handle multi-hop question answering
scenarios where evidence is frequently distributed
across multiple documents (Li et al., 2024), several
studies have proposed iterative retrieval strategies
that progressively seek and accumulate relevant
knowledge to support answer generation (Jin et al.,
2025b; Li et al., 2025; Kuratov et al., 2024). Never-
theless, as the number of retrieval steps increases,
these RAG systems inevitably introduce more noisy
or irrelevant information. The model frequently
fails to identify and connect the fragmented evi-
dence, which can substantially degrade the quality
of the generated outputs (Cuconasu et al., 2024).

RAG performance varies dramatically depend-
ing on the position of the golden evidence within
the retrieved evidence list, due to the “lost in the
middle” phenomenon (Liu et al., 2023; Jin et al.,
2025a). This performance variance is further am-
plified under deep retrieval, which has motivated
several studies to focus on refining retrieved evi-
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dence by filtering out noise through reranking or
summarization at each retrieval step (Wang et al.,
2025; Trivedi et al., 2023). However, these meth-
ods often fail to associate knowledge across dif-
ferent retrieval steps and frequently lose essential
information needed for LLMs to answer the given
questions. Recently, several studies (Edge et al.,
2024; Guo et al., 2024; Gutiérrez et al., 2025) have
organized extracted entities and facts into graph
structures to improve knowledge representation or
chunk localization (Fang et al., 2025). However,
whether such structures can further serve as dy-
namic navigational guides to help LLMs progres-
sively consolidate knowledge across multiple re-
trieval iterations remains largely underexplored. To
address this limitation, we shift our focus from
knowledge refinement to knowledge anchoring,
which preserves all retrieved evidence in the input
context and guides LLMs to identify and leverage
key information from the retrieved evidence. As
shown in Figure 1, an index provides well-defined
navigational guidance for explicitly modeling key-
words and their relations. Such indices can be
incrementally updated by introducing newly iden-
tified keywords, for example, adding “1996” and
linking it with “Coldplay” through the “formed in”
relation. This index updating process progressively
anchors the retrieved documents, enabling more
effective knowledge utilization.

In this paper, we propose KAIR, a novel Knowl-
edge Anchoring framework that guides LLMs to
capture and consolidate knowledge from Iterative
Retrieval via evolving anchoring indices. During
the iterative retrieval process, KAIR progressively
updates an in-context anchoring index to explicitly
anchor salient evidence extracted from newly re-
trieved documents. Rather than simply accumulat-
ing text, this evolving index acts as a navigational
guide, teaching LLLMs to associate and integrate
relevant knowledge from the input context even as
more noise is introduced with subsequent retrieval
steps. At each retrieval iteration, KAIR leverages
the index to assess whether the current knowledge
is sufficient to answer the original query. If the
knowledge is insufficient, the model uses the index
to formulate targeted queries for the next retrieval
step. Once the knowledge is deemed adequate, the
final response is generated by jointly leveraging
the raw aggregated documents and the finalized
knowledge index.

Our experiments on four multi-hop QA datasets
demonstrate the effectiveness of KAIR. Rather than

refining knowledge for question answering, KAIR
focuses on knowledge anchoring and improves
both the retrieval and QA modules within an it-
erative RAG framework. Further analysis shows
that, as the retrieval process progresses, the index
anchors an increasing number of related key pieces
of information into the index, so as to alleviate
the context noise, and subsequently modulates the
attention mechanism of LLMs to aggregate dis-
tributed evidence from the retrieved documents,
enabling more robust and accurate performance.

2 Related Work

Retrieval-Augmented Generation (RAG) enhances
Large Language Models (LLMs) by incorporat-
ing retrieved passages into the context window,
facilitating the generation of more accurate out-
puts (Ram et al., 2023; Lewis et al., 2020; Wu
et al., 2025; Shuster et al., 2021). However, con-
ventional RAG approaches often suffer from in-
sufficient knowledge acquisition, particularly in
multi-hop question answering tasks that require
integrating evidence scattered across multiple pas-
sages.

To address this limitation, several studies en-
hance retrieval interactions to acquire sufficient
knowledge for answering multi-hop questions (Su
et al., 2024; Jiang et al., 2023). One line of work
employs iterative retrieval strategies in RAG sys-
tems, progressively aggregating the information
required for reasoning (Shao et al., 2023; Trivedi
et al., 2023). Another line of work leverages the
reasoning capabilities of LL.Ms to invoke retrieval
during the reasoning process, enabling models to
adaptively use retrieval tools whenever additional
knowledge is needed to answer a given question (Li
et al., 2025; Jin et al., 2025b). However, while
these methods perform reasoning directly over raw
documents to assess sufficiency and generate sub-
queries, as retrieval depth increases, the accumu-
lated context inevitably contains more redundant
and irrelevant passages (Jin et al., 2025a; Liu et al.,
2023). As aresult, LLMs often struggle to effec-
tively identify query-relevant evidence from noisy
retrieval results, substantially limiting knowledge
utilization in multi-hop question answering scenar-
i0s.

To mitigate this issue, prior studies have pri-
marily focused on reducing retrieval noise through
passage reranking (Asai et al., 2024; Wu et al,,
2025) or salient information summarization (Vig
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et al., 2021; Wang et al., 2025). However, these
approaches often inevitably introduce information
loss during knowledge refinement and fail to ef-
fectively capture the relationships among retrieved
evidence. Rather than refining retrieved passages
directly, several recent works (Edge et al., 2024;
Guo et al., 2024; Gutiérrez et al., 2025) construct
graph structures over passages to support LLM-
based question answering. Specifically, these meth-
ods extract key entities and facts from different
chunks or passages and organize them into a graph
structure (Fang et al., 2025). These methods are
typically designed either to represent knowledge
in a more structured manner or to facilitate the
localization of query-relevant chunks. A compre-
hensive comparison of representative methods is
shown in Table 3, please refer to Appendix A.4.
Nevertheless, whether such structures can further
serve as navigational structures that help LLMs pro-
gressively consolidate knowledge across multiple
retrieval iterations remains largely underexplored.

3 Methodology

As illustrated in Figure 2, this section presents
the proposed KAIR, which introduces an evolv-
ing in-context index to anchor retrieved knowledge
within an iterative RAG framework. We first de-
scribe the overall architecture of KAIR, highlight-
ing how the evolving index is integrated to support
reasoning, query generation, and question answer-
ing (Sec. 3.1). We then elaborate on the construc-
tion and dynamic updating of the in-context index,
which functions as a context-aware knowledge in-
dex to enhance the knowledge association and com-
prehension capabilities of LLMs (Sec. 3.2).

3.1 Knowledge Anchoring for Iterative RAG

Given an initial query ¢g that requires multi-hop
retrieval, existing approaches (Shao et al., 2023;
Trivedi et al., 2023) typically perform iterative re-
trieval to progressively accumulate evidence for an-
swering the query. To better anchor these retrieved
pieces of evidence in context, KAIR constructs
an evolving index to guide LLMs in effectively
utilizing the knowledge contained in the retrieved
documents.

Iterative Retrieval. At the ¢-th retrieval step, the
framework retrieves a set of relevant documents Dy
conditioned on the previously refined query g;—1:

D, = Retriever(q;—1), (1)

where 1 < ¢t < T and T denotes the maximum
number of retrieval iterations. After completing the
iterative retrieval process, all retrieved documents
are aggregated to form the complete document set:

D=DiUDyU---UDy, )

where k denotes the actual number of retrieval steps
performed. The LLM then generates the answer
y to the original query ¢g based on the aggregated
document set D:

y = LLM(qo, D). (3)

As the number of retrieval iterations increases, D
may accumulate noisy or redundant information.

Anchoring Knowledge via an Evolving Index.
Unlike prior methods, KAIR introduces an evolv-
ing in-context index [ as a structured mechanism
to anchor key information in the retrieved knowl-
edge. This index supports reasoning, next-query
generation, and final answer prediction. We denote
the complete output of the LLM at the (¢ — 1)-th
stepas oy—1 = {I4—1, Ri—1,qt—1}, which includes
the index, the reasoning process, and the sub-query,
respectively.

At step t, the LLM generates the updated index
I and the reasoning process R; based on the newly
retrieved documents D;:

{It7Rt} - ££M(q07Dt70t—1)7 (4)

where I; anchors the newly retrieved knowledge
Dy, and R; captures both the reasoning process
and a knowledge sufficiency judgment. This judg-
ment, classified as either sufficient or insufficient,
determines whether the iterative retrieval should
continue. If the judgment is insufficient, the model
generates the next query ¢; conditioned on I, Dy,
and o;_1:

qt = LLM(qo, Dy, 001, I, Ry). (5

Once the iterative retrieval process concludes,
all retrieved documents are aggregated to form the
complete document set D (Eq. 2). The LLM then
produces the final answer y using both D and the
final evolving index [j:

y = LLM(qo, D, I,). (6)

By progressively refining the index [ at each iter-
ation (see Sec. 3.2 for details), KAIR effectively
preserves salient information as a knowledge an-
chor. Grounding reasoning on this in-context index
enables the model to better organize and interpret
retrieved knowledge, improving reasoning accu-
racy and generating more reliable answers.
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Figure 2: Ilustration of KAIR.

3.2 Stepwise Index Evolution for
Context-Aware Knowledge Indexing

In this subsection, we first introduce the definition
and representation of the in-context index I pre-
sented in Sec. 3.1, and then present our stepwise
index update mechanism.

Index Representation. During index gener-
ation, the LLM is tasked with extracting key-
words and relations among them. Specifically,
the index is defined as I = (K, R), where K =
{ki,...,k,} denotes the set of keywords, and
R = {ri,...,rm} denotes the set of relations
extracted from documents, represented as RDF
triples (Klyne, 2004).

Following prior work (Li et al., 2023; Jain et al.,
2024), we linearize the index I by verbalizing both
its keywords and triples:

Keywords: X (k1), X (k2),..., X (ky); o

Relationships: X (r1), X (r2), ..., X(rm),
where X (k;) denotes a keyword verbalization func-
tion that encodes the keyword name, and X ()
denotes the verbalized RDF triple 7}, consisting of
a head keyword, a relation, and a tail keyword.

Stepwise Index Evolution. During iterative re-
trieval, KAIR adopts a stepwise index evolution
mechanism to maintain the index I, which func-
tions as a dynamic knowledge index for both model
reasoning and subsequent query generation.

As formalized in Eq. 4, the index at step t is
updated based on the previous index I;_1, the rea-
soning trace R;_, and the generated query ¢;—1:

It = LLM(qo, Dy, {It—1, Ri—1,qt-1}).  (8)

Specifically, when transitioning from I;_; to I, the
index is incrementally updated by incorporating
the retrieved documents Dy at step ¢, resulting in a
stepwise evolutionary process:

Al = Index(Dy, {Ri—1,qi-1}).  (9)

where Index(-) denotes key information indexing
operation conditioned on the prior reasoning trace
R;_1 and the previously issued query ¢;—1. These
two signals jointly guide the extraction of salient,
query-relevant information from Dy for index up-
dating. As a result, the index progressively inte-
grates query-aware evidence across retrieval steps,
allowing key information to be incrementally iden-
tified, highlighted, and anchored within the evolv-
ing index structure.

4 Experimental Methodology

In this section, we describe the datasets, baselines,
evaluation metrics, and implementation details in
our experiments.

Datasets. Following previous work (Shao
et al., 2023), we use four multi-hop question an-
swering datasets to evaluate the effectiveness of
our method, including MuSiQue (Trivedi et al.,
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2022), HotpotQA (Yang et al., 2018), 2WikiMulti-
hopQA (2WikiMQA) (Ho et al., 2020), and Bam-
boogle (Press et al., 2022).

Baselines. In our experiments, we compare
KAIR with the Vanilla RAG model (Ram
et al, 2023), three GraphRAG baselines
(GraphRAG (Edge et al., 2024), LightRAG (Guo
et al., 2024), and HippoRAG2 (Gutiérrez et al.,
2025)), and four iterative retrieval methods
(IRCoT (Trivedi et al., 2023), Iter-RetGen (Shao
et al.,, 2023), DeepNote (Wang et al., 2025),
and Search-R1 (Jin et al., 2025b)). More de-
scription about baseline details, please refer to
Appendix A.4.

Evaluation Metrics. Following Wang et al.
(2025), we utilize Token-Level F1 (F1) and Ex-
act Match (EM) as evaluation metrics. F1 score
captures the trade-off between content coverage
and redundancy, allowing for partial matches be-
tween the predicted and reference answers. Exact
Match (EM) focuses on whether the model’s out-
put exactly and completely matches the reference
answer, providing a stricter measure of precision.

Implementation Details. We implemented
KAIR using Qwen2.5-7B-Instruct (Yang et al.,
2024) and Llama3.1-8B-Instruct (Grattafiori et al.,
2024) as the backbone models. During retrieval,
bge-large-en-v1.5 (Xiao et al., 2024) is used to
retrieve query-related documents, and the top 5 re-
trieved documents are fed into the LLM at each
retrieval step. The maximum number of retrieval
steps was limited to 4. More detailed implemen-
tations used in KAIR are shown in Appendix A.4,
including baseline reproduction and description,
prompt templates, statistics on the retrieval steps
reached across different datasets, and latency and
token usage of different iterative RAG methods.

5 Evaluation Result

In this section, we first evaluate the performance of
various iterative RAG reasoning methods, followed
by an ablation study to investigate the contribution
of individual modules in KAIR. We then show the
effectiveness of the index in KAIR during answer
generation and iterative retrieval. In addition, we
show the attention visualization in KAIR during
iterative retrieval in Appendix A.2. Finally, we
show a case study in Appendix A.8.

5.1 Opverall Performance

As shown in Table 1, we report the performance
of KAIR along with several representative RAG
baseline models. The evaluation results in Table 1
demonstrate the consistent effectiveness of KAIR
across different datasets, outperforming Vanilla
RAG and GraphRAG-based methods by approxi-
mately a 20% improvement.

Compared with deep retrieval-based methods
such as IRCoT, Iter-RetGen, and Search-R1, KAIR
achieves approximately 10% improvements. This
highlights the critical role of the constructed in-
dex in facilitating effective understanding and uti-
lization of retrieved knowledge across multiple re-
trieval iterations. Benefiting from the index evo-
lution process, KAIR is able to utilize retrieved
knowledge and provides a mechanism for anchor-
ing essential information, thereby mitigating the
negative impact of noisy retrieval results. Among
all baseline models, the graph-based methods ex-
hibit a slight performance drop compared to vanilla
RAG models, whereas iterative retrieval methods
achieve significantly better results. This suggests
that representing knowledge as graphs may omit
essential information needed to assist LLMs in an-
swering questions. In contrast, KAIR shifts the fo-
cus from knowledge representations to in-context
knowledge anchoring through an evolving index,
which leads to more substantial performance gains
on these QA tasks. Moreover, we explore other
indexing formats and report the iterative RAG over-
all performance and their ablation studies in Ap-
pendix A.3. Further, we evaluate Vanilla RAG
under different retrieval depths in Appendix A.5
and failure analysis of the index in Appendix A.6.

5.2 Ablation Study

To better understand the contribution of each core
component in KAIR, we conduct ablation studies
as shown in Table 2.

Four ablation variants are compared. First, we
evaluate KAIR (QA w/ Docs) and KAIR (QA w/
Index) to assess the knowledge utilization capa-
bility by prompting LLMs to answer questions
based solely on retrieved documents and the con-
structed index, respectively. Then, we conduct
KAIR w/o Index to analyze the role of the index
component, which represents a standard iterative
retrieval process where no indexing mechanism
is applied during iterations. Finally, we conduct
KAIR w/o Evolving to demonstrate the importance
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Method MuSiQue HotpotQA 2WikiMQA Bamboogle Average
F1 EM F1 EM F1 EM F1 EM F1 EM
Owen2.5-7B-Instruct
~ VanillaRAG (2023) 18.05 9.80 50.93 4040 3854 33.60 21.62 13.60 3229 24.35
GraphRAG (2024) 7.70 408 4127 38.00 31.83 28.00 22.14 20.00 25.83 22.61
LightRAG (2024) 15.00 4.08 4573 36.00 34.77 30.00 19.84 14.00 28.90 21.11
HippoRAG2 (2025) 12.99 8.16 41.27 36.00 25.02 24.00 18.27 16.00 24.44 21.11
IRCoT (2023) 1791 820 49.55 36.60 43.47 32.80 21.15 12.80 33.02 22.60
Iter-RetGen (2023) 21.36 13.00 58.81 47.40 43.15 37.60 24.82 16.80 37.04 28.70
Search-R1 (2025b) 2495 17.60 54.78 43.40 49.55 40.60 25.13 20.00 38.60 30.40
DeepNote (2025) 26.67 1580 59.97 48.60 53.72 4340 32.66 24.00 43.26 32.95
KAIR 31.17 21.20 62.64 50.80 60.99 52.21 36.28 27.20 47.77 37.85
Llama3.1-8B-Instruct
~ VanillaRAG (2023) 17.43 940 5294 4220 37.64 32.60 2440 16.00 33.18 25.05

GraphRAG (2024) 11.84 10.20 35.80 28.00 23.89 20.00 22.27 18.00 23.51 19.10
LightRAG (2024) 993 2.04 5549 4400 36.13 34.00 22.00 16.00 30.99 24.12
HippoRAG2 (2025) 19.76 12.24 36.17 24.00 24.87 22.00 19.60 18.00 25.13 19.10
IRCoT (2023) 1991 1240 5041 39.60 49.67 39.20 3246 2320 38.11 28.60
Iter-RetGen (2023)  18.15 11.20 5597 43.80 34.32 26.60 26.09 20.00 33.63 2540
DeepNote (2025) 26.81 16.60 59.51 47.80 56.65 4580 3746 2720 4511 3435
KAIR 34.05 21.56 68.34 5491 6345 56.07 4135 3091 51.80 40.86

Table 1: Overall Performance. We adopt Qwen2.5-7B-Instruct and Llama3.1-8B-Instruct as backbone models for
evaluation. Since Search-R1 does not provide an open-source implementation based on Llama3.1-8B-Instruct, the

corresponding results are therefore not reported.

of index evolution during iterative retrieval. In
this variant, we first perform the standard iterative
retrieval to collect all documents. Only after the
entire retrieval process is finished, we construct
a single, static index over the final accumulated
pool of documents. The model then uses this static
index, alongside the raw retrieved passages, to gen-
erate the final answer. This comparison isolates
the benefit of building the index dynamically step-
by-step versus summarizing everything at the very
end.

When question answering relies only on the con-
structed Index (KAIR (QA w/ Index)), the RAG
performance drops by approximately 3%. This in-
dicates that the index alone does not provide more
effective knowledge for directly answering queries;
instead, it serves as a form of knowledge anchoring
that helps LLMs better interpret the retrieved infor-
mation. We further analyze the effects of removing
the evolution and index modules. When the index
is removed from both retrieval and QA stages of
KAIR, rather than only from the QA stage (KAIR
(QA w/ Docs)), the RAG performance decreases
more substantially, by over 8% (about 5% more
than the drop observed in KAIR (QA w/ Docs)).

This result indicates that the index structure further
facilitates iterative retrieval by enabling the gener-
ation of more effective subqueries, which in turn
retrieve more relevant knowledge. In addition, the
significant performance drop observed in the w/o
Evolving setting, averaging a decrease of over 10%,
which highlights that the value of indexing lies not
just in summarization, but in its dynamic accumula-
tion of knowledge. Without iterative evolution, the
model struggles to bridge the logical gaps between
retrieved knowledge in different stages, leading to
a fragmented understanding of the multi-hop rea-
soning tasks.

5.3 Effectiveness of Index in KAIR during
Answer Generation

In this subsection, we show the effectiveness of the
index during answer generation by testing its per-
formance stability when shifting the placement of
critical evidence, and by demonstrating its overall
robustness against random document shuffling and
reordering. We conduct experiments on the full
HotpotQA dataset using the Qwen2.5-7B-Instruct
model.

Mitigate Iterative Retrieval Noise. In Figure 3,
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Method MuSiQue HotpotQA 2WikiMQA Bamboogle Average
F1 EM F1 EM F1 EM F1 EM F1 EM
| (e i
_VanillaRAG 1805 980 5093 4040 3854 33.60 2162 13.60 32.29 2435
KAIR (QA w/Docs)  25.16 14.00 62.30 5020 5197 4357 2874 20.00 42.04 31.94
KAIR (QA w/Index) 23.18 15.00 59.39 4820 58.25 4940 3574 28.00 44.14 35.15
KAIR 31.17 21.20 62.64 5080 60.99 5221 3628 2720 47.77 37.85
w/o Index 2299 12.63 55.05 43.60 50.64 42.80 26.66 1840 38.84 29.36
w/o Evolving 22.11 1140 58.07 45.67 41.87 31.80 2298 1440 3626 25.82
Lama3 I-8B:-dnstruct
Vanilla RAG 1743 940 5294 4220 37.64 32.60 2440 16.00 33.18 25.05
“ KAIR (QA w/Docs) 2817  17.96 6425 51.64 5244 4477 3212 2545 4425 3496
KAIR (QA w/Index) 30.02 16.17 63.03 49.82 60.77 53.56 41.03 27.27 4871 36.71
KAIR 34.05 21.56 6834 5491 6345 56.07 4135 3091 51.80 40.86
w/o Index 2146 1348 63.03 49.64 46.82 38.59 33.03 2692 41.09 32.16
w/o Evolving 21.53 1324 61.15 4940 4536 3435 3257 2750 40.15 31.12
Table 2: Ablation Study.
® mo B0 22| O B e :Z B v I
80 60.96
Zz 64 60

52
75 60.42
57 59.49 59.42

l53.12
70 54 51,98

50.45
65.8 51 W
65 I:I 48

2 3 4
Retrieval Step

Document Hit Rate
F1

1st 2nd 6th 11th 16th 20th
GT Passage Position

(a) Hit Rate of Golden Doc-(b) RAG Performance with
uments. Position Disturbance.

Figure 3: Mitigate Iterative Retrieval Noise. Iter-Retri
denotes standard iterative retrieval. For full results of all
positions in Figure 3(b), please refer to Appendix A.7.

we analyze the hit rate of the golden document and
the RAG performance with position disturbance to
show the effective ability of KAIR in mitigating
iterative retrieval noise.

First, Figure 3(a) calculates the cumulative doc-
ument hit rate of the golden evidence across re-
trieval iterations. While the hit rate increases pro-
gressively with each retrieval step, confirming that
sequential retrieval successfully expands knowl-
edge coverage, it quickly plateaus after the second
round. This trend indicates that deeper retrieval
yields diminishing returns in capturing new tar-
get documents, while inevitably introducing noise
information into the context. As depicted in Fig-
ure 3(b), we explicitly manipulate the placement
of documents with the ground truth answer in the
evidence list. Iter-Retri exhibits a pronounced vul-
nerability to this displacement, suffering from a
severe “lost in the middle” phenomenon (Liu et al.,
2023) that drastically impairs in-context knowledge

—
o

—
o ./‘/\/‘ “ 55
60

50

58

S-1 S-2 S-3 S-4 S-5 45
Random Shuffle Seed Trials Rerank

Reordering

(a) Retrieval Shuffling.  (b) Re-ranking and Retrieval

Reordering.

Figure 4: RAG Robustness with Different Retrieval Or-
dering Strategies. Iter-Retri denotes standard iterative
retrieval, and the grey line denotes its original perfor-
mance, which w/o document reordering.

utilization. In contrast, KAIR maintains a consis-
tently stable and superior performance regardless
of the absolute position of ground truth documents.
This clearly demonstrates that the dynamic index
successfully acts as a global cognitive anchor, im-
munizing the model against the arbitrary position-
ing of critical facts and redundant information.

RAG Robustness of KAIR. Figure 4 illustrates
the robustness of KAIR through different retrieval
ordering strategies.

First, to evaluate the robustness of KAIR in
anchoring key information within retrieved doc-
uments, we randomly shuffle retrieved passages
five times (the tails are from S-1 to S-5) and show
the performance variance of KAIR w/o Index and
KAIR. As illustrated in Figure 4(a), KAIR w/o In-
dex is highly sensitive to the input context’s order.
Its RAG performance fluctuates significantly across
different trials, accompanied by a wide shaded con-
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fidence band. This indicates that without knowl-
edge anchoring, the RAG performance is heavily
dictated by the arbitrary positioning of relevant
information. In contrast, KAIR not only consis-
tently achieves a higher overall performance but
also exhibits a much flatter performance curve with
a notably narrower shaded band. We also com-
pare the standard deviation (o) of the F1 scores
across the trials. KAIR drastically reduces the per-
formance volatility from ¢ = 1.77 to 0 = 0.96.
By organizing and tracking the accumulated knowl-
edge, KAIR successfully anchors the key informa-
tion within retrieved knowledge, rendering robust
performance regardless of how the retrieved docu-
ments are sequenced.

Furthermore, we explore whether different re-
trieval document reordering strategies can affect
the RAG performance. Figure 4(b) illustrates the
performance under semantic reranking and retrieval
reordering (Jin et al., 2025a). Strikingly, without
using an index, the model suffers a catastrophic
degradation under different reordering strategies:
performance plummets to 51.97 with reranking,
whereas retrieval reordering offers a marginal ben-
efit, reaching 55.97. While the model uses the
index to anchor the silent information, its RAG per-
formance improves significantly regardless of the
different reordering strategies.

5.4 Effectiveness of Index in KAIR during
Iterative Retrieval

This subsection analyzes the effectiveness of the
index constructed by KAIR in the iterative re-
trieval process. We conduct experiments on the full
HotpotQA dataset using the Qwen2.5-7B-Instruct
model to show the role of the index in knowl-
edge anchoring. Then, we explore how the con-
structed index assists LL.Ms in anchoring knowl-
edge through the attention mechanism. Instances
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Figure 6: Attention Distribution on Indexed Keywords.

from HotpotQA that require the maximum number
of retrieval steps (4 steps) are selected to illustrate
the knowledge anchoring mechanism.

Index Effectiveness in Knowledge Anchoring.
As shown in Figure 5, we illustrate the knowledge
anchoring effectiveness of the constructed index
at each retrieval step by analysing index evolution
and reporting the performance of RAG models as
additional retrieved documents are incorporated.

First, Figure 5(a) presents the index changes
across different retrieval steps. Specifically, as the
iterations proceed, the number of keywords and
relationships steadily increases, indicating that the
index incrementally extracts key information from
retrieved documents for indexing purposes. No-
tably, this growth continues to improve after the
third retrieval step, while the hit rate of the ground-
truth answer reaches a plateau. This observation
suggests that the indexing process does not merely
incorporate query-related keywords and relation-
ships, but instead dynamically adjusts the index
structure to enable more effective knowledge in-
dexing. Then, we evaluate the RAG performance
at different retrieval steps using the F1 score in Fig-
ure 5(b). Compared with the KAIR (QA w/ Docs)
model, KAIR consistently outperforms it across
retrieval steps. This observation indicates that the
benefits of the constructed index are amplified with
a deeper retrieval step, enabling effective utilization
of accumulated knowledge.

Knowledge Anchoring via In-Context Index-
ing. Figure 6 shows the QA perplexity under in-
cremental passage accumulation and illustrates the
indexing mechanism, which computes attention
weights over anchored keywords mentioned in the
retrieved documents.

As shown in Figure 6(a), QA w/ Docs initially
exhibits slightly lower perplexity because the con-
text window is still short and contains minimal
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noise. As retrieval depth increases and noise accu-
mulates, the perplexity of QA w/ Docs rebounds
and fluctuates. This indicates the LLM is get-
ting lost in the retrieved documents. Conversely,
KAIR’s perplexity consistently decreases. The
evolving index successfully anchors key evidence
even as the raw context expands, suggesting that
the evolving index indeed helps LLMs leverage the
retrieved documents more effectively for question
answering.

Moreover, as shown in Figure 6(b), we fur-
ther examine the attention weights of the index-
anchored keywords that are newly extracted from
documents at different retrieval steps. The peak
intensity along the diagonal indicates that, at early
retrieval steps, the newly index-anchored keywords
receive substantially higher attention once the in-
dex constructed at the corresponding retrieval itera-
tion is incorporated. This observation suggests that
the step-by-step indexing effectively modulates the
attention distribution of LLLMs to facilitate more
accurate knowledge interpretation and utilization.
Furthermore, as shown in Figure 5(a), demonstrates
that the hit rate of the ground-truth answer reaches
a plateau in later steps. This indicates that the
knowledge retrieved in step 4 generally introduces
less critical new evidence compared to earlier steps.
Consequently, the LLLM appropriately assigns less
attention to the less helpful information added in
step 4, relying more heavily on the core evidence
successfully anchored during steps 1 to 3.

6 Conclusion

This paper introduces KAIR, a novel knowledge an-
choring approach that maintains an evolutive index
during iterative retrieval. By dynamically updating
the index at each retrieval step, the proposed index
enables LLMs to anchor a broader set of related in-
formation for knowledge utilization, enabling more
reliable retrieval and robust answer generation.

Limitations

Although KAIR demonstrates effectiveness in
knowledge anchoring for RAG systems, the quality
of the constructed index remains constrained by the
capabilities of the underlying LLM. Specifically,
the performance of the proposed index construction
and utilization depends on the model’s ability to
accurately extract, structure, and organize relevant
information from retrieved documents. In addition,
future work could explore and identify the optimal

index formats for different types of questions.
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A Appendix

A.1 License

This section summarizes the licenses of the datasets
used in our experiments.

All datasets used in this work permit academic
use under their respective licenses and agreements:
MuSiQue and HotpotQA are released under the CC-
BY-4.0 License; 2WikiMQA is distributed under
the Apache 2.0 License; and Bamboogle is released
under the MIT License.

A.2 Attention Visualization in KAIR During
Iterative Retrieval

In this subsection, we explore how the con-
structed index assists LLMs in anchoring knowl-
edge through the attention mechanism. Instances
from HotpotQA that require the maximum number
of retrieval steps (4 steps) are selected to illustrate
the knowledge anchoring mechanism. As shown
in Figure 7, we aggregate all retrieved documents
as context and visualize the attention distribution
on document tokens with indices constructed at
different retrieval steps.

First, we show the attention proportions of both
retrieved documents and the index during answer
generation in Figure 7(a). The results indicate
that the index typically receives the majority of
attention from the LLM during question answer-
ing, and that attention weights increase as the index
is updated through more retrieval iterations. This
demonstrates that the index plays a crucial role in
helping LLMs better answer queries, confirming
its effectiveness in anchoring retrieved knowledge.
Furthermore, Figure 7(b) presents the attention en-
tropy when using the index and the answer output
as “queries” to document tokens. The results show
that the attention entropy increases when indices
constructed at deeper iteration steps are used. This

indicates that indices built with more retrieval it-
erations enable LLMs to allocate attention more
selectively to the more query-relevant document
tokens, thereby highlighting the effectiveness of
the index in anchoring more distributed evidence
from retrieved documents.

A.3 Other Indexing Formats Exploration

Table 1 shows the RAG performance of KAIR us-
ing Keywords&Relationships (K&R) index. In
this subsection, we extend our investigation to a
wide range of indexing formats, including Text,
Keywords, Facts, and the combination of key-
wordsé&facts (K&F). We also report the RAG per-
formance and ablation study of KAIR using these
different indexing formats.

Index Definition. We define four other distinct
variants of the index representation I:
1) Textual Summary Index: The index is repre-
sented as a concise natural language summary S
that captures the core narrative of retrieved knowl-
edge.

Itemt =5 (10)

2) Keyword Index: The index is defined as a set of
salient keywords K = {ki, ko, ..., k,} extracted
from retrieved knowledge.

k) (11)

Ik:eywords = {kh k2a ..

3) Fact Index: The index consists of a collection of

discrete factual statements F = {f1, fo, ..., fm}
extracted directly from retrieved knowledge.
Ifacts:{flaf27--'afm}- (12)

4) Keyword and Fact Index: This representation
extends keywords by associating each with a set of
supporting facts. Formally, g r = {(ki, Fi) }iq,
where each keyword k; is mapped to a list of facts

Fi=A{fi1, fiz,---}.

Iggr = {k1: {fr1, fiz,-- )
,k‘n : {fn,lafn,%--'}}-

Overall Performance of KAIR using Other
Indexing Formats. As presented in Table 7, the
experimental results demonstrate a clear and con-
sistent performance gain across all four multi-hop
QA datasets. The results strongly suggest that the
structural complexity and logical connectivity of
the index directly dictate the model’s ability to
perform accurate multi-hop reasoning. Among dif-
ferent index formats, relying on text summaries

(13)
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consistently yields the lowest performance, indi-
cating that feeding the LLM dense, unstructured
text blocks fails to mitigate noise, making it diffi-
cult for the model to associate distributed evidence.
Extracting discrete “Keywords” or atomic “Facts”
provides a substantial performance boost over plain
text. However, because they present information
as isolated nodes without explicit connections, this
challenges further utilization of knowledge. The
(K&R) approach achieves the best performance. By
pairing salient keywords with the explicit logical
edges between them (Relations), (K&R) transforms
disjointed evidence into a structured cognitive in-
dexing.

Ablation Study of KAIR using Other Index-
ing Formats. As presented in Table 8, the results
consistently demonstrate that, regardless of the spe-
cific format, the full KAIR framework significantly
outperforms both the vanilla RAG and its ablation
models across all datasets.

A key observation is that structured indexing
(Facts and K&F) generally exhibits superior sta-
bility and performance compared to the pure Text
Index. This suggests that decomposing retrieved
knowledge into logical facts or key relations pro-
vides a cleaner “anchoring” point for the model.
Notably, the ablation of the evolving mechanism
(w/o Evolving) leads to a substantial performance
degradation across all indexing formats. This pat-
tern confirms that the strength of our approach is
not tied to a specific data structure, but rather to
the incremental accumulation of the knowledge
index. The evolving index serves as a dynamic nav-
igational guidance that progressively bridges the
logical gaps between retrieved documents.

Furthermore, comparing KAIR (QA w/ Index)
and KAIR (QA w/ Docs) reveals that while both
outperform the baseline, KAIR utilizes the index to
guide the knowledge anchoring of raw documents,
which achieves the highest performance. This high-
lights the importance of knowledge anchoring be-
tween structured indexing and raw evidence, where
the index acts as a navigational guide within the
cluttered retrieved context.

A4 Additional Experimental Details

In this subsection, we first describe the base-
line methods and their reproduction details, then
present the prompt templates used in our experi-
ments. Then, we report statistics on the retrieval
steps reached across different datasets. Finally, we
report the latency and token usage of different iter-

ative RAG methods.

Baseline Description. We describe different
baseline methods in detail and show the difference
among these methods in Table 3.

As shown in Table 3, first, GraphRAG, Ligh-
tRAG, and HippoRAG?2 construct graphs to iden-
tify related information across multiple chunks.
These methods organize extracted information into
structures, they typically serve as static representa-
tions rather than dynamic navigational guides for
scattered documents. Second, IRCoT and Search-
R1 perform reasoning over raw documents and
guide the model to identify and retrieve missing
information. Iter-RetGen treats the information
generated by the LLM based on retrieved knowl-
edge as a cue to fetch further relevant information.
They lack a mechanism to explicitly extract and
anchor the keywords and relationships scattered
across the evidence. Finally, DeepNote dynami-
cally refines retrieved knowledge into unstructured
notes, it relies solely on these generated notes for
final answer generation rather than preserving the
original raw documents. This forces the notes to
act as a complete knowledge representation, which
inevitably introduces information loss.

Rather than using the LLM to generate a knowl-
edge representation, KAIR incrementally main-
tains an evolving in-context index that functions
as a structural anchor. This dynamic index does
not merely summarize or replace the raw text; in-
stead, it serves as an active navigational guide
referencing the preserved raw documents. This
mechanism enables the LLM to better assess knowl-
edge sufficiency, explicitly connect distributed ev-
idence across multiple hops, generate subsequent
sub-queries, and answer the query without severe
information loss.

Baseline Reproduction. For the Vanilla RAG
model, following previous work (Ram et al., 2023),
we provide 5 retrieved documents as context to
answer each question. GraphRAG, LightRAG,
and HIPPORAG?2 are reproduced using their re-
leased implementations and are evaluated under
a unified retrieval and generation setting of ours
for fair comparison. Due to computational restric-
tions, we index the top 10 documents for each
question retrieved using bge-large-en-v1.5 rather
than index the whole corpus. And then retrieve the
top 5 documents from the built graph corpus for
RAG generation. We reproduce the IRCoT and Iter-
RetGen baselines using FlashRAG (Jin et al., 2024).
Search-R1 and DeepNote are reproduced based on
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Method Knowledge Representation

Evolving Index Sufficiency Judgment

Query Generation

GraphRAG Graph X X X
LightRAG Graph X X X
HippoRAG2 Graph X X X
Iter-RetGen Document X X v
IRCoT Document X v v
Search-R1 Document X v v
DeepNote Note X 4 v
KAIR Document v v v

Table 3: Comparison of Different Baseline Methods.
Method Retrieval Steps  LLM Calls Inference Time HotpotQ A dataset, as summarized in Table 4.
igrcli?rt(}en 3:(7)2 g:gg 191'?00555 The efficiency analysis demonstrates that KAIR
Search-R1 2.04 2.75 8.58s achieves a practical balance between computational
DeepNote 342 9.25 16.73s . .
KAIR 260 360 12.40s cost and reasoning depth. By leveraging the evolv-

Table 4: Latency of Different Iterative RAG Models.

their official open-source implementations.

Prompt Templates. The instruction prompts
used in KAIR w/ (K&R) are shown in Figure 9.
During the indexing process, KAIR w/ (K&R)
initialization is applied at the first retrieval step,
while KAIR w/ (K&R) update is used in all sub-
sequent steps. Similarly, the instruction prompts
used in KAIR using different index formats, includ-
ing text, keywords, facts, and (K&F), are shown
in Figure 10, Figure 11, Figure 12, and Figure 13,
respectively.

Dataset Statistics on Reached Retrieval Step.
Table 9 reports dataset-level proportion statistics
on the reached retrieval steps using KAIR w/
(K&R), implemented with Qwen2.5-7B-Instruct
and Llama3.1-8B-Instruct. Each dataset contains a
total of 500 samples, except that Bamboogle con-
tains a total of 125 samples. For both Qwen2.5-7B-
Instruct and Llama3.1-8B-Instruct, the majority of
cases terminate either at the second step or at the
final fourth step, while relatively few queries stop
at Step 3. Notably, Llama3.1-8B-Instruct shows a
strong tendency to exhaust the full retrieval bud-
get, with most samples reaching the maximum
step across all datasets. In contrast, Qwen2.5-
7B-Instruct exhibits greater decisiveness in earlier
stages, frequently terminating at step 2, particularly
on datasets such as 2WikiMQA and Bamboogle.

Latency of Different Iterative RAG Methods.
This section reports the retrieval steps, LLM calls,
and inference time of different iterative RAG meth-
ods implemented with Qwen2.5-7B-Instruct on

ing index to anchor key evidence, KAIR assesses
“knowledge sufficiency” more effectively, thereby
requiring fewer retrieval steps on average than both
lightweight baselines (e.g., IRCoT) and heavier
frameworks (e.g., DeepNote).

DeepNote requires considerably more frequent
LLM interactions because its note-centric paradigm
decomposes each iteration into multiple operations,
such as note extraction, iterative note refinement,
and next query generation, each triggering separate
LLM calls. In contrast, KAIR unifies index up-
dating, reasoning, and next-query generation into
a streamlined prompt per iteration. Consequently,
while KAIR incurs a slight latency overhead com-
pared to other iterative RAG methods, it avoids
DeepNote’s excessive LLM invocation costs while
delivering far superior knowledge anchoring.

Token Usage of Different Iterative RAG Mod-
els. We performed a detailed token analysis using
the Qwen2.5-7B tokenizer across four multi-hop
benchmarks. While KAIR involves multiple rea-
soning steps, the core of our knowledge anchoring
is inherently token-efficient. As shown in Table 10,
the average output per reasoning step is consistently
between 200 and 280 tokens. This structured for-
mat is far more compact than raw text summariza-
tion or exhaustive Chain-of-Thought (CoT) traces,
serving as a high-density “semantic map” that
guides the LLM without overwhelming the context
window. And KAIR is not a “fixed-step” system
that exhaustively runs all iterations. Through the
knowledge sufficiency judgment mechanism, the
system evaluates whether enough information has
been anchored to answer the query. Our dataset
statistics reveal that a significant portion of queries
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Dataset w/o Index w/Index Masked Index Wrong Index

MuSiQue 25.16 31.17 26.20 28.89
HotpotQA 62.30 62.64 59.37 59.21
2WikiMQA 51.97 60.99 56.19 54.17
Bamboogle 28.74 36.28 34.40 35.17
Average 42.04 47.77 44.04 44.36

Table 5: Performance Comparison of Different Index
Settings.

resolve in the earliest steps (as shown in Table 9).
This “early exit” strategy drastically reduces the
average cumulative cost per question, making it
competitive with single-pass RAG systems that uti-
lize large top-k retrieval.

A.5 Performance of Vanilla RAG using
Different Retrieval Top-k Documents

In this subsection, we evaluate the performance of
Vanilla RAG using different retrieval top-k docu-
ments.

Table 11 presents the performance comparison
between KAIR and Vanilla RAG with varying re-
trieval top-k documents. Our method consistently
outperforms Vanilla RAG across all datasets and
settings. Notably, simply increasing the number of
retrieved documents may yield performance degra-
dation. This indicates that one-pass retrieval strug-
gles to handle the complexity of multi-hop ques-
tions. Expanding the context only introduces noise
and distracts the LLM. In contrast, KAIR achieves
substantial improvements by actively indexing evi-
dence through iterations.

A.6 Failure Analysis of Index in KAIR

To evaluate the robustness of KAIR against index
errors, we conducted a failure analysis by inten-
tionally injecting two types of perturbations when
answering the question based on the retrieved doc-
ument using Qwen2.5-7b-Instruct: 1) Masked In-
dex: Ground-truth keywords and relations in the
index are replaced with a generic [answer] token
(simulating missed key keywords); 2) Wrong In-
dex: Extracted relations (A — relation — B)
are explicitly corrupted by replacing or swapping
head/tail entities using the question’s keyword pool
(simulating hallucinations).

As shown in Table 5, while explicitly corrupting
the index naturally causes a performance drop com-
pared to the intact w/ index (KAIR) setting, KAIR
does not suffer catastrophic failure. In fact, across
most datasets, the system with a corrupted index
remains highly resilient, still outperforming or per-

forming comparably to the w/o index (QA w/ Docs)
baseline. During iteration, KAIR preserves the raw
documents alongside the evolving index. The LLM
uses the index primarily as a structural navigational
guide, enabling the LLM to more efficiently anchor
the key information, rather than use the index as a
knowledge representation to answer the question.
The index serves as an anchor to locate facts within
the preserved raw context. Consequently, even if
the index contains flawed relations or missed enti-
ties, it does not lead to a catastrophic performance
drop. This resilience highlights a fundamental ad-
vantage of KAIR: utilizing the index as an “anchor
guide” rather than a “knowledge representation”.

A.7 Position Disturbance across all

Documents.
Position Iter-Retri (F1%) KAIR (F1%)
1st 53.12 60.96
2nd 51.98 59.49
3rd 50.86 57.20
4th 50.72 60.19
5th 48.42 64.62
6th 49.15 61.52
7th 45.72 61.60
8th 48.67 57.53
9th 45.34 64.49
10th 49.10 60.21
11th 48.50 60.42
12th 50.80 60.88
13th 51.70 62.38
14th 53.02 61.73
15th 47.68 60.35
16th 49 .47 59.42
17th 50.10 63.15
18th 55.14 63.87
19th 54.27 61.53
20th 50.45 65.65

Table 6: Performance Comparison across Different Po-
sitions.

In this subsection, we expand the experiment
to cover all 20 document positions, as provided in
Table 6. We also provide the variance results of per-
formance across 20 positions: 6.59 (Iter-Retri) and
4.94 (KAIR). These comprehensive results explic-
itly demonstrate that KAIR achieves a significantly
lower performance variance compared to the base-
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line. KAIR’s index reduces this sensitivity and
smooths out severe U-curve degradations (e.g., Iter-
Retri drops to 45.34% at the 9th position, whereas
KAIR maintains 64.49%).

A.8 Case Study

Figure 8 presents a case study illustrating how an
anchoring index facilitates complex multi-hop rea-
soning. The query asks for ““ ’Lost!” is a song
by a British rock band formed in what year”, in
the initial stage, the model retrieves documents
describing the song “Lost!”. While these docu-
ments identify the band Coldplay, they lack the
specific formation year required to answer the com-
plex query. KAIR explicitly anchors the extracted
keyword-relationship: “Lost!” ->is a song by ->
Coldplay. By formalizing this link within the <in-
dex> tags, the model creates a structural waypoint
that prevents the loss of intermediate reasoning
results. Upon retrieving new documents, which
mention Coldplay’s formation in 1996, the KAIR
does not merely append new information, it inte-
grates them into the existing structure. The rela-
tionship list is updated to bridge the gap: Coldplay
-> formed in -> 1996. This explicit mapping trans-
forms the reasoning task from a difficult global text
search into a straightforward index-based lookup.
This case study demonstrates that our method effec-
tively maintains an anchoring index of intermediate
reasoning states while actively resolving missing
logical links through iterative retrieval and index
updates.
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MuSiQue HotpotQA 2WikiMQA Bamboogle Average

Method FI. EM FI EM FI EM Fl EM Fl EM

QOwen2.5-7B-Instruct

" VanillaRAG (2023) 18.05 9.80 5093 40.40 3854 33.60 2i.62 13.60 3229 2435
IRCoT (2023) 1791 820 49.55 36.60 43.47 3280 21.15 1280 33.02 22.60
Iter-RetGen (2023)  21.36 13.00 58.81 47.40 43.15 37.60 2482 1680 37.04 28.70
Search-R1 (2025b) 2495 17.60 54.78 4340 49.55 40.60 25.13 20.00 38.60 30.40

DeepNote (2025) 26.67 15.80 5997 48.60 53.72 4340 32.66 24.00 4326 32.95

KAIR w/ Text 29.19 18.06 64.12 52.07 59.77 4887 34.14 2632 46.81 36.33
w/ Keywords 27.89 18.00 64.33 52.60 59.16 4920 3229 2240 4592 35.55
w/ Facts 3122 21.29 64.04 5190 5945 5020 36.32 2560 47.76 37.25
w/ (K&F) 30.63 20.84 64.08 52.00 5993 5080 31.96 2240 46.65 36.51
w/ (K&R) 31.17 2120 62.64 50.80 6099 5221 3628 27.20 47.77 37.85

Llama3.1-8B-Instruct

" VanillaRAG (2023) 17.43 940 5294 4220 37.64 3260 2440 16.00 33.18 25.05
IRCoT (2023) 1991 1240 5041 39.60 49.67 3920 3246 2320 38.11 28.60
Iter-RetGen (2023) 18.15 11.20 5597 43.80 3432 2660 26.09 20.00 33.63 2540

DeepNote (2025) 26.81 16.60 59.51 47.80 56.65 4580 3746 2720 45.11 34.35

KAIR w/ Text 3410 24.14 6575 5145 6217 5221 36.18 27.27 49.55 38.77
w/ Keywords 28.00 1690 6277 4990 5550 46.15 3440 27.64 4517 35.15
w/ Facts 3340 23.89 68.11 5501 63.76 5426 34.82 2500 50.02 39.54
w/ (K&F) 29.74 20.06 67.11 5327 60.03 5252 3429 2727 4779 38.28
w/ (K&R) 3405 2156 6834 5491 6345 56.07 4135 3091 51.80 40.86

Q: “Lost!" is a song by a British rock band formed in what year? A: 1996
Retrieved Documents:

( d®;-> ... "Lost!" is a song by the British rock band Coldplay. The band co-produced it with Brian Eno and Markus Dravs for their fourth album, "Viva la Vida or Death \|
| and All His Friends". I
| d,-> Nirvana is an English rock band, formed in London, England in 1965. Though the band achieved only limited commercial success, they were acclaimed both by music

|
| industry professionals and by critics. ... |
\ LN /

e ~N
/ <think> The question asks for the year the British rock band that performed "Lost!" was formed. From the passage, we know "Lost!" is a song by Coldplay, a British rock band\

[ However, the passage does not provide the formation year of Coldplay. Therefore, we need to retrieve this information. </think> \
| <judgement>insufficient</judgement> |
| <index> |
| Keywords: |
I - Coldplay |
I British rock band |
I Lost! |
| Relationships: |
I 1. "Lost!" -> is a song by -> Coldplay |
| </index> |
| <next_question> In what year was the British rock band Coldplay formed? </next_question> ]
\\ ________________________________________________________ 7
Retrieved Documents:
{ d; Coldplay are a British rock band formed in 1996 by lead vocalist and keyboardist Chris Martin and lead guitarist Jonny Buckland at University College London \|
| (ucy... I
| d;-> Parachutes is the debut studio album by the British rock band Coldplay. It was released on 10 July 2000 by Parlophone in the United Kingdom. ... |
| Y )
N —_——— e ——— -
KAIR Update:

- - - - - - """ """ """ """ ""-"¥"”"”"¥"”"¥"7”"¥"”"¥"7/”"¥"7/"¥"7/"¥"/"¥"”/"¥"/¥”/’/"¥"/-/"/""="¥”"/--"“""~""7/"/"7// 7/ 7/ /== ~
/ <index> A
[ Keywords: \
I Coldplay |
I British rock band |
I Lost! |
I Formed |
| Relationships: |
| 1. "Lost!" -> is a song by -> Coldplay |
| 2. Coldplay -> formed in -> 1996 |
| </index> |
| <think>The question asks for the year the British rock band that performed "Lost!" was formed. From the passage, we know "Lost!" is a song by Coldplay, a British rock |
| band. The passage also states that Coldplay was formed in 1996. Therefore, we have the necessary information to answer the question. </think> |
| <judgementssufficient</judgement> )
\\<next7question> What year was the British rock band Coldplay formed? </next_question> //

—_———— e e —

Final Answer: 1996 J

Figure 8: Case Study.
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MuSiQue HotpotQA 2WikiMQA Bamboogle Average

Method F1 EM F1 EM Fl EM F1I EM Fl1 EM

QOwen2.5-7B-Instruct

Text Index
KAIR (QA w/ Docs) 24.18 1376 60.70 49.17 51.05 41.68 29.00 21.05 41.23 3142
KAIR (QA w/Index) 24.51 1548 61.07 49.59 50.81 4148 3543 2719 4296 33.44

KAIR 29.19 18.06 64.12 52.07 59.77 48.87 34.14 2632 46.81 36.33
_wioBvolving 2215 1180 57.02 4406 4020 2920 2424 1600 3590 257
Keywords Index

KAIR (QA w/Docs) 2450 13.60 57.89 46.60 52.65 44.60 2837 20.80 40.85 31.40
KAIR (QA w/Index) 17.70 940 51.60 3880 3948 31.80 31.88 2240 35.17 25.60
KAIR 27.89 18.00 64.33 52.60 59.16 49.20 32.29 2240 4592 35.55
w/o Evolving 22.69 11.60 5748 4487 41.08 3040 24.88 1520 36.53 25.52

" FactsIndex
KAIR (QA w/Docs) 2626 15.06 60.79 4830 52.79 4440 29.61 20.80 4236 32.14

KAIR (QA w/Index) 25.13 17.07 5859 46.09 56.09 47.80 33.56 25.60 4334 34.14

KAIR 3122 21.29 64.04 5190 5945 50.20 3632 2560 47.76 37.25
_WioEvolving 2166 1140 5758 44.87 4179 3020 2472 1680 3644 2582
(K&F) Index

KAIR (QA w/Docs)  26.16 1543 60.97 49.60 5147 43.60 30.28 2240 4222 32.76
KAIR (QA w/Index) 27.24 19.04 61.83 50.00 5831 49.60 3517 27.20 45.64 36.46

KAIR 30.63 20.84 64.08 52.00 5993 50.80 31.96 2240 46.65 36.51
w/o Evolving 23.14  13.20 5631 4467 3988 2860 2574 16.80 36.27 25.82
“wiolndex 2299 12.63 55.05 43.60 5064 4280 26.66 1840 38.84 29.36

Llama3.1-8B-Instruct
* VanillaRAG 1743 940 5294 4220 37.64 3260 2440 1600 33.18 25.05
" TextIndex oo

KAIR (QA w/Docs)  26.19 1632 6430 5145 5924 5091 33.84 2636 4589 36.26
KAIR (QA w/Index) 30.03 20.23 61.58 4832 47.89 40.87 36.53 30.00 44.01 34.86

KAIR 3410 24.14 6575 5145 62.17 5221 36.18 2727 49.55 38.77
_WwloEvolving ___20.70 1250 6117 4820 46.16 33.18 39.50 3500 41.88 32.22
Keywords Index

KAIR (QA w/Docs)  24.12 14.66 6229 4990 4586 38.67 3041 2276 40.67 31.50
KAIR (QA w/Index) 21.00 1222 4940 3854 43.64 3534 3134 2195 3635 27.01
KAIR 28.00 1690 62.77 4990 5550 46.15 3440 27.64 4517 35.15
w/o Evolving 21.60 1275 63.08 49.64 45.65 3553 39.86 35.00 4255 33.23
“FactsIndex
KAIR (QA w/Docs) 24.84 1639 6559 52770 50.70 42.12 3458 26.00 4393 34.30

KAIR (QA w/Index) 30.89 20.28 66.84 5398 62.01 5194 37.09 27.00 4921 38.30

KAIR 3340 2389 68.11 5501 63.76 54.26 3482 2500 50.02 39.54
_wioBvolving 2074 1250 6384 50.84 4928 3906 3983 27.50 4342 3248
(K&F) Index

KAIR (QA w/Docs) 2535 1527 64.19 51.26 49.86 4297 33.03 2424 43.11 3344
KAIR (QA w/Index) 2446 16.17 60.98 4899 5520 4695 3137 2424 43.00 34.09

KAIR 29.74 20.06 67.11 53.27 60.03 52.52 3429 2727 4779 38.28
w/o Evolving 20.74 1250 61.12 4820 43.56 31.06 38.55 32,50 4099 31.07
“wlolndex 2146 1348 63.03 49.64 46.82 3859 33.03 2692 41.09 32.16

Table 8: Ablation Study of KAIR using Other Indexing Formats.
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Index Format Model Step MuSiQue HotpotQA 2WikiMQA Bamboogle

1 9.89% 32.78% 15.61% 10.53%

2 18.49% 21.58% 30.39% 23.68%

Qwen2.5-7B-Instruct 5 5.59% 4.98% 11.70% 9.65%

Text 4 66.02% 40.66% 42.30% 56.14%
I 023% ~ ~ 157% ~ ~ 228% T T182%

2 20.92% 31.77% 39.04% 30.91%

Llama3.1-8B-Instruct 5 10.80% 15.66% 18.72% 11.82%

4 68.05% 51.01% 39.95% 55.45%

1 8.20% 31.60% 15.60% 11.20%

2 21.20% 19.80% 27.20% 24.80%

Qwen2.5-7B-Instruct 6.40% 5.60% 8.20% 4.80%

Kevwords 4 64.20% 43.00% 49.00% 59.20%
y N 0.6i% =~ 101% ~ ~ ~146% ~ ~ 081%

2 8.15% 1521% 13.51% 9.76%

Llama3.1-8B-Instruct 2.85% 5.48% 8.94% 6.50%

4 88.39% 78.30% 76.09% 82.93%

1 5.02% 27.05% 14.60% 8.80%

2 18.47% 21.44% 27.40% 22.40%

Qwen2.5-7B-Instruct 5 8.23% 5.81% 13.40% 11.20%

Facts 4 68.27% 45.69% 44.60% 57.60%
I 083% ~ ~ 077% ~ T 1.03% ~ ~ "200%

2 16.11% 18.51% 29.97% 21.00%

Llama3.1-8B-Instruct 11.67% 15.17% 15.76% 12.00%

4 71.39% 65.55% 53.23% 65.00%

1 6.61% 28.60% 15.20% 12.00%

2 17.23% 23.40% 39.00% 21.60%

Qwen2.5-7B-Instruct 721% 5.60% 7.60% 3.20%

K&F) 4 68.94% 42.40% 38.20% 63.20%
e 030% ~ = T 1.00% ~ T 159% ~  T0.00%

2 12.28% 23.12% 27.32% 14.14%

Llama3.1-8B-Instruct 10.78% 12.06% 12.20% 12.12%

4 76.65% 63.82% 58.89% 73.74%

1 6.40% 29.20% 17.67% 10.40%

2 23.40% 23.80% 40.96% 27.20%

Qwen2.5-7B-Instruct 5 8.20% 5.00% 11.04% 9.60%

4 62.00% 42.00% 30.32% 52.80%
(K&R) I 060% ~ ~ 145% ~ T 502% T T182%

2 17.37% 22.18% 24.27% 16.36%

Llama3.1-8B-Instruct 5 5.99% 11.27% 12.55% 3.64%

4 76.05% 65.09% 58.16% 78.18%

Table 9: Dataset Statistics on Reached Retrieval Step.
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Index Format Step Label HotpotQA (In/Out) 2WikiMQA (In/Out) MuSiQue (In/Out) Bamboogle (In/Out)

Step 1 831.5/205.1 1067.1/205.1 1007.6 / 205.1 862.4/205.1
Step 2 953.9/215.8 1218.7/215.8 1140.9/215.8 961.1/215.8
Text Step 3 1166.0/233.3 1398.8 /233.3 1346.2/233.3 1156.7 /233.3
Step 4 1372.8/258.4 1567.1/258.4 1549.6 / 258.4 1357.9/258.4
Final Gen. 881.4/6.6 1545.1/4.6 1388.1/6.7 1101.9/4.6
Total Avg. 3988.07 5651.40 6115.38 4919.39
Step 1 845.3/206.3 1078.2/207.4 1021.4/205.1 881.2/205.6
Step 2 918.4/214.7 1195.6/211.7 1113.5/207.7 925.3/212.7
Keywords Step 3 1074.5/233.7 1341.6/238.2 1256.4 /232.9 1089.4 /233.5
v Step 4 1216.7/258.6 1458.5/274.8 1412.2/264.4 1215.0/263.3
Final Gen. 845.2/8.7 1469.5 /4.6 1327.476.6 1021.3/4.6
Total Avg. 3927.19 5666.50 5865.93 4731.51
Step 1 905.6/205.9 1130.8 /205.9 1084.1/205.1 948.7/205.6
Step 2 1066.6 /215.9 1315.0/215.9 1241.0/215.8 1066.4 /215.9
Facts Step 3 1282.2/233.3 1517.2/233.3 1445.0/233.3 1270.0/233.2
Step 4 1479.5/258.6 1678.1/258.6 1645.0 /258.4 1485.3/258.4
Final Gen. 902.2/8.8 1528.4/4.6 1413.2/6.5 1042.0/4.6
Total Avg. 4505.68 6020.12 6636.20 5282.06
Step 1 921.3/205.9 1150.6 /205.9 1103.0/205.9 963.5/205.9
Step 2 1076.8 /215.9 1333.6/215.9 1264.5/215.9 1095.7/215.9
(K&F) Step 3 1310.1/233.3 1551.2/233.3 1487.7/233.3 1312.7/233.3
Step 4 1540.2/258.6 1738.1/258.6 1713.7/258.4 1530.8 /258.4
Final Gen. 917.9/8.8 1526.2 /4.7 1448.0/ 6.6 1082.1/4.7
Total Avg. 4453.73 5746.86 6775.41 5437.18
Step 1 920.5/205.9 1157.5/7205.9 1094.3/205.9 958.1/205.9
Step 2 1050.5/215.9 1341.7/215.9 1240.1/215.9 1075.4/215.9
(K&R) Step 3 1278.3/233.3 1537.4/233.3 1444.4 /233.3 1262.2/233.3
Step 4 1492.1/258.4 1745.1/258.4 1659.2/258.4 1490.4 / 258.4
Final Gen. 891.0/8.7 1538.7/4.6 1386.7/6.6 1083.5/4.6
Total Avg. 4368.44 5495.90 6388.48 5142.23

Table 10: Detailed Token Usage (Input / Output) per Step across all Methods and Datasets.“In” represents prompt
tokens, and “Out” represents generated reasoning/answer tokens.

Method MuSiQue HotpotQA 2WikiMQA Bamboogle Average
F1 EM F1 EM F1 EM F1 EM F1 EM

Owen2.5-7B-Instruct

~ Vanilla RAG (top5)  18.05 9.80 5093 40.40 3854 33.60 21.62 1360 3229 2435
Vanilla RAG (top10) 21.39 1240 56.24 43.60 38.26 3280 26.16 1840 3551 26.80
Vanilla RAG (topl5) 20.29 11.20 56.29 44.60 4098 3500 27.12 20.00 36.17 27.70
Vanilla RAG (top20) 20.80 12.40 56.79 43.60 41.13 3520 2438 1520 3578 26.60

CKAIRw/Text  29.19 18.06 64.12 52.07 59.77 4887 3414 2632 46.81 3633
w/ Keywords 27.89 18.00 6433 52.60 59.16 4920 3229 2240 4592 3555
w/ Facts 31.22  21.29 64.04 5190 5945 5020 3632 2560 47.76 37.25
w/ (K&F) 30.63 20.84 64.08 52.00 5993 5080 3196 2240 46.65 36.51
w/ (K&R) 31.17 2120 62.64 50.80 60.99 5221 3628 27.20 47.77 37.85
Llama3.1-8B-Instruct

* VanillaRAG (top5) ~ 17.43  9.40 5294 4220 3794 3260 2440 16.00 33.18 25.05
Vanilla RAG (top10) 21.56 12.20 56.33 43.80 38.63 3280 26.09 1840 35.65 26.80
Vanilla RAG (topl5) 21.20 12.00 5592 4420 42.16 3640 2750 19.20 36.70 27.95
Vanilla RAG (top20) 20.68 11.80 57.03 43.40 39.76 33.80 26.64 1840 36.03 26.85

“KAIR w/Text 3410 2414 6575 5145 6217 5221 36.18 2727 4955 3877
w/ Keywords 28.00 16.90 62.77 4990 5550 46.15 3440 27.64 45.17 35.15
w/ Facts 3340 23.89 68.11 5501 63.76 5426 34.82 2500 50.02 39.54
w/ (K&F) 29.74 20.06 67.11 5327 60.03 52.52 3429 2727 4779 38.28
w/ (K&R) 34.05 2156 68.34 5491 6345 56.07 4135 3091 51.80 40.86

Table 11: Vanilla RAG using Different Retrieval Top-k Documents.
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KAIR w/ (K&R) Initialization:

7 ~
//You are an expert in question decomposition for a multi-hop question answering system. Your task is to determine when and\\
what to retrieve.

STEP1. Before starting to decompose the next question, consider whether the current information is sufficient and provide a
reasoning process closed within the <think> </think> tags. Based on your reasoning process, make a decision on whether to
retrieve the information, if the reasoning process shows that some information is still missing or need to further explore, then
set judgement tag as insufficient, otherwise set as sufficient, closed within the <judgement> </judgement> tags. Please review
your reasoning againand do not give me contradictory judgments.

STEP2. Now for the cases that don't have sufficient information, please identify only the keywords and the relationships that are
directly relevant to answering the question based on given question and supporting documents. And we want to use these
keywords and relationships to highlight the key information and treat these keywords and relationships as the knowledge index
that help the model to better utilize the knowledge. Please provide the knowledge index closed with <index> </index> tags.
Only include keywords that are crucial for understanding and forming the answer, and avoid unnecessary details. Your response
mustinclude the following keys and strictly adhere to the exact structure without any additional text before or after the keys:

[
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
| Keywords:
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
\

- [Keywords 1]

- [Keywords 2]

Relationships:

1. [Keywords 1] ->[Relationship phrase from text] ->[Keywords 2]

2. [Keywords 2] -> [Relationship phrase from text] -> [Keywords 3]

STEP3. Then you should analyze the reasoning process and the knowledge index we've got, identify the next information we
need, decompose the origin question. The next question should be closed with <next_question> </next_question> tags.
Reminder: don't forget to generate all the tags mentioned before, including <think> </think>, <judgement> </judgement>,
<index> </index>, and <next_question> </next_question>.

\ Question: {query} /
\Documents: {refs} 7/
\\ _____________________________________________________ //

KAIR w/ (K&R) Update:
/// ____________________________________________________ \\\

/ You are an expert in question decomposition for a multi-hop question answering system. Your taskis to determine whenand \
'/ what to retrieve. \‘
! |
| STEP1.Now please update the knowledge index closed with <index> </index> tags. we want to use keywords and Relationships |
: to highlight the key information and treat these keywords and Relationships as the knowledge index that help the model to :
| better utilize the knowledge. You will see the origin knowledge index in previous reasoning, make use of what analysis result we |
I got and extend the knowledge index information for better next question decomposition. Your response must include the |
: following keys and strictly adhere to the exact structure without any additional text before or after the keys: :
| |
| Keywords: |
: - [Keywords 1] |
| - [Keywords 2] :
| - |
: Relationships: |
| 1. [Keywords 1] ->[Relationship phrase from text] -> [Keywords 2] :
| 2. [Keywords 2] ->[Relationship phrase from text] -> [Keywords 3] |
| |
| |
|
| STEP2.Before starting to decompose the next question, consider whether the current information is sufficient and provide a :
| reasoning process closed withinthe <think> </think> tags. Based on your reasoning process, make a decision on whether to |
: retrieve the information, if the reasoning process shows that some information is still missing or need to further explore, then :
| set judgementtag as insufficient, otherwise set as sufficient, closed within the <judgement> </judgement> tags. Please review |
| your reasoning againanddo not give me contradictory judgments. |
| |
: STEP3. Then you should analyze the reasoning process and the knowledge index we've got, identify the next information we :
| need, decompose the origin question. The next question should be closed with <next_question> </next_question> tags. |
| |
: Reminder: don't forget to generate all the tags mentioned before, including <index> </index>, <think> </think>, <judgement> :
| </judgement>, and <next_question> </next_question>. |
| I
I\ Question: {query} II
\ Documents: {refs} /

\\Previousireasoning: {previous_reasoning} //

~ e

{/ Answer the question based on the given document and constructed knowledge index information. Only give me the answer\\
| and do not output any other words.
| Constructed knowledge index information:
I {knowledge_index}
: The following are given document:
| {refs}

'\ Question: {query}

N —

Figure 9: Prompt Templates Used for Implementing KAIR w/ (K&R).
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KAIR w/ Text Initialization:

/ You are an expert in question decomposition for a multi-hop question answering system. Your task is to determine when and

[ \
| whatto retrieve. |
| |
: STEP1. Before starting to decompose the next question, consider whether the current information is sufficient and provide a :
| reasoning process closed within the <think> </think> tags. Based on your reasoning process, make a decision on whether to |
| retrieve the information, if the reasoning process shows that some information is still missing or need to further explore, then |
I set judgement tag as insufficient, otherwise set as sufficient, closed within the <judgement> </judgement> tags. Please review !
| |
your reasoning againand do not give me contradictory judgments.

| |
| |
: STEP2. Now for the cases that don't have sufficient information, please summarize the contents that are directly relevant to :

answering the question based on given question and supporting documents. And we want to use these contents to highlight the
| |
| key information and treat these contents as the knowledge index that help the model to better utilize the knowledge. Please |
| provide the knowledge index closed with <index> </index> tags. Only summarize contents that are crucial for understanding and !
|
: forming the answer, and avoid unnecessary details. |
| |
| STEP3. Then you should analyze the reasoning process and the knowledge index we've got, identify the next information we :
: need, decompose the origin question. The next question should be closed with <next_question> </next_question> tags. |
| |
| Reminder: don't forget to generate all the tags mentioned before, including <think> </think>, <judgement> </judgement>, |
: <index> </index>, and <next_question> </next_question>. :
| |
| Question: {query} II
\\Documents: {refs} by

e e e e e e e e e — — — — i — — — o o o e o e o o e e o e e e e e e e e e e e e e e e e e e e e e e -~

KAIR w/ Text Update:
// ______________________________________________________ =~

\
You are an expert in question decomposition for a multi-hop question answering system. Your taskis to determine whenand \
what to retrieve.

STEP1. Now please update the summarization closed with <index> </index> tags based on new retrieved documents. You will
see the origin knowledge index in previous reasoning, make use of what analysis result we got and extend the knowledge index
information for better next question decomposition.

STEP2. Before starting to decompose the next question, consider whether the current information is sufficient and provide a
reasoning process closed within the <think> </think> tags. Based on your reasoning process, make a decision on whether to
retrieve the information, if the reasoning process shows that some information is still missing or need to further explore, then
set judgement tag as insufficient, otherwise set as sufficient, closed within the <judgement> </judgement> tags. Please review
your reasoning againand do not give me contradictory judgments.

STEP3. Then you should analyze the reasoning process and the knowledge index we've got, identify the next information we
need, decompose the origin question. The next question should be closed with <next_question> </next_question> tags.

Reminder: don't forget to generate all the tags mentioned before, including <index> </index>, <think> </think>, <judgement>
</judgement>, and <next_gquestion> </next_question>.

Question: {query}
Documents: {refs}
\ Previous_reasoning: {previous_reasoning} /

/ Answer the question based on the given document and constructed knowledge index information. Only give me the answer \\
and do not output any other words. [
Constructed knowledge index information: :
{knowledge_index} |
The following are given document: |
{refs} :
Question: {query} |
\ Answer: /

Figure 10: Prompt Templates Used for Implementing KAIR w/ Text.
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KAIR w/ Keywords Initialization:

-~ ~N

/
/ You are an expert in question decomposition for a multi-hop question answering system. Your task is to determine when and\\
what to retrieve.

STEP1. Before starting to decompose the next question, consider whether the current information is sufficient and provide a
reasoning process closed within the <think> </think> tags. Based on your reasoning process, make a decision on whether to
retrieve the information, if the reasoning process shows that some information is still missing or need to further explore, then
set judgement tag as insufficient, otherwise set as sufficient, closed within the <judgement> </judgement> tags. Please review
your reasoning againand do not give me contradictory judgments.

STEP2. Now for the cases that don't have sufficient information, please identify only the keywords that are directly relevant to
answering the question based on given question and supporting documents. And we want to use these keywords to highlight
the key information and treat these keywords as the knowledge index that help the model to better utilize the knowledge.
Please provide the knowledge index closed with <index> </index> tags. Only include keywords that are crucial for understanding
and forming the answer, and avoid unnecessary details. Your response must include the following keys and strictly adhere to the
exact structure without any additional text before or after the keys:

Keywords:
- [Keywords 1]
- [Keywords 2]

STEP3. Then you should analyze the reasoning process and the knowledge index we've got, identify the next information we
need, decompose the origin question. The next question should be closed with <next_question> </next_question> tags.

Reminder: don't forget to generate all the tags mentioned before, including <think> </think>, <judgement> </judgement>,

[
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
| <index></index>, and <next_question> </next_question>.
|

|

Question: {query}

\Documents: {refs} /
N -~
KAIR w/ Keywords Update:
e -
i N
/ You are an expert in question decomposition for a multi-hop question answering system. Your taskis to determine whenand \\
{ what to retrieve. |
| |
| STEP1.Now please update the knowledge index closed with <index> </index> tags. You will see the origin knowledge index in :
: previous reasoning, make use of what analysis result we got and extend the knowledge index information for better next |
| Question decomposition. Your response mustinclude the following keys and strictly adhere to the exact structure without any |
| additional text before or after the keys: :
|
|
: Keywords: |
| - [Keywords 1] :
: - [Keywords 2] |
| |
| |
| STEP2.Before starting to decompose the next question, consider whether the current information is sufficient and provide a :
: reasoning process closed within the <think> </think> tags. Based on your reasoning process, make a decision on whether to |
| retrieve the information, if the reasoning process shows that some information is still missing or need to further explore, then |
| set judgementtag as insufficient, otherwise set as sufficient, closed within the <judgement> </judgement> tags. Please review :
: your reasoning againanddo not give me contradictory judgments. |
| |
| STEP3.Then you should analyze the reasoning process and the knowledge index we've got, identify the next information we :
: need, decompose the origin question. The next question should be closed with <next_question> </next_question> tags. |
I I
| Reminder: don't forget to generate all the tags mentioned before, including <index> </index>, <think> </think>, <judgement> :
: </judgement>, and <next_question> </next_question>. |
| |
| Question: {query} :
| Documents: {refs} ]
\\ Previous_reasoning: {previous_reasoning} /
N s/
N e e e e ————,——,———,,—,—————.———— _
Answer Generation:
e ________________________

Answer the question based on the given document and constructed knowledge index information. Only give me the answer\\
and do not output any other words.
Constructed knowledge index information:
{knowledge_index}
The following are given document:
{refs}
Question: {query}

N Answer:

,_______\
~—

Figure 11: Prompt Templates Used for Implementing KAIR w/ Keywords.
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KAIR w/ Facts Initialization:

~N
//You are an expert in question decomposition for a multi-hop question answering system. Your task is to determine when and\\
what to retrieve.

STEP1. Before starting to decompose the next question, consider whether the current information is sufficient and provide a
reasoning process closed within the <think> </think> tags. Based on your reasoning process, make a decision on whether to
retrieve the information, if the reasoning process shows that some information is still missing or need to further explore, then
set judgement tag as insufficient, otherwise set as sufficient, closed within the <judgement> </judgement> tags. Please review
your reasoning againand do not give me contradictory judgments.

|

|

|

|

|

|

|

|

|

| STEP2. Now for the cases that don't have sufficient information, please identify only the evidence facts that are directly relevant
| to answering the question based on given question and supporting documents. And we want to use these facts to highlight the
: key information and treat facts as the knowledge index that help the model to better utilize the knowledge. Note that the fact
| should be concise. Please provide the knowledge index closed with <index> </index> tags. Only include facts that are crucial for
| understanding and forming the answer, and avoid unnecessary details. Your response must include the following keys and
: strictly adhere to the exact structure without any additional text before or after the keys:
|

|

|

|

|

|

|

|

|

|

|

|

|

|

|

|

|

\

Evidence Facts:
1. [Fact1]
2. [Fact2]
3. [Fact3]

STEP3. Then you should analyze the reasoning process and the knowledge index we've got, identify the next information we
need, decompose the origin question. The next question should be closed with <next_question> </next_question> tags.

Reminder: don't forget to generate all the tags mentioned before, including <think> </think>, <judgement> </judgement>,
<index> </index>, and <next_question> </next_question>.

Question: {query}

\ Documents: {refs} //
NC -
KAIR w/ Facts Update:
- T T T T T T T T T T T T TTTTT T T T T T ~<

7
/ You are an expert in question decomposition for a multi-hop question answering system. Your taskis to determine whenand '\
what to retrieve.

STEP1. Now please update the knowledge index closed with <index> </index> tags. we want to use facts to highlight the key
information and treat these facts as the knowledge index that help the model to better utilize the knowledge. You will see the
origin knowledge index in previous reasoning, make use of what analysis result we got and extend the knowledge index
information for better next question decomposition. Your response must include the following keys and strictly adhere to the
exact structure without any additional text before or after the keys:

Evidence Facts:
1. [Fact1]
2. [Fact2]
3. [Fact3]

reasoning process closed within the <think> </think> tags. Based on your reasoning process, make a decision on whether to
retrieve the information, if the reasoning process shows that some information is still missing or need to further explore, then
set judgement tag as insufficient, otherwise set as sufficient, closed within the <judgement> </judgement> tags. Please review
your reasoning againand do not give me contradictory judgments.

STEP3. Then you should analyze the reasoning process and the knowledge index we've got, identify the next information we
need, decompose the origin question. The next question should be closed with <next_question> </next_question> tags.

Reminder: don't forget to generate all the tags mentioned before, including <index> </index>, <think> </think>, <judgement>
</judgement>, and <next_question> </next_question>.

Question: {query}
\ Documents: {refs} /
\\Previous_reasoning: {previous_reasoning} 4

|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
: STEP2. Before starting to decompose the next question, consider whether the current information is sufficient and provide a
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
\

and do not output any other words.
Constructed knowledge index information:
{knowledge_index}

The following are given document:

{refs}

Question: {query}

\ Answer: /
~

Figure 12: Prompt Templates Used for Implementing KAIR w/ Facts.
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KAIR w/ (K&F) Initialization:

- -
7 ~
/You are an expert in question decomposition for a multi-hop question answering system. Your task is to determine when ana‘\

what to retrieve.

STEP1. Before starting to decompose the next question, consider whether the current information is sufficient and provide a
reasoning process closed within the <think> </think> tags. Based on your reasoning process, make a decision on whether to
retrieve the information, if the reasoning process shows that some information is still missing or need to further explore, then
set judgement tag as insufficient, otherwise set as sufficient, closed within the <judgement> </judgement> tags. Please review
your reasoning againand do not give me contradictory judgments.

STEP2. Now for the cases that don't have sufficient information, please identify only the keywords and the evidence facts that
are directly relevant to answering the question based on given question and supporting documents. And we want to use these
keywords and facts to highlight the key information and treat these keywords and facts as the knowledge index that help the
model to better utilize the knowledge. Note that the fact should be concise. Please provide the knowledge index closed with
<index> </index> tags. Only include keywords that are crucial for understanding and forming the answer, and avoid unnecessary
details. Your response must include the following keys and strictly adhere to the exact structure without any additional text
before or after the keys:

Keywords and Evidence Facts::
- [Keywords 1]

1. [Fact1]

2. [Fact2]

- [Keywords 2]
1. [Fact3]
STEP3. Then you should analyze the reasoning process and the knowledge index we've got, identify the next information we

need, decompose the origin question. The next question should be closed with <next_question> </next_question> tags.

Reminder: don't forget to generate all the tags mentioned before, including <think> </think>, <judgement> </judgement>,
<index> </index>, and <next_guestion> </next_guestion>.

Question: {query}

\ Documents: {refs} /
\ /
N e e e e e e > '

AIR w/ (K&F) Update:

A N
/ You are an expert in question decomposition for a multi-hop question answering system. Your taskis to determine whenand '\

l/ what to retrieve. \l
| |
| STEP1.Now please update the knowledge index closed with <index> </index> tags. we want to use keywords and facts to |
: highlight the key information and treat these keywords and facts as the knowledge index that help the model to better utilize :
| the knowledge. You will see the origin knowledge index in previous reasoning, make use of what analysis result we got and |
| extend the knowledge index information for better next question decomposition. Your response must include the following keys |
: and strictly adhere to the exact structure without any additional text before or after the keys: :
| |
| Keywords and Evidence Facts:: |
| -[Keywords 1] |
: 1. [Fact1] :
| 2.[Fact2] |
[ |
: - [Keywords 2] :
| 1. [Fact3] |
| |
| |
: STEP2. Before starting to decompose the next question, consider whether the current information is sufficient and provide a :
| reasoning process closed within the <think> </think> tags. Based on your reasoning process, make a decision on whether to |
: retrieve the information, if the reasoning process shows that some information is still missing or need to further explore, then :
| setjudgementtag as insufficient, otherwise set as sufficient, closed withinthe <judgement> </judgement> tags. Please review |
| your reasoning againand do not give me contradictory judgments. |
| |
: STEP3. Then you should analyze the reasoning process and the knowledge index we've got, identify the next information we :
| need, decompose the origin question. The next question should be closed with <next_question> </next_question> tags. |
| |
: Reminder: don't forget to generate all the tags mentioned before, including <index> </index>, <think> </think>, <judgement> :
| </judgement>, and <next_question> </next_question>. |
| |
: Question: {query} :
\ Documents: {refs} ]
\\ Previous_reasoning: {previous_reasoning} /
N //
N e ,——,——,——————————— e ~
Answer Generation:
e -
7 Answer the question based on the given document and constructed knowledge index information. Only give me the answer \
[
| and do not output any other words. :
| Constructed knowledge index information: \
| {knowledge_index} |
: The following are given document: |
| {refs} :
| Question: {query} |
\_ Answer: /
\ v

Figure 13: Prompt Templates Used for Implementing KAIR w/ (K&F).
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