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Abstract

While semantic embeddings are rigorously
evaluated on the Massive Text Embedding
Benchmark, the evaluation of style embed-
dings remains fragmented, with each work re-
lying on their own set of tasks and datasets.
To bridge this gap, we introduce the Style
Text Embedding Benchmark, a comprehensive
open-source benchmark intended to standard-
ize the evaluation of style embeddings. STEB
encompasses 96 datasets across 7 languages,
spanning applications such as authorship ver-
ification, authorship retrieval, Al-text detec-
tion, probing of linguistic features, and oth-
ers. We find that semantic embeddings consis-
tently fail in stylistic tasks, and that there is
no style embedding that is universally superior
across all tasks evaluated. STEB comes with
an open-source code base and leaderboard at
https://github.com/rriveral849/STEB.

1 Introduction

Representation learning has driven progress in
NLP in the last decade, including on informa-
tion retrieval, clustering, classification, and se-
mantic search. While such models like SBERT-
models (Reimers and Gurevych, 2019), E5S (Wang
et al., 2024a), LLM2Vec (BehnamGhader et al.,
2024), and EmbeddingGemma (Vera et al., 2025)
focus on capturing semantic meaning, a more dis-
regarded parallel field focuses on the style of text.!
Style representations have proven valuable in appli-
cations such as authorship attribution (AA), style
transfer, and Al-generated text detection (Horvitz
et al., 2024a,b; Khan et al., 2024; Kim et al., 2025a;
Rivera Soto et al., 2021, 2023; Wegmann et al.,
2022), and might support the development of more
style-aware LLMs (Wegmann et al., 2026).

In previous work, we showed that evaluation
approaches for style embeddings are inconsistent

!'Semantic meaning (or content) and style are hard to disen-
tangle and might not be fully disjoint (Wegmann et al., 2026).
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Figure 1: STEB Score by model category Style em-
beddings (blue) score above general-purpose semantic
models (orange) on stylistic tasks; dashed lines mark
the best model in each category. Qwen3-Embedding-8B,
a top-5 MTEB model, ranks poorly on STEB.

and in need of standardization (Wegmann et al.,
2026): Works (i) vary considerably in the tasks
and datasets they evaluate on and (ii) usually only
cover a limited range of domains and tasks. For
example, LUAR (Rivera Soto et al., 2021) evalu-
ates only on authorship retrieval, STAR adds au-
thor clustering (Huertas-Tato et al., 2024), and
LISA (Patel et al., 2023) uses the STEL evalu-
ation framework (Wegmann and Nguyen, 2021;
Wegmann et al., 2022). Further, works (iii) use
inconsistent evaluation protocols (e.g., train/test
splits), (iv) use datasets that are not easily or are
no longer accessible, (v) often do not evaluate on
languages other than English or (vi) the content-
independence of the representations, and (vii) do
not explain or define what they mean by style or
how it relates to what models should be able to rep-
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resent. The Massive Text Embedding Benchmark
(MTEB) (Muennighoff et al., 2023), positioned as
a general-purpose text embedding benchmark, of-
fers no alternative as it includes no style-specific
tasks, and many of its leading models (Bai et al.,
2023; Lee et al., 2025; Li et al., 2023; Wang et al.,
2024a; Xiao et al., 2023) are trained on objectives
such as semantic similarity, information retrieval,
and natural language inference (NLI) that benefit
less from stylistic features (see Fig. 1). As a re-
sult, cross-work comparisons are unreliable, and
progress on style embeddings is hard to quantify.

We address the mentioned limitations with the
introduction of the open-source Style Text Embed-
ding Benchmark (STEB): (ii-vi) STEB consists of
a broad selection of 96 openly accessible datasets
(17 of which are in languages other than English)
across 7 languages, organized into 5 evaluation
tasks (clustering, pair classification, order align-
ment, retrieval, and probing) under fixed evalua-
tion protocols (e.g., metrics, long document han-
dling) covering applications like Al-text detection
(ATD), authorship verification (AV), and author-
ship retrieval (AR). STEB offers the possibility
to compare per-application and per-domain scores
like performance in ATD, sensitivity to genre fea-
tures, or independence from content. (vii) We dis-
cuss different understandings of style and report
two complementary scores. The operational score
reflects the datasets and tasks that the field has
built to study style. It inherits the emphasis of the
field—most prominently AA work—without com-
mitting to an a priori definition. The definitional
score instead reweighs results according to the style
definition proposed in Wegmann et al. (2026). (i)
We use STEB to perform a standardized evaluation
of 40 models spanning style embeddings, general-
purpose semantic embeddings, masked language
models (MLMs), causal language models (CLMs)
and non-neural baselines.

We find that no single model dominates across
STEB. Instead, the best representation depends on
whether the goal is strong performance on a spe-
cific downstream application or broad coverage of
stylistic attributes, as well as on the degree to which
the task is entangled with semantics. Notably, re-
cent semantic embeddings that lead MTEB (e.g.,
Qwen-Embedding-8B) perform substantially worse
than specialized style representations, highlighting
a gap in MTEB’s evaluation of stylistic tasks. Fur-
thermore, re-evaluating a prior multilingual setup
under a different protocol for fairly handling long

texts produces substantially different rankings, rein-
forcing the importance of standardized evaluation
procedures. We also find that off-the-shelf MLMs
perform surprisingly well at capturing linguistic
features and remain competitive on AV and AR,
suggesting promising directions for future research.
Overall, we hope that STEB serves as a “yardstick”
for measuring progress toward better style repre-
sentations.

Why not just use LLM prompting? While gen-
erative models can solve an increasing number
of problems, text representations remain highly
relevant and widely used in practice (Enevoldsen
et al., 2025; Warner et al., 2025) for several rea-
sons: (i) Text representations can be competitive
on discriminative tasks, matching or outperforming
much larger generative models (Assadi et al., 2026;
Warner et al., 2025); and (ii) they can be more effi-
cient: State-of-the-art encoder models are smaller
(millions vs. billions of parameters) and only use
a single forward pass, whereas generative models
incur cost proportional to the output length (Assadi
et al., 2026). Text representations thus have the
potential to scale better to larger document pools
for applications like RAG or clustering. We demon-
strate that even on a small document pool for AR,
a style representations can perform better than a
modern LLM, while using >750x fewer FLOPs
(Tab. 1).

Are style and semantics separable? Linguists
have long debated whether style and semantics can
be fully separated. In particular, sociolinguistic
work has argued that stylistic choices connect an
utterance to the social world and therefore con-
tribute to its social meaning (Eckert, 2008, 2012).
We therefore do not assume a complete separa-
tion between the two. However, an approximate
separation is still useful in practice: Representa-
tions that are trained primarily to capture semantic
distinctions often fail to capture distinctions that
are important for stylistic tasks (see §5.1). This
motivates treating style as a distinct target, even
if its boundary from semantics is imperfect. For
a broader discussion of these issues, we refer the
reader to Wegmann et al. (2026).

2 Related works

Benchmarks for style representations Evalu-
ation of style representations has mostly focused
on authorship tasks (Wegmann et al., 2026). The
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Model R@1 R@8 MRR TFLOPs USD
LUAR-CRUD 83.0 95.0 87.8 ~ 32 0
GPT-5.2 59.0 690 634 > 24k 22

Table 1: LUAR-CRUD (Rivera Soto et al., 2021)
outperforms GPT-5.2 on a small AR task at a fraction of the
compute.

The GPT-5.2 FLOP estimate uses 1 billion active
parameters as a conservative lower bound. Full
setup in §F

longest-running effort in this space is the PAN
shared task series at CLEF, which has run con-
tinuously since the late 2000s and describes itself
as covering “digital text forensics and stylome-
try”.? Early editions established cross-domain AA
and AV as standard tasks (Juola and Stamatatos,
2013; Kestemont et al.; Stamatatos et al., 2014,
2015, 2018a), while later editions broadened to au-
thor profiling, style change detection, multi-author
writing style analysis, hate-speech spreader pro-
filing, and ATD (Ayele et al., 2024; Bevendorff
et al., 2020, 2021, 2025a, 2026; Stamatatos et al.,
2023). Most of the style embeddings we evalu-
ate, evaluate on at least one PAN split. For AR,
LUAR (Rivera Soto et al., 2021) introduces its own
evaluation splits, which have since continued to
be used (e.g., Man et al. (2026a)). Few evaluation
approaches have used more theoretical definition-
based understandings. For example, STEL (Weg-
mann and Nguyen, 2021) introduces a parallel-text
ranking evaluation over a small set of style di-
mensions, and STEL-or-Content (Wegmann et al.,
2022) extends it with a content-controlled variant
that penalizes models reliant upon semantics. Patel
et al. (2025) further extends STEL by prompting
LLMs to generate synthetic instances across 40
stylistic features.

3 The Style Text Embedding Benchmark

STEB consists of 96 datasets across 7 languages,
organized into 5 evaluation tasks. In Section 3.1,
we outline these tasks, define the metrics used for
scoring each, and discuss how each serves to eval-
uate the quality of style embeddings. In §3.2, we
provide information about the included datasets
and their properties. In § 3.3, we explain the opera-
tional and the definitional STEB score. In §3.4, we
mention principles that we considered, and should
generally be considered, when extending STEB.

2https://pan.webis.de/

3.1 Tasks and evaluation

See Tab. 2 for examples of all task types in STEB.

Pair classification The goal of pair classification
is to determine whether two input texts share the
same label (e.g., same author in AV). To perform
this, we embed both inputs and compute their co-
sine similarity, expecting high similarity between
same-label pairs and low similarity otherwise. We
implement two variants: (1) All-to-All, where ev-
ery sample in the set is compared against every
other sample providing an exhaustive evaluation,
and (2) Predefined, where the pairs are restricted
to a predefined list of pairs. This latter setting is
critical for controlling for confounding variables
(e.g., enforcing cross-topic pairs). We report the
area under the receiver operating curve (AUROC).

Clustering While semantic embeddings are op-
timized to cluster documents by topic, style em-
beddings should induce clusters corresponding to
authorship (Andrews and Bishop, 2019), register
(e.g., formality vs. informality) (Patel et al., 2025),
and LM provenance (Rivera Soto et al., 2023).
We evaluate whether style embeddings are capa-
ble of clustering text samples across style-relevant
labels. Following the MTEB (Muennighoff et al.,
2023) protocol, we use a mini-batch k-means al-
gorithm with a batch size of 32 and k equal to
the number of ground-truth labels. We report the
V-measure (Rosenberg and Hirschberg, 2007).

Authorship retrieval AR has emerged as a pri-
mary application of style embeddings (Agarwal
et al., 2025; Fincke and Boschee, 2024; Kim et al.,
2025a; Man et al., 2026b; Rivera Soto et al., 2021).
Unlike traditional information retrieval, which opti-
mizes for semantic relevance between a query and
a document, AR aims to identify other texts written
by a specific author from within a large candidate
pool. We use standard retrieval benchmarks where
topic and authorship may correlate but are not the
sole signal. We report the mean reciprocal rank
(MRR).

Order alignment Order alignment evaluates
whether a style embedding ranks a set of texts
in the same stylistic order as a reference set. In
its simplest form, this corresponds to the STEL
task introduced by Wegmann and Nguyen (2021),
which uses parallel texts. A pair of texts has to be
aligned to the order of another base pair of texts
using stylistic information (see App. Fig. 2). Every
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Task Type

Example

Solution

Order Alignment

Task: Align the order of the set B to that of set A w.r.t. style:

Set A

santa was to fat, and the woman was
driving.

They cannot see anything in the be-
ginning.

Set B

Santa was excessively overweight
while the woman was driving.
Well, they probably can’t see any-
thing at first.

B2

Pair Classification

Task: Are the two texts written in the same style?

Text A
Santa was excessively overweight
while the woman was driving.

Text B
santa was to fat, and the woman was
driving.

different style

Task: Cluster the texts by style:

Text

T1. Round him peered Lenehan.

T2. O lead me onward to the loneliest shade,

Clustering

T3. All Star Classic Game 1 Orlando 09 Game 1 - West Coast vs East
T4. ( Goes up and comes down to center, shrieking and laughing.

T1 — joyce

T2 — poetry

T3 — tweets

T4 — coha_1890

Retrieval
Query
Q. Bought as a Christmas gift but the case is nice

Targets

Task: Retrieve the target written by the same author as the query:

T1 (author 100066)

T1. Very well made and very loud! Feelnmich safer having it in my

hunting bag!

T2. Perfect for any animal lover - it says it all. The decal came shipped

really nicely and shipped fast -

Probing
Text

Want to get one of these: But don’t have enough money. Alas. $249 for

the smallest one seems a little steep.. ..

Features (which quintile does the feature fall into?)
n_adj=1, n_verb=0, t_word=0, t_syl1=0, ... (42 more features)

Task: Predict each stylistic feature label from the text:

n_adj — 1

n_verb — 0
t_word — 0
t_syll -0

Table 2: Examples of each STEB Task. Each example comes from a different dataset included within the STEB

benchmark.

order alignment task also has a distractor variant.
Here, the unordered set includes one additional text
that shares the same topic as the ordered texts but
stylistically unrelated to any of them, a model that
relies on semantic features more than style will mis-
align it. In a setup with a one element ordered set,
and with a two element unordered set including
one distractor, this is equivalent to the STEL-or-
Content task (Wegmann et al., 2022). We report
two accuracies, one for the original and one for
the distractor variant. To achieve a high score in
this task, an embedding must capture features other
than semantics, and in the distractor variant it must
ignore semantic similarity altogether.

Probing The probing task assesses which lin-
guistic features are encoded in an embedding by
training a linear classifier on top of frozen rep-
resentations (Conneau et al., 2018). We extract
foundation-level linguistic features using the LFTK
toolkit (Lee and Lee, 2023a), excluding features
that may correlate with semantics (e.g., entity
counts). Each continuous feature is discretized
into five quantile bins, and the train/validation/test
splits are balanced across the discretized labels.
We then train a logistic regression probe on the
frozen embeddings, selecting the L2 regularization

strength from {107°,107%, 1073, 1072} via a vali-
dation set, and report test accuracy averaged across
all features.

3.2 STEB datasets

An overview of all datasets can be found in §D. The
added datasets can generally be grouped into 6 cat-
egories: those that target capabilities with respect
to single linguistic features (7 datasets), authorial
styles (58), dialectal styles (3), registers (12), gen-
res (4), historical styles (3) and demographics (9).

3.3 STEB Scores

With STEB, we evaluate models on the most com-
mon datasets and tasks that the field has built to
study style. We aggregate the results differently for
the operational score and the definitional score.

Operational STEB Score While we do not align
the operational score with a definition, we take
care to not overweigh groups of correlated datasets.
We automatically discover redundancies following
Olmo et al. (2026) using the Spearman correlation
between the model rankings on each dataset and
apply hierarchical clustering (Ward linkage with a
0.5 distance threshold, cf. Ward Jr., 1963). Scores
are macro-averaged within each and then across
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clusters.

Definitional STEB Score To contrast to the op-
erational view of style (cf. § 1), we also evaluate
embeddings based on an a priori definition of style,
namely the definition® introduced in our previous
work (Wegmann et al., 2026). We evaluate whether
embeddings (i) capture the stylistic patterns of dif-
ferent objects of study (i.e., genre, register, time
period, demographic, dialect, and idiolect), (ii) en-
code linguistic features, and (iii) are more sen-
sitive to stylistic than content information. See
App. Tab. 14 for an overview of the dataset-to-
cluster assignment.

3.4 Design principles

We provide code and datasets with STEB that are
meant to be extended by the community. We em-
phasize the principles on which we designed STEB
and that we recommend the community to follow:

Tasks where style matters Fundamentally, STEB
targets scenarios where the semantics of a text is
neither the sole nor strongest signal. Where pos-
sible, we enforce topic-controlled settings that pe-
nalize models that rely on any semantic shortcuts
(e.g., Tab. 5). As such, each STEB dataset should
benefit from representations that capture stylistic
information and should be more difficult for mod-
els that heavily rely on semantic information.

Length control To preserve ecological valid-
ity (de Vries et al., 2020), we evaluate models on
the full text length inherent to each dataset. This
approach preserves the natural length distributions
between domains, for example, retaining the ver-
bosity of blog posts versus the brevity of Reddit
comments. For models with fixed context windows
(e.g., 512 tokens), we employ a chunk-and-pool
strategy where inputs exceeding the limit are seg-
mented in sentence-boundary-aware chunks. We
embed each chunk independently and apply mean
pooling to derive a single document representation
(see Fig. 4 for a visual of the approach).

Reproducibility and extensibility For repro-
ducibility, all stochastic steps in evaluation (e.g.,
k-means initialization, probe training) use fixed

3Specifically the definition reads, “A linguistic style con-
sists of distinctive patterns in language use for an object of
study (e.g., individuals, a group of authors, a given register) in
its lexical, syntactic, morphological, orthographic, discourse,
and phonetic feature composition. The distinctive patterns
should remain informative about the object of study even
when semantic meaning varies.”

random seeds. To facilitate community adoption,
STEB is open-source and easy to extend. We wel-
come contributions from the community in adding
new tasks and datasets.

4 Models

We test non-neural (§4.1) as well as automatically-
learned representations (§4.2).

4.1 Non-neural representations

We test various representations using predefined,
linguistically motivated features. Note that the
strongest non-neural representation generally com-
bines several of these features and tailors the set to
the specific dataset or task (Wegmann et al., 2026).

Function word frequencies Function words (i.e.,
stop words) like determiners (the) and pronouns
(you) are useful across text analyses, such as AA
(Kestemont, 2014; Mosteller and Wallace, 1963),
genre/text type classification (Venglafova and Mat-
lach, 2024), and deception detection (Liu et al.,
2012). We count the frequencies of 390 function
words and 69 function phrases (instead of ), saving
these counts as a vector per text (Aggazzotti and
Smith, 2025).

TF-IDF-weighted n-grams N-grams—sequen-
ces of n consecutive units (i.e., characters, tokens,
part-of-speech (POS) tags)—have long been used
for text analysis, especially for AA (Houvardas and
Stamatatos, 2006; Peng et al., 2003). Following
others (e.g., Weerasinghe and Greenstadt, 2020),
we weight the n-grams by their Term Frequency-
Inverse Document Frequency (TF-IDF) and fit the
vectorizer to a 10 billion token sample of FineWeb
(Penedo et al., 2024); see §E for more details.*

Stylometric features There is no agreed upon
fixed set of best stylometric features (Juola, 2006;
Nini, 2023). There are perhaps equally as many
feature extraction tools for various use cases. Due
to its popularity in the NLP community, we use
LFTK (Lee and Lee, 2023b) and combine its sur-
face and POS features, which we found to perform
best across datasets while remaining fast.

NeuroBiber NeuroBiber (Alkiek et al., 2025) is
a transformer-based system that extracts 96 syn-
tactic and lexical “Biber features”, such as func-
tion words, subordination types, and tenses (Biber,
1988; Biber and Conrad, 2019).

*Note that n-grams can capture topic as well as style sig-
nals, depending on the n-gram unit and their frequency.
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Model Clustering All-to-All Predefined Order Align. Retrieval Probing STEB score
Num. Datasets 53 24 26 11 4 4 122

LUAR-MUD 20.03 62.33 72.33 20.81 75.67 53.04 50.70
LUAR-CRUD 19.65 61.00 73.12 19.80 77.64 53.75 50.82
. StyleDistance 18.46 59.82 66.21 44.02 49.61 57.87 49.33
S % mStyleDistance 7.35 53.83 53.71 31.38 20.04 45.96 35.38
& S MSR 16.67 64.34 71.01 21.85 63.49 51.01 48.06
“ CISR 15.28 59.71 66.43 33.81 45.87 52.54 45.61
STAR 25.92 64.56 73.28 23.93 66.96 49.86 50.75
LISA 12.74 60.91 62.40 16.48 42.96 46.38 40.31
. o all-mpnet-base-v2 8.48 60.41 63.87 14.62 48.99 45.64 40.34
§E E5-large-v2 11.06 60.20 64.70 15.82 4991 49.03 41.79
“ S Qwen3-Embedding-8B 2.67 51.61 52.79 23.11 35.17 42.96 34.72
BERT-large-cased 12.02 60.99 67.11 21.57 58.88 55.16 45.96
=  RoBERTa-large 13.21 60.97 68.79 20.71 61.07 57.92 47.11
E] DeBERTa-v3-large 21.44 59.37 70.45 24.23 63.24 53.41 48.69
ModernBERT-large 16.58 60.19 65.38 20.56 52.17 54.06 44.82
= OPT-1.3B 3.83 52.40 55.59 24.08 39.07 45.82 36.80
S Qwen3.5-4B-Base 4.23 52.80 57.41 24.88 37.15 43.02 36.58
. Function words 7.17 55.17 60.88 14.51 43.14 37.98 36.47
« 8 TFIDF n-grams 6.78 57.18 64.45 13.72 50.95 55.74 41.47
= § Stylometric 9.67 56.88 60.48 25.87 39.52 53.30 40.95
NeuroBiber 8.24 55.10 57.27 14.13 9.06 51.64 32.57

Table 3: Overall STEB (operational) results (x100). Bold = best, underline = 2nd best per column. Metrics:
V-measure (Clustering), AUC (All-to-All and Predefined Pair Classification), distractor accuracy (Order Alignment),
MRR (Retrieval), and average accuracy (Probing). Scores are macro-averaged across automatically discovered
dataset clusters within each task, then averaged across tasks to produce the overall STEB score. Num. Datasets =
datasets contributing to each task; a dataset may contribute to more than one task. The full table is in App. Tab. 7.

Object of Study Ling. Feat. Content-Ind. Avg.
Model Genre Register Time Demo. Dialect Idiolect Avg. Order Al

Num. Datasets 4 7 3 3 3 29 49 7 11 67
StyleDistance 62.84 40.01 4621 33.67 5691 60.03 49.94 74.02 44.23 56.06
w StyleDist. Synth. 5545 3881 43.27 33.13 55.64 4526 45.26 70.87 46.10 54.08
& CISR 6243  36.09 4152 33.03 5476 58.72 47.76 65.85 32.31 48.64
& DeBERTalarge 63.26 3825 4694 3537 4337 6826 4924 69.56 18.72 45.84
RoBERTa-base 63.79 4252 4594 3284 40.16 59.83 47.51 77.95 10.27 45.24
. STAR 68.68 39.79 47.25 4099 4939 7224 53.06 67.66 14.08 4493
T LUAR-MUD 66.67 3872 42.14 3553 4430 76.11 50.58 70.50 11.29 44.12
o mStyleDistance  49.41 32.83 35.04 3225 42.83 3723 3827 56.17 38.32 44.25
2 LUAR-CRUD 65.80 38.14 4130 3532 4152 7699 49.85 70.37 10.57 43.59
“ MSR 6639  39.08 4198 37.05 4152 68.69 49.12 66.52 12.35 42.66
LISA 56.89 3795 37.38 3295 27.19 54.00 41.06 64.02 7.10 37.39

Table 4: Top 5 models for STEB Score (definitional). Attributes are grouped into three clusters after Wegmann et al.
(2026) and averaged: Object of Study (Genre, Style, Time, Demographics, Dialect, Idiolect), Linguistic Features,
and Content-Independence. See App. Tab. 14 for selected datasets and App. Tab. 10 for full results.

4.2 Neural models

We benchmark models with state-of-the-art results
on various style and semantic embedding tasks,
grouped into four families: style embeddings, se-
mantic embeddings, MLMs, and CLMs.

Style embeddings Most style embedding mod-
els we evaluate are trained contrastively, dif-
fering primarily in how they construct positive

and negative pairs. LUAR (Rivera Soto et al.,
2021) and STAR (Huertas-Tato et al., 2024)
treat texts by the same author as positives and
different authors as negatives, learning author-
ship representations from Reddit and various so-
cial media sources, respectively. CISR (Weg-
mann et al., 2022) further constrains positives to
be same-author but different-topic pairs, encour-
aging content-independent style representations.
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StyleDistance (Patel et al., 2025) constructs syn-
thetic hard-positives and hard-negatives designed
to isolate stylistic correlations from topical ones.
mStyleDistance (Qiu et al., 2025) extends this ap-
proach to the multilingual setting. MSR (Kim et al.,
2025b) learns multilingual authorship embeddings
using probabilistic content masking to suppress
content features and language-aware batching to
reduce cross-lingual easy-negatives. LISA (Patel
et al., 2023) departs from purely contrastive train-
ing, learning interpretable style embeddings via a
linear projection over an EncT5 encoder.

Semantic embeddings These models are trained
for general-purpose text similarity, primarily on
semantic retrieval and NLI data. We include mod-
els like all-mpnet-base-v2 (Reimers and Gurevych,
2019) that perform well according to the seman-
tic textual similarity evaluations and various mod-
els that perform(ed) well according to MTEB
(Muennighoff et al., 2023): Qwen3-Embedding-
8B (Zhang et al., 2025), GTE (Li et al., 2023),
E5 (Wang et al., 2024a), BGE (Xiao et al., 2023),
and Jina Embeddings v3 (Sturua et al., 2025).

Masked language models (MLMs) We include
encoder-only transformers pre-trained with masked
language modeling and without embedding-
specific fine-tuning. Specifically, we include
RoBERTa (Liu et al., 2019), DeBERTa-v3 (He
et al., 2023), and ModernBERT (Warner et al.,
2025). Since these models do not produce a sin-
gle vector, we obtain embeddings by mean-pooling
the token-level hidden states from the last layer,
weighted by the attention mask.

Causal language models (CLMs) Auto-
regressive models are pretrained with next-token
prediction and have no embedding-specific
training. We include them to assess whether
large-scale causal language modeling implicitly
captures stylistic features. We include GPT-2
XL (Radford et al., 2019), OPT-1.3B (Zhang et al.,
2022) and the Qwen family at multiple scales. We
use the hidden state of the last non-padding token
as the embedding, as it is the only position with
full sequence context.

5 Results

We discuss operational and definitional STEB re-
sults (§5.1) and provide a per-application (§5.2)
and a multilingual (§5.3) analysis; all but the last
are restricted to English.

5.1 Opverall Results

STEB (operational) results are in Tab. 3 and selected
STEB (definitional) results in Tab. 4; full results for
all 40 models are in App. Tab. 7 and Tab. 10.

No single winner across task categories and
style definitions There is no consistent winner
across categories, for neither STEB (definitional)
nor STEB (operational). Instead, leading models
exhibit markedly different strengths across cate-
gories. For the operational score, STAR performs
best on clustering and predefined pair classification,
but falls behind on retrieval, where LUAR-CRUD
leads by over 10 points, and order alignment, where
StyleDistance leads by nearly 19 points. These
complementary strengths result in STAR, LUAR-
CRUD, and LUAR-MUD achieving similar overall
operational scores, despite substantially different
performance profiles. Likewise, while StyleDis-
tance achieves the highest definitional score, mod-
els such as STAR and LUAR perform strongly for
different objects of study but rely more on content-
entangled features, which are penalized more heav-
ily by the definitional STEB score. These patterns
confirm previous observations that style is con-
ceptualized differently across the literature, and
that different training and evaluation objectives—
motivated by different style definitions—result in
different strengths and weaknesses across down-
stream tasks (Wegmann et al., 2026).

Style embeddings consistently outperform se-
mantic embeddings. Every style-specific model
except LISA and mStyleDistance outperform the
best general-purpose semantic embedding on both
STEB scores. This disparity is especially pro-
nounced in order alignment, AR, and predefined
pair classification. Semantic embeddings are opti-
mized on objectives that favor matching texts pri-
marily by semantic content, and the gap on STEB
suggests style features are not well captured by
semantic objectives alone. These findings under-
score the need for a dedicated style benchmark, as
semantic-oriented evaluation fails to capture the
capabilities of style-specific models.

MLM pre-training captures stylistic informa-
tion. All MLMs we evaluate outperform every
semantic embedding and every causal LM on both
STEB scores, despite having no embedding-specific
fine-tuning. DeBERTa-v3-large outperforms some
style embeddings on retrieval and matches style-
specific models on authorship verification, without
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Model ATD ATD (Adv.) Authorship Verification AR  Avg.
Overall Easy Medium Hard

deberta-v3-large 36.03 100.00 7329 77.68 6292 5587 63.24 68.14

w STAR 22.79 100.00 77.52 8837 76.02 5826 6696 66.82

S LUAR-MUD 28.20 75.01 76.54 86.84 7362 61.10 75.67 63.85

& deberta-v3-base 29.55 99.24 6940 7346 59.80 5475 55.17 63.34

LUAR-CRUD 25.20 72.61 76.35 86.60 7592 6123 77.64 62.95

., StyleDistance 30.10 70.08 7044 7552  69.17 62.18 49.61 55.06

% mStyleDistance 15.85 5.48 5441 6049 49.63 50.53 20.04 23.95

X § StyleDistance (Synthetic) 22.76 44.03 59.00 64.82 5528 52.62 31.53 39.33

:‘,a; S MSR 17.38 0.12 73.88 88.92 7343 5599 63.49 38.72

E CISR 22.78 64.33 71.57 7939 70.74  65.56 4587 51.14

LISA 11.61 6.06 65.03 8441 66.71 4786 4296 3141

Table 5: Top 5 models across application clusters, plus the remaining style embeddings. ATD = AI-Text Detection,
AR = Authorship Retrieval. Authorship Verification: Overall aggregates a superset of datasets (PAN13-15,
PAN20-21, Enron, and the PAN22-26 style-change benchmarks), while Easy/Medium/Hard are computed over the
PAN22-26 style-change subset only—they do not average to the Overall column. To avoid double-counting, only
Overall contributes to Avg. Bold = best, underline = 2nd best per column (across all models). Each column reports
the macro-averaged score (x 100) within the corresponding manual cluster.

any author-specific training (Tab. 3). RoBERTa
leads over style embeddings in sensitivity to linguis-
tic features (probing column of Tab. 3; linguistic-
feature column of Tab. 4), suggesting that style-
specific fine-tuning can come at the cost of linguis-
tic feature sensitivity. Joint training on MLM and
style objectives may help recover this sensitivity
in style-specific models. The newer ModernBERT
variants (only shown in App. Tab. 7 & Tab. 10)
underperform, suggesting that more recent MLM
recipes have shifted away from preserving linguis-
tic feature information. Together, these results sug-
gest that new MLM objectives are a promising
direction for future research.

Non-neural models are competitive on certain
tasks. TFIDF n-grams is the strongest non-neural
model, followed closely by Stylometric. Both gen-
erally outperform causal LMs and perform simi-
larly to general-purpose sentence embedders, but
lag behind style-specific and masked models. They
perform best on tasks like probing and predefined
classification, but degrade on tasks like clustering
and retrieval that often require richer representa-
tions. Despite TFIDF n-grams being effectively
a bag-of-words model, it nearly matches sophis-
ticated sentence embedders. Also, although the
literature has shown no general-purpose best set
of stylometric features, using surface and POS tag
features does fairly well across datasets and tasks.’

>Tailoring stylometric features to each dataset/task would
likely produce even higher results, and we encourage testing
specialized feature sets for more representative performance.

CISR and StyleDistance models perform best
at content independence. StyleDistance, CISR,
and mStyleDistance perform the best at content-
independence (i.e., the distractor variant of the
order alignment tasks). This is expected as they
were all trained similarly with hard negatives to
improve content independence. Across models,
though, there is still a lot of room for improvement
on content-independence.

STAR is most sensitive to style across stylistics
attributes. STAR performs the best at recovering
distinctive patterns across “objects of study” (e.g.,
genre, time, registers) beyond authorial styles. This
might be influenced by its being one of few models
that was trained on several different domains (i.e.,
social media, blogs, and books). Including more
diverse training datasets (and potentially training
tasks, cf. Wegmann et al., 2026) might thus be a
promising direction for more generalizability.

5.2 Per-application analysis

To answer questions such as “Which model is best
for Al-text detection?”, we manually group datasets
into four application-oriented clusters (Tab. 5):
ATD, ATD where text has been modified to evade
detection (Adv.), AV, and AR. For AV we addi-
tionally report three sub-columns over the PAN
style-change benchmarks ordered by how content-
entangled the pairs are: Easy, Medium, and Hard,
where Hard pairs do not share any semantic content.
The top five comprise three style-specific embed-
dings (STAR, LUAR-MUD, LUAR-CRUD) and
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Model Pair Class. Retrieval Avg.
deberta-v3-large 74.03 4777  60.90

w  StyleDistance 72.40 4445 5842
S roberta-large 71.91 44.02  57.96
& CISR 70.08 3793  54.01
deberta-v3-base 71.85 3542 53.63
LUAR-MUD 69.50 3238  50.94
LUAR-CRUD 72.37 30.07 51.22

§° mStyleDistance 59.94 14.69 3732

X 5 StyleDist. Synth. 64.03 19.46  41.74
& E MSR 69.43 28.38  48.90
S STAR 71.32 3580  53.56
LISA 62.67 26.70  44.68

Table 6: Top 5 multilingual STEB results (x100).
Pair Class. averages AUC across 13 PAN13/14/15
AV datasets (Dutch, Greek, Spanish); Retrieval aver-
ages MRR across 4 PAN18 cross-domain AA datasets
(French, Italian, Polish, Spanish). Bold = best,
underline = 2nd best per column (across all models).

two DeBERTa-v3 variants. In ATD, DeBERTa-v3-
large® leads in the standard setting, while in the
adversarial setting, STAR and DeBERTa-v3-large
perform best. In AV and AR, the style-specific em-
bedding models take the lead, suggesting that they
are better suited for capturing the fine-grained nu-
ances of everyday authors. The Easy/Medium/Hard
AV columns reveal a finer pattern. On the Easy and
Medium sets (where topic can be exploited), both
STAR and LUAR perform well. However, in the
Hard setting (where topic correlations cannot be
exploited), CISR and StyleDistance perform best,
suggesting that disentangling style from content
matters for such applications.

5.3 Multilingual analysis

STEB includes non-English datasets across six lan-
guages (Dutch, French, Greek, Italian, Polish,
Spanish) drawn from the PAN13/14/15 AV shared
tasks and the PAN18 cross-domain AA shared task.
These datasets are excluded from the main STEB
scores (Tab. 3 and Tab. 4) as most evaluated mod-
els are monolingual English encoders. Here, we
investigate whether multilingual style embeddings
perform better than monolingual English style em-
beddings on these multilingual applications. We
derive a single score by averaging across all dataset
metrics and across the independent tasks (pair clas-

SWhile striking, this result is explained by the fact that
DeBERTav3 adds a replaced token detection objective, where
a discriminator is trained to detect which tokens in a sequence
were replaced by the MLM (He et al., 2023). This objective
is none other than ATD in a pre-ChatGPT era (first DeBERTa
version was published in 2021)!

sification, retrieval).

Multilingual style-representations underper-
form their English counterparts Tab. 6 shows
that the top-5 by multilingual average comprises
two DeBERTa-v3 variants, RoOBERTa-large, and
two style embeddings (StyleDistance, CISR). The
explicitly multilingual style embeddings (MSR,
mStyleDistance) do not appear in the top five.
These results suggest that current multilingual train-
ing strategies are not yet effective, and as such, they
remain a challenge for future work.

To stress-test this conclusion, we reproduce Kim
et al. (2025b)’s multilingual evaluation setup on
the same PAN13/14/15 multilingual AV datasets
and style embeddings. We find that STEB’s default
chunk-and-pool strategy for handling large texts is
the main driver. Under per-document fixed trun-
cation, MSR achieves the top score, while with
the chunk-and-pool strategy, StyleDistance and
CISR perform best. These results underscore the
necessity of shared evaluation protocols, since with-
out them our conclusions would differ materially.
See § G for the full comparison.

The two style embeddings that do appear are
notable for having been trained so as to separate
semantic content from style, suggesting that this
separation might be a useful strategy for the gener-
alizability of style embeddings across languages.

6 Conclusion

We introduced STEB, a benchmark for evaluat-
ing embeddings across style-related NLP tasks,
spanning 5 tasks, 96 datasets, and 7 languages.
Across 40 models, we find that no single embed-
ding is best. Style embeddings that retain seman-
tic signal lead on authorship-related applications
where author and topic correlate, while content-
disentangled style embeddings lead on content-
controlled applications where topic shortcuts are re-
moved. On ATD, MLMs outperform style-specific
embeddings, and on predicting second-order style
features (e.g., genre, dialect, register, time), the
authorship-focused STAR model leads. Multilin-
gual style embeddings underperform their English
counterparts on the multilingual subset of STEB,
highlighting cross-lingual style as an open problem.
We release STEB to enable consistent, reproducible
comparisons and to lower the cost of measuring
progress on style. We welcome contributions from
the community in improving the benchmark.
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Limitations

Leakage of datasets / contamination Style em-
beddings are commonly trained and tested on sim-
ilar datasets, often using datasets for training and
testing with differing splits between publications.
Representations might be tested on some data that
they have seen during training. For example, the
StyleDistance models were trained on one of the
seven “linguistic features” datasets and on two
of the eleven “Content Independence” datasets in
Tab. 4. Excluding these shrinks the difference
to CISR to a2 percentage points on content in-
dependence and make the synthetic version and
CISR have almost the same overall performance.
However, the overall ranking of the top models is
preserved.

Bounded by dataset coverage Both the empiri-
cal clustering in §5.1 and the attribute clustering in
§5.1 are bounded by what existing datasets expose.
In particular, most of the field’s emphasis has been
on authorship-related tasks, and as such other axes
of analysis remain underexplored. We call on the
community to create datasets that explore aspects
other than authorship and to expand STEB with
these additions.

Languages other than English remains under-
represented It is a fact of the field that not as
many non-English datasets are available. As such,
we inherit this limitation. Moreover, only recently
has there been an effort to extend style embedding
models to multilingual settings (Kim et al., 2025a;
Qiu et al., 2025).

7 Ethics Statement

STEB uses 96 datasets that are already publicly
available and does not collect any new human-
subjects data. We obtain the datasets from their
original sources and follow their licenses and terms
of use. Our codebase provides download scripts
instead of redistributing the raw text, so content
removed by the original source is also no longer
available through STEB. Some datasets may con-
tain personal information, demographic labels, or
offensive and toxic language. We use these data
only to evaluate style representations and ask users
to follow the terms of the original datasets. The
models evaluated in STEB can also have dual-use
applications. Authorship verification, attribution,
and retrieval can be useful for forensic analysis,

misinformation research, and Al-generated text de-
tection, but they can also be used to identify people
who rely on pseudonymity. STEB only evaluates
public models on public data, but a common bench-
mark could still make it easier to improve these
capabilities. We think the benefits of having a pub-
lic benchmark outweigh this risk because it also
gives researchers a way to study privacy risks and
evaluate defenses such as authorship obfuscation.
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Appendix
A Full aggregate results

The full tables of results for the experiments
in §5.1, §5.2, and §5.3 are shown in Tab. 7, Tab. 8,
and Tab. 9, respectively.

B Sensitivity to the clustering threshold

The operational STEB score groups redundant
datasets by applying Ward-linkage hierarchical
clustering to the between-dataset rank correlations,
cutting the dendrogram at a fixed threshold of
7 = 0.5 (§3.3). To check that the leaderboard
in Tab. 3 does not depend on this particular thresh-
old, we recompute the full operational score while
sweeping 7 from 0.1 to 1.5 in steps of 0.1. For
every pair of thresholds, we measure the Spearman
rank correlation between the two induced model
orderings over all 40 models.

Model rankings are highly stable across the
sweep. The mean pairwise Spearman correlation
is 0.988, with a minimum of 0.964, so no pair of
thresholds reorders the leaderboard by more than
a small amount. The leading group is likewise
unchanged. Four models—LUAR-CRUD, LUAR-
MUD, STAR, and StyleDistance Tab. 11 reports
the operational scores of the five leading models
across the sweep. We conclude that the operational
STEB leaderboard is robust to the choice of cluster-
ing threshold.

C Task examples

We display an example of the order alignment task
in Figure 2.

Task: Align the order of set B to that of set A w.r.t. style:

1. 2.
r u a fan of them Are you one of
or something? their fans?

/

Set A

4
SetB  Oh.andalso-that Oh yea and that
sremos i adales young dr got a
b e bad haircut
o haire

=

Solution: B2, B1

Figure 2: Order Alignment Example. Set A is written
in an informal and a formal style, respectively. Set B
is written in the reverse stylistic order. The task is to
reorder B to match A’s style sequence. We aim for sets
to only include sentences showing the same content.
The “distractor” variant is signified by the modifications
in grey and red. Figure was taken and slightly modified
from Wegmann et al. (2022).
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Model Clustering All-to-All Predefined Order Align. Retrieval Probing STEB score

Num. Datasets 53 24 26 11 4 4 122
Style specific

LUAR-MUD 20.03 62.33 72.33 20.81 75.67 53.04 50.70
LUAR-CRUD 19.65 61.00 73.12 19.80 77.64 53.75 50.82
StyleDistance 18.46 59.82 66.21 44.02 49.61 57.87 49.33
StyleDistance (Synthetic) 13.46 57.02 57.67 42.76 31.53 56.69 43.19
mStyleDistance 7.35 53.83 53.71 31.38 20.04 45.96 35.38
MSR 16.67 64.34 71.01 21.85 63.49 51.01 48.06
CISR 15.28 59.71 66.43 33.81 45.87 52.54 45.61
STAR 25.92 64.56 73.28 23.93 66.96 49.86 50.75
LISA 12.74 60.91 62.40 16.48 42.96 46.38 40.31
Semantic embedders

all-mpnet-base-v2 8.48 60.41 63.87 14.62 48.99 45.64 40.34
GTE-base-en-v1.5 10.76 60.04 60.33 15.62 49.36 50.64 41.13
GTE-large-en-v1.5 11.48 60.99 62.39 16.20 49.60 48.87 41.59
E5-base-v2 9.28 60.40 63.42 15.26 49.62 52.13 41.69
ES5-large-v2 11.06 60.20 64.70 15.82 49.91 49.03 41.79
BGE-base-en-v1.5 7.93 59.40 62.97 15.82 51.44 49.45 41.17
BGE-large-en-v1.5 7.15 59.84 63.81 16.23 48.79 47.23 40.51
Jina Embeddings v3 7.90 60.58 64.60 17.11 47.35 45.62 40.53
Qwen3-Embedding-8B 2.67 51.61 52.79 23.11 35.17 42.96 34.72
Masked language models

BERT-large-cased 12.02 60.99 67.11 21.57 58.88 55.16 45.96
BERT-large-uncased 11.18 60.44 66.92 21.18 60.23 52.48 45.41
RoBERTa-base 12.59 60.97 66.49 22.47 50.63 61.32 45.74
RoBERTa-large 13.21 60.97 68.79 20.71 61.07 57.92 47.11
DeBERTa-v3-base 19.42 58.35 66.82 23.41 55.17 51.73 45.81
DeBERTa-v3-large 21.44 59.37 70.45 24.23 63.24 53.41 48.69
ModernBERT-base 14.05 59.28 64.13 19.20 51.25 53.91 43.63
ModernBERT-large 16.58 60.19 65.38 20.56 52.17 54.06 44.82
Causal language models

GPT-2 XL 4.42 51.68 53.49 26.32 28.82 48.66 35.57
OPT-1.3B 3.83 52.40 55.59 24.08 39.07 45.82 36.80
Qwen2-0.5B 3.77 51.59 52.78 25.51 25.70 42.34 33.62
Qwen3-0.6B-Base 3.73 5143 53.14 26.01 23.67 41.78 33.29
Qwen3.5-0.8B-Base 4.21 52.73 57.23 25.07 32.83 43.30 35.89
Qwen3.5-2B-Base 3.97 52.46 57.09 24.61 35.13 42.61 35.98
Qwen3.5-4B-Base 4.23 52.80 57.41 24.88 37.15 43.02 36.58
Pre-defined features

Function words 7.17 55.17 60.88 14.51 43.14 37.98 36.47
TFIDF FineWeb 1-2-grams 6.78 57.18 64.45 13.72 50.95 55.74 41.47
TFIDF FineWeb 1-3-grams 6.37 56.97 64.45 13.67 49.00 55.51 40.99
TFIDF Reddit 1-2-grams 6.79 56.93 64.45 13.84 49.77 55.54 41.22
TFIDF Reddit 1-3-grams 6.52 56.68 64.25 13.84 50.26 55.34 41.15
Stylometric 9.67 56.88 60.48 25.87 39.52 53.30 40.95
NeuroBiber 8.24 55.10 57.27 14.13 9.06 51.64 32.57

Table 7: Full STEB (operational) results (x 100). Bold = best, underline = 2nd best per column. Metrics: V-measure
(Clustering), AUC (All-to-All and Predefined Pair Classification), distractor accuracy (Order Alignment), MRR
(Retrieval), and average accuracy (Probing). Scores are macro-averaged across automatically discovered dataset
clusters within each task, then averaged across tasks to produce the overall STEB score. Num. Datasets counts the
datasets contributing to each task; a dataset may contribute to more than one task.
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Model ATD ATD (Adv.) Authorship Verification AR  Avg.
Overall Easy Medium Hard

Top 5

deberta-v3-large 36.03 100.00 7329 77.68 6292 5587 63.24 68.14
STAR 22.79 100.00 77.52 8837 76.02 5826 6696 66.82
LUAR-MUD 28.20 75.01 76.54 86.84 73.62 61.10 75.67 63.85
deberta-v3-base 29.55 99.24 69.40 7346 59.80 5475 55.17 63.34
LUAR-CRUD 25.20 72.61 76.35 86.60 7592 6123 77.64 62.95
StyleDistance 30.10 70.08 70.44 7552  69.17 62.18 49.61 55.06
ModernBERT-large 26.39 60.69 68.10 85.02 64.09 50.75 5217 51.84
CISR 22.78 64.33 71.57 7939 70.74 6556 4587 51.14
roberta-large 23.13 35.31 7134 8549 6643 52.61 61.07 47.71
bert-large-uncased 17.53 30.22 69.39 8249 65.10 5094 60.23 44.34
bert-large-cased 16.61 27.57 69.36 8559 6493 4953 58.88 43.11
ModernBERT-base 24.85 27.94 66.71 8386 61.03 49.89 5125 42.69
StyleDistance (Synthetic) ~ 22.76 44.03 59.00 64.82 5528 52.62 31.53 39.33
MSR 17.38 0.12 73.88 88.92 7343 5599 63.49 38.72
roberta-base 24.83 8.29 69.02 84.16 6437 5031 50.63 38.19
TFIDF Reddit 1-3-grams 12.37 7.17 65.83 7390 6050 5098 50.26 3391
TFIDF Reddit 1-2-grams 11.93 4.64 66.20 75772 6034 50.79 49.77 33.13
TFIDF FineWeb 1-2-grams 12.77 0.81 6644 77.03 60.69 51.03 5095 32.74
TFIDF FineWeb 1-3-grams 13.36 1.25 66.28 7546  61.09 51.12 49.00 32.47
gte-base-en-v1.5 14.30 0.16 63.76 8736 6791 4327 4936 31.89
Stylometric 24.10 0.87 62.87 7732 50.71 46.58 39.52 31.84
e5-large-v2 9.48 0.20 67.16 8854 68.08 4821 4991 31.69
Function words 14.25 5.20 63.10 6840 5825 5230 43.14 31.42
LISA 11.61 6.06 65.03 8441 6671 47.86 4296 3141
e5-base-v2 9.33 0.11 6597 87.83 6796 4638 49.62 31.26
gte-large-en-v1.5 8.36 0.20 6493 86.67 67.65 44.15 49.60 30.77
bge-base-en-v1.5 6.13 0.01 65.05 86.64 6566 4376 51.44 30.66
all-mpnet-base-v2 6.25 0.04 66.00 8736 6633 4430 4899 30.32
jina-embeddings-v3 6.56 0.01 67.15 88.83 6893 4480 4735 30.27
bge-large-en-v1.5 597 0.01 6590 87.12 66.79 44.15 48.79 30.17
Qwen3.5-4B-Base 9.01 1.86 57.55 6297 51.11 47.61 37.15 26.39
opt-1.3b 8.13 0.03 5478 5599 5132 5035 39.07 2550
Qwen3.5-2B-Base 8.27 1.27 57.02 61.82 50.61 47.77 3513 25.42
Qwen3.5-0.8B-Base 9.25 1.80 5733 6235 5171 47.86 32.83 2530
mStyleDistance 15.85 5.48 5441 6049 49.63 50.53 20.04 23.95
Qwen3-Embedding-8B 6.95 0.11 5275 62778 5241 4754 35.17 23.74
gpt2-xl 12.52 0.09 52.84 5391 5143 4949 28.82 23.57
NeuroBiber 20.34 3.18 59.02 71.14 5594 5230 9.06 22.90
Qwen2-0.5B 8.29 0.38 5294 6194 5058 48.08 2570 21.83
Qwen3-0.6B-Base 8.29 0.34 5329 61.53 5027 4791 23.67 21.39

Table 8: Scores across application clusters, sorted in descending order. ATD = Al-Text Detection, AR = Authorship
Retrieval. Authorship Verification: Overall aggregates a superset of datasets (PAN13-15, PAN20-21, Enron, and
the PAN22-26 style-change benchmarks), while Easy/Medium/Hard are computed over the PAN22-26 style-change
subset only—they do not average to the Overall column. To avoid double-counting, only Overall contributes to Avg.
Bold = best, underline = 2nd best per column (across all models). Each column reports the macro-averaged score
(x100) within the corresponding manual cluster.
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Model Pair Class. Retrieval Avg.

deberta-v3-large 74.03 4777  60.90
StyleDistance 72.40 44.45 58.42
roberta-large 71.91 44.02  57.96
bert-large-cased 71.33 39.11 55.22
CISR 70.08 3793  54.01
deberta-v3-base 71.85 3542 53.63
STAR 71.32 35.80  53.56
roberta-base 66.01 39.70  52.86
bert-large-uncased 69.36 3492 5214
LUAR-CRUD 72.37 30.07 51.22
LUAR-MUD 69.50 3238  50.94
TFIDF Reddit 1-2-grams 63.02 38.52  50.77
TFIDF Reddit 1-3-grams 62.61 37.34 4998
MSR 69.43 28.38  48.90
TFIDF FineWeb 1-3-grams 61.94 3453 4824
TFIDF FineWeb 1-2-grams 62.42 31.98  47.20
e5-large-v2 67.05 24.60  45.83
e5-base-v2 66.20 2499  45.59
ModernBERT-base 69.09 20.55 4482
LISA 62.67 26.70  44.68
Stylometric 67.38 19.37 4337
StyleDistance (Synthetic) 64.03 1946  41.74
bge-base-en-v1.5 62.86 18.90  40.88
ModernBERT-large 66.95 13.80  40.37
jina-embeddings-v3 64.02 16.23  40.12
all-mpnet-base-v2 60.04 19.17  39.61
bge-large-en-v1.5 62.93 14.61 38.77
mStyleDistance 59.94 14.69  37.32
gte-large-en-v1.5 62.78 10.16  36.47
Qwen3.5-0.8B-Base 56.83 15.68  36.25
Qwen3.5-2B-Base 55.72 16.41 36.07
Qwen3.5-4B-Base 55.93 1452 3523
Function words 54.25 15.16  34.71
gte-base-en-v1.5 58.53 10.41 34.47
opt-1.3b 55.30 11.55 3343
NeuroBiber 54.98 10.59  32.79
Qwen3-Embedding-8B 54.56 10.51 32.54
Qwen3-0.6B-Base 54.64 10.41 32.53
Qwen2-0.5B 53.43 9.41 31.42
gpt2-x1 48.75 12.55  30.65

Table 9: Full Multilingual STEB results (x 100), sorted in descending order. Pair Class. averages AUC across 13
PAN13/14/15 authorship verification datasets (Dutch, Greek, Spanish); Retrieval averages MRR across 4 PAN18
cross-domain AA datasets (French, Italian, Polish, Spanish). Bold = best, underline = 2nd best per column (across
all models).
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Object of Study Ling. Feat. Content-Ind. Avg.

Model Genre Register Time Demo. Dialect Idiolect Avg. Order Al '

Num. Datasets 4 7 3 3 3 29 49 7 11 67
Style specific

StyleDistance 62.84 40.01 46.21 33.67 5691 60.03 49.94 74.02 44.23 56.06
StyleDistance (Synth.) 5545 38.81 4327 33.13 55.64 4526 45.26 70.87 46.10 54.08
CISR 62.43  36.09 4152 33.03 5476 5872 47.76 65.85 32.31 48.64
STAR 68.68 39.79 47.25 4099 4939 7224 53.06 67.66 14.08 44.93
mStyleDistance 49.41 32.83 3504 3225 4283 3723 3827 56.17 38.32 44.25
LUAR-MUD 66.67 3872 42.14 3553 4430 76.11 50.58 70.50 11.29 44.12
LUAR-CRUD 65.80 38.14 4130 3532 4152 7699 49.85 70.37 10.57 43.59
MSR 66.39 39.08 4198 37.05 4152 68.69 49.12 66.52 12.35 42.66
LISA 56.89 3795 3738 3295 27.19 54.00 41.06 64.02 7.10 37.39
Semantic embedders

Qwen3-Embedding-8B 39.57 33.88 3726 2692 27.05 4396 34.77 57.68 24.10 38.85
E5-base-v2 5591 3726 39.72 3050 22.85 57.80 40.67 69.27 5.11 38.35
E5-large-v2 57.58 37770 40.81 31.38 22.16 58.53 41.36 67.54 5.22 38.04
GTE-base-en-v1.5 53.62 36.51 3944 31.76 23.10 56.56 40.17 65.77 5.31 37.08
BGE-base-en-v1.5 54.69 36.67 3696 30.75 23.10 5825 40.07 65.79 5.22 37.03
BGE-large-en-v1.5 56.15 3731 3823 29.71 2247 5735 40.20 65.54 5.28 37.01
Jina Embeddings v3 56.24 3751 39.77 31.10 23.74 5725 40.94 63.80 5.53 36.75
GTE-large-en-v1.5 57.09 36.67 4120 3138 24.01 5726 41.27 63.40 5.45 36.71
all-mpnet-base-v2 56.07 37.55 39.03 3147 2331 57.50 40.82 62.18 5.06 36.02
Masked language models

DeBERTa-v3-large 63.26 38.25 46.94 3537 4337 6826 49.24 69.56 18.72 45.84
RoBERTa-base 63.79 42,52 4594 3284 40.16 59.83 4751 77.95 10.27 45.24
RoBERTa-large 65.84 40.01 4643 33.07 42.07 6621 48.94 75.48 9.86 44.76
DeBERTa-v3-base 58.34  36.63 4497 3372 46.08 6229 47.01 68.28 18.49 44.59
BERT-large-cased 66.24 4199 4511 3479 4123 64.12 48091 73.58 9.22 43.90
ModernBERT-large 63.99 39.77 4429 3275 4228 60.13 47.20 73.38 10.35 43.64
ModernBERT-base 62.23 3876 43.14 32.67 37771 5898 45.58 72.90 9.64 42.71
BERT-large-uncased 62.24 3990 4527 3280 44.03 6481 48.17 68.55 10.89 42.54
Causal language models

Qwen3.5-0.8B-Base 46.66 3559 40.51 2829 3234 4508 38.08 60.61 26.03 41.57
Qwen2-0.5B 4476  36.01 40.57 2824 34.66 39.32 37.26 60.46 26.76 41.49
GPT-2 XL 4136 3222 36.15 2729 3400 40.83 3531 58.54 29.14 41.00
Qwen3.5-2B-Base 4571 3481 39.04 2833 3339 46.08 37.89 59.49 25.49 40.96
Qwen3.5-4B-Base 4442 34.62 3893 2843 3470 4735 38.07 58.63 25.72 40.81
Qwen3-0.6B-Base 42.81 3426 3822 2826 3577 3848 36.30 57.99 28.12 40.80
OPT-1.3B 4320 33.19 3879 28776 30.68 46.92 36.92 57.85 24.29 39.69
Pre-defined features

Stylometric 54.60 3859 3443 3244 3549 51.19 41.12 67.36 24.89 44.46
Function words 51.00 3558 4356 31.56 27.06 53.12 40.31 63.21 9.52 37.68
TFIDF Reddit 1-2-grams 4991 3396 36.19 31.67 2771 5798 39.57 66.90 5.66 37.38
TFIDF FineWeb 1-2-grams 49.19  33.79 36.20 31.70 26.31 58.70 39.32 67.13 5.55 37.33
TFIDF Reddit 1-3-grams 4890 3375 3637 31.84 2533 58.05 39.04 66.55 5.62 37.07
TFIDF FineWeb 1-3-grams 4849  33.55 36.30 31.75 2481 57.64 38.76 66.68 547 36.97
NeuroBiber 4731 3238 3449 3146 28.07 34.04 34.62 64.11 7.99 35.58

Table 10: Full STEB (definitional) results. Results are grouped into three clusters after Wegmann et al. (2026)
and averaged: Object of Study (Genre, Register, Time, Demographics, Dialect, Idiolect), Linguistic Features, and
Content-Independence. The Avg. column under Object of Study reports the mean of the six objects of study. Models
are sorted by overall Avg. (descending). The datasets used for each column are given in App. Tab. 14. Order
Alignment! uses the distractor variant of the order-alignment task for the respective datasts and no other task for
that dataset. The other columns use all available tasks for the included dataset and the acc variant of order alignment.
Bold = best, underline = 2nd best per column (across all models).
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T LUAR-CRUD STAR LUAR-MUD  StyleDistance =~ DeBERTa-v3-large

0.1 50.8 50.3 50.9 50.5 49.1
0.2 514 514 51.6 514 50.2
0.3 51.1 51.2 51.1 50.9 49.5
0.4 50.5 50.3 50.5 49.6 48.7
0.5 50.8 50.7 50.7 493 48.7
0.6 50.1 50.0 49.9 48.4 47.8
0.7 50.5 49.7 50.5 48.9 48.4
0.8 51.1 50.3 51.1 49.6 494
0.9 51.9 51.0 51.8 50.1 50.2
1.0 513 50.6 51.6 50.2 494
1.1 51.3 50.6 51.6 50.2 49.4
1.2 51.6 50.9 51.9 51.0 50.3
1.3 51.6 50.9 519 51.0 50.3
1.4 51.6 50.9 51.9 51.0 50.3
1.5 50.1 49.3 50.3 51.0 49.4

Table 11: Operational STEB score (x 100) of the five leading models as the Ward-linkage distance threshold 7 varies
from 0.1 to 1.5. The shaded row is the default 7 = 0.5 used in the main paper. Over all 40 models the mean pairwise
Spearman correlation between thresholds is 0.988 (minimum 0.964).
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D Dataset details

Table 12 summarizes which stylistic attribute each STEB dataset is intended to probe, using the seven
categories around which this section is organized. A check mark indicates the category the dataset is
grouped under in our analyses; some datasets could plausibly fit additional categories (e.g. the Corpus of
Diverse Styles spans dialect, time, and genre) but we keep a single assignment for clarity.

Table 12: STEB datasets by intended stylistic attribute. Feat. = linguistic feature, Dial. = dialect, Reg. = register, Gen.
= genre, Demo. = demographics, Auth. = authorship. Each row receives a single check mark for the bucket the
dataset is grouped under in this appendix; a few datasets span multiple attributes but are assigned to a single bucket
for clarity.

Dataset Feat. Dial. Reg. Gen. Time Demo. Auth.

STEL_feature
SynthSTEL_feature
StylePTB
probing_amazon
probing_blog
probing_reddit
probing_stackexchange

AN N NN

twitter_aave_sae
endive
eWAVE

STEL_register
SynthSTEL _register
OneStopEnglishCorpus
graded_formality

ASSET
wikipedia_politeness
stackexchange_politeness
enron_spam

sms_spam
telegram-spam-ham
hate_speech
hate_speech_and_offensive_language

SENEN

A N S SN NN

corpus-of-diverse-styles
core

X_genre
masc_text_genre

SENENN

parallel_shakespeare
ceeces
bible_versions

fee_I1

blog_age
blog_gender
pastel_age
pastel_education
pastel_gender
pastel_ethnic
pastel_politics
pastel_tod

ANENEN

A N N SN

pan13_authorship_verification_english_test
panl4_authorship_verification_corpus1_english_essays_test
panl4_authorship_verification_corpus1_english_novels_test
panl4_authorship_verification_corpus2_english_essays_test
panl4_authorship_verification_corpus2_english_novels_test
panl5_authorship_verification_english_test
pan20_authorship_verification_test
pan21_authorship_verification_test
enron_authorship_corpus

panl8_style change

pan22_style_change_basic

pan22_style_change_advanced
pan22_style_change_sentence

pan23_style change_easy

pan23_style_change_medium

A N S NN NN
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Dataset

Feat. Dial. Reg. Gen. Time Demo. Auth.

pan23_style_change_hard
pan24_style_change_easy
pan24_style_change_medium

pan24_style change_hard
pan25_style_change_easy
pan25_style_change_medium
pan25_style_change_hard
pan26_style_change_easy
pan26_style_change_medium
pan26_style_change_hard
panl8_cross_domain_authorship_attribution_english
amazon

fanfiction

stackexchange_retrieval

gede_essay_detection
machine_text_detection_DetectRL_arxiv
machine_text_detection_DetectRL_direct_prompt
machine_text_detection_DetectRL_writing_prompt
machine_text_detection_DetectRL_xsum
machine_text_detection_DetectRL_yelp_review
machine_text_detection_DetectRL_paraphrase_attacks
machine_text_detection_DetectRL_perturbation_attacks
machine_text_detection_DetectRL_prompt_attacks
machine_text_detection_M4_arxiv
machine_text_detection_M4_peerread
machine_text_detection_M4_reddit
machine_text_detection_M4_wikihow
machine_text_detection_M4_wikipedia
machine_text_detection_MAGE_cmv
machine_text_detection. MAGE_eli5
machine_text_detection_MAGE_hswag
machine_text_detection_MAGE_roct
machine_text_detection_MAGE_sci_gen
machine_text_detection_ MAGE_squad
machine_text_detection_ MAGE _tldr
machine_text_detection_ MAGE_wp
machine_text_detection_ MAGE_xsum
machine_text_detection_MAGE_yelp
machine_text_detection_PAN24_news
machine_text_detection_PAN25_26_essays
machine_text_detection_PAN25_26_fiction
machine_text_detection_ PAN25_26_news
machine_text_detection_PAN25_collaborative

A N N R N R N R R N N N e N N N N NEN
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D.1 Feature datasets

STEL_feature added as order alignment task.
We split the publicly available STEL version (Weg-
mann and Nguyen, 2021; Wegmann et al., 2022)
into registers (cf. Section D.3) and linguistic fea-
tures (i.e., number substitution, contraction or
emoji use characteristic). STEL_feature consist
of ~ 400 instances total. The STEL characteristics
are publicly released. Note that in order alignment
tasks we pair each style transfer pair with every
other pair from the same style category—thus, we
do not use the predefined pairings from STEL or
SynthSTEL.

SynthSTEL_feature added as order alignment
task. We split the SynthSTEL dataset (Patel et al.,
2025) into 8 register (cf. Section D.3) and 32 lin-
guistic features (i.e., everything else, including fea-
tures like All Lower Case / Proper Capitalization).
We combine the train and test split, leading to 100
pairs per feature. SynthSTEL is released under the
MIT license per its HuggingFace dataset card at
https://huggingface.co/datasets/StyleDis
tance/synthstel.

StylePTB added as order alignment task.
StylePTB (Lyu et al., 2021) is a style-transfer
benchmark with ~ 60k parallel pairs over 21 in-
dividual styles. We keep 15 and remove six out
of the 21 dimensions as some change meaning
(e.g., antonym replacement) or have no consis-
tent style change within the same dimension (e.g.,
synonym replacement uses WordNet without clear
stylistic commonalities in the selected synonyms
like market replaced with marketplace and years
with twelvemonths). Note that the distribution
is heavily skewed: to_future has ~ 7k pairs
while pp_back_to_front has only 7. To keep
as many categories as possible, we combine the
train/dev/test partitions. The text is provided in tok-
enized form: we do not detokenise. The StylePTB
transformations are released under CC BY 4.0
(https://github.com/lvyiweil/StylePTB
/blob/master/LICENSE).

Probing added as probing task across four
domains (probing_amazon, probing_blog,
probing_reddit, probing_stackexchange).
We extract 46 foundation-level linguistic features
per document using the LFTK toolkit (Lee and
Lee, 2023b): 12 token-level counts (words,
stop-words, punctuation, syllables, characters,
plus token frequency norms) and 34 POS-tag

counts (total and unique counts for each of 17
Universal Dependencies POS tags). Each feature
is independently quantile-binned into discrete
labels and the resulting per-feature classification
task is solved with a small MLP probe on top of
frozen embeddings. The reported scores are macro-
averaged across the 46 features. The underlying
source texts are sampled from publicly available
Amazon product reviews (Ni et al., 2019), blog
posts (via Kaggle https://www.kaggle.com/d
atasets/rtatman/blog-authorship-corpus),
Reddit comments (via HuggingFace dataset
AnnaWegmann/StyleEmbeddingData), and Stack
Exchange posts, yielding 27, 584, 39,111, 16, 447,
and 9, 253 records respectively after binning and
balancing. The scripts used to create the probing
datasets will be released publicly on our GitHub
repository.

D.2 Dialectal datasets

Twitter AAE added as order alignment task. We
use a set of parallel constructed tweets written orig-
inally in AAE variety and rewritten in SAE by
annotators(Groenwold et al., 2020). The dataset
consists of =~ 2k instances. It can be accessed
via the EMNLP 2020 supplementary archive at
https://aclanthology.org/attachments/202
0.emnlp-main.473.0ptionalSupplementaryM
aterial.zip. There is no license file; we treat it
as research-use only consistent with its release as
paper supplementary material.

EnDive added as clustering and all-to-all pair
classification task. We add parallel sentences from
the EnDive benchmark (Gupta et al., 2025) for
Jamaican English, African American English, Col-
loquial Singaporean English, Indian English and
Chicano English across 12 NLU benchmarks’ at
https://huggingface.co/datasets/abhaygup
ta1266/. The dataset was created using few-shot
prompting with examples from native speakers. Li-
cense information is not provided, but we assume
it to be permissive based on the fact that it is meant
to be a public benchmarks freely shared on Hug-
gingFace.

eWAVE added as clustering and all-to-all pair
classification task. We add dialect example sen-
tences from the Electronic World Atlas of Vari-
eties of English (Kortmann et al., 2020) Cross-

"specifically logic_bench_yn, logic_bench_mcq svamp

mbpp humaneval gsm8k, folio, boolq, copa, multirc, sst-2,
WSC
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Linguistic Data Formats (CLDF) release at https:
//zenodo.org/records/17433568 and https:
//github.com/cldf-datasets/ewave. We in-
clude 53 varieties ranging from ~ 20 to ~ 200
instances. Varieties include Hong Kong English,
Minx English, Bahamian Creole and Indian En-
glish. The CLDF release is licensed CC BY 4.0.

D.3 Register datasets

STEL_register added as order alignment tasks.
We split the publicly available® STEL version
(Wegmann and Nguyen, 2021; Wegmann et al.,
2022) into registers (i.e., formality and complexity
dimension) and linguistic features (cf. D.1). The
registers consist of ~ 200 instances each.

SynthSTEL _register added as order alignment
task. We split the SynthSTEL dataset (Patel et al.,
2025) into 8 register (e.g., formal tone, offen-
sive language, sarcasm) and 32 linguistic features
(cf. Section D.1). Note that depending on ones def-
inition of “register”, some categories like positive
sentiment expression might not be considered style
(Wegmann et al., 2026). We combine the train and
test split, leading to 100 pairs per feature. Synth-
STEL is released under the MIT license per its
HuggingFace dataset card at https://huggingf
ace.co/datasets/StyleDistance/synthstel.

OneStopEnglish added as order alignment task.
We use the OneStopEnglish corpus (Vajjala and
Luci¢, 2018) at https://github.com/nishk
alavallabhi/OneStopEnglishCorpus/. It
provides 189 parallel texts at three reading lev-
els (beginner, intermediate, advanced) compiled
from news articles rewritten by English teachers
to suit the levels of the learners. It is shared with
Creative Commons Attribution Share Alike 4.0 In-
ternational, see https://github.com/nishkal
avallabhi/OneStopEnglishCorpus/blob/mast
er/LICENSE.markdown.

Graded Formality Dataset added as order align-
ment task. From TweetEval (Barbieri et al., 2020)
we take the ~ 4k Tweets classified as non-offensive
at https://huggingface.co/datasets/ca
rdiffnlp/tweet_eval/. From SMS Spam
(Almeida et al., 2011), we take the ~ 4k SMS
classified not spam at https://huggingface.

8The full formality dataset of 815 items is not publicly
available, so we use the public version of STEL with 100
instances of two pair seach, see https://github.com/nlp
soc/STEL/

Level Example
1 Lol your always so convincing.
2 Lol, you’re always so convincing.
3 You're always so convincing.
4 You are always very convincing.
5 You are consistently persuasive.

Table 13: Graded formality example.

co/datasets/ucirvine/sms_spam. We use
gpt-5-mini-2025-08-07 rewrite the utterances
more formally 4 times, see Figure 3. Both datasets
are publicly shared on HuggingFace. An example
of the resulting dataset can found in Table 13. An
example of the resulting sentences are: “Lol your
always so convincing.”, “Lol, you’re always so con-
vincing.”, “You’re always so convincing.”, ““You
are always very convincing.”, “You are consistently

persuasive.”.

ASSET added as order alignment task. We use
the ASSET corpus (Alva-Manchego et al., 2020), a
multi-reference sentence-simplification benchmark
covering ~ 2k English Wikipedia source sentences
with ten crowdsourced simplifications per sentence.
To turn ASSET into an order-alignment task on
the simple axis, we form one length-two ordered
pair per source sentence by sampling one of its ten
reference simplifications uniformly at random as
the simpler element and pairing it with the original
Wikipedia sentence as the more-complex element.
We combine the validation and test splits on
HuggingFace https://huggingface.co/datas
ets/facebook/asset. The HuggingFace card
shows the license as CC BY SA 4.0.

wikipedia_politeness added as clustering and
all-to-all pair classification task. We add the
Wikipedia Politeness Corpus (Danescu-Niculescu-
Mizil et al., 2013) shared at https://zissou
.infosci.cornell.edu/convokit/datasets
/wikipedia-politeness-corpus/. The cor-
pus consists of & 4k polite, neutral and impo-
lite texts of Wikipedia editor requests. The cor-
pus is shared with a CC BY license v4.0, see
https://convokit.cornell.edu/documentati
on/wiki_politeness.html.

stackexchange_politeness added as clustering
and all-to-all pair classification task. We add the
Stack Exchange Politeness Corpus of Danescu-
Niculescu-Mizil et al. (2013) shared at https://
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zissou.infosci.cornell.edu/convokit/data
sets/stack-exchange-politeness-corpus/.
We use the same labels as wikipedia_politeness. It
consists of ~ 6k Stack Exchange requests. The
corpus is shared with a CC BY license v4.0, see
https://convokit.cornell.edu/documentati
on/stack_politeness.html

D.4 Genre datasets

Corpus of Diverse Styles added as clustering,
all-to-all pair classification and order alignment
task. We use the Corpus of Diverse Styles (Kr-
ishna et al., 2020) taken from HuggingFace at
https://huggingface.co/datasets/billra
y110/corpus-of-diverse-styles. The origi-
nal dataset totals ~ 400k records across 11 “styles”
(i.e., lyrics, three decade slices of the Corpus of His-
torical American English, Tweets, African Amer-
ican English Tweets, the writing of James Joyce,
the Bible, the Switchboard telephone-speech tran-
scripts, English poetry, and Shakespeare). Note
that while we could distribute the labels between
dialect, time and genre, we assign everything to
genre for simplicity. The code is MIT-licensed
(https://github.com/martiansideofthemoo
n/style-transfer-paraphrase/blob/master/
LICENSE).

CORE added as clustering and all-to-all pair
classification task. We add the Corpus of Online
Registers of English (CORE) (Laippala et al., 2023)
as found at https://github.com/TurkuNLP/CO
RE-corpus. We use the sub-labels as the relevant
classes for pair classification, i.e., everything but
the main labels {IN, NA, HI, LY, SP, IP, ID, OP}.
If a document falls in several categories, we have
it show up in several. We use documents from any
file across the train, dev and test sets. This dataset
was licensed under CC BY-SA 4.0.

x_genre added as clustering and all-to-all pair
classification task. We add the English slice of
the X-GENRE genre-classification dataset (Kuz-
man et al., 2023) shared at https://huggingf
ace.co/datasets/TajaKuzmanPungersek/X-G
ENRE-text-genre-dataset. X-GENRE merges
FTD (Sharoff, 2018) and CORE (Laippala et al.,
2023) into a joint 9-label schema using classifica-
tion models. Compared to CORE, 15 sub-labels
and their texts are discarded. The added dataset
consists of ~ 2k English documents. We merge
the train/dev/test partitions. X-GENRE is released
under CC BY-SA 4.0 on HuggingFace.

MASC added as clustering and all-to-all pair
classification task. We add the Manually Anno-
tated Sub-Corpus of American English (MASC)
3.0.0 (Ide et al., 2008, 2013) at http://www.an
c.org/data/masc/downloads. MASC is a cor-
pus including texts from 19 genres in American
English (e.g., debate transcripts, e-mail, jokes).
We create 150 samples per genre. MASC is dis-
tributed without license or other restrictions, see
https://anc.org/data/masc/about/.

D.5 Time datasets

Shakespeare added as order alignment task. We
add the parallel Shakespeare corpus of Xu et al.
(2012) at https://github.com/cocoxu/Shak
espeare. It includes labels for historical (i.e.,
Shakespearean) and contemporary English, pro-
viding ~20k line-aligned pairs of originals and
their modern paraphrases for 17 plays. The li-
cense file only includes a request for citation at
https://github.com/cocoxu/Shakespeare/bl
ob/master/README_LICENSE, thus it is likely to
be shared at least for research purposes.

CEECES added as clustering and all-to-all pair
classification. We add the Corpus of Early English
Correspondence Extension Sampler (CEECES),
parts 1 and 2 (Nevalainen et al., 2021, 2022). It con-
sists of = 15k paragraphs from ~ 2.5k historical
letters labeled by six 20-year periods from 1680-
1800. Both Zenodo records are licensed under Cre-
ative Commons Attribution Non Commercial 4.0
International and Creative Commons Attribution
Non Commercial No Derivatives 4.0 International
at https://zenodo.org/records/6411789 and
https://zenodo.org/records/5887101.

Bible versions added as clustering and all-to-
all pair classification task. We add the parallel
Bible corpus of Carlson et al. (2018) shared at
https://github.com/keithecarlson/Sty
leTransferBibleData. The dataset comprises
eight verse-aligned English Bible translations in-
cluding, for example, the American Standard Ver-
sion (from 1901) and the Kings James Version
(from 1611). We remove verses that are identical
(ignoring whitespacing and casing). The dataset
includes no specific license, but all included Bibles
are considered public domain and the associated
paper was released with the Creative Commons
Attribution License.
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D.6 Demographic datasets

fce_11 added as clustering and all-to-all pair clas-
sification task for distinguishing different native
language speakers. We add the the publicly re-
leased subset of the Cambridge Learner Corpus’s
First Certificate in English exam corpus (CLC FCE)
(Yannakoudakis et al., 2011) at https://ilex
ir.co.uk/datasets/index.html. It consists
of ~ 2.5k responses for ~ 1.2k English Exams
by students of 16 different native languages. The
dataset is released with a non-commercial research
and educational license.

blog_age, blog_gender added as clustering and
all-to-all pair classification tasks. We add the Blog
Authorship Corpus (Schler et al., 2006) via Hug-
gingFace at https://huggingface.co/dataset
s/barilan/blog_authorship_corpus. We use
the validation split to construct age (i.e., age buck-
ets of 10s, 20s and 30s) and gender labeled texts.
The corpus is meant for non-commercial research
use, see https://u.cs.biu.ac.il/~koppel/Bl
ogCorpus.htm.

PASTEL_age, PASTEL_education,
TEL_gender, PASTEL_ethnic, PAS-
TEL_politics added as clustering and
all-to-all pair classification tasks. We add
PASTEL (Kang et al.,, 2019) corpus at
https://github.com/dykang/PASTEL. It
consists of ~ 8k five-sentence stories written
by crowd annotators. Texts are labeled with
demographic information of annotators, including
six age, eight education, three gender and, nine
ethnic and three politics labels. There is no explicit
license information provided, but since the dataset
is released as a benchmark, we assume at least a
intended research-purpose license.

PAS-

D.7 Authorship datasets

PAN Authorship Verification added as prede-
fined pair classification task. We use the offi-
cial test sets of the PAN authorship-verification
shared tasks: PAN13 (Juola and Stamatatos, 2013),
PAN14 (Stamatatos et al., 2014), PAN15 (Sta-
matatos et al., 2015), PAN20 (Bevendorff et al.,
2020), and PAN21 (Bevendorff et al., 2021).
PAN13, PAN14, and PAN15 contain multiple lan-
guages, including Greek, and Spanish in PAN13,
Dutch, Greek, and Spanish in PAN14 and PAN15.
PAN20 and PAN21 are large-scale cross-domain
fanfiction verification benchmarks, we subsample

each to a balanced 500-pair subset (250 same-
author, 250 different-author) with a fixed seed for
reproducibility. All corpora are available at Zenodo,
and the download links can be found in the PAN
website: https://pan.webis.de/data.html.
All PAN datasets are available for research use.

PAN Style Change added as predefined pair
classification task. We use the publicly datasets
of the PAN Style Change Detection shared tasks:
PAN18 (Stamatatos et al., 2018a), PAN22 (Beven-
dorff et al., 2022), PAN23 (Bevendorff et al., 2023),
PAN24 (Ayele et al., 2024), PAN2025 (Beven-
dorff et al., 2025a), and PAN26 (Bevendorff et al.,
2026). For each of the aforementioned style cahnge
datasets, consecutive paragraphs or sentence pairs
(depending on the datasets granularity) are taken
to be same- or different-author trials. PAN23-26
ship three difficulty levels (easy, medium, hard)
where each subsequent difficulty level has more
topic overlap. The PAN26 raw pairs are heav-
ily imbalanced (up to ~96% same-author in the
medium split). We apply per-document strati-
fied down-sampling that keeps all different-author
pairs and matches the same-author count. All cor-
pora are available at Zenodo, and the download
links can be found in the PAN website: https:
//pan.webis.de/data.html. All PAN datasets
are available for research use under the CC BY 4.0
license.

Enron Authorship Corpus (Halvani, 2017)
added as predefined pair classification task.
We add the 80-author Enron e-mail authorship-
verification corpus at https://prod-dcd-dat
asets-public-files-eu-west-1.s3.eu-wes
t-1.amazonaws.com/f@527105-2774-423e-8
0ca-cc692b70b6ch. Each verification case is com-
prised of 5 documents, where 4 documents come
from one author and 1 comes from another. We
concatenate the 4 documents together separated by
a double newline so as to create two pairs of text
for the verification trail. The corpora is available
for research use under the CC BY 4.0 licence.

D.8 Al-text detection datasets

Standard ATD variants use per-generator labels (hu-
man plus one label per LLM). Adversarial variants
use binary human-vs-LLM labels because the ques-
tion is whether embeddings still separate human
from machine text after evasion techniques have
been applied.
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GEDE added as a clustering task for distinguish-
ing human and the various LLMs. The Genera-
tive Essay Detection in Education (GEDE) dataset
(Gehring and Paalien, 2025) is a collection of three
academic essay datasets (Argument Annotated Es-
says (AAE), PERSUADE 2.0, and British Aca-
demic Written English (BAWE)) plus machine-
generated versions of those essays at various levels
of contribution using GPT-40-mini and Llama-3.3-
70b-Instruct. There are a total of 916 human essays
and 12,703 LLM essays. The dataset is provided
under a CC BY-NC-SA 4.0 DEED Attribution-
NonCommercial-ShareAlike 4.0 International li-
cense at https://github.com/lukasgehring/
Assessing-LLM-Text-Detection-in-Educati
onal-Contexts.

DetectRL (Wu et al., 2024)
added as five standard  machine-text-
detection datasets (DetectRL_{arxiv,

direct_prompt, writing_prompt, xsum,
yelp_review} and three adversarial datasets
(DetectRL_{paraphrase, perturbation,
prompt}_attacks, binary human-vs-LLM).
Source: https://github.com/NLP2CT/Detect
RL.

M4 (Wang et al., 2024b) added as five cluster-
ing datasets over English-only domains: arxiv,
peerread, reddit, wikihow, and wikipedia.
Each domain contains data from 5 different
LLMs (Cohere, davinci, ChatGPT, Dolly-v2, and
BloomZ), but we skip BloomZ due to the problem-
atic nature of the data where parts of the prompt
are in the “generated" text. Source: https:
//github.com/mbzuai-nlp/M4. The data is
available for research use and has previously been
used in SemEval 2024 (https://github.com/m
bzuai-nlp/SemEval2024-task8/).

MAGE Li et al. (2024) added as ten clus-
tering datasets over the HuggingFace dataset
yaful/MAGE: cmv, eli5, hswag, roct, sci_gen,
squad, tldr, wp, xsum, and yelp. Each domain’s
records are labelled by generator model only, col-
lapsing across generation methods (continuation,
specified, topical), giving 27 unique machine labels
plus human per domain. The data is available for
public use in HuggingFace (yaful/MAGE).

PAN24 Generative Authorship added as clus-
tering and all-to-all pair classification task. We
use the test partition of the PAN24 Generative Au-
thorship Detection (Ayele et al., 2024) task. All

PAN datasets are available for research use under
the CC BY 4.0 license.

PAN25/26 Generative AI Detection (Task
1) added as three clustering datasets
(PAN25_26_{essays, fiction, news}). The
PAN25 and PAN26 editions of Task 1 (Bevendorff
et al., 2025b, 2026) share the same underlying
validation data. We split it by the genre field.
Each record is labelled by its model field, yielding
a multi-class clustering task with human plus all
participating LLMs per genre. All PAN datasets
are available for research use under the CC BY 4.0
license.

PAN25 Human-AI Collaborative Text Classi-
fication added as clustering task. The PAN25
Task 2 development set (Bevendorff et al., 2025b)
labels each text with one of six human-Al col-
laboration categories (e.g. fully human-written,
human-initiated, then machine-continued, machine-
initiated, then human-continued). We perform the
clustering across these different labels. All cor-
pora are available at Zenodo, and the download
links can be found in the PAN website: https:
//pan.webis.de/data.html. All PAN datasets
are available for research use under the CC BY 4.0
license.

D.9 Authorship retrieval datasets

PAN18 Cross-Domain Authorship Attribution
(Stamatatos et al., 2018b) added as retrieval task.
Each problem provides a set of candidate authors
with one or more known texts and a set of unknown
query texts to be attributed. We concatenate each
candidate’s known texts into a single target docu-
ment and add each unknown text as a query with
the corresponding ground-truth label. The PAN18
dataset also contains data in French, Italian, Polish,
and Spanish. All PAN datasets are available for
research use under the CC BY 4.0 license.

Amazon and Reddit added as retrieval task. We
use the same retrieval test splits as Rivera Soto et al.
(2021), subsampling each dataset to 1000 query
and target pairs to make the evaluation of all models
tractable within our compute and timing constraints
(the original datasets contain over 100, 000 queries
and targets). We re-distribute the subsampled test
splits for research purposes only.

StackExchange added as retrieval task. Stack-
Exchange data is readily available for use from:
https://archive.org/download/stackexch
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ange. It is licensed by CC BY-SA 3.0 which al-
lows research use. We collect a small sample of
StackExchange data spanning 500 authors who con-
tribute to any community at random. The retrieval
setup is similar to Rivera Soto et al. (2021), where
multiple documents serve as a query and multiple
documents serve as a target.

E TF-IDFngrams model details

While many approaches compare the frequencies of
particular n-grams, simply counting their presence
in documents does not reveal broader contextual
information, such as how common the n-gram is
in general. Therefore, n-grams can be weighted
using their Term Frequency-Inverse Document Fre-
quency (TF-IDF), which considers how often an n-
gram appears in a particular document compared to
how rare it is in a corpus overall. This measurement
increases the weight of rare words, which might
be distinguishing of an author, and reduces the
weight of common words. The authorship verifica-
tion baseline for the PAN competition (Stamatatos
et al., 2023), for instance, uses TF-IDF-weighted
character 4-grams.

We experimented with fitting the vectorizer to
a few diverse datasets—Corpus of Diverse Styles
(Krishna et al., 2020), Reddit Million User Dataset
(Khan et al., 2021), and FineWeb (Penedo et al.,
2024)—>but found performance to be similar for
all. After experimenting with various n values for
each of these models, we found that character 3-5-
grams, token 1-2-grams, and POS tag 1-2-grams
worked best overall. Based on these findings, for
the main paper, we chose a TFIDFngrams model fit
to a 10 billion token sample of FineWeb (Penedo
et al., 2024), a large collection of cleaned English
web data from CommonCrawl, with these n-gram
settings. Tab. 7 through Tab. 10 show results for
a few variations of TF-IDF n-gram models based
on the dataset it was trained on (Reddit, FineWeb)
and the chosen n (1-2, 1-3) for the token n-grams
and POS tag n-grams. The character n-gram values
were not decreased because very short character
n-grams occur extremely often but do not carry
much discriminative information; this makes the
feature matrix larger and sparser, increases com-
putational cost, and can introduce noise that hurts
generalization.

F Embeddings vs. prompting

We compare prompting GPT-5.2 against LUAR-
CRUD on authorship retrieval.

Setup We use a subsample of the STEB Amazon
retrieval data (§ D.9): 100 query and 100 target
collections of 16 reviews each. As no established
prompts exist for retrieval (likely due to scaling
issues, cf. § 1 and below), we adapt the linguis-
tically informed prompts created for authorship
verification by Huang et al. (2024), including mi-
nor grammatical corrections. We provide the full
prompt in Fig. 3.

Result Table 1 reports the same performance
measures on retrieval as STEB (§3). We additionally
report tera floating point operations (TFLOPs). The
GPT-5.2 FLOP estimate assumes 1B active param-
eters as a conservative lower bound. We also report
API costs in US dollars (GPT-5.2 only). LUAR-
CRUD, a model from 2021, outperforms GPT-5.2
released in 2025 while being at least 500x more
efficent than causal models with 1B+ parameters.

Why LLMs can be less efficient for authorship
retrieval tasks An encoder embeds each doc-
ument once and compares by cosine similarity,
whereas prompting approaches must include all
candidate collections alongside every query in the
context window. As the target pool grows, it may
exceed the model’s context window or lead to large
costs in US dollars or FLOPs.” To illustrate, a com-
mon Reddit authorship retrieval dataset (Khan et al.,
2021) contains 120k authors with 16 texts each, re-
quiring approximately 5.1M tokens per retrieval
query, which is considerably larger than GPT-5.2’s
context window of 400k.'” Even if the context win-
dow was not restricted, retrieval on the 120k dataset
would require about 20 billion TFLOPs for a 1 bil-
lion parameter causal model and 40k TFLOPS for
models like LUAR.

G Multilingual truncation analysis

The main-text multilingual ranking (Tab. 6) is com-
puted under STEB’s default protocol, which seg-
ments long inputs into sentence-boundary-aware
chunks and mean-pools the chunk embeddings
(§H). To isolate the effect of this evaluation choice,
we reproduce the multilingual evaluation setup of

°This parallels problems faced in information retrieval and
RAG (Gao et al., 2024).

1OSeehttps://developers.openai.com/api/docs/m
odels/gpt-5.2
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Object of Study

Ling. Feat. Content Independence

Dataset

Gen. Register Time Demo. Dialect Idiolect

Order Alignment'

CORE v
x_genre v
MASC v
Corpus of Diverse Styles v

STEL _register
SynthSTEL _register
Graded Formality
OneStopEnglish

ASSET
wikipedia_politeness
stackexchange_politeness

LaRRaRs

N NENNES

Bible versions
CEECES
Shakespeare

NN

Blog
FCEL1
PASTEL

SNENEN

EnDive
Twitter AAE/SAE
eWAVE

\
\

Enron authorship corpus
PANI13 AV

PAN14 AV

PANI1S5 AV

PAN20 AV

PAN21 AV

PAN18 SC

PAN22 SC

PAN23 SC

PAN24 SC

PAN25 SC

PAN26 SC

PANI18 cross-domain AA
amazon

fanfiction
stackexchange_retrieval

A N N N N NN

STEL_feature
SynthSTEL _feature
StylePTB
probing_amazon
probing_blog
probing_reddit
probing_stackexchange

A N N NN
SNENEN

Table 14: Datasets used for each cluster of the STEB Score (definitional). This mirrors the three clusters of Tab. 4
and Tab. 10 after Wegmann et al. (2026): Object of Study (Genre, Register, Time, Demographics, Dialect, Idiolect),
Linguistic Features (Ling. Feat.), and Content-Independence (Order Alignment task). Idiolect includes authorship
verification (PAN style-change and PAN authorship-verification editions, plus Enron) and authorship retrieval
(PAN18 cross-domain AA English, Amazon, fanfiction, stackexchange_retrieval). PAN rows are collapsed across
tasks and difficulty levels (AV = authorship verification, SC = style change, AA = authorship attribution); Order
Alignment' uses the distractor variant of the order-alignment task for the respective datasts and no other task for that
dataset. The other columns use all available tasks for the included dataset and the acc variant of order alignment.

Kim et al. (2025b): the same PAN13/14/15 author-
ship verification datasets (Dutch, Greek, Spanish),
the same pre-defined pair classification protocol,
the same style embeddings, and the same AUC met-
ric. The only change is that each document is trun-
cated to the model’s maximum length rather than
chunked and pooled as in STEB. Tab. 15 compares

the two protocols. Under truncation, MSR moves
from rank 4 to rank 1, while without truncation it
ranks 4th, underperforming the style embeddings
trained on English data. These results underscore
the necessity of shared evaluation protocols, as
without them our conclusions would differ materi-
ally.
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System Message

Respond with a JSON object with two elements:

{

"analysis": Reasoning behind your answer.

"answer": A list of all candidate IDs (integers O to N-1) sorted from most to least likely to be
written by the same author as the query text. The list must contain every candidate ID exactly once.

}

You are given a set of texts written by one unknown person (the query author) and several sets
of candidate texts written by several known authors (the candidate authors). Rank all candidate
sets of texts by how likely each was written by the query author. Analyze the writing style only,
disregarding the differences in topic and content. Base your reasoning on linguistic features
such as phrasal verbs, modal verbs, punctuation, rare words, affixes, quantities, humor, sarcasm,
typographical errors, and misspellings.

Query texts:
[16 QUERY DOCUMENTS UNKNOWN AUTHOR]

Candidates (rank all N by likelihood of matching the query author):
Candidate O:

[16 TARGET DOCUMENTS AUTHOR 0]

Candidate 1:

[16 TARGET DOCUMENTS AUTHOR 1]

Candidate N —1:
[16 TARGET DOCUMENTS AUTHOR N — 1]

Figure 3: Prompt template for AA via LLM-based stylistic analysis.

Chunk & Pool  Truncate I Use of AI Assistants
Model AUC Rank AUC Rank We used Al-assistants (Claude Code, Cursor) to
StyleDistance 7240 1 5840 4 help us develop the STEB code-base. That said,
CISR 70.08 2 60.31 2 . .
LUAR-MUD 6950 3 5852 3 all the code underwent human-review, and we rig-
MSR 6943 4 6751 1 orously tested the code-base for correctness. We
mStyleDistance 59.94 5 56.88 5

also used LLMs to give us ideas for rephrasing and
shortening excerpts of the paper.

Table 15: Mean AUC (x100) on the PAN13/14/15 mul-

tilingual AV datasets used by Kim et al. (2025b), un-

der STEB’s default chunk-and-pool protocol versus per-

document truncation. Bold = best per protocol. We ran each model on a single H100 or A100 40Gb
GPU. No single run took longer than 24hrs, and
the largest model evaluated has 8B parameters. We

H Chunking large documents upper-bound our GPU expenditure at 960 GPU
hours (24 hours times 40 models). Please note that

We demonstrate STEBs strategy for embedding  this is a very large over-estimate, most models took

large inputs into a single representation in Fig. 4. less than 8 hours to run.

Note that this approach is fair to all encoders, as

each one is able to observe the same amount of

tokens regardless of what their token limits are.

J Compute Requirements
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Long Input
Document

(e.g. 2048 tokens)

Segmentation

Chunk 1

Encodings Mean Pooling

Encoder

[0-512)

Chunk 2

Encoder

[512-1024)

Chunk N

Encoder

- Final Vector

(Remainder)

Y

—

Embeddings

Figure 4: Example of STEBs chunk-and-pool strategy. In the example, it is assumed that the model’s maximum
context-length is 512 tokens. The long input document is chunked up into segments of 512 tokens that respect
sentence boundaries. Each chunk is then embedded individually be the encoder, and finally we mean-pool across
the chunks derive our final embedding.
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K Sample Counts per Dataset

We specify the number of classes, number of samples per class, and total number of texts embedding
in Tab. 16.

Table 16: Per-dataset sample counts in STEB. “# Classes” refers to classes for clustering and pair-classification
tasks, trials for pre-defined pair classification, style groups for order alignment, unique author/item ids for retrieval,
and probing features for probing. “Samples/Class” is the per-class evaluation budget. “Total” is the total number of
texts the embedder is asked to encode.

Dataset # Classes Samples/Class Total

Clustering (53 datasets)

bible_versions 8 200 1,600
blog_age 3 200 600
blog_gender 2 200 400
ceeces 6 200 1,200
core 38 25 950
corpus-of-diverse-styles 11 200 2,200
eWAVE 53 29 1,537
endive 6 200 1,200
enron_spam 2 200 400
fce 11 15 25 375
gede_essay_detection 4 200 800
hate_speech 2 200 400
hate_speech_and_offensive_language 3 200 600
machine_text_detection_DetectRL_arxiv 5 200 1,000
machine_text_detection_DetectRL_direct_prompt 5 200 1,000
machine_text_detection_DetectRL_paraphrase_attacks 2 200 400
machine_text_detection_DetectRL_perturbation_attacks 2 200 400
machine_text_detection_DetectRL_prompt_attacks 2 200 400
machine_text_detection_DetectRL_writing_prompt 5 200 1,000

Continued on next page

13142



Table 16 — continued

Dataset # Classes Samples/Class Total
machine_text_detection_DetectRL_xsum 5 200 1,000
machine_text_detection_DetectRL_yelp_review 5 200 1,000
machine_text_detection_M4_arxiv 6 200 1,200
machine_text_detection_M4_peerread 6 200 1,200
machine_text_detection_M4_reddit 6 200 1,200
machine_text_detection_M4_ wikihow 5 200 1,000
machine_text_detection_M4_wikipedia 5 200 1,000
machine_text_detection. MAGE_cmv 28 60 1,680
machine_text_detection_MAGE_eli5 28 73 2,044
machine_text_detection_MAGE_hswag 28 66 1,848
machine_text_detection_ MAGE_roct 28 76 2,128
machine_text_detection_ MAGE_sci_gen 28 36 1,008
machine_text_detection_ MAGE_squad 28 55 1,540
machine_text_detection_ MAGE_tldr 28 57 1,596
machine_text_detection_ MAGE_wp 28 70 1,960
machine_text_detection_ MAGE_xsum 28 86 2,408
machine_text_detection_ MAGE_yelp 28 42 1,176
machine_text_detection_PAN24_news 14 200 2,800
machine_text_detection_PAN25_26_essays 13 25 325
machine_text_detection_PAN25_26_fiction 12 25 300
machine_text_detection_ PAN25_26_news 14 59 826
machine_text_detection_PAN25_collaborative 6 200 1,200
masc_text_genre 19 150 2,850
pastel_age 6 25 150
pastel_education 8 25 200
pastel_ethnic 9 25 225
pastel_gender 3 55 165
pastel_politics 3 200 600
pastel_tod 5 200 1,000
sms_spam 2 200 400
stackexchange_politeness 3 200 600
telegram-spam-ham 2 200 400
wikipedia_politeness 3 200 600
X_genre 9 46 414
All-to-All Pair Classification (24 datasets)
bible_versions 8 200 1,600
blog_age 3 200 600
blog_gender 2 200 400
ceeces 6 200 1,200
core 38 25 950
corpus-of-diverse-styles 11 200 2,200
eWAVE 53 29 1,537
endive 6 200 1,200
enron_spam 2 200 400
fce_I1 15 25 375
hate_speech 2 200 400
hate_speech_and_offensive_language 3 200 600

Continued on next page

13143



Table 16 — continued

Dataset # Classes Samples/Class Total
masc_text_genre 19 150 2,850
pastel_age 6 25 150
pastel_education 8 25 200
pastel_ethnic 9 25 225
pastel_gender 3 55 165
pastel_politics 3 200 600
pastel_tod 5 200 1,000
sms_spam 2 200 400
stackexchange_politeness 3 200 600
telegram-spam-ham 2 200 400
wikipedia_politeness 3 200 600
X_genre 9 46 414
Pre-Defined Pair Classification (25 datasets)
enron_authorship_corpus 80 2 160
panl3_authorship_verification_english_test 30 2 60
panl4_authorship_verification_corpusl_english_essays_test 100 2 200
panl4_authorship_verification_corpusl_english_novels_test 100 2 200
panl4_authorship_verification_corpus2_english_essays_test 200 2 400
panl4_authorship_verification_corpus2_english_novels_test 200 2 400
panl5_authorship_verification_english_test 500 2 1,000
panl8_style_change 1,492 2 2,984
pan20_authorship_verification_test 500 2 1,000
pan21_authorship_verification_test 500 2 1,000
pan22_style_change_advanced 9,537 2 19,074
pan22_style_change_basic 2,141 2 4,282
pan22_style_change_sentence 22,105 2 44210
pan23_style_change_easy 2,826 2 5,652
pan23_style_change_hard 4,112 2 8,224
pan23_style_change_medium 7,013 2 14,026
pan24_style_change_easy 2,471 2 4,942
pan24_style_change_hard 4,131 2 8,262
pan24_style_change_medium 4,592 2 9,184
pan25_style_change_easy 10,247 2 20,494
pan25_style_change_hard 10,648 2 21,296
pan25_style_change_medium 12,759 2 25,518
pan26_style_change_easy 71,108 2 142,216
pan26_style_change_hard 54,141 2 108,282
pan26_style_change_medium 24,406 2 48,812
Order Alignment (11 datasets)
ASSET 1 400 400
OneStopEnglishCorpus 1 600 600
STEL_feature 3 200 600
STEL_register 2 392 784
StylePTB 14 50 700
SynthSTEL_feature 32 200 6,400
SynthSTEL _register 8 200 1,600
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Table 16 — continued

Dataset # Classes Samples/Class Total
corpus-of-diverse-styles 11 400 4,400
graded_formality 2 1,000 2,000
parallel_shakespeare 1 400 400
twitter_aave_sae 1 400 400
Retrieval (4 datasets)
amazon 500 195 97,787
fanfiction 500 86 43,411
panl8_cross_domain_authorship_attribution_english 50 5 259
stackexchange_retrieval 500 125 62,980
Probing (4 datasets)
probing_amazon 46 27,584 27,584
probing_blog 46 39,111 39,111
probing_reddit 46 16,447 16,447
probing_stackexchange 46 9,253 9,253
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