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Abstract

Scientific literature synthesis agents increas-
ingly rely on proprietary online services, lim-
iting reproducibility, privacy, and offline de-
ployment. To address this challenge, we intro-
duce SciLENS (Scientific Localized Evidence
Navigation and Synthesis), a fully local au-
tonomous agent framework operating on a
dual-tier infrastructure indexing approximately
12 million academic records. SciLENS pio-
neers the integration of structural visualiza-
tion as an actionable tool within the reasoning
loop, enabling the agent to compress complex
citation topologies into validated data-driven
charts and thereby mitigate context exhaus-
tion during macro-level synthesis. To train
the agent without human annotation, we de-
velop an automated data synthesis pipeline
that extracts multi-hop subgraphs from a cita-
tion knowledge graph, verified by cross-model
consensus among 20 frontier models. The
agent is subsequently aligned through a reverse-
decomposition rubric strategy that provides
fine-grained process rewards for early plan-
ning and strict evidence grounding. Evalua-
tions across six scientific benchmarks encom-
passing standard QA, citation accuracy, factual
reasoning, and structural synthesis demonstrate
that SciLENS significantly outperforms open-
source baselines and achieves performance
comparable to GPT-5.2 and Gemini-3.0-pro.
Our source code and data are released at https:
//github.com/LQgdwind/SciLENS.

1 Introduction

As scientific literature grows exponentially, re-
searchers face mounting cognitive challenges in
tracing methodological origins and synthesizing
macro-level trends (Sun et al., 2024; Zhang et al.,
2024). Large language models and autonomous
agents are increasingly utilized to automate liter-
ature reviews and answer complex scientific in-
quiries (Singhal et al., 2025; Baek et al., 2025;
Zhou et al., 2025; Rouzrokh et al., 2025; Zheng

Figure 1: SciLENS operates as a refracting prism: chaotic sci-
entific literature enters the system and is decomposed through
four tightly integrated components into structured, multimodal
synthesis reports. All processing occurs fully offline with 12M
locally indexed papers.

et al., 2025b,a), marking a paradigm shift from
static retrieval to agentic workflows (Ma et al.,
2024; Vasantharajan, 2025). Three prominent
paradigms have emerged to address these chal-
lenges: standard retrieval-augmented generation
(RAG) pipelines that index localized corpora for
granular question answering (Asai et al., 2024;
Zheng et al., 2026), web-search agents that dy-
namically navigate the internet to resolve spe-
cific queries (Wu et al., 2025; Li et al., 2025a),
and deep-research agents that synthesize multi-
document summaries through extended online ex-
ploration (Shao et al., 2025; Zhang et al., 2025a).
Despite their respective strengths, applying these
agents to real-world scientific synthesis reveals sev-
eral structural limitations that fundamentally con-
strain their utility.

As illustrated in Table 1, existing paradigms ex-
hibit complementary but individually insufficient
capabilities when confronted with complex syn-
thesis tasks. Specifically, three critical limitations
persist. (1) Linear text-centric representation
bottleneck: all existing paradigms produce purely
textual outputs, leading to context overflow and
factual hallucinations when synthesizing macro-
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Table 1: Comparison of existing research paradigms with
SciLENS. Each column corresponds to one of the three identi-
fied limitations: structural visualization for overcoming text-
centric bottlenecks, automated data synthesis with fine-grained
rubric-based alignment, and operational independence from
fragile web APIs.

Paradigm Visualization Auto Synthesis & Alignment Fully Localized

Standard RAG Pipeline ✗ ✗ ✓
Web-Search Agents ✗ ✗ ✗
Deep-Research Agents ✗ ✗ ✗
SciLENS (Ours) ✓ ✓ ✓

level trends or comparing complex citation net-
works (Alansari and Luqman, 2025). No cur-
rent agent can autonomously compress quantita-
tive topological data into structured visual repre-
sentations. (2) Scarcity of training data and
absence of fine-grained alignment: construct-
ing multi-hop interaction trajectories demands pro-
hibitively expensive human annotation, leaving
open-source agents inadequately trained (Xu et al.,
2024). Moreover, current reinforcement learning
strategies rarely supervise implicit logical planning
or evidence grounding, and existing benchmarks
overlook data-driven visualization and large-scale
summarization capabilities (Vasantharajan, 2025).
(3) Dependency on fragile online infrastructure:
web-search and deep-research agents rely on ex-
ternal search APIs, exposing them to high latency,
restrictive rate limits, and network failures that hin-
der rapid, deterministic access to large-scale cor-
pora (Shao et al., 2025; Yao et al., 2026).

To address these limitations, we propose
SciLENS (Scientific Localized Evidence
Navigation and Synthesis), a fully localized
autonomous agent framework for complex
scientific reasoning and structural synthesis.
Our central hypothesis is that a fully localized
agent equipped with multi-hop citation traversal,
structural visualization tools, and rubric-based
reinforcement learning can achieve scientific
synthesis performance comparable to frontier
proprietary models without online dependency.

To realize this hypothesis, SciLENS is designed
around three key components. First, to overcome
text-centric representation bottlenecks, we inte-
grate structural visualization tools into the agent
reasoning loop, enabling the agent to generate val-
idated chart schemas that compress complex cita-
tion topologies into high-density visual summaries
(Section 2.2). Second, to address training data
scarcity and fine-grained alignment, we develop
an automated data synthesis pipeline that extracts
multi-hop subgraphs from a citation knowledge
graph and generates question-answer pairs veri-

fied through cross-model consensus (Section 3.2).
We further align the agent with rubric-based rein-
forcement learning, using reverse-decomposition
rubrics to supervise early planning and strict evi-
dence grounding (Section 3.3). Finally, to ensure
fully local and robust deployment, SciLENS op-
erates on a dual-tier local infrastructure that com-
bines MongoDB for metadata management with
distributed FAISS for dense retrieval, indexing ap-
proximately 12 million academic records for sub-
second access (Section 2.1).

In summary, our contributions are fourfold:
(1) Visualization-Augmented Scientific Rea-

soning. We integrate structural visualization as an
actionable tool within the autonomous reasoning
loop, enabling the agent to summarize complex
citation topologies and quantitative trends as val-
idated data-driven charts. This design alleviates
the limitations of text-only reasoning by produc-
ing structured visual outputs that reduce context
burden during macro-level synthesis.

(2) Citation-Graph Data Synthesis and
Rubric-Based Alignment.We develop an auto-
mated data synthesis pipeline that extracts cita-
tion subgraphs via random walks and generates
multi-hop reasoning trajectories verified through
cross-model consensus, eliminating the need for
human annotation. We then align the agent with
reverse-decomposition rubrics that reward early de-
composition and strict evidence grounding.

(3) Fully Localized Agentic Infrastructure.
We further build a fully local infrastructure that in-
dexes approximately 12 million academic records
and supports semantic retrieval, citation-graph
traversal, and structural visualization through an
offline research toolbox.

(4) Comprehensive Evaluation. We conduct ex-
tensive evaluations across six scientific benchmarks
spanning reading comprehension, citation accuracy,
factual reasoning, and structural synthesis, demon-
strating that SciLENS outperforms open-source
baselines and approaches frontier proprietary mod-
els.

2 Agent Architecture and
Visualization-Augmented Reasoning

To perform complex academic reasoning and
macro-level synthesis without the latency, insta-
bility, and API constraints of external web search
engines, we design SciLENS, a fully localized
and autonomous agent framework. The framework
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Figure 2: The SciLENS architecture integrates four core components. A localized dual-tier infrastructure ensures deterministic
access to a massive scholarly corpus. Utilizing this foundation, an offline research toolbox empowers the agent with semantic
retrieval, topological traversal, and structural visualization capabilities orchestrated via a continuous reasoning loop. Finally,
an automated data synthesis pipeline generates complex trajectories to explicitly align the policy model through supervised
fine-tuning and rubric-based reinforcement learning.

combines a high-throughput dual-tier infrastructure
with a visualization-augmented offline tool suite,
enabling deterministic data access and multimodal
structured outputs beyond linear text generation.

2.1 Localized Dual-Tier Infrastructure

The foundation of SciLENS is a persistent, fully lo-
calized storage backend that indexes approximately
12 million cleaned academic records derived from
the Open Academic Graph corpus (Zhang et al.,
2022). To achieve sub-second retrieval latency
while maintaining rich metadata access, we con-
struct a dual-tier architecture coupling a Mon-
goDB document store with a distributed FAISS
vector index. The MongoDB tier handles exact-
match queries, keyword-based BM25 (Robertson
and Zaragoza, 2009) searches, and citation rela-
tionship tracking, while the FAISS tier, built across
independent GPU shards using Qwen3-Embedding-
8B (Zhang et al., 2025b), enables distributed dense
retrieval. The two tiers are coupled through a shard-
based identifier alignment scheme, where each pa-
per is assigned a globally unique integer computed
from its shard index and within-shard offset, allow-

ing nearest-neighbor vector results to be resolved
to full paper metadata via a single indexed database
lookup. Instead of relying on slow, synchronous
online web searches, our agent interacts exclusively
with this local infrastructure, thereby eliminating
network-induced latency and failure modes. The
detailed system configurations, including chunk-
based parallel ingestion strategies, identifier align-
ment, and API batching parameters, are provided
in Appendix A.

2.2 Visualization-Augmented Offline Tool
Suite

Existing research agents operate exclusively
through linear text generation, which inevitably
leads to context exhaustion and factual halluci-
nations when synthesizing macro-level academic
trends across dozens of papers (Alansari and Luq-
man, 2025). To address this bottleneck, we in-
troduce a key algorithmic insight: agents au-
tonomously invoke visualization tools during rea-
soning to compress high-dimensional topology into
chart schemas, bypassing inefficient textual encod-
ing. This transforms the agent from a purely text-
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centric reasoner into a multimodal synthesizer ca-
pable of producing integrated text-and-chart aca-
demic reports.

To operationalize this insight, we design a uni-
fied RESEARCHTOOLBOX with twelve tools across
four functional categories. Semantic retrieval tools
support dense embedding search, keyword lookup,
and metadata extraction, while topological traver-
sal tools enable multi-hop graph exploration and
shortest-path tracing over citation networks. Our
novel visualization tools enable the agent to emit
validated schemas for standard charts (e.g., line,
bar, scatter), strictly enforcing dimensional and nu-
meric consistency prior to rendering. A dedicated
summarization utility assists in distilling extensive
academic abstracts to optimize context window uti-
lization. The agent accesses all capabilities via
structured JSON payloads and receives observa-
tions directly into its reasoning chain. The formal
tool specifications, precise input schemas, and op-
erational boundaries are detailed in Appendix B.

2.3 Agent Reasoning Workflow

Equipped with the RESEARCHTOOLBOX, the
SciLENS agent operates in a continuous thought,
action, and observation loop governed by a rigor-
ous system prompt. This foundational instruction
set is universally applied across both the training
and inference phases to ensure strict adherence to
tool invocation schemas and behavioral constraints.
The complete directives establishing these opera-
tional boundaries are detailed in Appendix C. Com-
plex queries are processed by the agent through
sequential seed document retrieval, topology-based
multi-hop evidence traversal, and autonomous met-
ric structuring for visual trend analysis. To ensure
robust execution, we adopt a dual-tier error recov-
ery mechanism: formatting errors trigger contextu-
alized feedback for autonomous correction, while
missing tool calls or answer tags lead to immedi-
ate re-rolls. The agent then integrates textual and
structural evidence to generate coherent academic
synthesis, reducing factual hallucinations.

3 Citation-Graph Data Synthesis and
Rubric-Based Alignment

Training autonomous agents for complex scientific
reasoning requires high-quality, multi-hop interac-
tion trajectories. However, such data is notoriously
scarce and prohibitively expensive to annotate man-
ually. To address this bottleneck, we propose an

automated, logic-driven data synthesis pipeline that
extracts cohesive subgraphs from academic litera-
ture to formulate complex question-answer pairs.
We then utilize the evolutionary history of these
questions to align the agent through a novel rubric-
based reinforcement learning strategy. The overall
training framework is illustrated in Figure 2.

3.1 Topological Subgraph Sampling

To generate locally coherent contexts for down-
stream reasoning synthesis, we first extract highly
interconnected document clusters from the Open
Academic Graph corpus (Zhang et al., 2022).
Rather than relying on static semantic similarity,
we capture the actual citation topology by execut-
ing random walk explorations. Starting from a
uniformly sampled seed publication, a walker pro-
ceeds for thirty steps, transitioning to randomly
selected forward or backward citation neighbors.
We execute ten independent walks per subgraph to
form a connected local network. A total of thirty
thousand subgraphs are generated in this manner.
Each subgraph serves as a cohesive factual ground-
ing cluster for subsequent question generation, en-
suring that the synthesized tasks reflect real-world
academic literature structures. The detailed node-
filtering heuristics and streaming deduplication pro-
cesses applied prior to sampling are provided in
Appendix D.

3.2 Logic-Driven QA Synthesis and
Verification

Starting from topological subgraphs, we synthe-
size multi-hop question-answer pairs by compound-
ing factoid base questions with sampled relational
links. Difficulty is ensured via a self-consistency
mechanism where the model must fail to resolve
the composite question using only atomic facts.
Subsequently, each candidate instance undergoes
strict cross-model verification utilizing a diverse
pool of twenty frontier language models. For each
candidate, we implement a stochastic verification
protocol where 4 verifiers are drawn uniformly at
random from the pool to independently render bi-
nary judgments on factual correctness and answer
uniqueness via autonomous retrieval queries. A
candidate QA pair is retained if and only if all sam-
pled verifiers reach an absolute consensus:

keep(q, a) =
∏

m∈S
1[corrm(q, a) ∧ uniqm(q, a)] ,

(1)
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where S ⊂ {1, . . . , 20} such that |S| = 4 repre-
sents the random subset of verifiers, while corrm
and uniqm denote the correctness and uniqueness
judgments of verifier m. This probabilistic filtering
ensures high precision training data while main-
taining broad model diversity. The exhaustive list
of constituent models and the detailed synthesis
procedures are provided in Appendix D.

3.3 Multi-Step Multi-Tool Agent Learning
With the high-quality QA instances synthesized,
we develop a two stage training paradigm to em-
power SciLENS with tool use proficiency and logi-
cal rigor.

Supervised Fine-Tuning via Distillation. Re-
cent studies examine how information transfer can
be controlled in LLM distillation, from distillation
resistance to filtered and reweighted on-policy ob-
jectives (Fang et al., 2026; Li et al., 2026). In the
first stage, we perform knowledge distillation from
DeepSeek-V3.2 (Liu et al., 2025a). The teacher
model interacts with the RESEARCHTOOLBOX to
generate approximately twenty thousand complete
interaction trajectories. To avoid interference from
external feedback during learning and enhance the
capability of the model to couple reasoning and
action steps, we mask out loss contributions from
tool observations. Given a task context c and a
trajectory H = (x1, x2, . . . , x|H|) where each xi
represents either a reasoning step, a tool action, or
an observation o, the supervised loss function is
computed as follows:

LSFT = −
∑|H|

i=1 I[xi ̸= o] · log πθ(xi|c, x<i)∑|H|
i=1 I[xi ̸= o]

.

(2)
This masking mechanism preserves original reason-
ing capabilities while teaching a robust behavioral
paradigm of alternating deliberate reasoning with
tool execution.

Rubric-Based Reinforcement Learning. Dur-
ing the reinforcement learning phase, we opti-
mize the policy model utilizing the IcePop algo-
rithm (Team et al., 2025a). IcePop uses a decou-
pled behavior policy and selective token masking to
stabilize exploration and avoid policy collapse. The
full objective is provided in Appendix F. Training
trajectories are collected via agentic ReAct rollouts.
The rigorous formatting constraints and structural
tags governing these rollouts are universally de-
fined by the system prompt, with complete execu-

tion details deferred to Appendix C. The reward
design closely aligns optimization across rollouts.
Instead of a single scalar reward, we adopt a multi-
dimensional framework combining Reinforcement
Learning from Verifiable Rewards for final answer
correctness with semantic rewards for planning,
reverse decomposition, and evidence grounding.
Prompting a judge model generates an instance-
specific rubric comprising N weighted criteria for
each training query:

R =
{
(di, wi)

}N
i=1

,
N∑

i=1

wi = 100, (3)

where di is a natural language description of the
verification criterion and wi is its normalized im-
portance weight. Finally, we compute a compos-
ite scalar reward to evaluate the entire trajectory.
The reward integrates a binary format score Sformat
ensuring strict conformity to required schemas,
alongside a semantic answer score Srubric evaluated
against the criteria in R. The composite reward
function is defined as:

R = λ · Sformat + (1− λ) · Srubric. (4)

This fine-grained alignment guarantees that
SciLENS prioritizes structured early planning and
meticulous evidence grounding over superficial text
generation. Comprehensive construction method-
ologies for these rubrics are provided in Ap-
pendix G.

4 Benchmarks and Multidimensional
Evaluation

To rigorously assess the capabilities of SciLENS,
we establish a comprehensive evaluation frame-
work encompassing six benchmarks across two
complementary categories. The established evalu-
ations utilize SciFact (Wadden et al., 2020), Pub-
MedQA (Jin et al., 2019), QASA (Lee et al., 2023),
and ScholarQA-CS (Singh et al., 2025) to measure
correctness and citation accuracy. Beyond standard
reading comprehension, we evaluate on Structural
Synthesis (SSB) and Scientific Fact and Reason-
ing (SciFR), which assess visual consistency, query
alignment, semantic fidelity, and evidence attribu-
tion. Both benchmarks are constructed via auto-
mated multi-hop subgraph extraction from com-
puter science, physics, and biomedicine, yielding
500 verified instances each, with strict train–test
disjointness enforced at the subgraph, seed-paper,
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and instance levels (Appendix E). For reproducibil-
ity, all evaluations use a locally deployed Qwen3-
30B-A3B judge with zero temperature. Full eval-
uation protocols, metric definitions, and instance-
level rubrics are provided in Appendix H.

5 Experiment

5.1 Experimental Setup

To establish competitive performance upper bounds
and evaluate the capability gap across diverse archi-
tectures, we compare SciLENS against a compre-
hensive suite of state-of-the-art proprietary mod-
els and leading open-source frameworks, spanning
general-purpose reasoning backbones, specialized
deep research agents, and exploratory web agents.
The exhaustive list of evaluated baselines and spe-
cific training configurations are documented in Ap-
pendix I.

A critical design principle of our evaluation is
the unified toolbox protocol: all evaluated mod-
els, including proprietary systems such as GPT-5.2
and Claude-4.5-Sonnet, are equipped with the iden-
tical offline RESEARCHTOOLBOX and evaluated
against the same 12-million-paper local database.
No model uses web search during evaluation. This
design ensures that all performance differences re-
ported in Tables 2a and 2b are attributable solely to
model capabilities and training methodology, not
to infrastructure or tool advantages. In particular,
the Qwen3-30B-A3B (Base + Tools) row in our ta-
bles represents the zero-shot base model given full
access to the entire RESEARCHTOOLBOX without
any SciLENS training, serving as a controlled ref-
erence that isolates the contribution of our training
pipeline from the underlying tool access.

5.2 Main Results

We conduct extensive evaluations against state-of-
the-art proprietary and leading open-source mod-
els, with results reported in Tables 2a and 2b. The
SciLENS rows in the tables detail the full training
pipeline, including the base model with full RE-
SEARCHTOOLBOX access, the SFT variant, and
the final RL model. On four established bench-
marks, SciLENS-RL achieves the highest correct-
ness scores on QASA (47.62), SciFact (88.94), and
PubMedQA (77.53), and attains the strongest ci-
tation accuracy across all datasets, demonstrating
robust factual grounding on external evaluations.
On SSB and SciFR, the Qwen3-30B-A3B (Base
+ Tools) row shows that tool access alone yields

only 0.13 and 0.17 respectively, establishing that
these tasks cannot be solved without alignment. Su-
pervised fine-tuning dramatically closes this gap,
and the reinforcement learning variant achieves the
strongest overall scores, outperforming all open-
source baselines and achieving performance com-
parable to GPT-5.2 and Gemini-3.0-pro. An ex-
tended analysis of performance behaviors across
these benchmarks is provided in Appendix J.1.

5.3 Ablation Studies
We conduct two complementary ablation studies
under a unified toolbox protocol to isolate the con-
tribution of each component. Since they measure
orthogonal dimensions, their magnitudes are not
directly comparable. The tool-necessity ablation
(Appendix J) shows that complex scientific synthe-
sis cannot be solved without retrieval: removing
retrieval and graph tools reduces the agent to a
closed-book setting, leading to consistent perfor-
mance collapse across benchmarks. This confirms
that our benchmarks require multi-hop evidence
gathering rather than parametric recall. In contrast,
the RL ablation measures algorithmic gains over
a strong SFT baseline with identical tool access
across settings; thus, observed improvements re-
flect purely training-driven contributions.

As shown in Tables 2a and 2b, Qwen3-30B-A3B
(Base + Tools) demonstrates that tool access alone
is insufficient for scientific synthesis, yielding only
0.1324 on SSB and 0.1654 on SciFR. This out-
come is expected, as the Qwen3-30B-A3B base
model inherently lacks robust multi-turn tool or-
chestration capabilities prior to SFT alignment, fre-
quently failing to parse tool responses or chain
sequential retrievals coherently. Supervised fine-
tuning substantially improves performance across
all benchmarks, while rubric-based reinforcement
learning further yields consistent gains, including
notable improvements on ScholarQA-CS (+7.46)
and SciFR (+0.098). Table 3 provides a detailed
breakdown of RL components. Answer RLVR
provides the core correctness signal; its removal
leads to substantial performance drops across all
benchmarks, indicating that outcome-based super-
vision is necessary for effective policy optimiza-
tion. The planning and grounding rubrics each
yield consistent gains, particularly at the upper
performance range. Notably, removing planning
rubrics substantially degrades SSB performance
(0.7607 → 0.6855), indicating that process-level su-
pervision is essential for complex structural synthe-
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Table 2: Performance comparison across all benchmarks. All models are evaluated with the identical local RESEARCHTOOLBOX
and 12M-paper database; no model uses web search (Section 5.1). All reported scores represent the mean ± standard deviation
across five independent evaluation runs (p < 0.05). Bold indicates the best performance of SciLENS; italic indicates the best
baseline performance in each section.

(a) Structural Synthesis Benchmark (SSB) and Scientific Fact and Reasoning (SciFR)

Structural Synthesis Benchmark Scientific Fact and ReasoningModel
ACS QAS FGS Overall ASF QIS EGQ Overall

Closed-source LLMs
Claude-4-Sonnet 0.3007±.0308 0.3003±.0167 0.3020±.0139 0.3009±.0455 0.2922±.0380 0.3112±.0496 0.5686±.0378 0.3640±.0267

Claude-4.5-Sonnet 0.4552±.0270 0.5651±.0467 0.3845±.0481 0.4959±.0388 0.2328±.0128 0.3399±.0476 0.4190±.0206 0.3060±.0443

Gemini-2.5-pro 0.2641±.0169 0.3794±.0518 0.3933±.0279 0.3246±.0527 0.4373±.0238 0.7370±.0444 0.5978±.0393 0.5562±.0535

Gemini-3.0-pro 0.5991±.0580 0.7734±.0493 0.6868±.0306 0.6707±.0419 0.4954±.0366 0.7340±.0396 0.5956±.0255 0.5839±.0354

GPT-5 0.5857±.0428 0.7340±.0456 0.6443±.0391 0.6437±.0499 0.5640±.0465 0.6585±.0271 0.5601±.0357 0.5885±.0439

GPT-5.1 0.5581±.0436 0.7069±.0544 0.6313±.0489 0.6193±.0523 0.6133±.0539 0.7189±.0421 0.6035±.0459 0.6394±.0266

GPT-5.2 0.5680±.0452 0.7124±.0529 0.6321±.0304 0.6263±.0460 0.6349±.0319 0.7717±.0313 0.5772±.0479 0.6578±.0578

OpenAI-DeepResearch 0.5966±.0553 0.7439±.0299 0.6617±.0392 0.6564±.0402 0.5800±.0469 0.7223±.0478 0.5696±.0528 0.6158±.0339

Perplexity-DeepResearch 0.4743±.0418 0.5719±.0285 0.5644±.0348 0.5232±.0492 0.5676±.0356 0.6844±.0541 0.5582±.0430 0.5969±.0508

Open-source LLMs
A-Searcher 0.4343±.0571 0.6716±.0394 0.5369±.0386 0.5291±.0221 0.4942±.0375 0.7501±.0358 0.5097±.0410 0.5672±.0547

DR-Tulu 0.3450±.0153 0.5778±.0400 0.4743±.0320 0.4433±.0194 0.4046±.0483 0.7906±.0453 0.4100±.0323 0.5101±.0205

Mirothinker-v1.5-30B 0.3930±.0316 0.5672±.0283 0.4922±.0203 0.4671±.0377 0.4896±.0448 0.7745±.0519 0.5316±.0230 0.5764±.0249

Tongyi-Deepresearch 0.3541±.0234 0.5080±.0291 0.4006±.0429 0.4123±.0262 0.2749±.0497 0.4564±.0440 0.4372±.0233 0.3624±.0362

Web-Thinker 0.4936±.0310 0.8156±.0475 0.5314±.0562 0.6028±.0470 0.2044±.0141 0.3786±.0403 0.3234±.0324 0.2798±.0208

Web-Dancer 0.4902±.0236 0.7726±.0551 0.5788±.0574 0.5966±.0300 0.5315±.0342 0.8094±.0390 0.5232±.0281 0.6042±.0557

Web-Explorer 0.2792±.0201 0.3742±.0415 0.3628±.0335 0.3250±.0250 0.4017±.0404 0.5582±.0572 0.5173±.0364 0.4722±.0360

Web-Shaper 0.2445±.0487 0.3652±.0442 0.2754±.0450 0.2888±.0413 0.2224±.0217 0.3574±.0173 0.4290±.0287 0.3087±.0239

OpenScholar-8B 0.1845±.0121 0.2102±.0423 0.1956±.0156 0.1967±.0331 0.3850±.0383 0.4621±.0361 0.3540±.0231 0.4003±.0471

O-Researcher-72B-rl 0.4742±.0485 0.7599±.0355 0.5501±.0525 0.5796±.0384 0.4726±.0274 0.8676±.0466 0.5055±.0225 0.5860±.0363

O-Researcher-72B-sft 0.4705±.0273 0.7557±.0387 0.5412±.0243 0.5749±.0449 0.3562±.0252 0.6834±.0426 0.4969±.0224 0.4784±.0517

SciLENS (Ours)
Qwen3-30B-A3B (Base + Tools) 0.1232±.0309 0.1419±.0130 0.1401±.0432 0.1324±.0277 0.1523±.0154 0.1834±.0237 0.1605±.0119 0.1654±.0317

SciLENS-30B (SFT) 0.6336±.0269 0.9054±.0382 0.6820±.0501 0.7290±.0398 0.6301±.0472 0.7863±.0537 0.5834±.0567 0.6611±.0434

SciLENS-30B (RL) 0.6811±.0579 0.9127±.0534 0.7138±.0370 0.7607±.0569 0.7395±.0326 0.8364±.0512 0.7144±.0416 0.7594±.0575

(b) Standard Scientific Reasoning Benchmarks

QASA SciFact PubMedQA ScholarQA CSModel
Corr Cite Corr Cite Corr Cite Corr Cite

Closed-source LLMs
Claude-4-Sonnet 33.42±0.66 31.41±1.94 60.58±2.52 42.39±2.24 50.96±2.45 45.32±2.39 39.52±1.67 23.18±1.50

Claude-4.5-Sonnet 46.27±2.54 29.03±2.22 86.06±1.33 40.33±1.55 73.90±0.87 43.29±2.08 67.92±1.07 25.64±1.22

Gemini-2.5-pro 30.49±0.98 27.66±1.00 47.60±1.35 49.59±1.66 46.62±2.62 69.84±1.93 46.44±2.34 60.83±1.25

Gemini-3.0-pro 31.10±1.82 33.20±1.72 69.71±2.88 67.13±2.21 48.87±0.84 72.13±1.16 45.73±1.68 49.46±2.82

GPT-5 44.14±0.77 16.83±1.11 82.21±2.16 50.03±2.89 69.75±2.57 58.71±2.18 68.34±1.43 20.21±1.08

GPT-5.1 41.08±2.19 35.65±2.01 83.65±1.54 48.53±1.95 68.62±1.17 35.14±1.14 73.27±1.26 28.75±1.51

GPT-5.2 44.22±1.85 26.79±1.74 80.29±2.04 33.98±1.63 65.95±1.52 48.19±0.94 71.88±2.12 32.91±1.19

OpenAI-DeepResearch 38.92±1.12 17.02±1.75 73.56±1.28 42.94±2.37 60.02±1.41 55.20±1.27 66.20±0.88 24.32±0.92

Perplexity-DeepResearch 28.57±2.25 14.44±1.70 55.77±1.61 25.05±1.99 49.77±1.01 36.95±2.67 65.41±2.30 28.10±0.67

Open-source LLMs
A-Searcher 31.97±1.87 32.52±1.39 59.13±0.83 54.02±1.96 44.48±2.78 65.65±2.61 40.61±2.47 47.87±1.29

DR-Tulu 25.26±0.68 8.10±1.64 70.48±2.56 26.02±2.46 59.79±2.31 30.50±2.23 51.10±2.85 72.34±1.34

Mirothinker-v1.5-30B 42.95±1.76 33.59±1.09 80.75±1.88 58.52±2.35 69.80±2.84 62.92±2.20 66.21±1.65 39.45±1.13

Tongyi-Deepresearch 34.18±1.45 34.04±1.42 61.25±2.80 70.30±1.81 51.44±2.43 62.01±1.58 40.17±2.42 46.73±0.72

Web-Thinker 10.66±0.55 20.42±1.79 33.65±1.97 49.46±0.93 10.20±1.69 62.16±1.46 14.55±1.59 26.52±2.29

Web-Dancer 35.49±1.77 27.94±1.92 67.79±2.68 51.53±1.62 58.78±1.47 59.11±2.71 51.94±2.49 33.47±2.14

Web-Explorer 27.68±2.06 15.59±1.05 57.08±1.86 26.01±2.28 51.72±1.31 21.03±1.20 36.90±2.76 26.03±0.76

Web-Shaper 18.75±0.79 49.69±1.10 24.04±1.06 68.80±2.95 19.47±2.15 74.05±2.02 22.43±1.83 50.84±2.65

OpenScholar-8B 24.56±1.78 38.79±1.73 77.52±2.09 51.28±0.89 65.49±2.48 60.32±2.73 50.28±0.97 54.36±2.36

O-Researcher-72B-sft 28.99±1.90 18.40±1.53 48.56±0.85 40.83±2.07 27.09±0.82 29.84±2.75 44.29±2.66 27.62±2.55

O-Researcher-72B-rl 35.51±2.05 28.78±0.65 74.23±2.38 25.04±0.95 55.52±2.60 33.51±1.15 59.34±2.63 71.22±2.03

SciLENS (Ours)
Qwen3-30B-A3B (Base + Tools) 5.90±0.53 2.44±0.57 14.42±1.48 10.21±0.54 14.95±1.03 7.71±1.37 5.44±2.58 5.68±0.69

SciLENS-30B (SFT) 46.43±2.87 50.20±1.32 85.87±2.50 79.03±1.80 73.84±2.40 72.97±2.10 66.52±2.90 75.03±2.70

SciLENS-30B (RL) 47.62±2.27 52.16±2.91 88.94±1.40 83.72±2.41 77.53±2.72 76.54±2.33 73.98±1.24 76.82±0.90
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Table 3: RL component ablation of SciLENS. All configura-
tions use the full RESEARCHTOOLBOX and SFT initialization.
Metrics represent Correctness for standard benchmarks and
Overall for SciFR and SSB (p < 0.05).

Configuration QASA SciFact PubMedQA ScholarQA SciFR SSB

SciLENS (Full RL) 47.62 88.94 77.53 73.98 0.7594 0.7607

w/o Answer RLVR 41.20 72.45 64.33 62.10 0.7115 0.7350
w/o Planning Rubrics 47.10 86.80 74.90 70.40 0.7310 0.6855
w/o Grounding Rubrics 46.50 86.17 75.80 72.40 0.7321 0.7020

sis.A complementary tool necessity ablation (Ap-
pendix J) confirms that retrieval and visualization
tools are essential prerequisites: removing visual-
ization tools alone causes SSB to drop sharply from
0.7607 to 0.5215 while standard QA benchmarks
remain comparatively stable, directly validating
the visualization-as-tool contribution for structural
synthesis.

5.4 Extended Analytical Experiments
We further analyze SciLENS through long-context
management (Appendix J.2), tool utilization dy-
namics (Appendix J.3), and RL convergence anal-
ysis (Appendix J.4). Qualitative case studies and
error analyses are provided in Appendix K.

6 Related Work

6.1 Autonomous Online Search Agents
LLMs have advanced biomedical (Luo et al., 2022;
Chen et al., 2023; Yang et al., 2022; Tu et al., 2024),
medical (Zhou et al., 2023; Wei et al., 2024; Sing-
hal et al., 2025), geoscience (Deng et al., 2024),
astronomy (Nguyen et al., 2023), and multidisci-
plinary domains (Sun et al., 2024; Zhang et al.,
2024; Cai et al., 2024). Beyond static queries,
models now automate code generation (Gero et al.,
2022; Du et al., 2024) and research ideation (Baek
et al., 2025; Kumar et al., 2025), culminating in
autonomous agents (Wu et al., 2025; Liu et al.,
2025b) that execute complex literature reviews via
retrieval augmented pipelines (Zhou et al., 2025;
Rouzrokh et al., 2025; Ma et al., 2024). How-
ever, live web search introduces latency, rate limits,
and ephemeral content, limiting reproducibility and
high-throughput literature synthesis (Zhang et al.,
2025a). In contrast to the live citation-walk ap-
proaches of WebDancer (Wu et al., 2025) and Web-
Shaper (Tao et al., 2025), our method samples from
a static citation graph, avoiding API constraints and
enabling consensus verification across 20 frontier
models. DR-Tulu (Shao et al., 2025) uses rubric-
based reinforcement learning for alignment; we
extend this paradigm with reverse-decomposition
rubrics that exploit the history of synthetic ques-

tions. This provides fine-grained process supervi-
sion for early planning and evidence grounding,
rather than just scoring final outputs. We adopt the
IcePop algorithm (Team et al., 2025a) unchanged
for optimization stability.

6.2 Offline Academic Retrieval Frameworks
To circumvent online instabilities, localized scien-
tific retrieval frameworks like OpenScholar (Asai
et al., 2024) and SciRAG (Vasantharajan, 2025)
index massive static corpora (Chen et al., 2026; Liu
et al., 2025c), evaluating on benchmarks such as
SciFact (Wadden et al., 2020), QASPER (Dasigi
et al., 2021), and QASA (Lee et al., 2023). While
eliminating network latency, they rely on single-
turn retrieval that fails to exploit citation networks
for multihop reasoning (Xu et al., 2024). Fur-
thermore, these systems isolate granular QA from
macro-level summarization (Lu et al., 2020). When
synthesizing broad trends, reliance on parametric
memory can induce hallucinations (Alansari and
Luqman, 2025), while linear generation leads to
context overflow. Without structural or visual com-
pression, these systems underutilize offline corpora
and remain limited for comprehensive scientific
discovery.

7 Conclusion

We present SciLENS, a fully localized agent
trained with rubric-based reinforcement learning
that achieves scientific synthesis performance com-
parable to frontier proprietary models. It integrates
structural visualization into reasoning to compress
complex topology into validated chart schemas,
and uses a reverse-decomposition rubric to provide
fine-grained process rewards for improved plan-
ning and grounding. Built on a dual-tier infras-
tructure indexing 12M academic records, SciLENS
outperforms open-source baselines and approaches
GPT-5.2 level performance on scientific QA and
synthesis tasks.
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Limitations

While SciLENS demonstrates preliminary capabil-
ities in complex academic reasoning and structural
synthesis, its primary limitation involves the tran-
sition from a localized experimental sandbox to a
live industrial deployment.

Ethical Considerations

SciLENS operates exclusively on the Open Aca-
demic Graph, a publicly accessible and openly li-
censed scholarly corpus, and does not involve hu-
man subjects, private data, or dual-use applications.
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A Implementation Details of the Local
Database

To support the massive scale of the Open Academic
Graph corpus without relying on external web inter-
faces, we engineered a highly concurrent ingestion
and indexing pipeline. The construction process
is decomposed into rigorous sequential stages to
ensure data integrity and maximize hardware uti-
lization.

Parallel Ingestion and Citation Importation.
The cleaned paper metadata file is initially parti-
tioned into forty eight byte aligned chunks. Each
chunk is assigned to an independent worker pro-
cess that parses the designated byte range utilizing
a binary JSON decoder. During this phase, we
perform lightweight normalization which includes
casting citation counts and publication years into
integers, alongside remapping the original source
identifiers to the MongoDB primary key field. To
maximize ingestion throughput, records are written
to the database in batches of twenty thousand. We
adopt fire and forget write semantics by explicitly
disabling write acknowledgments and bypassing
the journaling process. Any duplicate key conflicts
arising from chunk boundary overlaps are silently
ignored utilizing unordered bulk insertion. Follow-
ing the ingestion of base records, we deploy eighty
independent worker processes to import the citation
graph. The entire citation network is loaded into
memory to eliminate repeated disk seeks, and the
workers write reference lists into the correspond-
ing document fields via batched update operations.
The complete database schema and index configu-
rations resulting from this pipeline are summarized
in Table 4.

Table 4: MongoDB document schema and index configuration
for the local academic database. Each field, its type, and
associated index are explicitly listed.

Field Type Index Purpose

_id String Primary Key Paper identifier
title String Ascending Title lookup
abstract String None Content storage
keywords Array Text (w = 10) Keyword search
year Integer Compound sort Temporal ordering
n_citation Integer Compound sort Citation ranking
references Array None Citation graph
faiss_id Integer Unique ascending Retrieval alignment

Distributed Dense Indexing Strategy. For the
distributed dense index construction, each paper is
serialized into a structured plain text representation

by concatenating its title, venue, year, and abstract.
We strictly truncate this text to a maximum of eight
thousand characters to prevent out-of-memory er-
rors. These texts are embedded using the Qwen3-
Embedding-8B model to produce high-dimensional
dense vectors. Embeddings are computed through a
local inference endpoint in batches of one thousand
and twenty-four sequences. To handle transient
inference failures gracefully, we adopt a recursive
binary splitting retry strategy. Upon a batch failure,
the batch is bisected and each half is retried inde-
pendently, recursing down to the single-sequence
level if necessary. In the event of an unrecoverable
runtime error, the worker performs an emergency
serialization of the partially constructed index to
the disk before terminating, guaranteeing that com-
pleted embedding work is never lost. The specific
parameter configurations of the distributed FAISS
index construction, including the inverted file index
(IVF) settings for optimized search throughput, are
detailed in Table 5.

Table 5: Configuration parameters for the distributed FAISS
index construction.

Parameter Value

Embedding model Qwen3-Embedding-8B
Embedding dimension 4,096
Index type IndexIVFFlat (L2)
Centroids (per shard) 4,096
API batch size 1,024 sequences
Max input length 8,000 characters
ID space per shard 1010

Retry strategy Recursive binary splitting
Total papers indexed Approximately 12 million

Cross System Alignment and Index Finaliza-
tion. Within each hardware shard, a FAISS in-
dex wrapping a flat L2 quantizer is maintained en-
tirely in memory. Each paper is assigned a globally
unique integer identifier calculated by multiplying
the shard index by ten billion and adding the within
shard document offset. Mapping records associat-
ing each FAISS integer identifier with its original
MongoDB string identifier are bulk loaded by thirty
two worker processes issuing batched update op-
erations. Upon completion of all ingestion steps,
we construct four purpose specific MongoDB in-
dexes. A unique ascending index on the integer
identifier enables logarithmic time reverse lookups
from dense retrieval results to paper metadata. An
ascending index on the title field supports exact
match queries utilized during reference resolution.
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A weighted compound text index jointly covering
the keywords field with a weight of ten and the
title field with a weight of five enables keyword
searches with strong domain term emphasis. Fi-
nally, a compound descending index on citation
counts and publication years supports deterministic
citation ranked result ordering.

B Formal Specifications of the Research
Toolbox

Expanding upon the comprehensive offline tool
suite introduced in Section 2.2, the research toolbox
exposes a unified dispatching interface where all
tools receive a strict JSON payload and return struc-
tured outputs directly to the agent reasoning loop.
The precise constraints and operational boundaries
of these tools are meticulously designed to pre-
vent context window overflow and ensure rigorous
factual grounding during deep academic synthesis.
The full set of available capabilities, systematically
divided into semantic retrieval, topological traver-
sal, structural visualization, and text summarization
utilities, alongside their exact input schemas and
designated primary use cases, are summarized in
Table 6.

Retrieval Tool Specifications. The semantic re-
trieval tool encodes a free text query string to per-
form dense matching, returning the top five results
enriched with the title, venue, year, and a truncated
abstract. The keyword search tool applies Porter
stemming to an array of input terms and issues a
full text search against the weighted compound in-
dex, enforcing a hard limit of ten returned papers
ranked by citation impact. The specific paper in-
formation lookup retrieves the complete metadata
record of a single document via exact string match-
ing. The reference search tool resolves outgoing
citation neighborhoods through batched queries of
size one thousand, subject to a strict hard cap of
three thousand references to bound the maximum
response size.

Graph Traversal Tool Specifications. The local
hop expansion tool requires a seed identifier and an
integer depth parameter, performing a breadth first
expansion while sorting candidate nodes by citation
count subject to a global node cap of five hundred.
The incoming degree tool operates similarly but tar-
gets citing papers and is constrained to a maximum
limit of fifty documents. To support precise causal
reasoning, the shortest path tool finds the shortest

directed connection between two papers using a
bidirectional breadth first search algorithm. When
the forward frontier πf and backward frontier πb
intersect at a specific meeting node v∗, the tool
autonomously reconstructs the topological path ac-
cording to the following formulation:

path = reverse(πf (v∗)) ∥ πb(v
∗). (5)

This pathfinding search is rigorously bounded to
a maximum depth of five hops and restricts each
frontier expansion layer to one hundred thousand
nodes, effectively preventing memory exhaustion
when analyzing highly connected core subgraphs.

Structural Visualization Specifications. The
structural visualization tools enforce rigorous
schema validation to guarantee that the generated
HTML placeholders reflect authentic and mathe-
matically sound data topologies rather than generat-
ing images server-side. The line chart tool accepts
an array of strings representing the horizontal axis
alongside a nested array containing the correspond-
ing numerical sequences. The bar chart and pie
chart tools require paired arrays of categorical la-
bels and numerical values to render comparisons
and proportional distributions accurately. The scat-
ter plot tool mandates an array containing coordi-
nate pairs to execute explicit correlation analyses.
All four visualization tools perform dimensionality
consistency checks and numeric type verification
prior to rendering, returning structured error mes-
sages to the agent reasoning loop whenever valida-
tion fails to enable graceful autonomous recovery.

Text Utility Specifications. Operating indepen-
dently from the retrieval and visualization modules,
the summarization utility tool utilizes a locally de-
ployed Qwen3-30B-A3B model to condense ver-
bose text segments. By replacing external appli-
cation programming interface dependencies with
local inference calls, the agent actively compresses
arbitrary long-form textual evidence before inte-
grating it into broader reasoning trajectories. This
localized design ensures that the primary reasoning
context remains focused on structural logic rather
than being overwhelmed by raw document con-
tents, while maintaining absolute data privacy and
operational independence.

C Universal System Prompt for Agentic
Execution

To ensure the autonomous agent strictly adheres
to the tool invocation schemas and behavioral con-
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Table 6: Summary of the RESEARCHTOOLBOX. Tools are grouped by functional category alongside their exact input schema
and corresponding primary use case.

Tool Category Key Input Fields Primary Use Case

EmbeddingSearch Retrieval query Semantic paper search
KeywordSearch Retrieval keywords Term-precise search
PaperInfo Retrieval id or title Full metadata lookup
ReferenceSearch Retrieval id or title Outgoing citations
GetKhop Graph id or title, k Multi-hop citation expansion
GetInDegree Graph id or title Incoming citations
ShortestPath Graph start, end, max_depth Citation path finding
LineChart Visualization labels, datasets Trend visualization
BarChart Visualization labels, values Category comparison
PieChart Visualization labels, values Proportion distribution
ScatterPlot Visualization points Correlation analysis
Summarize Utility content Text compression

straints across both training and inference phases,
we design a comprehensive system prompt. This
prompt explicitly defines the operational bound-
aries, tool capabilities, and formatting requirements
essential for constructing complex reasoning tra-
jectories. The instructions compel the model to
adopt a deliberate multi-step thinking process and
actively utilize the offline toolbox whenever para-
metric knowledge is insufficient. The complete
directives provided to the model are systematically
presented in Figure 13 and Figure 14.

Following the ReAct framework, these instruc-
tions dictate that each round of agentic execution
begins by generating a reasoning thought closed
by <think> and </think>. This is followed by
an action name and corresponding parameters en-
closed by <tool_call> and </tool_call> tags, all
conditioned on the iteration history. These com-
ponents are iteratively used to interact with the
localized RESEARCHTOOLBOX, producing an ob-
servation as feedback bounded by <tool_response>
and </tool_response>. A complete round of inter-
action spans from the initial thought to the final
tool response, and the rollout strictly concludes
with the generation of the ultimate answer enclosed
by <answer> and </answer> following the final
reasoning thought.

D Knowledge Graph Construction and
QA Synthesis Procedures

The foundational citation knowledge graph is de-
rived from sixteen raw publication files. The entire
processing and generation pipeline enforces strict
data hygiene and reasoning complexity through se-

quential stages encompassing topological filtering,
subgraph sampling, and multi-turn agentic question
synthesis.

Streaming Deduplication and Edge Extraction.
Each publication record is parsed to extract meta-
data fields. Duplicate papers are identified via ex-
act digital object identifier matching after string
normalization. For records lacking consistent iden-
tifiers, we apply title fingerprinting hashed via the
MD5 algorithm strictly after removing all punc-
tuation marks and collapsing arbitrary whitespace
characters. For each unique paper, a canonical
identifier is assigned, and all citation edges are se-
quentially written to per file edge buffers as ordered
source and destination pairs. This streaming design
avoids loading the full corpus into memory and
supports robust processing at a billion node scale.

Topological Filtering and Subgraph Sampling.
In the subsequent stage, we apply degree based fil-
tering to retain only scientifically significant nodes
within the network. For each node, we compute its
incoming citation degree and outgoing reference
degree across all edge buffers. A node is retained
as valid if and only if its total degree is greater than
or equal to forty, and its incoming citation degree
is greater than or equal to ten. Only edges where
both endpoints belong to the validated node set are
retained in the final serialized triple file. During the
subsequent subgraph sampling phase, the random
walk exploration begins from a uniformly sampled
seed node and proceeds for thirty consecutive steps.
To prevent getting trapped in localized network
loops, the walker transitions to a neighbor drawn
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uniformly at random from the union of forward and
backward citation neighbors, executing ten inde-
pendent walks per subgraph to construct a cohesive
local environment.

Logic-Driven Iterative Composition. Expand-
ing upon the sampled topological subgraphs, the
iterative question synthesis process begins by se-
lecting a root paper to generate a factoid base
question grounded solely in its abstract and im-
mediate citation context. In each subsequent turn,
previously unseen candidate papers are drawn to
form supplementary relational links. The language
model then composes a harder composite question
that preserves the original answer while explicitly
demanding multi-hop reasoning across the newly
introduced context. The difficulty calibration re-
lies on a strict self-consistency mechanism where
the model must fail to answer its own generated
question four consecutive times using only the ba-
sic statements before the composite question is
deemed sufficiently challenging.

Cross Model Consensus Verification. Follow-
ing iterative synthesis, the verification phase uti-
lizes a pool of twenty frontier language models
(M = 20) to eliminate ambiguity. As detailed
in Table 7, we implement a stochastic protocol
where four verifiers (k = 4) are sampled uniformly
at random for each candidate. These verifiers in-
dependently execute autonomous retrieval queries
and render binary judgments on factual correctness
and answer uniqueness. Only instances achieving
absolute consensus among the sampled subset are
retained, yielding a high precision training corpus.
This probabilistic filtering effectively balances data
diversity with verifiable scientific accuracy, with
further analysis of disagreement patterns provided
in Appendix D.

E Train–Test Data Disjointness
Guarantee

A legitimate concern for any system that constructs
both training and evaluation data from the same un-
derlying corpus is the risk of information leakage
between the training and test splits. We formally es-
tablish that such leakage is impossible by construc-
tion in SciLENS, operating at five complementary
levels of granularity.

Subgraph-Level Partition. The 30,000 topolog-
ical subgraphs generated via random walk explo-
ration (Section 3.1) are partitioned into training,

Table 7: The complete ensemble of twenty frontier language
models utilized for cross model consensus verification.

Model Family Model Version

Anthropic Claude

Claude-3.5-Sonnet
Claude-3.7-Sonnet
Claude-Opus-4.1
Claude-Opus-4
Claude-Sonnet-4
Claude-Sonnet-4.5

OpenAI GPT Series

GPT-4-turbo
GPT-4.1
GPT-4.1-mini
GPT-4o
GPT-4o-mini
GPT-5
GPT-5-chat
GPT-5-mini
GPT-5.1
GPT-5.1-chat
GPT-5.2
GPT-5.2-chat
O3
O3-mini

validation, and test pools before any question syn-
thesis occurs. Training subgraphs comprise 28,000
instances, while 1,000 are reserved for validation
and 1,000 for test. Because the partition is ap-
plied to subgraph identifiers rather than individual
papers, all QA instances derived from a given sub-
graph belong to exactly one split.

Seed-Paper Exclusivity. We enforce strict seed
node exclusivity: the set of seed papers that initiate
random walks for test subgraphs is entirely disjoint
from the set used for training. While individual
papers may appear in multiple subgraphs due to
dense citation connectivity, any paper that serves
as a seed or root node in a test subgraph is explic-
itly excluded from all training subgraph seeds. We
verify this constraint programmatically after gen-
eration and confirm zero overlap across all seed
sets.

Paper-Level and Edge-Level Overlap Analysis.
Beyond seed-paper exclusivity, we exhaustively
verify that no paper appearing in any test subgraph
simultaneously appears in any training subgraph,
and that no citation edge in the test set shares both
endpoints with any training subgraph edge. This
strict zero-overlap guarantee holds because our ran-
dom walk procedure enforces a global exclusion
list: once a paper is visited during test subgraph
construction, it is permanently removed from the
candidate pool for all training walks. We program-
matically confirm 0% paper-level overlap and 0%
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edge-level overlap across all splits after generation,
ensuring that the test evaluation operates over an
entirely disjoint region of the citation graph with
no shared structural information.

QA Instance-Level Deduplication. The iterative
composition procedure (Appendix D) synthesizes
questions conditioned on a specific subgraph con-
text. Since subgraphs are pre-assigned to splits, the
resulting QA pairs inherit the split membership of
their parent subgraph. We additionally run exact-
match and high-similarity deduplication (ROUGE-
L > 0.85) across the train and test question pools,
removing any residual near-duplicates. The final
verified test sets for SSB and SciFR each contain
500 instances with zero lexical or semantic overlap
against the training corpus.

Template and Rubric Independence. A sub-
tler form of leakage arises when training rubrics
and evaluation rubrics share identical prompt tem-
plates, potentially allowing the agent to overfit to
rubric phrasing rather than learning genuine scien-
tific reasoning. We mitigate this by design: train-
ing rubrics are generated by Claude-Opus-4.1 (Ap-
pendix G), whereas evaluation rubrics are gener-
ated by Qwen3-30B-A3B with an independently
authored system prompt (Appendix H). The two
rubric generators use different model families, dif-
ferent prompt templates, and produce structurally
distinct JSON schemas. We additionally compute
the ROUGE-L similarity between all training rubric
texts and all evaluation rubric texts, obtaining a
mean similarity of 0.23, which is comparable to
the similarity between randomly paired scientific
abstracts (0.19), confirming that no template-level
leakage exists.

F Formal Mathematical Characterization
of the IcePop Framework

To reinforce the stability of reinforcement learn-
ing within expansive mixture-of-experts architec-
tures, the IcePop algorithm (Team et al., 2025a)
is employed to counteract the cumulative volatil-
ity typically encountered in extended reasoning
trajectories. In the context of multi-turn chain-of-
thought synthesis, marginal deviations between the
probability manifolds of the training phase and the
inference engine tend to propagate geometrically.
Such a phenomenon frequently precipitates exces-
sive gradient variance and eventual policy collapse.

IcePop mitigates these discrepancies through a

granular, token-level masking strategy. Specifically,
the system evaluates the density ratio between the
active training policy and the behavioral inference
baseline for every generated token. A dedicated
filter function is then invoked to determine whether
this localized ratio resides within a calibrated stabil-
ity window, defined by the hyperparameters α and
β. Should the importance weight deviate beyond
these thresholds, the corresponding token is strate-
gically neutralized, and its influence on the gradient
backpropagation is nullified. This selective filtering
mechanism effectively decouples the training pro-
cess from misaligned inference signals, thereby en-
suring that gradient norms remains strictly bounded
and exploration remains consistent.

The integrated objective function consolidates
this token-wise gating with conventional gradient
regularization and Kullback-Leibler (KL) diver-
gence constraints to facilitate a secure optimiza-
tion path. The rigorous mathematical objective is
formulated as follows:

JIcePop(θ) =

E x∼D
{yi}Gi=1∼πinfer(·|x;θold)

[
1

G

G∑

i=1

1

|yi|

|yi|∑

t=1

[

M
(
πtrain(yi,t|x, yi,<t; θold)

πinfer(yi,t|x, yi,<t; θold)
;α, β

)

·min
(
ri,tÂi,t, clip(ri,t, 1− ε, 1 + ε)Âi,t

)

− γDKL(πθ||πref)

]]

(6)

where JIcePop(θ) denotes the final optimized pol-
icy objective for the parameter set θ; x represents
the input query sampled from the data distribution
D; G signifies the number of generated response
groups following the inference policy πinfer; yi,t
corresponds to the t-th token within the i-th gen-
erated sequence of length |yi|; M(·) defines the
masking function conditioned on the ratio of train-
ing policy πtrain to inference policy πinfer within the
bounds of α and β; ri,t indicates the importance
sampling ratio while Âi,t represents the estimated
advantage at that specific timestep; ε is the clip-
ping coefficient for proximal policy optimization
; and γDKL(πθ||πref) accounts for the KL diver-
gence penalty between the current policy and the
reference model to prevent catastrophic forgetting.
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G Multidimensional Rubric Construction
and Prompts

To align the deep research trajectories effectively,
we avoid relying on a single scalar reward for an-
swer correctness. Instead, we dynamically generate
a diverse set of instance-specific rubrics during the
data preparation phase. These rubrics explicitly
supervise the intermediate cognitive processes of
the agent across three primary dimensions:

1. Answer RLVR (Objective Correctness):
This dimension verifies whether the final answer
generated within the <answer> tags matches the
reference answer. It strictly penalizes numeric hal-
lucinations and ensures that unit variants or entity
paraphrases are logically equivalent to the ground
truth.

2. Planning and Reverse-Decomposition
Rubrics: Because our training questions are it-
eratively synthesized from simpler base questions,
we supply the rubric generator with the recorded
edit_history and the early qa_history. This dimen-
sion evaluates whether the initial <think> steps of
the agent successfully identify core constraints and
implicitly reverse-engineer the complex question
back into its fundamental components.

3. Strict Evidence Grounding Rubrics: This
dimension assesses whether the intermediate rea-
soning steps and the final conclusions are strictly
derived from the retrieved <tool_response> con-
texts. It heavily penalizes trajectories that introduce
unprovided external knowledge (parametric hallu-
cinations) to bridge logical gaps.

To generate these highly discriminative, atomic
rubrics, we utilize Claude-Opus-4.1. The precise
system prompt utilized for rubric generation is pre-
sented in the figure 3.

During the policy optimization process, the en-
tire generated trajectory of the agent is evalu-
ated against these dynamically generated JSON
schemas by a secondary judge model, which cal-
culates the final Srubric score. Additionally, a de-
terministic rule-based script enforces the Sformat
penalty, stripping rewards from any trajectory that
fails to properly close <think> or <tool_call> tags.

H Comprehensive Details of the
Evaluation Framework

To comprehensively evaluate the diverse capabil-
ities of the SciLENS framework, we employ a
dual-pronged approach encompassing standard aca-
demic reading comprehension tasks and complex

synthesis benchmarks. We initially evaluate the
agent on four established scientific benchmarks
following the exact evaluation protocol of Open-
Scholar.

H.1 Standard Benchmarks and Citation
Protocol

For the established evaluation datasets, we employ
distinct correctness metrics strictly tailored to their
respective task complexities. For classification
tasks including SciFact and PubMedQA, we uti-
lize exact match label accuracy. For QASA, which
involves single document reading comprehension,
we employ ROUGE L to measure textual overlap
against expert annotations. For the multi-document
long-form synthesis task ScholarQA CS, we adopt
a specialized language model judge scoring mech-
anism where GPT-4o computes a weighted sum
across general and annotation-driven evaluation cri-
teria.

Beyond baseline correctness, citation accuracy
is rigorously evaluated across all standard datasets
following the ALCE framework. During gener-
ation, models are strictly required to append ex-
plicit inline citation tags, formatted as \cite{id}, to
map each specific claim to its corresponding re-
trieved document identifiers. An automated script
extracts these tags and utilizes the attrscore-flan-t5-
xl natural language inference model to perform fine-
grained sentence-level verification. This protocol
calculates Citation Precision, measuring whether
the explicitly cited document logically entails the
generated sentence, and Citation Recall, ensuring
all substantive claims are supported by at least
one valid citation. The harmonic mean of these
two metrics yields the comprehensive Citation F1
score, providing a deterministic measure of factual
grounding.

H.2 Newly Constructed Benchmark Metrics
To assess advanced capabilities beyond linear text
generation, we establish multidimensional metrics
for the SSB and SciFR benchmarks. To ensure
absolute reproducibility and mitigate the variance
typically associated with language model evalua-
tors, we strictly deploy a locally hosted Qwen3-
30B-A3B as the exclusive judge model for these
tasks, with the decoding temperature permanently
set to zero.

The Structural Synthesis Benchmark evaluates
the capacity of the agent to compress academic in-
formation into accurate visual structures. For each
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Figure 3: The specific system prompt utilized by the Claude-Opus-4.1 judge model to dynamically generate highly discriminative,
instance-specific evaluation rubrics.

item, the judge assesses the generated chart_type
and chart_data across three dimensions utilizing
dynamically generated query-specific rubrics. The
overarching evaluation directives are governed by
a universal system prompt detailed in Figure 15,
while a concrete example of the dynamically gen-
erated rubric is illustrated in Figure 16. ACS (An-
swer Consistency Score) measures how well the
chart reflects the key information in the reference
answer. It focuses on qualitative relations, trends,
and the alignment of physical quantities to ensure
the visual output captures the core scientific con-
clusion. QAS (Query Alignment Score) indepen-
dently assesses whether the chart satisfies the orig-
inal information need. It evaluates the suitability
of the chart type and checks if the axis semantics
strictly align with the question intent. FGS (Fac-
tual Grounding Score) evaluates the faithfulness

of the chart data to the retrieved supporting state-
ments. It penalizes numerical patterns that con-
tradict known evidence or introduce unprovided
variables, effectively mitigating visual hallucina-
tions.

The Scientific Fact and Reasoning Benchmark
targets complex non-visual reasoning and fine-
grained evidence attribution. The evaluation is sys-
tematically decomposed into three atomic metrics
guided by the universal system prompt shown in
Figure 17, with a representative instance-specific
rubric provided in Figure 18. ASF (Answer Se-
mantic Fidelity) assesses the semantic match be-
tween the final answer of the agent and the refer-
ence conclusion. While allowing reasonable para-
phrasing, it penalizes the omission of core entities
or the reporting of contradictory numerical facts.
QIS (Query Intent Satisfaction) measures how
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well the reasoning process addresses the underlying
intent. It checks if the agent respects the requested
research scope and avoids drifting into irrelevant
academic aspects. EGQ (Evidence Grounding
Quality) verifies if the reasoning trajectory is an-
chored strictly in the provided retrieval context. It
monitors the correct use of citation identifiers and
penalizes claims that exceed the evidence boundary,
targeting parametric hallucinations.

For both synthesis benchmarks, the Qwen3-
30B-A3B judge model generates instance-specific
weights that sum to 100% across the three respec-
tive metrics to reflect the varying cognitive prior-
ities of each query. This granular decomposition
ensures that the evaluation is firmly grounded in
scientific accuracy rather than superficial linguistic
fluency.

I Experimental Configurations and
Implementation Details

I.1 Baselines

I.1.1 Closed-source LLMs
We evaluate leading commercial language mod-
els from major industrial laboratories to estab-
lish competitive performance upper bounds. This
selection includes the GPT-5 series from Ope-
nAI, specifically encompassing GPT-5, GPT-5.1,
GPT-5.2, as well as the specialized OpenAI-
DeepResearch (OpenAI, 2025). We further
incorporate state-of-the-art models from An-
thropic, including Claude-4-Sonnet and Claude-
4.5-Sonnet (Anthropic, 2025), alongside frontier
models from Google represented by Gemini-2.5-
pro and Gemini-3.0-pro (DeepMind, 2025), and
Perplexity-DeepResearch.

I.1.2 Open-source LLMs
To evaluate the performance gap across diverse ar-
chitectures, we include a representative suite of
open-source models ranging from general-purpose
backbones to specialized research agents. Our base-
lines encompass the Qwen3-30B-A3B (Yang et al.,
2025) base model alongside academic-focused sys-
tems such as A-Searcher (Gao et al., 2025), DR-
Tulu (Shao et al., 2025), and the O-Researcher-
72B (Yao et al., 2026) series in both its super-
vised fine-tuning and reinforcement learning vari-
ants. We also assess reasoning-heavy agents, in-
cluding Mirothinker-v1.5-30B (Team et al., 2025b),
Tongyi-Deepresearch (Team et al., 2025c), and
the OpenScholar-8B (Asai et al., 2024) frame-

work. Furthermore, a series of exploratory agents
including Web-Thinker (Li et al., 2025b), Web-
Dancer (Wu et al., 2025), Web-Explorer (Liu et al.,
2025b), and Web-Shaper (Tao et al., 2025) are in-
corporated to provide a comprehensive comparison
of different agentic strategies in navigating com-
plex citation topologies and evidence grounding.

I.1.3 Unified Tool Integration Protocol
To ensure a fair comparison, all baselines interact
with the RESEARCHTOOLBOX through a standard-
ized integration protocol. For closed-source mod-
els, we utilize each provider’s native function call-
ing interface (OpenAI function calling for the GPT
series, Anthropic tool use for Claude models, and
Google function declarations for Gemini models)
with identical JSON tool schemas. For open-source
models, we format the same schemas according to
each model’s designated chat template and parse
structured tool calls from the generated output. All
models receive the same universal system prompt
(Appendix C) defining the available tools, their in-
put schemas, and the expected interaction format.
They also share the same operational conditions: a
200-round tool invocation limit, a context manage-
ment strategy that preserves the five most recent
tool observations, and a dual-tier error recovery
mechanism that provides diagnostic feedback for
formatting errors and triggers re-rolls for missing
tags. This controlled setup keeps tool access, con-
text limits, and error handling consistent across
model families.

I.2 Experimental Settings

To evaluate the extreme reasoning boundaries of
SciLENS, we establish a rigorous two hundred
round tool invocation limit per query, which consti-
tutes a significant challenge for stable long-horizon
scientific discovery. Since tool observations, partic-
ularly extensive academic abstracts and metadata,
represent the primary bottleneck for the 128k token
context window, a native long-context approach
often fails to sustain reasoning trajectories beyond
one hundred rounds. Consequently, we implement
a strict context management strategy that preserves
only the five most recent tool execution results in
their full textual form. This mechanism prunes ear-
lier historical observations while maintaining the
core reasoning chain, effectively preventing con-
text overflow and factual drift during complex topo-
logical navigation. All experiments are conducted
using a high-capacity inference configuration with
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a fixed thinking budget, ensuring that performance
gains stem directly from the improved planning
and synthesis capabilities of the agent.

I.3 Statistical Methodology
All scores reported in the main tables represent
the mean and standard deviation across five inde-
pendent evaluation runs. The source of random-
ness across runs is the agent’s generation process:
each run uses a distinct random seed that governs
nucleus sampling (p = 0.95, temperature = 0.6)
during the agent’s reasoning and tool invocation tra-
jectory. The evaluation judge (Qwen3-30B-A3B)
operates deterministically at zero temperature, en-
suring that score variability reflects genuine differ-
ences in the agent’s stochastic exploration strate-
gies rather than judge instability. For baseline mod-
els accessed via commercial APIs, stochastic varia-
tion arises from provider-side sampling; for locally
deployed open-source models, we control seeds
explicitly. Statistical significance (p < 0.05) is as-
sessed via paired Wilcoxon signed-rank tests com-
puted over per-instance score vectors between each
pair of compared systems, with Holm-Bonferroni
correction applied to account for multiple compar-
isons across the six benchmarks.

I.4 Implementation Details
We initialize our checkpoint with Qwen3-30B-
A3B-Thinking-2507. For supervised fine-tuning,
we execute training on four nodes equipped with
thirty two H800 GPUs in total and train for two
complete epochs. For reinforcement learning train-
ing, all runs are executed on eight nodes utilizing
sixty four H800 GPUs. To compute the rubric and
citation scoring reliably, we employ Qwen-3-max
as the language model judge. We observed that
scaling compute did not proportionally accelerate
the reinforcement learning training speed, primar-
ily because the process was fundamentally bottle-
necked by the severe long tail distribution of rollout
generation times, where highly protracted reason-
ing trajectories caused significant synchronization
delays across distributed nodes. The complete re-
inforcement learning training curves and specific
hyperparameter configurations are detailed in Ap-
pendix J.4.

J Extended Experimental Analysis

This section provides additional analyses of the ef-
ficiency and behavior of SciLENS. We first isolate
the contribution of retrieval and visualization tools

through a controlled ablation, then examine perfor-
mance across benchmarks, context management,
tool invocation dynamics, reinforcement learning
convergence, and qualitative error patterns.

For the tool ablation, we keep the full SciLENS-
RL policy fixed and vary only the available tool
configuration. As shown in Table 8, disabling
retrieval and graph tools forces the agent into a
closed-book reasoning regime, resulting in a func-
tional collapse across all benchmarks. Notably, this
degraded performance closely mirrors the Qwen3-
30B-A3B (Base + Tools) row in the main results
(Table 2a), confirming that our alignment pipeline
teaches procedural tool orchestration rather than in-
jecting parametric scientific knowledge. Removing
visualization tools causes a substantial drop on the
Structural Synthesis Benchmark (0.7607 to 0.5215)
by restricting the agent to linear textual generation,
while standard QA benchmarks are less affected.
This result directly validates the visualization-as-
tool paradigm as the primary enabler of structural
synthesis capabilities.

Table 8: Tool necessity ablation with the full SciLENS-RL
policy. Removing retrieval tools causes functional collapse;
removing visualization tools specifically degrades structural
synthesis.

Configuration QASA SciFact PubMedQA ScholarQA SciFR SSB

SciLENS (Full) 47.62 88.94 77.53 73.98 0.7594 0.7607
w/o Retrieval & Graph 7.15 15.12 11.05 6.21 0.1144 0.1902
w/o Visualization 46.80 88.50 73.10 71.65 0.7312 0.5215

J.1 Performance Analysis Across Benchmarks

Expanding upon the core empirical findings pre-
sented in the main text, this section provides a
comprehensive analysis of the performance metrics
across all evaluated baselines. On the Structural
Synthesis Benchmark, the reinforcement learning
variant of SciLENS-30B demonstrates a robust ca-
pacity for semantic compression. The integrated of-
fline visualization tools enable the model to achieve
a significant overall score of 0.7607, surpassing
leading closed-source models such as GPT-5.2 and
Claude-4.5-sonnet. This indicates that offloading
quantitative data into structured visual formats ef-
fectively mitigates the context overflow and factual
hallucinations typically associated with pure tex-
tual generation during macro-level trend analysis.
Furthermore, on the Scientific Fact and Reason-
ing Benchmark, SciLENS-30B achieves an over-
all score of 0.7594, surpassing GPT-5.2 (0.6578)
and decisively outperforming other open-source
exploratory agents. Qualitative demonstrations of
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these capabilities, including the model’s ability to
compress complex methodological lineages into
intuitive visual structures, are further illustrated in
the case studies provided in Appendix K.2.

Consistent performance improvements are sim-
ilarly observed across standard academic reading
comprehension tasks. SciLENS-30B demonstrates
remarkable citation accuracy, achieving citation F1
scores of 83.72 on the SciFact dataset and 76.54
on the PubMedQA dataset. Unlike traditional web
agents like Web-Dancer and Web-Explorer that
struggle with high latency and fragile application
programming interface calls during complex lit-
erature retrieval, our fully localized dual-tier in-
frastructure empowers SciLENS to execute deep
topological searches reliably. This deterministic
foundation allows the agent to maintain high pre-
cision even when navigating distractor-laden con-
texts, as further evaluated in the complex synthesis
scenarios detailed in Appendix K.3.

The comprehensive ablation studies further iso-
late the performance contributions of our proposed
training methodology. As detailed in the tool ne-
cessity ablation (Appendix J), disabling retrieval
and graph tools results in a functional collapse of
the reasoning chain, with performance closely mir-
roring the zero-shot base model. This confirms
that our alignment strategy teaches procedural tool
orchestration rather than injecting parametric sci-
entific knowledge. The training pipeline ablation
in the main text (Table 3) demonstrates the progres-
sive value of each methodological component: su-
pervised fine-tuning establishes robust tool-use ca-
pabilities, while rubric-based reinforcement learn-
ing provides consistent further gains through fine-
grained process rewards. Within the RL compo-
nents, the answer RLVR provides the foundational
correctness signal, while the planning and ground-
ing rubrics contribute critical improvements at the
upper performance range by enforcing rigorous
evidence-based reasoning and preventing reward
hacking.

J.2 Context Management in Long-Horizon
Reasoning

Scientific discovery often necessitates protracted
reasoning trajectories spanning extensive tool invo-
cations. To evaluate the resilience of SciLENS un-
der extreme context length pressure, we benchmark
various context management (CM) strategies across
tasks requiring deep multi-hop reasoning. We com-
pare four distinct operational paradigms: employ-

ing no context management, preserving the 20 most
recent tool observations, preserving only the 5 most
recent observations, and a standard discard-all strat-
egy which triggers a complete rollout restart upon
reaching context limits. The performance retention
across all six evaluation datasets is visualized in
Figure 4.

Experimental results indicate that leaving con-
text unmanaged leads to the lowest overall per-
formance, as the model suffers from severe atten-
tion degradation due to semantic noise from ex-
cessive historical observations. A systematic prun-
ing mechanism yields steady performance gains.
Notably, preserving only the five most recent tool
observations consistently outperforms the config-
uration of preserving twenty. This suggests that
aggressive noise filtration allows the model to main-
tain acute focus on its immediate working memory
and current sub-tasks without overloading its lim-
ited context window, while its unpruned internal
reasoning trace preserves the overarching logical
plan.

While achieving the highest raw metrics, the
standard discard-all strategy is functionally dis-
tinct. Because this strategy triggers a full trajec-
tory restart when limits are breached, it effectively
allows for an implicit multi-sample attempt and
independent re-sampling of the final answer. This
methodology differs conceptually from the strict
pass@1 protocol intended to assess the continu-
ous, single-session execution capabilities of an au-
tonomous agent. Therefore, our proposed strategy
of preserving the five most recent tool execution
observations is adopted as the optimal operational
paradigm. It successfully balances context opti-
mization and noise reduction while strictly main-
taining the integrity and continuity of a single-shot
agentic reasoning trajectory.

J.3 Tool Invocation Dynamics and Topological
Advantage

To verify the practical utilization efficiency of
the heterogeneous tools within our offline RE-
SEARCHTOOLBOX, we comprehensively profile
the tool invocation distributions of the deep re-
search model. We systematically compare the in-
vocation frequencies of the twelve integrated tools
across two datasets with fundamentally different
cognitive demands, specifically the Scientific Fact
and Reasoning (SciFR) benchmark and the Struc-
tural Synthesis Benchmark (SSB). As illustrated
by the nested distributions in Figure 5, the func-

13502



QASA SciFact PubMedQA ScholarQA SciFR SSB
0

20

40

60

80

100

C
or

r /
 O

ve
ra

ll 
Sc

or
e(

%
)

43
.4

9

83
.1

7

72
.9

9

69
.8

3

70
.0

4

71
.2

9

46
.4

3

86
.5

9

75
.4

8

71
.0

4

72
.1

7

73
.0

1

47
.6

2

88
.9

4

77
.5

3

73
.9

8

75
.9

4

76
.0

7

55
.3

7

90
.1

3

83
.2

6

80
.1

7

77
.9

9

78
.4

2

No CM Keep Recent 20 Keep Recent 5 (Ours) Discard All

Figure 4: Performance comparison of various context manage-
ment (CM) strategies across six evaluation datasets. Metrics
are uniformly scaled to percentages for visual consistency.
While the Discard All strategy achieves higher raw metrics,
it fundamentally relies on trajectory restarts and implicit re-
sampling. Consequently, SciLENS adopts the Keep Recent 5
strategy as the optimal configuration to ensure strict, continu-
ous pass@1 execution.

tional categories and specific tool choices reveal a
striking behavioral divergence.

During tasks within the SciFR benchmark,
which primarily necessitates precise factual ver-
ification and explicit attribution, the model exhibits
a highly focused retrieval strategy. The Retrieval
category overwhelmingly dominates the execution
trajectory, accounting for 86% of all operations,
driven primarily by KeywordSearch (31%) and Em-
beddingSearch (28%). Tool usage for topological
Graph traversal and Visualization remains marginal
at merely 5% and 4%, respectively.

Conversely, when tackling the SSB dataset,
which demands cross-disciplinary literature re-
views and macro-level academic trend evolution,
the agent demonstrates a profound strategic shift.
While foundational Retrieval drops to 61%, the re-
liance on Graph traversal tools surges to 19%, rep-
resenting a nearly fourfold increase, with multi-hop
expansion tools such as GetKhop alone accounting
for 9% of total actions. Similarly, the utilization
of Visualization tools more than doubles to 10% to
facilitate structural data synthesis.

This stark quantitative contrast confirms that
the model does not merely execute random ex-

ploratory actions or rely on a static search template.
Rather, driven by the multidimensional reinforce-
ment learning alignment, the agent has deeply inter-
nalized the topological and structural advantages of
the toolbox. It autonomously implements dynamic
tool scheduling strategies tailored to the inherent
cognitive complexity of the task, effectively circum-
venting the information truncation issues inherent
in traditional flat retrieval paradigms.

J.4 Reinforcement Learning Convergence and
Reward Dynamics

To validate the efficacy and stability of our multidi-
mensional reinforcement learning framework, we
meticulously monitor the behavioral evolution of
the agent throughout the policy optimization pro-
cess across 1.2K training steps. As illustrated in
Figure 6, the composite reward signal exhibits a
robust and steeply increasing trajectory during the
initial phase before converging to a stable asymp-
tote approaching a score of 80. This steady as-
cension confirms that the policy model success-
fully navigates the complex reward landscape for-
mulated by our semantic rubrics without suffer-
ing from optimization collapse. Concurrently, we
track the average number of tool invocations per
episode to assess the depth of the autonomous ex-
ploration. Unlike the monotonic reward increase,
the training dynamics reveal a compelling non-
monotonic evolution regarding operational depth.
From an initial baseline of approximately 48 in-
vocations, the agent experiences a brief early de-
cline in tool usage. This phenomenon indicates an
initial optimization phase where the model learns
to prune redundant tool executions to minimize
formatting penalties and maximize immediate effi-
ciency. Following this reduction, the tool invoca-
tion frequency rises sharply and reaches a peak of
nearly 58 operations, demonstrating that the agent
actively explores protracted research strategies to
satisfy the rigorous evidence grounding constraints.
Ultimately, the policy refines its reasoning path-
ways, slightly compressing the trajectory length
to converge at a highly stable plateau of approxi-
mately 53 operations. This sophisticated progres-
sion of early pruning, exploratory expansion, and
final efficiency refinement substantiates that our
training methodology successfully aligns the deep
research model toward comprehensive and meticu-
lously validated scientific synthesis.
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Figure 5: Dynamic distribution of the twelve offline research tool invocations by SciLENS. The inner ring represents the
functional macro-categories, while the outer ring details specific tools. On the SciFR dataset, the model relies overwhelmingly
on standard Retrieval (86%). In contrast, on the SSB dataset, the utilization of Graph traversal (19%) and Visualization tools
(10%) surges significantly, demonstrating advanced adaptive planning capabilities.
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Figure 6: Training dynamics of the deep research model over
1.2K optimization steps. The composite reward (top) exhibits
steady monotonic convergence. Concurrently, the average
tool invocation count (bottom) demonstrates a sophisticated
non-monotonic evolution characterized by initial redundancy
pruning, subsequent exploratory expansion, and final conver-
gence to an optimized operational depth.

K Qualitative Demonstrations and Case
Studies

This section presents concrete execution traces and
representative outputs that illustrate the practical
capabilities and boundary limitations of SciLENS.

K.1 End-to-End Reasoning Trajectory and
Diagnostic Evaluation

To provide transparent insight into the autonomous
reasoning capabilities and the fine-grained evalu-
ation mechanism of SciLENS, we present a com-
plete execution trajectory sampled from the Scien-
tific Fact and Reasoning benchmark. The selected
instance tasks the agent with extracting a specific
epidemiological odds ratio regarding the immuno-
genetic susceptibility to visceral leishmaniasis. The
execution trace, detailed sequentially across Fig-
ure 19 through Figure 23, explicitly demonstrates
the sophisticated cognitive workflow of the policy
model.

Initially, the agent formulates a precise seman-
tic query to locate the foundational study using
the EmbeddingSearch tool. Upon retrieving the
detailed metadata via the PaperInfo tool and suc-
cessfully extracting the target statistical figures, the
agent exhibits advanced scientific rigor. Rather
than immediately terminating the search upon find-
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ing the historical 2007 publication, it autonomously
invokes the GetInDegree graph traversal tool to
cross-reference subsequent literature, explicitly rea-
soning that it must verify whether the historical
odds ratio remains the accepted scientific consen-
sus. Following an extensive multi-hop verification
process across the forward citation graph, the agent
synthesizes the final validated answer.

Crucially, the trajectory concludes with the com-
prehensive evaluation generated by the locally de-
ployed judge model. The output meticulously
records the boolean judgments across every atomic
criterion within the Answer Semantic Fidelity,
Query Intent Satisfaction, and Evidence Grounding
Quality metrics. This granular breakdown provides
an explicit diagnostic trace, illustrating exactly how
the composite reward scalar is computed to align
the policy during the reinforcement learning phase.

K.2 Case Studies on Structural Visualization
To qualitatively illustrate the synthesis capabili-
ties of our framework, we examine several case
studies where the agent autonomously deploys vi-
sualization tools across diverse scientific domains.
Rather than outputting exhaustive textual descrip-
tions, SciLENS dynamically selects appropriate
chart schemas to compress complex quantitative
evidence into intuitive structural formats.

In the domain of educational sociology, when
tasked with synthesizing the proportional impact
of community-based organizational approaches de-
rived from historical African American leadership
frameworks, the agent aggregates categorical liter-
ature to produce a precise pie chart as illustrated in
Figure 7. This visualization elegantly captures the
balanced distribution among sustaining intergen-
erational ties, strengthening cultural identity, and
challenging negative public policy.

Shifting to computational biology, the model
demonstrates advanced correlation analysis capabil-
ities. When evaluating the performance of phyloge-
netic inference software, SciLENS autonomously
constructs a scatter plot comparing computational
efficiency against tree accuracy, shown in Figure 8.
This representation clearly highlights the superior
positioning of the MEGA5 package relative to base-
line algorithms along an explicit performance trend
line.

Furthermore, the framework exhibits robust
cross-entity comparative skills in geochemistry.
Queried on helium isotopic concentrations across
various intrusion-related deposits, the agent gener-

ates a bar chart, presented in Figure 9, that accu-
rately reflects the ascending concentration gradient
from the Yao’an to the Machangqing deposits.

Finally, within biochemical materials research,
the model successfully tracks continuous variables
by generating a line chart to illustrate the positive
ratiometric response of a fluorescence resonance
energy transfer signal to increasing glucose con-
centrations in specifically engineered microgels,
depicted in Figure 10. Collectively, these empirical
cases validate that SciLENS effectively overcomes
text-centric bottlenecks by converting complex and
multi-hop academic reasoning into definitive and
domain-agnostic visual insights.

K.3 Evaluation of Complex Synthesis
Scenarios

To further evaluate the robustness of our framework
against informational noise and complex query
structures, we examine scenarios containing inten-
tional distractors and multi-layered descriptive con-
texts. In the first complex scenario, the agent is
presented with a query detailing two distinct envi-
ronmental studies. One segment describes ground-
water distributions west of the Nile Delta, while
the second introduces an entirely unrelated man-
ganese risk assessment across various global river
basins. Tasked with determining the dominant wa-
ter types and their cumulative fraction specifically
from the first study, the model successfully iso-
lates the relevant hydrochemical data from the dis-
tracting risk assessment narrative. As depicted in
Figure 11, the agent converts the requested subset
of information into a precise pie chart, correctly
computing the proportional dominance of sodium
chloride, sodium sulfate, and sodium bicarbonate.
This demonstrates the capacity of the model to fil-
ter extraneous context and independently select the
optimal structural format for proportional represen-
tation.

A second challenging scenario involves parsing
intertwined bibliometric and organizational data.
The query describes a presentation slide contain-
ing both a citation subgraph for a specific publi-
cation and a stacked bar chart detailing the strate-
gic manufacturing group allocations of five Indian
automobile companies. The agent is required to
completely ignore the citation metrics and deduce
the proportional allocation of the companies based
purely on the color-coded blocks described within
the stacked bar. Illustrated in Figure 12, the model
effectively extracts the discrete entity counts, rec-
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ognizing that two companies belong to the active
enterprise group while the remaining three groups
contain one company each. It subsequently syn-
thesizes this extracted information into an accurate
pie chart, rendering the specific forty percent and
twenty percent allocations.

These complex evaluations confirm that the rea-
soning engine of SciLENS remains highly stable
and analytically precise when navigating dense and
distractor-laden scientific queries.

K.4 Error Case Analysis and Parametric
Fallback

To provide a comprehensive understanding of the
boundary limitations of SciLENS, we present a
detailed error case analysis in Figure 24 through
Figure 28. In this scenario, the agent is presented
with a highly convoluted query containing explicit
distractors regarding Turkish environmental poli-
cies before asking for a specific framework stage
from a distinct carbon disclosure publication. The
trajectory reveals two critical failure modes typi-
cal of large language models. Initially, the agent
exhibits attention hijacking by prioritizing the com-
plex distractors and wasting early tool invocations
retrieving irrelevant Turkish papers. Although it
subsequently reflects upon its context window and
redirects its search toward the correct target, it fails
to locate the exact textual evidence within the lim-
ited retrieved abstracts. Consequently, the agent
commits a severe parametric fallback error. Instead
of continuing the deep retrieval process via graph
traversal, the model explicitly rationalizes utilizing
its internal parametric knowledge to hallucinate
a plausible but factually incorrect answer. Cru-
cially, this failure mode explicitly validates the ro-
bustness of our multidimensional evaluation frame-
work. The judge model correctly identifies the
hallucination and rigorously penalizes the Answer
Semantic Fidelity and Evidence Grounding Qual-
ity metrics, resulting in a heavily degraded overall
score. This transparent diagnostic confirms that our
dynamic rubric successfully prevents the reinforce-
ment learning optimization process from being de-
ceived by superficially fluent but ungrounded text
generation.
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Figure 7: Case Study 1: Proportional analysis in educational sociology.

Figure 8: Case Study 2: Performance correlation in computational biology.
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Figure 9: Case Study 3: Cross-entity comparison in geochemistry.

Figure 10: Case Study 4: Continuous variable tracking in biochemistry.
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Figure 11: Complex Scenario 1: Filtering informational noise to synthesize groundwater distribution data while ignoring
irrelevant heavy metal risk assessments.
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Figure 12: Complex Scenario 2: Extracting and calculating discrete organizational allocations from mixed bibliometric
descriptions to generate a precise proportional synthesis.
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Figure 13: The first segment of the universal system prompt governing the agentic execution. This section explicitly defines the
capabilities of the agent alongside the comprehensive specifications for the retrieval and topological traversal tools.
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Figure 14: The second segment of the universal system prompt. This section details the structural visualization tools and enforces
the strict formatting constraints required for terminating the interaction trajectory.
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Figure 15: The universal system prompt utilized by the Qwen3-30B-A3B judge model for the Structural Synthesis Benchmark.
The instructions explicitly define the Answer Consistency Score, Query Alignment Score, and Factual Grounding Score metrics
to rigorously evaluate visualization oriented reasoning performance.
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Figure 16: A concrete example of the dynamically generated evaluation rubric for the Structural Synthesis Benchmark. The
schema explicitly defines weighted atomic criteria across Answer Consistency Score, Query Alignment Score, and Factual
Grounding Score to evaluate a complex metallurgical visualization task.
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Figure 17: The universal system prompt utilized by the Qwen3-30B-A3B judge model for the Scientific Fact and Reasoning
Benchmark. The directives strictly enforce the Answer Semantic Fidelity, Query Intent Satisfaction, and Evidence Grounding
Quality metrics to assess complex retrieval augmented text generation.

13515



Figure 18: A representative evaluation rubric for the Scientific Fact and Reasoning Benchmark. The defined criteria enforce
strict factual fidelity and exact evidence attribution for extracting specific epidemiological odds ratios while actively penalizing
context conflation across Answer Semantic Fidelity, Query Intent Satisfaction, and Evidence Grounding Quality metrics.
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Figure 19: Trajectory Example Part I. The agent receives the complex scientific query and formulates the initial logical plan to
locate the specific immunogenetic study via semantic retrieval.
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Figure 20: Trajectory Example Part II. The agent executes the EmbeddingSearch tool and evaluates the returned candidate list,
successfully identifying the foundational 2007 paper by Alonso et al.
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Figure 21: Trajectory Example Part III. After extracting the explicit odds ratio using the PaperInfo tool, the agent autonomously
invokes the GetInDegree graph traversal tool to verify the temporal validity of the statistic against recent literature.
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Figure 22: Trajectory Example Part IV. Having exhausted the citation graph without finding contradictory evidence, the agent
synthesizes the final answer. The judge model initiates the multidimensional rubric evaluation.
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Figure 23: Trajectory Example Part V. The evaluation concludes with granular pass or fail judgments across the Query Intent
Satisfaction and Evidence Grounding Quality metrics, culminating in the calculation of the final composite reward score.
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Figure 24: Error Case Part I. The agent is presented with a query containing dense distractors and incorrectly formulates its
initial plan to investigate the irrelevant Turkish environmental policies.
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Figure 25: Error Case Part II. Demonstrating attention hijacking, the agent wastes its early tool invocations extracting metadata
for the distractor publications rather than focusing on the core query intent.
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Figure 26: Error Case Part III. The agent successfully reflects upon its error, recognizes the distractors, and redirects its semantic
search toward the correct carbon disclosure framework.
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Figure 27: Error Case Part IV. Failing to retrieve the exact textual evidence, the agent triggers a parametric fallback. It abandons
further tool use and relies on internal parametric memory to hallucinate an incorrect stage label.
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Figure 28: Error Case Part V. The localized judge model successfully intercepts the hallucination. By strictly evaluating the
outputs against the evidence grounding criteria, it assigns a zero score for Answer Semantic Fidelity, validating the rigorousness
of the reward signal.
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