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Abstract

Large language models (LLMs) are increas-
ingly used to communicate and explain sci-
entific concepts, yet their tendency to hallu-
cinate poses significant risks in this high stakes
use-case. Prior scientific hallucination eval-
uation work remains largely restricted to the
biomedical domain, treats hallucination as a
binary task, and has not examined the grow-
ing family of scientifically fine-tuned LLMs.
We address these gaps with SCIFACTCHECK, a
benchmark of 2,500 prompts across five scien-
tific domains, paired with a modular evaluation
framework targeting three factuality hallucina-
tion types: unverifiability, overclaim, and at-
tribution. Using a controlled minimal-pairing
design, we evaluate 18 LLMs by comparing
each scientifically fine-tuned model against its
general-purpose base. Our results indicate that
1. Scientifically fine-tuned models exhibit
degraded factual reliability across all hallu-
cination types and scientific domains, and 2.
Fine-tuned models are internally less confi-
dent yet linguistically more assertive. A hu-
man pilot study further reveals that current fact-
checking tools show only modest agreement
with expert judgments on scientific content, and
that defining scientifically check-worthy claims
remains contested even among human anno-
tators. Our findings fundamentally challenge
current methods of domain-specific fine-tuning
for factuality and call for developing improved
verification infrastructure for scientific content.

1 Introduction

Large language models (LLMs) have become cen-
tral tools in scientific research and communica-
tion, with a growing ecosystem of models and
agentic systems built specifically for scientific use
cases (Eger et al., 2025; Ghareeb et al., 2026). Stu-
dents, researchers, and the general public increas-
ingly rely on these systems to navigate complex
or unfamiliar scientific concepts (Alshomary et al.,
2026). However, LLMs are well-documented to

generate factually incorrect content, a phenomenon
broadly referred to as hallucinations (Maynez et al.,
2020; Augenstein et al., 2024; Hagendorff, 2024;
Mishra et al., 2024). Empirical work has consis-
tently shown that long-tail knowledge is dispropor-
tionately prone to hallucinations (Zong et al., 2025;
Zhao et al., 2024), and that longer open-ended re-
sponses exhibit more factual errors than shorter
ones (Zhao et al., 2025; Vladika et al., 2025). These
findings raise the stakes of deploying LLMs for text
generation on scientific topics.

Despite this, existing work on open-ended LLM
hallucination evaluation has been narrow in its sci-
entific coverage, with most studies restricted to the
biomedical domain (Afzal et al., 2025; Godbole
and Jia, 2025) and none examining hallucinations
in open-ended generation through the lens of error
types, a distinction that matters because different
failure modes require different detection strategies
and carry different consequences for users (Mishra
et al., 2024). Equally important, no prior work
has systematically evaluated the growing family
of scientific LLMs, which are fine-tuned on large
collections of scientific publications to better serve
domain experts. As these models become increas-
ingly popular and widely deployed, understanding
whether domain-specific fine-tuning actually im-
proves factual reliability is a critical open question.

We address these gaps through the following
contributions (see Figure 1):

• SCIFACTCHECK, a benchmark for open-
ended, closed-book scientific text generation
consisting of 2,500 prompts across five sci-
entific domains1 grounded in peer-reviewed
literature in English.2

11. Engineering; 2. Life Sciences; 3. Physical Sciences
and Mathematics; 4. Social and Behavioural Sciences; 5. Arts
and Humanities.

2Our dataset is available at https://huggingface.co/
datasets/rabuahmad/scifactcheck.
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Figure 1: Illustration of the four-stage pipeline of our study.

• A modular evaluation framework for scien-
tific factuality hallucinations, targeting three
hallucination types drawn from prior litera-
ture: unverifiability (VER), overclaim (OVR),
and attribution (ATR), each with dedicated au-
tomatic metrics based on existing libraries.3

• A systematic evaluation of 18 LLMs using a
controlled minimal-pairing design, comparing
scientific LLMs against the general-purpose
foundation models they were built upon.

• A human pilot study validating VER and ATR
metrics against expert annotations across all
scientific domains.

Based on the hallucination types, scientific do-
mains, and used metrics, we find that scientifically
fine-tuned models exhibit degraded factual reliabil-
ity relative to general-purpose base models, chal-
lenging the premise that current domain-specific
adaptation approaches improve factuality. We fur-
ther find that scientifically fine-tuned models are
internally less confident yet linguistically more as-
sertive, a dissociation consistent with overclaiming
behaviour. Our human study reveals an even deeper
limitation: current automatic fact-checking tools
show only modest agreement with expert judg-
ments on scientific content, and annotators struggle
to reach consensus on what constitutes a scientifi-
cally check-worthy claim, pointing to a fundamen-
tal gap in the field’s verification infrastructure that
goes beyond metric choice.

2 Benchmark Construction

Extracting Scientific Concepts. We construct
a dataset of scientific concepts across five high-
level domains derived from the Open Research

3Our code for all steps of the study, including the eval-
uation framework, is available at https://github.com/
ryabhmd/SciFactCheck.

Knowledge Graph (ORKG) taxonomy4: 1. En-
gineering, 2. Life Sciences, 3. Physical Sciences
and Mathematics, 4. Social and Behavioural Sci-
ences, and 5. Arts and Humanities. For the first
four, we query the Semantic Scholar Open Re-
search Corpus (S2ORC, Lo et al., 2020)5 for
highly cited (≥100 citations) survey and review
papers, assuming that they contain consolidated,
community-validated scientific knowledge. We ex-
tract concepts semi-automatically using Gemini-
2.5-Flash (Comanici et al., 2025) on each title and
abstract, followed by manual review to correct er-
rors. For Arts and Humanities, where S2ORC re-
turns insufficient results, we sample articles from
the Internet Encyclopedia of Philosophy (IEP).6

This process yields 500 scientific concepts per do-
main.7 Due to the nature of scientific knowledge,
our design strategy does not use a fixed knowledge
source and can be updated as science evolves. As
an initial step, our benchmark’s grounding in highly
cited survey papers provides a stable, community-
validated starting point from which more sophisti-
cated verification pipelines can be built.

Prompt Generation. We use a two-step prompt-
ing strategy across all models and domains: first
generating a paragraph about a scientific topic, then
generating citations. For paragraph generation, we
clarify our definition of factual scientific claims8

and instruct the model to write a 200-word para-
graph about the concept. We specify the length to
reduce variance in the number of atomic claims
and enable fairer metric comparisons. We use a

4https://orkg.org/fields
5S2ORC continuously updates its bulk dataset with new

publications. We retrieved the data during October 2025.
6https://iep.utm.edu/
7More details in Appendix A.1.
8Factual scientific claims are those that are considered true

according to current consensus in the scientific community
and/or according to historical facts about a scientific topic.
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zero-shot prompt, emulating the way a layperson
would interact with an LLM (Joseph et al., 2024),
without providing any external context. For cita-
tion generation, we follow the approach suggested
by Ravichander et al. (2025) and instruct the model
to provide references relevant to the paragraph it
previously generated, formatted in APA style. We
include two in-context examples to anchor the ex-
pected output format.9

3 Scientific Factuality Hallucinations

We adopt the typology of Pagnoni et al. (2021),
which distinguishes semantic frame errors from
content verifiability errors, and survey prior work
on general hallucination types (Huang et al., 2024;
Li et al., 2024) and scientific error types (Li et al.,
2025a; Vendeville et al., 2025) to define six types
of scientific factuality hallucinations (see Table 4 in
Appendix B), selecting those recurring in at least
two sources. We additionally include ATR, moti-
vated by evidence of widespread citation fabrica-
tion in LLM outputs (Walters and Wilder, 2023;
Ravichander et al., 2025; Sakai et al., 2026). Since
our evaluation targets open-ended closed-book gen-
eration, we focus exclusively on content verifiabil-
ity errors and assign dedicated automatic metrics
to each type, prioritising those shown to correlate
with human judgments (Godbole and Jia, 2025).

3.1 Unverifiability Hallucination (VER)

VER refers to claims that are unsupported by trust-
worthy knowledge sources. In our case, these
sources are peer-reviewed scholarly documents,
which provide the best available descriptions of sci-
entific consensus on a specific topic. Although sci-
entific fact-checking (SFC) has specific challenges
that don’t apply to general fact-checking (Tan
et al., 2024; Deng et al., 2025), to the best of
our knowledge, there is no open-source frame-
work for evaluating factuality using scientific liter-
ature. Thus, we use two general-purpose metrics
from different knowledge sources: FActScore (Min
et al., 2023) using its open-source implementa-
tion, OpenFActScore (OFS, Lage and Ostermann,
2025), and VeriScore (Song et al., 2024). Both
follow a retrieval-to-verification pipeline, where
the output is deconstructed to atomic claims that
are then queried against a knowledge source to re-
trieve relevant paragraphs for verification. We use
VeriScore’s claim extraction model for both met-

9The full prompt templates are provided in Appendix A.2.

rics, as it has been shown to achieve higher agree-
ment with human judgments (Song et al., 2024).

For OFS, we construct a custom knowledge
source from the full text of each survey paper.
OFS reports the proportion of supported claims
as the response-level score, only considering pre-
cision without accounting for recall. We report
gamma scores (γ = 10) to penalise short responses.
For VeriScore, claims are verified against Google
Search results via Serper API,10 restricted to docu-
ments published within the past year to avoid out-
dated evidence. Each claim is classified as sup-
ported or unsupported and an F1@K score is as-
signed to each output, rewarding factual precision
(i.e., the fraction of supported claims) and sufficient
claim coverage via recall. The latter is anchored to
K, the median number of extracted claims across
all model responses.

3.2 Overclaim Hallucination (OVR)
OVR errors overstate the scope, exclusivity, or cer-
tainty of a scientific claim. Definitions of OVR vary
slightly in literature: Li et al. (2024) describe it
as statements that exceed what factual knowledge
can support, while Huang et al. (2024) as invalid
claims due to subjective biases. Nonetheless, there
is agreement that it is a distinct failure mode com-
pared to VER: the latter constitutes scientifically
check-worthy claims that cannot be verified against
evidence sources, while the former is usually not
check-worthy precisely because of its overclaiming
nature. In scientific communication, overclaiming
has been studied as a form of rhetorical manip-
ulation, where the certainty or scope of findings
is exaggerated relative to the underlying evidence
(Li et al., 2017; Patro and Baruah, 2021). This is
closely related to the concept of model confidence
attribute of hallucinations (Narayanan Venkit et al.,
2024), which is the tendency of models to omit
hedging language or uncertainty qualifiers.

Given the absence of a dedicated metric for OVR,
we focus on one of its aspects, (un)certainty, and
use two complementary proxies capturing different
dimensions: linguistic certainty, measuring how
confidently a claim is expressed through lexical
cues in the generated text, and parametric certainty,
measuring the model’s internal confidence during
generation. For the first, we use the certainty esti-
mator of Pei and Jurgens (2021),11 which assigns

10https://serper.dev/
11https://pypi.org/project/

certainty-estimator/
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each sentence a certainty score on a scale of 1 -
6, and outputs a response-level score consisting of
the average across all sentences. For the second,
we report length-normalised log probabilities of the
output, following Guerreiro et al. (2023), who show
that sequence-level log probabilities correlate with
hallucinated text. We compute the mean per-token
log probability of each response, normalised by
response length to avoid penalising longer outputs.

3.3 Attribution Hallucination (ATR)
ATR refers to fabricated or incorrect scientific at-
tributions, commonly manifested as citations of
non-existent or misrepresented publications. ATR
concerns provenance rather than content, making it
particularly damaging in scientific contexts where
citations are the primary mechanism for grounding
claims in the literature. Recent work has shown that
LLMs hallucinate high percentages of generated
citations (Walters and Wilder, 2023; İlter, 2026;
Sakai et al., 2026), with further studies showing
the prevalence of this phenomenon (Ravichander
et al., 2025; Eger et al., 2025; Farhat et al., 2023).

Evaluating ATR in open-ended generation poses
two challenges. First, to the best of our knowledge,
no existing library or package supports citation hal-
lucination evaluation in an open-ended generation
setting at the time of writing. Second, models vary
substantially in how many citations they generate
per prompt. A model producing many citations
may accumulate more valid ones simply by vol-
ume, making raw precision alone an insufficient
basis for comparison. To address this, we introduce
CiteVal, a metric inspired by VeriScore’s F1@K
that caps recall at a shared median target M to en-
able fair cross-model comparison. This ensures
all models are held to the same coverage expec-
tation regardless of output length. Let n be the
total number of citations and v ≤ n the number of
non-hallucinated citations per prompt:

Precision =
v

n
, Recall@M = min

( v

M
, 1

)

(1)
where M is the median number of citations gener-
ated across all prompts and models. The primary
metric is thus the rate of valid citations:

CiteVal = F1@M =
2 · P · R@M

P + R@M
(2)

computed per prompt and macro-averaged
across all prompts to get a per-model score.

We verify citations against CrossRef (Hendricks
et al., 2020) through a dual pipeline: after parsing
APA-formatted citations with regular expressions,
we use DOI-based and title-based lookup for val-
idation. For DOI lookup, we normalise the DOI
by removing whitespace and URL prefixes, and
query CrossRef to verify its existence; if found,
the retrieved title is compared to the citation us-
ing fuzzy matching12, and the citation is treated
as non-hallucinated if similarity reaches a prede-
fined threshold α = 0.9. For title lookup, we query
the title directly, retrieve the top 10 candidates,
and apply the same threshold to the best match.13

A citation is classified as non-hallucinated if ei-
ther strategy succeeds. Additional metadata (year,
venue, authors) are not incorporated into our val-
idation pipeline, since LLM-generated metadata
frequently diverges from CrossRef records due to
preprint and publication year discrepancies, venue
abbreviations, and incomplete author lists.

4 Experimental Setup

We evaluate a set of LLMs spanning both
general-purpose and scientifically fine-tuned model
families in different parameter sizes (see Ta-
ble 1). We identify four families of open-source
models described as general scientific LLMs14:
SciLitLLM (Li et al., 2025b), fine-tuned on
Qwen2.5 (Hui et al., 2024); SciTulu (Wadden
et al., 2025), fine-tuned on Tulu-2 (Ivison et al.,
2023); S1-Base,15 fine-tuned on Qwen3 (Yang
et al., 2025); and OpenScholar (Asai et al., 2026),
a retrieval-augmented (RAG) LM fine-tuned on
Llama-3.1-8B16. We further include two closed
general-purpose models, GPT-4o-mini and Perplex-
ity’s Sonar, to provide reference points against pro-
prietary systems. We prompt all models with a
consistent generation configuration. Full imple-
mentation details are provided in Appendix C.

5 Results

Table 2 presents results for all evaluated models
across all hallucination types, aggregated across
all five scientific domains. We report number of

12https://github.com/seatgeek/thefuzz
13We explain the choice of the α value in Appendix I.
14More information on the training methods and corpora

can be found in Appendix D.
15https://huggingface.co/ScienceOne-AI/

S1-Base-8B, https://huggingface.co/ScienceOne-AI/
S1-Base-32B

16https://huggingface.co/meta-llama/Llama-3.
1-8B-Instruct
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Model Sci. Variant Par. Sizes Access RAG

Qwen2.5 SciLitLLM1.5 7B, 14B Open ✗
Llama2 & Tulu SciTulu 7B, 70B Open ✗
Qwen3 S1-Base 8B, 32B Open ✗
Llama-3.1 OpenScholar 8B Open ✓

GPT-4o-mini – – Closed ✗
Sonar – – Closed ✓

Table 1: LLMs evaluated in this study. Scientific models
are paired with the general-purpose foundation model
they were fine-tuned from for controlled comparison.

abstentions in responses, mean word per paragraph,
and mean number of extracted claims and citations
per model (Table 6) and per domain (Table 7). The
median number of extracted claims for VeriScore is
K = 19 and that of citations for CiteVal is M = 5.
Due to budget and time constraints, we compute
VeriScore for 8 models, chosen based on the mean
OFS scores for model pairs.17 We also report the
most commonly used web domains for VeriScore
evidence extraction in Appendix F.

Overall Performance. Closed models show var-
ied performance: GPT-4o-mini achieves the high-
est VeriScore and Sonar achieves the highest
CiteVal, consistent with its RAG architecture.
However, Sonar also shows relatively low VER
scores, with the lowest OFS out of all models.
Among open models, Qwen3-8B achieves the high-
est OFS, tulu-2-70b the highest VeriScore, and
Llama-3.1-8B the highest CiteVal. Overall, no
specific model is consistently the best-performing
across all metrics.

Metric Correlations. We compute pairwise Pear-
son correlations across all five metrics for the
six models with complete evaluations (Figure 2).
The results show that the three hallucination types
are largely orthogonal: most pairwise correlations
are around 0, indicating that metrics measure dis-
tinct errors. We note a divergence within VER,
where OFS and VeriScore show a weak correla-
tion (r = 0.22), most probably attributed to the
difference of evidence sources. We also note weak
correlations between CiteVal and both OFS and
par. certainty, indicating that factual accuracy, cita-
tion behaviour, and model certainty show negative
linear association. Linguistic certainty is not corre-
lated with any other metric, suggesting that confi-
dent language is independent of factual accuracy.

17See more detailed model selection reasoning in Ap-
pendix F.
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Figure 2: Pearson correlation matrix between metrics.
Analysis includes six models with complete evaluations
across 2,500 scientific concepts (15,000 observations).

Scientific vs. General Models. To assess overall
group differences, we apply the Mann-Whitney U
test comparing general against scientific LLMs (Ta-
ble 3). Results show a consistent pattern across met-
rics (all p < 0.001): scientific LLMs underperform
general LLMs on OFS, VeriScore, par. certainty,
and CiteVal, while scoring higher on ling. certainty,
with the most robust effect shown for par. certainty
(Cohen’s d = +0.36). Per-pair comparisons us-
ing Wilcoxon signed-rank tests (Table 10) show a
more nuanced picture: while CiteVal degradation
seems to be consistent across all pairs, factual pre-
cision metrics vary by model family. For example,
OpenScholar shows higher VeriScore than its base
model, likely due to its RAG architecture. We also
note that some scientific LLMs abstain more than
their general counterparts.18

Model Size Effect. We assess overall size effects
using Mann-Whitney U tests comparing small (≤
8B) against large (> 8B) models (Table 3), finding
that larger models are better in CiteVal, par. cer-
tainty, and VeriScore, while OFS and ling. certainty
show no significant difference. Per-pair compar-
isons (Table 11) reveal patterns similar to the sci-
entific vs. general comparison: CiteVal shows con-
sistent improvement in 6/7 pairs, par. certainty in
7/7 pairs, and OFS in 5/7 pairs (with mixed direc-
tionality). These results suggest model size effects
exist but vary across model families and metrics.

Domain Variation. Figure 3 shows performance
across domains. We note that CiteVal scores are
higher in Arts and Humanities, while ling. and
par. certainty remain stable across all domains.

18See Appendix F.
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VER OVR ATR

Model OFS VeriScore (K = 19) Ling. Param. CiteVal (M = 5, α = 0.9)

gpt-4o-mini 0.661 ±.22 0.728 ±.23 4.801 ±.16 – 0.257 ±.26

perplexity-sonar 0.580 ±.22 0.548 ±.24 4.901 ±.08 – 0.451 ±.30

Llama-2-7b-chat 0.614 ±.24 – 4.747 ±.17 -0.080 ±.02 0.173 ±.24

tulu-2-7b 0.627 ±.23 – 4.765 ±.19 -0.166 ±.05 0.059 ±.15

scitulu-7b 0.632 ±.23 – 4.821 ±.16 -0.228 ±.05 0.013 ±.07

Llama-2-70b-chat 0.622 ±.21 – 4.776 ±.16 -0.098 ±.02 0.227 ±.27

tulu-2-70b 0.656 ±.21 0.662 ±.22 4.793 ±.17 -0.205 ±.04 0.300 ±.28

scitulu-70b 0.655 ±.22 0.653 ±.22 4.802 ±.18 -0.169 ±.04 0.177 ±.21

Llama-3.1-8B-Instruct 0.650 ±.22 0.604 ±.23 4.787 ±.17 -0.360 ±.06 0.400 ±.32

OpenScholar-8B 0.628 ±.23 0.629 ±.23 4.793 ±.17 -0.374 ±.06 0.327 ±.31

Qwen2.5-7B-Instruct 0.652 ±.22 0.594 ±.22 4.782 ±.19 -0.116 ±.03 0.250 ±.28

SciLitLLM1.5-7B 0.598 ±.23 0.549 ±.23 4.747 ±.21 -0.173 ±.05 0.212 ±.28

Qwen2.5-14B-Instruct 0.667 ±.21 – 4.807 ±.16 -0.114 ±.03 0.323 ±.31

SciLitLLM1.5-14B 0.604 ±.23 – 4.791 ±.20 -0.105 ±.04 0.278 ±.29

Qwen3-8B 0.671 ±.21 – 4.850 ±.14 -0.097 ±.03 0.274 ±.26

S1-Base-8B 0.605 ±.22 – 4.912 ±.10 -0.141 ±.02 0.164 ±.20

Qwen3-32B 0.660 ±.20 – 4.833 ±.14 -0.149 ±.03 0.373 ±.29

S1-Base-32B 0.608 ±.21 – 4.853 ±.13 -0.108 ±.02 0.231 ±.27

Table 2: Results of automatic evaluation metrics across models and factuality hallucination types. VER =
Unverifiability (OFS and VeriScore; higher is better, i.e. more claims are verified), OVR = Overclaim (Linguistic
and parametric uncertainty; higher is more certain), ATR = Attribution (CiteVal; higher is better, i.e. more citations
are valid). Scientific LLMs are indented below their general-purpose base model. Logprobs are unavailable for
closed-source models. VeriScore was evaluated on a subset of models due to computational constraints. Best and
worst scores per column are highlighted.

Metric Group 1 Group 2 p d

General vs. Scientific (N=9 gen, N=7 sci)
OFS 0.667 0.632 <0.001 +0.15
VeriScore 0.647 0.600 <0.001 +0.13
Ling. Cert. 4.837 4.869 <0.001 -0.15
Par. Cert. -0.125 -0.154 <0.001 +0.36
CiteVal 0.182 0.000 <0.001 +0.22

Small vs. Large (≤8B vs. >8B; N=9 small, N=7 large)
OFS 0.652 0.667 0.036 +0.04
VeriScore 0.611 0.686 <0.001 +0.28
Ling. Cert. 4.846 4.851 0.059 +0.04
Par. Cert. -0.155 -0.125 <0.001 +0.65
CiteVal 0.000 0.200 <0.001 +0.23

Table 3: Overall group comparisons using Mann-
Whitney U tests. Values are median scores. d = Cohen’s
d effect size. All tests use two-sided alternative.

OFS shows lower performance in Social and Be-
havioural Sciences and Arts and Humanities, and
VeriScore follows a similar pattern, with Life Sci-
ences having the highest scores and Arts and Hu-
manities the lowest. However, we interpret VER
differences with caution since the definition and
verification of scientific facts vary considerably
across domains, and the availability and quality
of evidence sources differ substantially between
fields. As such, these epistemological differences
limit direct comparisons of scores and we do not
consider them indicative of any specific pattern.

6 Human Validation Pilot Study

We conduct a human validation study to assess the
accuracy of our automatic metrics. Due to resource
constraints, we restrict our study to VER and ATR.

6.1 Validating VER

We select two models representing the highest and
lowest average performance: GPT-4o-mini and
Sonar. We select 50 concepts (10 per domain)
that cover both high- and low-scoring cases. To
ensure annotators could evaluate claims correctly,
we apply domain-specific topic filters.19 For each
concept, we sample up to 10 claims per model from
the same atomic claims used in the automatic eval-
uation, yielding 958 in total. Two annotators are
recruited per domain with a minimal requirement
of a bachelor’s degree in the field. Annotators were
asked to perform two tasks: (1) judge whether the
claim is scientifically check-worthy; (2) for check-
worthy claims, judge whether it is factual given a
reference document comprising of the survey paper
and web search snippets.20

19Full concept list, scores, and topic filters are in Ap-
pendix H.

20Annotation guidelines: https://github.com/
ryabhmd/SciFactCheck/blob/main/annotation_
guidelines.pdf

14045

https://github.com/ryabhmd/SciFactCheck/blob/main/annotation_guidelines.pdf
https://github.com/ryabhmd/SciFactCheck/blob/main/annotation_guidelines.pdf
https://github.com/ryabhmd/SciFactCheck/blob/main/annotation_guidelines.pdf


Figure 3: Performance across scientific domains by model type with normalised scores (0-1 scale). Error bars
indicate standard deviation.

Inter-Annotator Agreement (IAA). We report
Cohen’s κ and raw agreement percentages due to
label prevalence effects, as κ underestimates agree-
ment when one label dominates (Artstein and Poe-
sio, 2008). We use binary labels (check-worthy/not
check-worthy, supported/unsupported) and see an
overall fair agreement (Landis and Koch, 1977) for
both check-worthiness (κ = 0.29, 77% raw) and
factuality (κ = 0.30, 72% raw). IAA is highest
for Physical Sciences and Mathematics on check-
worthiness (κ = 0.43) and for Life Sciences on
factuality (κ = 0.57), reflecting the greater clarity
of verifiable claims in empirical domains. Unsur-
prisingly, Arts and Humanities shows the weakest
check-worthiness (κ = 0.17, 76% raw) and factual-
ity IAA (κ = 0.06, 73% raw), showcasing greater
subjectivity in what constitutes a scientific fact.21

Metric Validation. We use the same metrics to
compute agreement between VER metrics and hu-
man factuality judgments, where VeriScore shows
higher results than OFS (κ = 0.27, 69% raw, vs.
κ = 0.05, 61% raw). However, we interpret this
with caution: annotators used VeriScore’s web
search snippets as the main reference, thus higher
VeriScore-human agreement may reflect shared ev-
idence rather than better metric quality. The di-
vergence between OFS and VeriScore mirrors the
weak correlation between them observed in Fig-
ure 2, reinforcing that evidence source selection
fundamentally shapes evaluation outcomes.

21Detailed IAA scores and per-concept results are in Ap-
pendix H, where we also discuss examples of annotated claims
and their scientific check-worthiness.

6.2 Validating ATR

We follow a similar process to validate CiteVal,
adapted to citation-level judgments. We select two
models, SciTulu-7b and Llama-3.1-8b, and for
each domain select the two concepts with the high-
est and lowest average scores, yielding 10 concepts
across the 5 domains and 115 extracted citations in
total. For each citation, one annotator checked: (1)
whether it was parsed correctly relative to the raw
model output; (2) whether the cited title exists; (3)
whether the cited DOI exists, and if so, whether it
refers to the same title; and (4) whether the citation
is topically related to its scientific concept.

Our results show that parsing is correct for 87%
of citations, with errors occurring primarily in
venue extraction (15 citations), followed by title
(11), authors (5), and DOI (2). At the adopted
α = 0.9, CiteVal achieves an accuracy of 0.9 and
an F1 score of 0.85 against manual validation (31
TP, 73 TN, 8 FP, 3 FN).22 Among hallucinated ci-
tations, the majority failed on title matching alone
(74), while a small number failed due to a non-
existent DOI (5) or a DOI that resolved to a differ-
ent title than the one cited (1). Notably, a DOI was
present in only 6 of the 115 citations overall, indi-
cating that models rarely include DOIs in their gen-
erated citations and when they do, it’s fabricated.
Further inspection of the 35 citations verified as
genuinely existing (TP + FN) shows that 25 were
topically relevant to the concept they were cited
for. Interestingly, all 10 non-relevant publications
result from the Arts and Humanities domain.

22In Appendix I, we compare this with other α values.
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7 Discussion

Scientifically fine-tuned models do not show im-
proved factuality. Despite being trained on sci-
entific corpora, scientific LLMs did not outperform
general-purpose models. While per-pair compar-
isons show some variation likely due to differences
in fine-tuning strategies, this pattern holds at the ag-
gregate level, challenging the premise that domain-
specific training improves factuality. Several mech-
anisms are likely to contribute, such as catastrophic
forgetting (Luo et al., 2025), in which models lose
previously acquired general knowledge during fine-
tuning, as parameter updates overwrite existing fac-
tual representations. Ghosal et al. (2024) show that
fine-tuning on new knowledge increases hallucina-
tion, particularly when new facts interact poorly
with pretrained knowledge, and Gekhman et al.
(2024) similarly show that fine-tuning does not
help models acquire new knowledge. Scientific
fine-tuning may also suffer from data quality issues,
as corpora can contain errors, outdated information,
and unverified claims, and have been shown not to
necessarily improve long-form factuality (Newman
et al., 2025). Knowledge overshadowing (Collins
and Thorne, 2026; Zhang et al., 2025) could also
be an explanation, where models struggle to reach
scientific consensus because their training data con-
tains extensive discussions of certain topics. More
fundamentally, Collins and Thorne (2026) argue
that LLMs lack the collective tacit knowledge hu-
mans acquire to function as trusted experts, suggest-
ing that statistical learning is insufficient for gen-
uine scientific understanding. These results align
with prior work showing that fine-tuning does not
guarantee factual improvements (Afzal et al., 2025;
Newman et al., 2025), suggesting that current fine-
tuning approaches require fundamental rethinking.
Model size shows mixed associations with factu-
ality, consistent with recent findings (Zhao et al.,
2024; Afzal et al., 2025), cautioning against naïve
scaling for mitigation.

Scientific models express confident language
while being internally uncertain. Overall, sci-
entific LLMs exhibit higher ling. certainty while
showing lower par. certainty. This shows a pat-
tern of confident language masking internal un-
certainty, likely because fine-tuning teaches mod-
els the stylistic conventions of scientific discourse
rather than improving their knowledge: scientific
papers typically employ assertive language, and
models appear to learn this without acquiring the

underlying epistemic rigour. Prior science commu-
nication work shows that misleading claims arise
from increased linguistic confidence rather than in-
correct content (Li et al., 2017; Patro and Baruah,
2021), suggesting that models may be replicating
these patterns. The minor negative correlation be-
tween par. and ling. certainty further supports this,
echoing concerns raised in prior hallucination re-
search (Narayanan Venkit et al., 2024). For scien-
tific communication, where users may lack domain
expertise to verify claims independently, this mis-
alignment is particularly concerning.

Factuality is multidimensional and evidence
source matters. Pairwise correlations between
metrics are low, suggesting that VER, OVR, and ATR
represent independent dimensions of errors, and ret-
rospectively justifying our multi-type framework.
No single metric captures the full spectrum of fail-
ures, and optimising for one dimension does not
necessarily improve another. Within VER, OFS and
VeriScore showed weak correlation, highlighting
that evidence source selection meaningfully shapes
evaluation outcomes, which was further empirically
grounded by our human pilot study. These results
have practical implications for researchers evalu-
ating scientific factuality of LLMs: metric choice
is not neutral, and we recommend reporting multi-
ple complementary metrics with different evidence
sources rather than relying on a single one.

SFC remains an open challenge. Our results
reveal a broader limitation of current frameworks
when applied to SFC. VeriScore, the stronger of
the two metrics, achieved only modest agreement
with human judgements, and human annotators
themselves showed limited consensus on what con-
stitutes a scientifically check-worthy claim. This
points to a more fundamental gap: the scientific
community lacks both a shared operational defini-
tion of scientific check-worthiness and the verifica-
tion infrastructure to support it. Current pipelines
like VeriScore retrieve evidence from the web,
which in our data included sources of questionable
authority such as social media platforms (see Fig-
ure 7), posing a significant concern when verifying
scientific claims. We therefore argue that scientific
factuality evaluation requires purpose-built verifi-
cation tools grounded in curated scholarly sources,
alongside explicit definitions of verifiability and
check-worthiness for different scientific domains.
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8 Related Work

Hallucination Detection. Automatic methods
usually adapt a decompose-and-verify pipeline,
which decomposes LLM generations into atomic
claims and verifies each independently against ex-
ternal evidence, enabling claim-level judgments.
FActScore (Min et al., 2023) established this
paradigm for open-ended biography generation,
verifying atomic facts against Wikipedia; later ex-
tended by VeriScore (Song et al., 2024) to gen-
eral long-form generation using web search evi-
dence. OpenFactCheck (Wang et al., 2025) fur-
ther unified several such pipelines into a single
framework spanning claim extraction, evidence re-
trieval, and verification. This paradigm has since
been extended in various directions, including con-
verting claims and evidence to graph structures
for verification (Chen et al., 2025), handling miss-
ing or incomplete facts (Liu et al., 2025), and
bi-level verification frameworks using several evi-
dence sources (Zhao et al., 2025).

The decompose-and-verify paradigm is generally
used because identifying specific failure modes is
a prerequisite for developing targeted mitigation
strategies (Mishra et al., 2024; van Deemter, 2024).
This is grounded in the broader distinction between
faithfulness (contradicting the input context) and
factuality (contradicting world knowledge) halluci-
nations (Huang et al., 2024; Li et al., 2024). Faith-
fulness hallucinations have received more atten-
tion since the input context serves as a natural
reference for verification, while factuality hallu-
cinations are generally harder to detect (Huang
et al., 2024; Li et al., 2024). Following FActScore,
most fine-grained factuality work targets open-
ended biography generation using Wikipedia as
an evidence source (Min et al., 2023; Zhao et al.,
2024; Ravichander et al., 2025). However, pre-
vious work has consistently shown that long-tail
entities, which are infrequent in training data or
absent from Wikipedia, produce significantly more
hallucinations. Such patterns are concerning for
scientific content where many concepts are niche
and domain-specific (Afzal et al., 2025), and LLMs
have been shown to struggle with detecting and
correcting scientific confabulations (Wang et al.,
2026). In this work, we explore this further in an
open-ended closed-book generation setting.

SFC. The predominant approach for SFC in-
volves verifying claims extracted from real-world
text against trusted evidence sources, mostly fo-

cusing on biomedicine and relying on abstracts
for evidence (Wadden et al., 2020, 2022; Sarrouti
et al., 2021; Saakyan et al., 2021). Recent work
has broadened domain coverage to climate sci-
ences (Abu Ahmad et al., 2025) and natural lan-
guage processing (NLP) (Maab and Yamagishi,
2026), the latter introducing full-text evidence
and temporal verification dimensions. Although
these benchmarks propose novel methods in SFC,
none evaluate the factuality of claims generated by
LLMs, which is the focus of our work.

9 Conclusion

We introduced SCIFACTCHECK, a benchmark for
evaluating scientific factuality hallucinations in
open-ended LLM-generated text across five sci-
entific domains, alongside a fine-grained evalua-
tion framework targeting three hallucination types:
VER, OVR, and ATR. Our systematic evaluation of
18 models revealed that, overall, scientific fine-
tuning approaches do not show improved factual
reliability relative to general-purpose base models
across all hallucination types and domains, chal-
lenging the assumption of domain-specific adap-
tation for higher factuality. We further identified
a dissociation between parametric and linguistic
certainty in scientific models, suggesting that fine-
tuning instils stylistic confidence without epistemic
grounding. A human evaluation study indicated
that automatic metrics of factuality show modest
correlation with human judgments in the scientific
domain, while also revealing that both automatic
metrics and human annotators struggle with scien-
tific check-worthiness, pointing to a fundamental
gap in current SFC infrastructure.

Limitations

Our benchmark relies on S2ORC’s internal field
classifier to assign papers to scientific domains.
Despite filtering to papers assigned exclusively to
a single domain cluster, the interdisciplinary nature
of research cannot be fully eliminated. Domain-
level comparisons should therefore be interpreted
as approximate rather than strict.
VER evaluation relies on two knowledge sources:

the full text of the survey paper (OFS) and web doc-
uments (VeriScore). Survey papers may not cover
all relevant claims exhaustively, and web retrieval
does not filter sources by citation count, publica-
tion venue, or web domain authority, and in prac-
tice retrieved documents from sources of limited
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credibility (see Figure 7). The limited availability
of trustworthy evidence is a known open challenge
in SFC (Tan et al., 2024), and our framework per-
mits substituting evidence sources in future work,
e.g., by expanding the evidence knowledge base
or integrating purpose-built scientific verification
pipelines such as that of Tan et al. (2026) as they
become publicly available.

Overclaiming remains underexplored in the hal-
lucination literature, and no dedicated automatic
metric exists for detecting overclaims in open-
ended generation. Our metrics capture only one of
its aspects according to previous definitions, and
their validity as measures of overclaiming specifi-
cally has not been fully established. We leave this
as an important direction for future work.

Our manual validation of CiteVal suggests
that further experiments with the fuzzy-matching
threshold and additional validation data could im-
prove its reliability. We additionally note that
CiteVal verifies only whether a citation exists, not
whether it supports the paragraph it accompanies.
Extending it to check topical or evidential rele-
vance is an important direction, though difficult in
practice given that many publications lack public
full-text access.

We do not account for potential overlap between
SCIFACTCHECK concepts and pretraining corpora.
Probing this with existing tools (Elazar et al., 2024)
could reveal whether well-represented concepts
yield more factual outputs, consistent with fre-
quency effects documented by Zong et al. (2025).
This is particularly relevant for scientific LLMs,
whose corpora are more likely to contain our source
survey papers. However, many evaluated models
do not disclose their full training data composi-
tion, and probing the subset that do would require
significant additional effort.

Our study compares scientific LLMs against
their general-purpose base models but does not con-
trol for differences in fine-tuning methodology, cor-
pus curation, or data mixture ratios across the eval-
uated models. The observed performance degra-
dation reflects the aggregate outcome of current
scientific fine-tuning practices across diverse ap-
proaches rather than any single causal mechanism.
Disentangling these factors would require further
ablation studies and training multiple models under
controlled conditions.

Finally, we note that our VER human evaluation is
limited to two models and 958 claims annotated by
two annotators per domain, meaning per-domain

metric agreement estimates should be interpreted
with caution. Low IAA, particularly in Arts and
Humanities, reflects the genuine difficulty of scien-
tific factuality judgement but limits the reliability of
those results. Additionally, we require a minimum
of a bachelor’s degree rather than doctoral-level
expertise, falling short of peer-review standards
and potentially affecting judgement reliability for
highly specialised concepts.

Ethical Considerations

All survey papers for benchmark construction and
knowledge base creation were collected in accor-
dance with their open-access licensing status as de-
termined by the Unpaywall schema (Piwowar et al.,
2018), restricting to Gold, Green, and Hybrid open-
access papers. No paywalled or restricted content
was used, ensuring compliance with copyright and
licensing. All annotators were fully informed of the
purpose and scope of the study and volunteered to
assist without compensation. No personally identi-
fiable information was collected from annotators,
and participation was entirely voluntary with the
option to withdraw at any time. Claude (Anthropic)
was used to assist in polishing the manuscript and
in writing portions of the code for model prompt-
ing and evaluation. All AI-assisted content was
reviewed and verified by the authors.
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A Dataset and Prompt Details

A.1 Further Details on Benchmark
Construction

When filtering from S2ORC, we exclude papers
without abstracts, and further filter to open-access
publications with licenses permitting full-text reuse.
Specifically, we keep those tagged as Gold, Green,
or Hybrid according to the Unpaywall open-access
status schema (Piwowar et al., 2018). Papers in
S2ORC are classified into 23 fine-grained scientific
disciplines, which we query separately, mapping
them to one of our five target domains manually.
For each domain, we retain only publications as-
signed exclusively to disciplines within that do-
main’s cluster, deliberately excluding multidisci-
plinary publications to ensure clean cross-domain
comparability. We order results by descending pub-
lication year and prioritise recent ones, attempting
to reduce data contamination in our experiments.
The prompt used for scientific concept extraction
is shown in Figure 4. The results were manually
reviewed by one author who discarded papers with
at least one of the following exclusion criteria:

1. Repeated scientific concept;

2. The paper is a subjective opinion piece about
the concept rather than a literature review;

3. The paper is not written in English;

4. The paper is a follow-up of another review pa-
per and thus does not contain the full context
of information;

5. The paper describes a questionnaire (i.e. sur-
vey in that sense, which was prevalent in the
Social Sciences domains).

The IEP website is organised into five subsections:
1. History of Philosophy, 2. Metaphysics and Epis-
temology, 3. Philosophical Traditions, 4. Science,
Logic, and Mathematics, and 5. Value Theory. We
randomly select 100 articles from each subsection,
yielding 500 philosophy concepts to represent the
Arts and Humanities domain.

A.2 Prompt Templates
Figure 5 shows the prompt template used for the
paragraph generation prompt and Figure 6 shows

the follow-up template used for the citation gen-
eration prompts. For paragraph generation, we
follow Afzal et al. (2025) in asking the model to re-
spond based on its best knowledge, and Song et al.
(2024), in requesting that the output be fluent, co-
herent, and factual. We also specify the domain of
the concept to disambiguate polysemous topics, for
example, knowledge transfer in education research
vs. machine learning.

B Scientific Factuality Hallucination
Types

Table 4 displays six scientific factuality hallucina-
tion types according to prior research, each with
a definition and an example illustrating it. In this
paper, due to our focus on the open-ended text gen-
eration task, we focus on content verifiability error
types and leave the detection of semantic frame
errors to future work.

C Generation Configuration Details

Inference Frameworks. Smaller open-source
models are run using the HuggingFace Transform-
ers library (Wolf et al., 2020). For larger open-
source models, we use vLLM (Kwon et al., 2023)
to enable efficient inference with tensor paralleliza-
tion across multiple GPUs. Closed-source mod-
els are accessed via their respective provider APIs:
GPT-4o-mini via the OpenAI API and Sonar via the
Perplexity API. To unify API calls across providers,
we use LiteLLM.24

Hardware and Cost. We prompted 16 local
models using HuggingFace Transformers (v4.55.4)
and vLLM (v0.11.0) across RTXA6000-SLT,
RTXA6000, A100-80GB, H100, H100-Trail, and
RTX3090 GPUs. Two closed-source models (GPT-
4o-mini and Perplexity Sonar) were accessed via
their respective APIs and are not included in the
GPU hour count. Total prompting GPU compute
for local models was approx. 530 GPU hours, and
total cost for closed models was approx. 60 USD.

Hyperparameters. We set the maximum num-
ber of new tokens to 1024 to avoid output trunca-
tion and apply each model’s chat template where
supported by its configuration. We enable sam-
pling for all models, as recommended for genera-
tive instruction-following tasks requiring outputs

24https://github.com/BerriAI/litellm
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Given a scientific abstract of a survey paper about a scientific topic, your task is to extract the
main scientific concept the abstract is about. Your response should consist of the main concept
alone and nothing more.
If the given paper is not a survey paper about a given topic that can be used as a credible
knowledge source about the scientific concept, you response must be None.

Title of survey paper: {title}.
Abstract: {abstract}.
Main concept:

Figure 4: Prompt used to extract the main scientific concept from the retrieved survey papers.

Scientific claims are those that are considered true according to current consensus in the
scientific community and/or according to historical facts about a scientific topic.

Based on your best knowledge, give me a 200-word paragraph about the scientific concept
{scientific_concept} in the context of the {field} domain.

Content Instructions:
- The paragraph must be fluent, coherent, and consist only of factual scientific claims to the
best of your knowledge.
- The paragraph must be generic and must NOT include names of specific studies, authors, or
research groups.
- The paragraph must NOT include paper titles, journal or conference names, or DOIs.
- The paragraph must NOT include years linked to specific studies (e.g., ‘a 2015 study
showed. . . ’).
- Do NOT include any citations, reference markers, brackets, numbers, or footnotes inside the
paragraph.
- Do NOT restate or explain these instructions.
- Do NOT repeat the same sentence, clause, or phrase multiple times.

Figure 5: Paragraph generation prompt used for all models and domains.

Find relevant scientific or academic references in APA format that support the information
presented in the following paragraph: {paragraph}

Use semicolons as separators, and list each APA reference without additional information.

Examples of APA formatted references:
Tang, F. & Pierce J.W. (2014). Alzheimer’s disease in young adults. Journal on
Aging, 14(3), 220-243.; Iosua, S. L. (2017). Individual proximity, complex and coor-
dinated collective movement. Journal of Comparative Psychology, 123(6), 126–134.
https://doi.org/10.1167/com0000274

** Note that complete citations MUST include author names, year of publication, title of
publication, and publisher name**.

Figure 6: Citation generation prompt used for all models and domains.

longer than 20 tokens.25 We set the temperature
to 0.3 across all models, following the same guide-
lines for tasks requiring factual rather than creative
generation, striking a balance between determinism
and output diversity. We apply a repetition penalty
of 1.1 to reduce degenerate token repetitions.

25https://huggingface.co/docs/transformers/
main/en/generation_strategies

D Scientific LLMs

We report the training methods and used training
corpora for the evaluated scientific LLMs in Ta-
ble 5. We note that the most used datasets are:
1. SciRIFF (Wadden et al., 2025), which includes
domains such as Material Sciences, Chemistry,
Biomedicine, AI, Clinical, and Misc.; 2. SciL-
itIns (Li et al., 2025b), which is described as con-
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Hallucination Type Definition Example

Semantic Frame Errors

Entity Error (ENT) Error in named entity mentioned The theory of relativity was first
Huang et al. (2024); Li et al. (2024, 2025a) in a claim. published by Newton.
Pagnoni et al. (2021)

Relation Error (REL) Error in a relation between Penicillin was synthesized by
Huang et al. (2024); Li et al. (2024) two named entities in a claim. Alexander Fleming.
Pagnoni et al. (2021)

Numeric Error (NUM) Error in a numerical subject Water boils at 90°C at standard
Li et al. (2025a); Pagnoni et al. (2021) and/or object of a claim. atmospheric pressure.

Content Verifiability Errors

Unverifiability (VER) Claim cannot be verified against Mindfulness meditation activates
Huang et al. (2024); Li et al. (2024) a trusted knowledge source. the parasympathetic nervous
Li et al. (2025a) system in 73% of clinical cases.

Overclaim (OVR) Exaggeration or overgeneralization Cognitive behavioural therapy
Huang et al. (2024); Li et al. (2024, 2025a) of a scientific claim in terms of eliminates all symptoms of depression.
Vendeville et al. (2025) scope, exclusivity, and/or certainty

Attribution (ATR) Fabricated scientific attribution doi.org/10.1016/j.jhmt.2019.03.014
Walters and Wilder (2023)
Ravichander et al. (2025)
Sakai et al. (2026); İlter (2026)

Table 4: Types of scientific hallucinations produced by LLMs based on previous research. In this study, we focus
exclusively on content verifiability errors: VER, OVR, and ATR.

taining general science documents; and 3. S2ORC,
which is used for retrieval in OpenScholar.

E Metric Implementation Details

Custom Knowledge Sources for OFS. We pro-
cess each PDF of the original survey articles us-
ing Docling v.2.61.2 (Livathinos et al., 2025) and
MinerU v1.3.2 (Wang et al., 2024), extracting the
text as markdown and converting it to JSONL to
match the required input format, where each para-
graph in the full text is treated as a retrievable unit.
For IEP articles, we use the BeautifulSoup package
v4.13.326 to scrape each article and similary con-
vert it to JSONL formatting for retrieval. We verify
claims by first retrieving the top 5 paragraphs per
claim via GTR-T527 and validating with Gemma-
7B-Instruct28 using chain-of-thought reasoning.

Hardware and Cost. OFS evaluation was run
using Gemma-7B-it as the atomic fact verifica-
tion model across A100-80GB and H100-Trail
GPUs, requiring approx. 298 GPU hours in to-
tal. VeriScore evaluation required an approx. 180
GPU hours for claim extraction (Mistral-based) and
claim verification (Llama-3-based) steps across the
18 evaluated models; evidence retrieval was API-

26https://beautiful-soup-4.readthedocs.io/en/
latest/

27https://huggingface.co/sentence-transformers/
gtr-t5-large

28https://huggingface.co/google/gemma-7b-it

bound and required no GPU compute. For OVR and
ATR evaluation, only CPUs were used. Total evalu-
ation cost was approx. 478 GPU hours, as well as
approx. 400 USD for Serper API usage.

F Model Responses and Additional
Evaluation Results

We report response statistics per model (Table 6)
and domain (Table 7), including number of absten-
tions for both the paragraph and citation generation
prompts, mean number of words per response to
the paragraph generation task, mean number of
extracted claims and mean number of extracted
citations. In reporting abstentions, we include in-
stances where no atomic claims were extracted and
no citations were extracted. In citation generation,
some models, such as Tulu-2-7b and SciTulu-7b,
tend to output the two citations given in our two-
shot prompt, which we don’t count as a proper
response, since it is a mere replication of the in-
put samples. We count those as instances with no
extracted citations, but not as abstentions.

We show average OFS results of each generic-
scientific model pair in Table 8, on which base
our model selection for running VeriScore. To
limit our bias in interpreting VeriScore results,
we choose the top and bottom pairs and add the
Llama-3.1-8B-Instruct-OpenScholar-8B pair
to maximise model family diversity.

Figure 7 shows the most frequent web domains
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Model Stage Dataset Size

SciLitLLM

CPT In-house textbooks 73k / 10B tok
CPT In-house journals 625k / 2.7B tok
CPT RedPajama 11B tok
SFT SciLitIns 93k inst
SFT SciRIFF 70k inst
SFT Infinity-Instruct 3M inst

SciTulu
SFT SciRIFF-train-mix 70k inst
SFT Tulu v2 SFT mixture —

S1-Base
CPT Scientific papers 170M docs

SFT Scientific reasoning instances —

OpenScholar
Retrieval peS2o v3 / S2ORC 45M papers
SFT Synthetic pipeline data 130k inst
SFT SciRIFF —

Table 5: Disclosed training corpora for scientifically fine-tuned models evaluated in this work. CPT = continual
pre-training; SFT = supervised fine-tuning.

used by VeriScore to verify atomic claims extracted
from the paragraph generation responses. We
note that, for the most part, scientific websites
are used to extract evidence (e.g. https://www.
sciencedirect.com and https://www.nature.
com). However, social media websites are also
used, especially for scientific domains where not
enough public peer-reviewed sources exist, such as
Arts and Humanities, where the top website used to
extract evidence is https://www.facebook.com.

G Detailed Statistical Test Results

We conducted all tests using scipy v1.15.329 and
scikit-learn v1.2.030. Table 9 presents the group
comparison results using the Mann-Whitney U
tests in more detail, and Table 10 shows detailed
results of the paired Wilcoxon signed-rank tests
between the seven general vs. scientific pairs on all
metrics. Table 11 presents results of the same test
for pairs of different model sizes from the same
family. We choose this test as well as the Mann-
Whitney U test following recommendations for sta-
tistical testing in NLP evaluation settings where
metric distributions are non-normal (Dror et al.,
2018; Peyrard et al., 2021). Factuality scores such
as OFS gamma scores and VeriScore F1@K tend
to cluster at the extremes or follow skewed distribu-
tions, violating the normality assumption required
by parametric tests such t-tests or ANOVA. We
therefore rely on non-parametric tests throughout
our analysis. For overall group comparisons, where
we compare all general-purpose models against

29https://scipy.org/
30https://scikit-learn.org/stable/

all scientifically fine-tuned models, or all small
models against all large models, observations are
unpaired since we are comparing groups rather
than matched pairs. We use the Mann-Whitney
U test (also known as the Wilcoxon rank-sum test)
for these comparisons. For paired comparisons,
where we compare a specific scientifically fine-
tuned model directly against the general-purpose
foundation model it was built upon, observations
are paired at the prompt level. We use the Wilcoxon
signed-rank test for these comparisons, which ac-
counts for the paired structure of the data. When
we compare more than two models simultaneously
(e.g., across size groups), we apply the Friedman
test followed by Wilcoxon signed-rank tests with
Bonferroni correction for post-hoc pairwise com-
parisons. We also report Cohen’s d as a measure of
effect size alongside p-values, as statistical signifi-
cance alone can be misleading given the large sam-
ple sizes (N = 2, 500 prompts per model) (Peyrard
et al., 2021).

H Detailed VER Human Annotation
Process

Topic Filters. To ensure annotators could evalu-
ate claims within their area of expertise, we applied
domain-specific topic filters prior to entity selec-
tion. For Life Sciences, we restricted to Medicine
(250 concepts); for Engineering, Materials Sci-
ence (251 concepts); for Physical Sciences and
Mathematics, Computer Science further restricted
to NLP topics (50 concepts); and for Social and
Behavioural Sciences, Psychology, Sociology, or
Political Science (240 concepts). Arts and Humani-
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Model Abst. (paragraphs) Words (paragraphs) Claims Abst. (citations) Citations
(mean) (mean ± SD) (mean ± SD)

GPT-4o-mini 0 188.8 20.5 ± 5.9 1 5.5 ± 1.0
Sonar 3 184.9 25.8 ± 8.3 226 4.0 ± 2.2

Llama-3.1-8B-Instruct 2 147.9 17.8 ± 4.7 5 9.3 ± 5.2
OpenScholar-8B 0 155.7 19.2 ± 5.5 21 5.7 ± 6.2

Qwen2.5-14B-Instruct 1 150.6 18.5 ± 4.8 1 5.7 ± 1.7
SciLitLLM1.5-14B 4 115.7 15.4 ± 5.8 40 5.5 ± 3.7

Qwen2.5-7B-Instruct 0 135.6 17.1 ± 4.6 1 8.0 ± 4.1
SciLitLLM1.5-7B 1 112.1 14.4 ± 5.6 230 5.6 ± 8.0

Qwen3-32B 0 179.7 24.7 ± 5.7 3 7.7 ± 2.4
S1-Base-32B 6 204.4 29.6 ± 7.5 304 5.7 ± 3.4

Qwen3-8B 1 180.2 22.2 ± 5.9 3 12.5 ± 7.3
S1-Base-8B 1 183.4 24.6 ± 7.6 110 5.9 ± 4.1

Llama-2-70b-chat 0 263.7 29.3 ± 8.8 0 8.6 ± 2.7
Tulu-2-70b 0 164.3 17.6 ± 5.3 7 5.1 ± 3.5
SciTulu-70b 0 159.8 17.3 ± 5.2 7 2.1 ± 2.6

Llama-2-7b-chat 0 158.7 17.4 ± 5.4 0 6.6 ± 2.7
Tulu-2-7b 1 146.7 16.4 ± 6.1 1223 1.1 ± 1.9
SciTulu-7b 0 160.4 16.9 ± 6.1 91 0.2 ± 1.0

Table 6: Response characteristics per model. Abst. = abstention number on the paragraph/citation generation prompt
(out of 2,500 prompts per model), includes instances where no atomic claims or citations were extracted; Claims
and Citations show the average extractions per prompt across all 2,500 concepts. Scientific models are grouped
below their general-purpose base model.

Domain Abst. (paragraphs) Words (paragraphs) Claims Abst. (citations) Citations
(mean) (mean ± SD) (mean ± SD)

Engineering 4 165.2 22.3 ± 7.7 412 5.2 ± 3.8
Life Sciences 1 161.7 21.9 ± 7.8 378 5.5 ± 4.0
Physical Sciences & Math 0 168.7 20.7 ± 7.5 485 5.4 ± 4.0
Social & Behavioural Sci. 8 169.1 19.6 ± 7.2 355 6.4 ± 5.0
Arts and Humanities 7 166.5 16.9 ± 6.8 643 6.6 ± 7.0

Table 7: Response characteristics per domain, averaged across all models and 500 concepts per domain, equaling
9000 prompt outputs per domain. Abst. = abstention number on the paragraph/citation generation prompt, includes
instances where no atomic claims or citations were extracted.

Arts &
Humanities

Engineering Life
Sciences

Physical Sci.
& Math

Social &
Behav. Sci.

Total

pubs.rsc.org

arxiv.org

onlinelibrary.wiley.com

en.wikipedia.org

tandfonline.com

linkedin.com

pubs.acs.org

frontiersin.org

mdpi.com

researchgate.net

link.springer.com

nature.com

facebook.com

pmc.ncbi.nlm.nih.gov

sciencedirect.com 11,081 92,954 67,159 67,421 51,364 289k

14,307 55,982 97,538 46,646 36,951 251k

60,540 12,126 23,269 21,277 21,130 138k

4,698 37,454 36,299 35,255 17,344 131k

10,772 26,206 26,472 24,226 18,740 106k

16,916 23,696 18,753 18,683 25,991 104k

6,498 30,845 27,143 23,203 12,558 100k

2,921 7,218 31,885 10,503 11,887 64k

92 26,511 8,316 11,918 485 47k

4,436 12,433 4,303 10,863 11,365 43k

11,739 5,717 4,839 5,648 14,543 42k

15,239 4,712 4,192 6,274 3,634 34k

3,429 8,390 9,553 5,153 7,084 33k

2,413 3,729 662 20,742 1,762 29k

8 13,872 3,063 5,364 365 22k
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Figure 7: Top 15 web domains used by VeriScore via Serper API to fact-check the given atomic claims per domain,
aggregated count across all evaluated model outputs.
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Rank Pair Avg OFS
1* tulu-2-70b, 0.6551

scitulu-70b
2* Llama-3.1-8B-Instruct, 0.6388

Llama-3.1_OpenScholar-8B
3 Qwen3-8B 0.6379

S1-Base-8B
4 Qwen2.5-14B-Instruct 0.6348

SciLitLLM1.5-14B
5 Qwen3-32B, 0.6333

S1-Base-32B
6 tulu-2-7b, 0.6292

scitulu-7b
7* Qwen2.5-7B-Instruct, 0.6251

SciLitLLM1.5-7B

Table 8: General-scientific pair rankings by average
OFS results for open-source models. Selected pairs for
VeriScore evaluation are marked with *.

Metric Group 1 Group 2 U p d

General vs. Scientific (N=9 gen, N=7 sci)
OFS 0.667 0.632 183,667,700.5 <0.001 +0.15
VeriScore 0.647 0.600 20,178,132 <0.001 +0.13
Ling. Cert. 4.837 4.869 147,495,607 <0.001 -0.15
Par. Cert. -0.125 -0.154 208,606,795 <0.001 +0.36
CiteVal 0.182 0.000 190,622,048.5 <0.001 +0.22

Small vs. Large (≤8B vs. >8B; N=9 small, N=7 large)
OFS 0.652 0.667 194,302,440.5 0.036 +0.04
VeriScore 0.611 0.686 20,939,776.5 <0.001 +0.28
Ling. Cert. 4.846 4.851 194,700,144.5 0.059 +0.04
Par. Cert. -0.155 -0.125 143,451,372 <0.001 +0.65
CiteVal 0.000 0.200 167,675,674 <0.001 +0.23

Table 9: Overall group comparisons using Mann-
Whitney U tests. Values are median scores. U = Mann-
Whitney U statistic. d = Cohen’s d effect size. All tests
use two-sided alternative.

ties was not subject to topic filtering.

Concept Selection. For each domain, a com-
bined VER score per concepts was computed as the
average of the OFS gamma score and VeriScore
F1@K across both evaluated models. The top 5
and bottom 5 concepts per domain were selected,
yielding 50 concepts in total. Combined scores
for selected concepts ranged from 0.428 to 0.936
across all domains. Table 12 lists all selected con-
cepts with their domain, topic filter, and combined
score.

Claim Sampling. For each selected concept, up
to 10 atomic claims per model were sampled
from the same claim sets used in the automatic
evaluation pipelines. Claims from GPT-4o-mini
and Sonar were interleaved in a randomised order
within each concept block, and an internal identi-
fier mapping model identity to claims was retained
separately for post-hoc analysis. Model identity
was not disclosed to annotators at any point during
the study.

Annotation Interface and Guidelines. Anno-
tations were collected using Google sheets. An-
notators were presented with one claim at a time
alongside a reference document comprising the
full text of the relevant survey paper and Google
Search snippets retrieved by VeriScore for that
claim. Each claim required two sequential de-
cisions: first, whether the claim is scientifically
check-worthy according to the provided definition;
second, for check-worthy claims only, whether the
claim is supported by the reference document.

Annotator Profiles. All annotators were in-
formed of the purpose of the study and volunteered
to assist without compensation. All annotators are
proficient English speakers with a minimum of a
bachelor’s degree in their respective scientific field.
In total, three annotators hold a bachelor’s degree,
five hold a master’s degree, and two hold a doctor-
ate. Each domain was annotated by two annotators
with relevant domain expertise. Prior to annota-
tion, all annotators received written guidelines de-
scribing the annotation tasks, label definitions, and
worked examples.

IAA Results. Table 13 shows IAA using Co-
hen’s κ and raw agreement percentage across all
five domains as well as overall. Table 14 shows
human-metric agreement scores for both OFS and
VeriScore. Table 15 dispays the detailed per-
concept IAA result, including 10 scientific con-
cepts from each of the five domains. We further
illustrate sources of annotator (dis-)agreement on
what constitutes a scientifically check-worthy claim
employing the following claim samples from the
annotation data. We note that claims where both an-
notators agreed tend to be either clearly verifiable
factual statements or clearly vague and subjective:

Both annotators: Scientifically Check-worthy:

(a) Micropores are less than 2 nanometers in size.
(Engineering)

(b) Deconstruction critiques logocentrism. (Arts
and Humanities)

(c) Exosomes can carry genetic material. (Life
Sciences)

(d) Social media platforms influence democratic
processes. (Social and Behavioural Sciences)

(e) Transformer architectures model long-range
dependencies across multi-scale temporal di-
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General Model Scientific Model Metric Gen Med Sci Med W p-value d Sig

Llama-3.1-8B OpenScholar-8B OFS 0.683 0.650 1,272,651.5 <0.001 +0.09 ***
VeriScore 0.619 0.651 1,290,416.5 <0.001 -0.11 ***
Ling. Cert. 4.821 4.820 1,523,463 0.272 -0.03 ns
Par. Cert. -0.358 -0.370 1,165,675 <0.001 +0.25 ***
CiteVal 0.364 0.250 797,696 <0.001 +0.24 ***

Qwen2.5-14B SciLitLLM1.5-14B OFS 0.690 0.615 991,452.5 <0.001 +0.28 ***
Ling. Cert. 4.860 4.845 1,456,492.5 0.003 +0.09 **
Par. Cert. -0.112 -0.097 1,156,032.0 <0.001 -0.28 ***
CiteVal 0.200 0.200 745,916.0 <0.001 +0.15 ***

Qwen2.5-7B SciLitLLM1.5-7B OFS 0.684 0.600 1,053,141.5 <0.001 +0.24 ***
VeriScore 0.611 0.556 1,126,295 <0.001 +0.20 ***
Ling. Cert. 4.845 4.806 1,276,050 <0.001 +0.18 ***
Par. Cert. -0.114 -0.168 163,798 <0.001 +1.50 ***
CiteVal 0.167 0.0 668,373 <0.001 +0.14 ***

Qwen3-32B S1-Base-32B OFS 0.680 0.625 925,694 <0.001 +0.26 ***
Ling. Cert. 4.877 4.898 1,260,786.5 <0.001 -0.15 ***
Par. Cert. -0.147 -0.107 160,347 <0.001 -1.44 ***
CiteVal 0.333 0.167 492,108.5 <0.001 +0.51 ***

Qwen3-8B S1-Base-8B OFS 0.706 0.630 866,699.5 <0.001 +0.30 ***
Ling. Cert. 4.892 4.940 704,687 <0.001 -0.53 ***
Par. Cert. -0.095 -0.141 77,100 <0.001 +1.80 ***
CiteVal 0.200 0.118 487,172 <0.001 +0.47 ***

tulu-2-70b scitulu-70b OFS 0.682 0.684 1,439,862 0.926 +0.00 ns
VeriScore 0.688 0.688 1,405,490 0.005 +0.04 *
Ling. Cert. 4.826 4.839 1,429,897 <0.001 -0.05 ***
Par. Cert. -0.202 -0.166 391,958 <0.001 -0.89 ***
CiteVal 0.333 0.0 290,710.5 <0.001 +0.49 ***

tulu-2-7b scitulu-7b OFS 0.647 0.651 1,416,246.5 0.010 -0.02 ns
Ling. Cert. 4.812 4.854 1,035,821 <0.001 -0.31 ***
Par. Cert. -0.162 -0.226 184,745 <0.001 +1.35 ***
CiteVal 0.0 0.0 10,115 <0.001 +0.39 ***

Table 10: Paired Wilcoxon signed-rank tests comparing general models to their scientifically fine-tuned counterparts.
Each pair evaluated on 2,500 scientific concepts. Positive differences indicate general model outperforms scientific
model. Gen Med/Sci Med: Median scores for general and scientific models. W: Wilcoxon signed-rank test statistic.
d: Cohen’s d effect size. Sig: *** p<0.001, ** p<0.01, * p<0.05, ns = not significant. OFS, VeriScore, and CiteVal
range 0–1 (higher is better). Linguistic Certainty ranges 1–6 (higher = more certain language). Parametric Certainty:
length-normalized logprobs (closer to 0 = higher internal confidence). VeriScore is available for 3 pairs only.

mensions. (Physical Sciences and Mathemat-
ics)

Both annotators: Not Scientifically Check-
worthy:

(a) Engineered materials with specific properties
can meet the demands of targeted applications.
(Engineering; marked as too vague.)

(b) Jacques Derrida’s contributions challenge
scholars to reconsider the ways in which
meaning is constructed and understood. (Arts
and Humanities; marked as a subjective opin-
ion)

(c) Staff in hospitals are motivated to strive for
excellence in patient care. (Life Sciences;
marked as too vague.)

(d) These initiatives analyze decent work. (So-
cial and Behavioural Sciences; marked as too

vague.)

(e) CNN-transformer based models lead to more
accurate representations in image classifica-
tion. (Physical Sciences and Mathematics;
marked as too vague: more accurate than
what?)

On the other hand, we note that disagree-
ments between annotators most commonly arise
for claims that can be interpreted in different ways:

Annotator disagreements:

(a) Silver nanoparticles provide superior antibac-
terial coatings for medical implants. (Engi-
neering)

(b) Cynosarges contributed to the athletic land-
scape of ancient Athens. (Arts and Humani-
ties)
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Smaller Model Larger Model Metric Small Med Large Med W p-value d Sig

Llama-2-7b Llama-2-70b OFS 0.643 0.643 1,464,292.5 0.220 -0.34 ns
Ling. Cert. 4.785 4.802 1,270,540.5 <0.001 -0.18 ***
Par. Cert. -0.079 -0.096 577,304 <0.001 +0.78 ***
CiteVal 0.0 0.133 498,261.5 <0.001 -0.21 ***

tulu-2-7b tulu-2-70b OFS 0.647 0.682 1,223,338 <0.001 -0.13 ***
Ling. Cert. 4.812 4.826 1,324,226 <0.001 -0.15 ***
Par. Cert. -0.162 -0.202 493,449 <0.001 +0.88 ***
CiteVal 0.0 0.333 96,712.5 <0.001 -1.06 ***

scitulu-7b scitulu-70b OFS 0.651 0.684 1,296,437.5 <0.001 -0.10 ***
Ling. Cert. 4.854 4.839 1,383,232.5 <0.001 +0.11 ***
Par. Cert. -0.226 -0.166 142,104 <0.001 -1.41 ***
CiteVal 0.0 0.0 17,692.5 <0.001 -1.04 ***

Qwen2.5-7B Qwen2.5-14B OFS 0.684 0.692 1,332,151 <0.001 -0.07 ***
Ling. Cert. 4.844 4.859 1,338,484.5 <0.001 -0.14 ***
Par. Cert. -0.114 -0.112 1,486,486 0.034 -0.06 *
CiteVal 0.167 0.200 573,172.5 <0.001 -0.25 ***

SciLitLLM1.5-7B SciLitLLM1.5-14B OFS 0.600 0.615 1,425,226.5 0.175 -0.03 ns
Ling. Cert. 4.806 4.845 1,226,154.5 <0.001 -0.21 ***
Par. Cert. -0.168 -0.097 133,682 <0.001 -1.58 ***
CiteVal 0.0 0.200 634,676.5 <0.001 -0.23 ***

Qwen3-8B Qwen3-32B OFS 0.706 0.680 1,340,814.5 <0.001 +0.05 ***
Ling. Cert. 4.893 4.877 1,290,892 <0.001 +0.12 ***
Par. Cert. -0.095 -0.147 76,627 <0.001 +1.68 ***
CiteVal 0.200 0.333 655,082 <0.001 -0.36 ***

S1-Base-8B S1-Base-32B OFS 0.630 0.625 1,505,888 0.748 -0.01 ns
Ling. Cert. 4.939 4.898 764,413.5 <0.001 +0.51 ***
Par. Cert. -0.141 -0.107 131,529 <0.001 -1.56 ***
CiteVal 0.118 0.167 578,765.5 <0.001 -0.28 ***

Table 11: Paired Wilcoxon signed-rank tests comparing smaller to larger models within the same family. Each
pair evaluated on 2,500 scientific concepts. Positive differences indicate larger model outperforms smaller model.
Small Med/Large Med = Median scores for smaller and larger models. W = Wilcoxon signed-rank test statistic.
d = Cohen’s d effect size. Sig: *** p<0.001, ** p<0.01, * p<0.05, ns = not significant. OFS and CiteVal range
0–1 (higher is better). Linguistic Certainty ranges 1–6 (higher = more certain language). Parametric Certainty:
length-normalized logprobs (closer to 0 = higher internal confidence).

(c) Exosomes enhance cell proliferation in regen-
erative medicine. (Life Sciences)

(d) Climate-induced migration can create fertile
ground for conflict. (Social and Behavioural
Sciences; one annotator marked as too vague
while the other interpreted it as any kind of
conflict.)

(e) Chain of thought reasoning facilitates ad-
vancements in technology in the Physical Sci-
ences. (Physical Sciences and Mathematics)

We see at least three recurring sources of dis-
agreement. First, scope ambiguity: claims that
are verifiable in a specific context but stated too
broadly e.g., in Engineering, where “superior” is
unanchored, and in Life Sciences, where the claim
holds for specific conditions but is stated univer-
sally. Second, disciplinary interpretation: claims
whose check-worthiness depends on how key terms
are read, e.g., in Social and Behavioural Sciences,
where one annotator interpreted “conflict” broadly
as any form of social tension while the other consid-
ered the claim too vague to verify. Third, domain

boundary ambiguity: claims that are factual but not
obviously scientific in the traditional sense, e.g., in
Arts and Humanities, where one annotator consid-
ered it a verifiable historical fact while the other
questioned its scientific check-worthiness. These
examples illustrate why defining scientific check-
worthiness is non-trivial, and why IAA on this task
is inherently limited without more explicit annota-
tion guidelines per domain. They additionally show
that using generic claim extraction models might
not be optimal and a more in-depth study on how
to define and extract scientifically check-worthy
claims is needed. That being said, we acknowl-
edge that the aforementioned explanations are only
our initial remarks, and a deeper analysis on the
annotators’ choices might bring more insights.

I Detailed CiteVal Human Validation
Process (ATR)

After extracting the 115 citations and validating
them, we conduct a manual audit to test three dif-
ferent α values for title fuzzy-matching when im-
plementing CiteVal (Figure 8). We initially tried an
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Domain Scientific Concept OFS VeriScore

Life Sciences ↑ the diagnosis and treatment of diabetes-related foot infections 0.958 0.915
↑ clinical applications of stem cell-derived exosomes 0.870 0.944
↑ microbiota–gut–brain axis and its therapeutic applications in neurodegenerative diseases 0.836 0.973
↑ extracellular vesicles for therapeutics and drug delivery 0.853 0.949
↑ ultra-processed foods and adverse health outcomes 0.871 0.931
↓ admission avoidance hospital at home 0.502 0.480
↓ prognostic significance of the royal marsden hospital (rmh) score in patients with cancer 0.624 0.333
↓ polypropylene (pp) 0.241 0.674
↓ pdol-based solid electrolyte in practical application 0.723 0.189
↓ improving patient outcomes through effective hospital administration 0.371 0.485

Arts & Humanities ↑ jacques derrida 0.909 0.767
↑ literary theory 0.753 0.904
↑ frantz fanon 0.902 0.749
↑ deconstruction 0.874 0.760
↑ the bhagavad gı̄tā 0.736 0.886
↓ causal role theories of functional explanation 0.057 0.219
↓ cynosarges 0.193 0.060
↓ kristina wasa 0.090 0.152
↓ harold henry joachim 0.153 0.080
↓ lao sze-kwang 0.173 0.059

Phys. Sci. & Math. ↑ convolutional neural networks in computer vision 0.726 0.856
↑ autoencoders and their applications in machine learning 0.845 0.705
↑ deepfake detection using deep learning methods 0.810 0.696
↑ vision transformers and their cnn-transformer based variants 0.854 0.604
↑ artificial intelligence in education 0.647 0.797
↓ foundational models in vision 0.445 0.507
↓ design principles for generative ai applications 0.476 0.459
↓ video diffusion models 0.431 0.487
↓ chain of thought reasoning 0.435 0.476
↓ the effects of over-reliance on ai dialogue systems on students’ cognitive abilities 0.460 0.400

Engineering ↑ flexible electronics 0.932 0.838
↑ industrial applications of duplex stainless steels 0.894 0.861
↑ silver nanoparticles 0.953 0.792
↑ microencapsulation in food 0.834 0.875
↑ on-chip nanophotonics 0.869 0.782
↓ capacitive deionization 0.243 0.561
↓ biomedical high-entropy alloys 0.490 0.290
↓ the role of carbon-based materials in enhancing the stability of perovskite solar cells 0.360 0.418
↓ hierarchically ordered porous materials 0.378 0.360
↓ alcocrfeni high-entropy alloy 0.425 0.303

Social & Behav. Sci. ↑ climate change and conflict 0.923 0.897
↑ the political power of social media platforms 0.835 0.890
↑ the gig economy 0.848 0.865
↑ hate speech 0.876 0.837
↑ systematic reviews in educational research 0.886 0.810
↓ meta-governance 0.289 0.487
↓ gender differences in attitudes to vegans/vegetarians and their food preferences [..] 0.429 0.310
↓ sustainable development goals deployment in business schools 0.292 0.435
↓ associations between critical action and positive developmental consequences [..] 0.381 0.343
↓ academic approaches, methods and tools to assess circular economy at the micro level 0.190 0.481

Table 12: Scientific concepts selected for human evaluation per domain, with topic filter and mean OFS and
VeriScore scores across all evaluated models. The top (↑) and bottom (↓) five concept by combined VER scores are
chosen for annotation.

CW F

Domain N Raw κ Raw κ

Engineering 200 0.69 0.31 0.72 0.39
Life Sci. 199 0.84 0.36 0.85 0.57
Phy. Sci. & Math. 191 0.86 0.43 0.61 0.28
Social & Beh. Sci. 187 0.72 0.24 0.69 0.19
Arts & Hum. 181 0.76 0.17 0.73 0.06

Overall 958 0.77 0.29 0.72 0.30

Table 13: IAA for scientific check-worthiness (CW) and
factuality (F) annotation, reported as raw percent agree-
ment and Cohen’s κ. N is the total number of annotated
claims. Factuality agreement is computed only over
claims marked check-worthy by both annotators.

OFS VeriScore

Domain Raw κ Raw κ

Engineering 0.58 -0.02 0.72 0.40
Life Sci. 0.67 0.13 0.79 0.32
Phy. Sci. & Math. 0.56 0.05 0.68 0.34
Social & Beh. Sci. 0.61 0.04 0.68 0.20
Arts & Hum. 0.62 0.06 0.58 0.10

Overall 0.61 0.05 0.69 0.27

Table 14: Agreement between human factuality anno-
tations and automatic metrics, computed over check-
worthy claims only. Raw = agreement percentage; κ =
Cohen’s Kappa.
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Check-Worthiness Factuality

Domain Scientific Concept Raw κ N. Raw κ

Life Sciences the diagnosis and treatment of diabetes-related [...] 0.90 0.74 14/20 0.93 0.63
clinical applications of stem cell-derived exosomes 0.85 0.00 17/20 0.88 0.45
microbiota–gut–brain axis and its therapeutic [...] 0.80 0.27 15/20 0.87 0.42
extracellular vesicles for therapeutics and drug delivery 0.80 0.23 15/20 0.73 0.00
ultra-processed foods and adverse health outcomes 0.95 0.00 19/20 0.89 0.00
admission avoidance hospital at home 1.00 1.00 15/20 0.80 0.44
prognostic significance of the royal marsden [...] 0.85 0.32 16/20 0.88 0.75
polypropylene (pp) 0.70 0.00 14/20 0.79 0.53
pdol-based solid electrolyte in practical application 0.70 -0.09 14/20 0.71 0.39
improving patient outcomes through effective hospital [...] 0.84 0.34 15/19 1.00 0.00
global 0.84 0.36 154/199 0.85 0.57

Arts & Humanities jacques derrida 0.75 0.14 14/20 0.86 0.00
literary theory 0.85 -0.07 17/20 0.65 0.09
frantz fanon 0.70 -0.09 14/20 1.00 0.00
deconstruction 0.75 -0.09 15/20 0.73 0.00
the bhagavad gı̄tā 0.85 0.00 17/20 0.94 0.00
causal role theories of functional explanation 0.60 0.00 9/15 0.33 -0.23
cynosarges 0.80 0.00 16/20 0.88 0.45
kristina wasa 0.83 0.67 8/18 0.63 -0.20
harold henry joachim 0.71 0.00 10/14 0.50 -0.09
lao sze-kwang 0.71 0.00 10/14 0.40 -0.03
global 0.76 0.17 130/181 0.73 0.06

Phys. Sci. & Math. convolutional neural networks in computer vision 0.90 0.74 14/20 0.93 0.76
autoencoders and their applications in machine learning 0.95 0.00 19/20 0.73 0.36
deepfake detection using deep learning methods 0.60 0.05 11/20 0.82 0.61
vision transformers and their cnn-transformer[...] 0.95 0.77 17/20 0.53 0.17
artificial intelligence in education 0.80 0.00 16/20 0.63 0.25
foundational models in vision 0.90 0.00 18/20 0.44 0.06
design principles for generative ai applications 0.80 0.59 10/20 0.80 0.55
video diffusion models 1.00 0.00 20/20 0.15 0.01
chain of thought reasoning 0.90 0.00 18/20 0.61 0.22
the effects of over-reliance on ai dialogue systems on [...] 0.82 0.00 9/11 0.89 0.77
global 0.86 0.43 152/191 0.61 0.28

Engineering flexible electronics 0.70 0.29 11/20 0.91 0.62
industrial applications of duplex stainless steels 0.60 -0.05 11/20 0.64 0.31
silver nanoparticles 0.75 0.50 7/20 0.71 0.36
microencapsulation in food 0.60 0.16 9/20 0.78 0.40
on-chip nanophotonics 0.60 0.26 5/20 0.80 0.55
capacitive deionization 0.80 0.55 12/20 0.75 0.40
biomedical high-entropy alloys 0.75 0.50 9/20 0.44 -0.05
the role of carbon-based materials in enhancing [...] 0.85 0.58 14/20 0.57 0.09
hierarchically ordered porous materials 0.60 -0.05 11/20 0.82 0.65
alcocrfeni high-entropy alloy 0.65 -0.17 13/20 0.77 0.45
global 0.69 0.31 102/200 0.72 0.39

Social & Behav. Sci. climate change and conflict 0.65 -0.21 13/20 0.77 0.00
the political power of social media platforms 0.80 -0.11 16/20 0.63 -0.20
the gig economy 0.65 -0.09 13/20 0.62 0.03
hate speech 0.80 0.23 15/20 0.93 0.63
systematic reviews in educational research 0.65 0.26 10/20 0.90 0.62
meta-governance 0.65 0.19 11/20 0.55 0.23
gender differences in attitudes to vegans/vegetarians [...] 0.78 0.27 13/18 0.69 0.13
sustainable development goals deployment in business schools 0.67 0.40 5/15 0.60 0.00
associations between critical action and positive [...] 0.79 0.53 8/14 0.25 -0.26
academic approaches, methods and tools to [...] 0.80 0.55 12/20 0.75 0.40
global 0.72 0.24 116/187 0.69 0.19

Table 15: Inter-annotator agreement per scientific concept for check-worthiness and factuality annotation, reported
as raw percent agreement and Cohen’s κ. For factuality, N indicates the number of claims both annotators deemed
check-worthy out of the total shown, and agreement is computed over this subset only. Domain-level global scores
are computed by pooling all claims within the domain.

80% fuzzy-matching threshold, which was revealed
to be too permissive: 21% of citations were false
positives, i.e., hallucinated citations that passed
the title-matching threshold and were incorrectly
marked as valid. Raising the threshold to 90% re-
moved the majority of false positives (24 → 8)
while introducing only a small number of new false
negatives (1 → 3), improving accuracy from 0.78
to 0.90 and F1 from 0.73 to 0.85. We additionally

tested a 95% threshold to assess whether further
tightening would improve results. While this raised
precision further and matched the 90% threshold
on overall accuracy, it did so by trading away recall
(82.4%): valid citations with minor title variation
(e.g., subtitle differences or formatting artifacts)
increasingly failed to match, increasing the false
negative count relative to the 90% threshold. We
thus adopt α = 0.9 as the fuzzy-matching thresh-
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old for CiteVal throughout this paper. However,
we recommend further investigation of the optimal
threshold when adapting CiteVal.
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Figure 8: Human validation experiment on the same
115 extracted citations using three different threshold
for title fuzzy matching: (a) 80%; (b) 90%; and (c) 95%.
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