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Abstract

VLM-driven self-improvement of web code has
a structural flaw: the model that proposes the
repair is the model that judges it, and visual
plausibility under that judge is a poor proxy
for whether the page actually works. What
the loop is missing is a counterparty the VLM
cannot fool, and the browser already is that
counterparty: a deterministic, executable sim-
ulator of how an HTML artifact behaves un-
der user actions, and in everything but name a
world model for web code. We present WEB-
WORLD, the interface that lets a VLM prior
interact with this browser-as-world-model au-
tonomously and decides which interactions be-
come supervision. Each round, the VLM emits
a critique that the planner compiles into a typed
interaction contract; the browser re-executes
the candidate and issues an acceptance cer-
tificate only when both target progress and
preservation of every previously verified ca-
pability hold; certified transitions accumulate
as a quality ratchet that is the only thing the
SFT export ever sees. Under matched training,
WEBWORLD-27B improves Raw-27B by 5.3
points on HTMLBench-400 and 14.9 points
on MiniAppBench-Val, and reaches the level
of strong frontier systems such as Kimi-K2.6
and GPT-5.4 on interactive HTML generation.
Equal-size ablations show that browser-backed
admission carries the gain: without the certifi-
cate, the matched 9B lift nearly disappears.

1 Introduction

LLMs and VLMs can now produce complete front-
end artifacts from a short prompt, but a page that
looks right at first render is not the same page that
works. Submit buttons can be inert, games can ig-
nore keyboard input, and a repair can polish one
region while silently removing a previously work-
ing control. The natural response, closing the loop
with a VLM critique-and-rewrite cycle, does not by
itself solve this. In our experiments (section 3), the
closest re-implementation of that naive loop, which

keeps VLM critique and skill routing but drops
the browser-issued certificate, lifts HTMLBench
by only 0.4 points over Raw, more than ten times
less than the full WEBWORLD gate. Most of what
the loop calls progress is noise unless something
outside the VLM admits it.

The reason is structural. The VLM is doing two
jobs at once: it is the proposer, broad in cover-
age and useful at suggesting plausible repairs, and
also the judge that decides which repair to keep.
Both judgments live in screenshot space, so a win-
ning candidate is one that wins visually, exactly the
wrong criterion when the failures are behavioral.
Better prompting cannot close this gap, because
closure has to come from evidence the VLM did
not produce. The proposer needs a counterparty it
cannot fool: a browser that re-executes the artifact.

The browser is that counterparty, already built. It
is a deterministic, executable simulator of how an
HTML artifact behaves under user actions, and in
everything but name a world model for web code
(Figure 1). We do not have to train one, which
is what makes this problem unusually clean: the
world model is fully specified by the platform, and
the open question is the interface that lets a VLM
prior interact with it autonomously and decides
which interactions become supervision.

We present WEBWORLD as this interface,
sketched in Figure 2. At each round, the runtime ex-
ecutes the artifact and records GUI evidence. The
VLM proposes a critique; the planner compiles
it into a typed interaction contract with a target
predicate, replay action, preserve set, and evidence
path. The browser re-executes the candidate and
issues an acceptance certificate only when target
progress holds and every previously verified ca-
pability is preserved. Certified transitions form a
quality ratchet and the SFT export. Hypothesis and
proof are split by construction: the VLM proposes,
and only the browser world model admits, so that
failure cannot contaminate supervision.
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Figure 1: When the VLM judges by screenshot, edits
that look improved can fail under browser re-execution:
the proposer-judge gap our audit measures.

(1) Browser as a ready-made world model for
web code. We re-frame autonomous HTML im-
provement as a world-model agent problem and
resolve it without training a world model. The
browser already plays that role, and the unit of su-
pervision becomes a certified state transition rather
than a final screenshot or scalar preference.

(2) Contract, certificate, and ratchet. Three
coupled artifacts let the VLM prior and browser
world model communicate: a typed interaction con-
tract that constrains repair, an acceptance certifi-
cate issued only when re-execution proves target
progress and preservation, and a quality ratchet that
admits certified transitions to the next baseline and
training pool.

(3) Evidence from browser proof. The results
show the world model is doing the work: WEB-
WORLD-27B reaches 52.7 on HTMLBench-400
and 85.5 on MiniAppBench-Val, improving over
Raw-27B by 5.3 and 14.9 points while matching
frontier systems such as Kimi-K2.6 and GPT-5.4 on
interactive HTML generation. 9B ablations show
re-execution is essential: without the certificate, the
gain over Raw is only 0.4 point. The browser is the
certifying world model, not a passive viewer.

2 WEBWORLD

2.1 Overview
A naive critique-and-rewrite loop shows the VLM
a screenshot, asks for an improvement, and trains
on whatever comes back. Two failure modes fol-
low: the post-edit screenshot can look better while
the page is in fact broken under interaction, and an
isolated improvement can silently regress behav-
ior that an earlier round had carefully established.
Closing the loop autonomously means giving the
VLM something stricter to argue with than its own
screenshot preference.

The natural counterparty is the browser itself.
The browser already simulates how an HTML arti-
fact behaves under user actions, deterministically
and at scale; in everything but name it is a world
model for web code. The VLM supplies the miss-
ing half, a learned prior over plausible repairs, but
it is unreliable as the judge of its own output, so it
cannot be trusted to close the loop on its own. WEB-
WORLD is the interface that lets the prior interact
with this browser-as-world-model autonomously
and decides which interactions become supervi-
sion. No human intervenes; the contract planner
and the certificate gate are deterministic policies
over typed inputs.

The interface is organized around three coupled
artifacts, each answering a specific failure of the
naive loop. The interaction contract (§2.3) com-
piles a free-form critique into a binding claim the
browser can later check, removing the “looks pol-
ished” judgments that the screenshot-only loop an-
chors on. The acceptance certificate (§2.4) is the
only way a candidate becomes the next baseline:
the browser re-executes the contract and either is-
sues a proof that the target is reached and prior
behavior is preserved, or refuses with a typed re-
jection. The quality ratchet (§2.5) admits only cer-
tified transitions into both the agent’s capability
memory and the SFT export, separating runtime
exploration from training supervision.

Figure 2 threads these artifacts together. At each
round the runtime renders the current artifact in
a real browser, drives it through a fixed catalogue
of interaction probes, and records an observation
of screenshots, DOM and console state, probe out-
comes, and the executed action trace. The VLM
reads that observation and emits a critique that
names an issue family and the evidence it rests
on; the planner compiles the critique into a con-
tract; the router selects the repair skill matching
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Figure 2: WEBWORLD splits hypothesis from proof: the VLM proposes via an interaction contract, the browser
re-executes to issue or refuse an acceptance certificate, and only certified transitions enter the SFT export.

the issue; the skill proposes a candidate edit; the
runtime re-executes the candidate under the con-
tract; and the certificate gate either admits it as the
next baseline or refuses with a typed rejection that
stays in the routing stream but never reaches the
training pool. The probe catalogue and the skill
inventory are listed in Appendix G; the method
does not depend on the particular list.

Four properties hold by construction through-
out the loop. Hypothesis–proof separation: the
VLM proposes; only the browser admits, so no
claim enters the training pool without re-execution.
Typed claims: every critique reduces to predicates
over observable browser state, so the system has no
perceptual-only judgments. Monotone capability
memory: the verified set Pt grows only by certified
evidence, and any later patch that breaks an element
of it is rejected at the next round. Deterministic ad-
mission: contract admission and certificate gating
are functions of typed inputs alone, so every accept
and reject is reproducible off-line.

2.2 World-Model-Verified Trajectories
We model self-improvement as a sequence of state
transitions verified by the browser as the world
model. At round t, the verifier evaluates a can-
didate against the current request, repair contract,
candidate artifact, and the set of already verified
predicates Pt:

V(q, xt, rt, x̂t+1,Pt) → {REJECT, ACCEPT(et)}.
(1)

An accepted trajectory is

τ = [(x0, c0, r0, x1, e0), . . . ,

(xT−1, cT−1, rT−1, xT , eT−1)],
(2)

where each transition must show target progress
and preserve prior capabilities:

TARGET(rt, xt) = 0,

TARGET(rt, xt+1) = 1,

p(xt+1) = 1, ∀p ∈ Pt.

(3)

Training uses the transition (xt, ct, rt, xt+1, et)
rather than a final HTML file. The contract rt fixes
what the candidate must achieve and preserve; the
certificate et records which evidence admitted it.

2.3 Interaction Contract
The first job of the interface is to turn the VLM’s
free-form judgment into something the browser can
check. The VLM reads ot rather than source code
and emits a structured critique: the issue family it
sees, the evidence in ot that supports it, the affected
region, the success condition the post-repair page
should satisfy, the behavior that must be preserved,
and a suggested repair skill. “Make it more pol-
ished” is not a valid critique; every part must point
at evidence the runtime already recorded.

From that critique the planner compiles an inter-
action contract rt that the verifier later treats as a
binding claim. A contract is a small triple of com-
mitments: what the repair has to achieve, how the
browser will check it, and what already-working
behavior must survive. The target is a typed pred-
icate over the post-repair page state; the check is
a concrete sequence of browser actions, anchored
to stable selectors, that the verifier can re-run to
decide that predicate; the preservation requirement
is the set of predicates inherited from earlier certi-
fied rounds. When the defect is local, the contract
also pins an impact scope, so edits that migrate to
unrelated regions fail the contract itself.
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Compiling the critique into a contract is also the
system’s first filter. A contract is rejected up front
if its claim cannot in principle be certified later:
critiques anchored to broad containers, perception-
only descriptions, or DOM-state predicates with no
screenshot-observable consequence never reach the
repair stage. Once admitted, it narrows repair: unre-
lated restyling leaves replay and predicate memory
unchanged, giving no certifying evidence.

The candidate edit is generated by a typed re-
pair skill, a constrained patcher whose output diff
is bounded by the contract’s impact scope, rather
than by free-form rewrite. A pre-execution filter
discards candidates that cannot move the contract
forward (visual-only edits outside the target region,
duplicate edits, or patches whose scope intersects
the preserve set), so they never reach the browser;
the full skill and patch-lane inventory is in Ap-
pendix G. This routing is proposer-side machinery:
it sharpens the hypothesis before it reaches the
world model, but it is not itself a verification step.

2.4 Acceptance Certificate
The contract is a claim; the certificate is the proof.
A candidate is admitted only when re-execution
under the contract produces an acceptance certifi-
cate et: a self-contained record that restates the
objective, summarizes the diff the candidate ap-
plied, names the proof level the verifier used to dis-
charge the contract, and packages the executed evi-
dence (screenshots, action trace, probe outcomes)
needed to reproduce the decision off-line. Each ac-
cepted candidate carries exactly one certificate, and
each certificate is bound to exactly one contract;
nothing else can promote a patch into the trajec-
tory. Typed refusals (partial progress, visual-only,
preserve-risk, stale replay) make the certificate-rule
ablation in section 3 a clean gate-component test.

Proof levels are tried in priority order. Same-
trace replay comes first: the system replays the con-
tract’s exact action. Capability gain is next: a previ-
ously failing probe macro now passes. Target-issue
progress follows: the target predicate becomes true
under an equivalent replay. Localized visual ev-
idence comes after: the patch diff and the visual
change both lie inside the contract’s impact scope.
Static structural repair is last: a non-interactive con-
tent addition with low preserve risk. A certificate
records only the winning proof level, making later
audits replayable rather than subjective.

2.5 Quality Ratchet
WEBWORLD splits runtime progress from training-
quality progress, which most critique-and-rewrite
loops conflate. An ITERSTEP is any safe runtime
step that keeps exploration moving, such as a re-
render, a probe run, a partial fix, or a refused can-
didate. A QUALITYSTEP is a certificate-backed
transition that can be exported as supervision. For
each candidate repair the runtime constructs

zt = (q, xt, ot, ct, rt, x̂t+1, et, ρt), (4)

where et is the certificate, which is empty when
refused, and ρt is the typed rejection metadata.

The admission rule is stricter than non-
regression. It marks a candidate as a QUALITYS-
TEP only when both checks hold:

TARGET(rt, x̂t+1) = 1,

p(x̂t+1) = 1 ∀p ∈ Pt.
(5)

When the rule fires, the runtime accepts x̂t+1 as the
new baseline and updates memory:

Pt+1 = Pt ∪ VERIFIED(et). (6)

A later patch that fixes a new target but breaks a
previously certified control is then rejected at the
next round, instead of silently overwriting prior
progress. When the rule does not fire, the candi-
date stays in the ITERSTEP stream for routing and
debugging but cannot enter the trajectory or the
SFT export. Thus the browser judges transitions,
not pages: it admits only executable progress under
inherited state.

The SFT export is therefore

DSFT = {(q, ot, ct, rt, xt+1, et) |
QUALITYSTEP(zt) = 1}. (7)

The exported target is an artifact paired with the
executed failure it addressed and the certificate that
admitted it. The appendix case studies in §F show
this ratchet round by round, including a rejected
round whose diagnostic feeds back into the next
contract rather than the export pool.

3 Experiments

3.1 Setup
We test the section 1 claim: browser-verified transi-
tions train better behavior than raw HTML supervi-
sion under a matched recipe. The WEBWORLD cor-
pus is 32,800 certificate-accepted transitions; Raw
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Table 1: Main results on HTMLBench and the released MiniAppBench validation split. MoE sizes report total and
active parameters when disclosed. SFT routes share backbone family, optimizer, LR schedule, prompt template, and
evaluation runner; each SFT cell is a single seed-42 run. Full configuration in Appendix C.

Model Size HTMLBench-400 MiniAppBench-Val

Score TC Pass (%) Rend. Vis. TC/Func. Inter. Code Intent Static Dyn. Avg.
Open source models

Kimi-K2.6 1TA32B 49.8 43.7 8.7 10.8 24.8 1.2 4.1 92.2 85.6 78.9 85.5
Kimi-K2.5 1TA32B 49.4 42.5 9.1 11.2 24.1 1.1 4.0 89.6 82.9 76.2 82.9
GLM-5 744BA40B 49.2 41.9 8.9 11.2 23.7 1.3 4.0 90.9 81.0 74.2 82.0
DeepSeek-V3.2 685BA37B 48.8 42.8 8.5 10.5 24.3 1.4 4.1 89.8 81.2 75.1 82.0
GLM-5.1 754BA40B 48.6 39.6 9.2 11.7 22.5 1.2 4.0 92.8 87.0 83.6 87.8
GLM-4.7 358BA32B 47.7 40.7 8.9 10.6 23.1 1.1 4.1 88.8 82.2 73.0 81.3
Qwen3.6-27B 27B 47.1 38.1 9.3 11.0 21.6 1.1 4.0 91.7 84.5 76.8 84.3
Qwen3.6-35B-A3B 35BA3B 46.3 37.4 9.3 10.8 21.2 1.0 4.0 90.0 83.1 72.2 81.8
Qwen3.5-122B-A10B 122BA10B 45.6 38.0 9.0 10.0 21.5 1.0 4.1 87.2 80.7 77.8 81.9
Qwen3.5-397B-A17B 397BA17B 45.6 37.3 9.2 10.1 21.1 1.1 4.1 84.4 77.3 61.7 74.5
Qwen3.5-27B 27B 45.5 38.4 8.7 9.8 21.8 1.1 4.0 87.6 73.7 68.3 76.5
Qwen3.5-35B-A3B 35BA3B 45.2 37.7 9.0 9.8 21.3 1.0 4.1 82.9 74.3 59.0 72.1
DeepSeek-V4-Flash 284BA13B 44.5 35.7 8.5 10.7 20.3 1.1 3.9 90.1 82.0 83.1 85.1
MiniMax-M2.5 229BA10B 44.5 36.9 8.9 9.8 20.9 0.9 4.0 90.0 83.2 76.3 83.2
Qwen3.5-9B 9B 42.9 35.1 8.9 9.1 19.9 0.9 4.0 73.3 63.2 30.7 55.7
Qwen3.5-4B 4B 41.7 35.4 8.7 8.5 19.6 0.9 4.0 67.2 57.2 20.3 48.2

Closed source models
GPT-5.4 µ 49.2 42.7 8.8 11.0 24.2 1.0 4.2 90.8 86.5 85.6 87.7
Claude-Opus-4.7 µ 47.8 39.8 9.2 11.1 22.6 1.0 3.9 89.7 83.3 85.9 86.3
Claude-Opus-4.6 µ 47.5 39.3 9.2 11.0 22.3 0.9 4.1 87.3 81.8 81.9 83.7
Claude-Sonnet-4.6 µ 46.6 37.2 9.4 11.1 21.1 1.0 3.9 87.9 83.4 80.8 84.0
Gemini-3.1-Pro µ 45.4 37.0 8.9 10.5 21.0 0.9 4.0 84.3 78.8 78.3 80.5
Claude-Opus-4.5-20251101 µ 43.9 38.5 8.8 8.9 21.8 1.0 3.3 88.0 82.2 77.8 82.7

WEBWORLD SFT models
WEBWORLD-4B-Raw 4B 43.3 26.8 9.9 8.1 18.9 0.5 5.9 68.2 57.9 24.7 50.3
WEBWORLD-4B 4B 46.7 39.3 9.5 9.9 22.3 0.9 4.2 76.6 66.7 39.2 60.8
WEBWORLD-9B-Raw 9B 44.5 34.1 9.5 9.1 20.3 0.7 4.9 74.1 61.6 23.0 52.9
WEBWORLD-9B 9B 49.3 40.6 9.5 8.0 26.1 0.6 5.1 81.2 71.6 46.0 66.3
WEBWORLD-27B-Raw 27B 47.4 33.5 9.8 9.3 21.7 0.7 5.9 79.3 71.2 61.2 70.6
WEBWORLD-27B 27B 52.7 43.2 9.5 8.9 28.0 0.6 5.7 92.7 85.4 78.3 85.5

and WEBWORLD routes are trained at 4B/9B/27B
on this budget, and 9B mechanism ablations use the
same budget per acceptance rule. Backbone family,
prompt template, optimizer, and evaluation runner
are fixed across rows; only the supervision source
changes. Evaluation uses interactive benchmarks
whose executable artifacts are scored by browser
behavior: HTMLBench-400 (Wu et al., 2026b) as
the primary test and MiniAppBench-Val (Zhang
et al., 2026) for transfer.

Figure 3 shows construction as a multi-round
critique-repair-verify loop. Each round applies con-
tract admission and certificate issuance, feeds typed
rejections into the next critique, and accumulates
verified capability with depth. Same-trace replay
and capability gain dominate the certified pool; re-
execution evidence, not visual preference, makes a
transition exportable. Thus the experiment evalu-
ates the interface that selects supervision, not just a
larger filtered dataset. Counts and pipeline parame-
ters are in Appendix D.

Benchmark independence. The construction
pipeline never queries benchmark items. sub-
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Figure 3: Admission funnel and proof-level decomposi-
tion of the certified pool.

section A.1 audits the split. Artifacts, VLM-
critique prompts, and runtime probes are disjoint
from the 400 prompts and their 6,000 determin-
istic test cases. WebWorld probes use generic
actions such as click, drag, keyboard, and form
fill; HTMLBench-400 uses item-specific assertions
from a separate team. The HTMLCure runner is
held-out evaluation only and is never queried dur-
ing data construction or training.

3.2 Main SFT Results
The first contribution test asks whether SFT on
certificate-accepted transitions produces models
that behave better than SFT on raw HTML under
a matched recipe. Table 1 shows it does, and the
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gap widens with capacity. At 27B, WEBWORLD

reaches 52.7 on HTMLBench with 43.2% TC pass
and 85.5 on MiniAppBench-Val, improving Raw-
27B by 5.3 score points, 9.7 TC-pass points, and
14.9 MiniApp points. As benchmark context rather
than a controlled model comparison, this exceeds
Kimi-K2.6 (49.8) and GPT-5.4 (49.2) on HTML-
Bench, while matching Kimi-K2.6 and staying
close to GPT-5.4 on MiniApp. The lift concen-
trates on the dimensions the certificate gate actu-
ally constrains: TC pass and Functionality move
strongly with the score at every scale, and MiniApp
transfer improves by 10.5 to 14.9 points across 4B–
27B. Rendering, Visual, and Code differ by less
than a point in either direction with no consistent
sign across scales; the gate does not optimize for
screenshot polish, and it does not have to in order
to win on behavior. The gap widens with capacity:
3.4 points at 4B (46.7 vs 43.3), 4.8 at 9B (49.3 vs
44.5), and 5.3 at 27B.

3.3 Certificate Mechanism Ablation
Equal-size acceptance-rule ablations at 9B isolate
what re-execution contributes (Table 2 for the head-
line lift, Table 3 for the per-dimension decompo-
sition). NoCertificate is the cleanest test: it keeps
VLM critique and skill routing but loosens the ac-
ceptance gate. The result is sharper than a missed
lift: NoCertificate sits at Raw-level HTMLBench,
only 0.4 points higher, and its TC pass actually
drops 3.1 points below Raw (31.0 vs 34.1). Remov-
ing the world-model oracle does not merely fail
to help; it injects noisy supervision that hurts the
very dimension downstream behavior cares about.
The partial substitutes (VLM-only, Score gate, No-
Preserve) recover 1.5 to 3.6 HTMLBench points
by accepting more candidates with plausible vi-
sual changes, but each still trails the full gate by
6.6 to 8.7 TC-pass points. Only the full WEB-
WORLD gate reaches 49.3 score, 40.6 TC, 26.1
Func., and 66.3 MiniApp, beating Raw-9B by 4.8
HTMLBench and 6.5 TC-pass points. Because all

Table 2: SFT lift over Raw-9B per acceptance rule.

Acceptance rule ∆ HTMLBench vs Raw-9B

No certificate +0.4
No preserve +1.5
VLM-only +3.5
Score gate +3.6
WEBWORLD (full) +4.8

Table 3: Per-dimension certificate-rule ablation.

Rule Score TC Func. Inter. MiniApp

VLM-only 48.0 33.4 23.1 0.4 62.7
Score gate 48.1 34.0 23.4 0.5 61.4
No preserve 46.0 31.9 22.0 0.4 59.7
No certificate 44.9 31.0 21.3 0.4 55.9
WEBWORLD 49.3 40.6 26.1 0.6 66.3

rows share the same model, recipe, and budget, the
gap is evidence for the certificate rule itself.

4 Analysis

4.1 Depth and Trajectory Diagnostics
The quality ratchet (§2.5) makes a structural claim
about depth: each certified step strictly enlarges Pt,
so trajectories that survive deeper are not merely
longer but quantitatively higher-density supervi-
sion. Table 4 tests that claim directly. We fix the
training budget at 5,000 WEBWORLD examples
and vary the minimum certified depth; if the ratchet
works, deeper subsets should carry more verified
capability per example, and if it does not, depth
and signal density should decouple.

HTMLBench score rises monotonically through
depth ≥ 5 and plateaus at ≥ 8. The headline ob-
servation is the comparison against full training:
5,000 depth-≥ 5 examples come within 0.5 point
of the full 32,800-example WEBWORLD-9B on
HTMLBench. Each depth-filtered example there-
fore carries proportionally more verified capability
than an average certified-pool sample, which is
what the monotone-memory property predicts: a
depth-≥ 5 trajectory has cleared the certificate gate
in sequence at least five times, each step adding to
Pt for every later round.

Depth here counts certified rounds, not apparent
runtime activity. On a held-out snapshot the run-
time starts a multi-step trajectory on roughly a third
of pages, but per-page certified depth collapses by
more than half once the certificate gate is in force,
with zero hard-verified accepted regressions. The
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Table 4: Equal-size depth diagnostic.

Depth Ex. Score TC Func. MiniApp

≥ 1 5K 43.4 27.3 19.8 57.8
≥ 2 5K 45.2 30.1 21.7 57.8
≥ 3 5K 46.8 32.8 23.4 61.1
≥ 5 5K 48.8 36.1 25.5 58.2
≥ 8 5K 48.5 35.5 25.1 61.5
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Figure 5: Full admission reduces weak or false progress.

rule axis in §3 and the depth axis examine the same
property from two sides: the rule axis varies which
gate admits, the depth axis fixes the gate and varies
what we keep. Both implicate the certificate.

4.2 Repair Needs a Verified Loop
Hypothesis-proof separation (§2.1) demands two
things from the runtime: that the proposer get
repeated chances to refine its hypothesis across
rounds, and that the prover keep filtering at every
round. Figure 4 measures the first, and Figure 5
measures the second.

Figure 4 traces the accepted-repair distribution
by round. Shallow defects clear early, harder GUI
failures arrive in rounds 4–6, and the tail fades
rather than growing. A one-shot loop would never
see the late accepts; an unbounded one would churn
past zero marginal yield. The bounded multi-round
window is what lets harder failures enter the trajec-
tory without diluting the export pool.

Figure 5 makes the dual point on the admission
side: each partial substitute for the certificate cap-
tures part of the acceptance signal but leaves a resid-
ual failure mode. The four failure modes match the
four lift gaps in Table 2. Removing the gate entirely
leaves only 0.4 points; removing only preservation
leaves 1.5; the hypothesis-only rules sit near 3.5;
only the full gate reaches 4.8. The VLM proposes
a hypothesis; replay and preservation evidence de-
cide whether it becomes supervision.
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Figure 6: Accepted candidates must pass both progress
and preservation gates.
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Figure 7: Verified repair reduces concrete GUI failures.

4.3 Verification Must Preserve Prior
Capabilities

The third property the method claims is monotone
capability memory (§2.1): no verified behavior
may be broken later. Figure 6 isolates the gate that
enforces this property; Figure 7 shows what gets
through it.

A repair is admitted only if it lands in the high-
progress, low-preservation-loss region; otherwise it
is recorded as weak-goal or preserve-fail rejection.
Web-code regressions are behavioral, not syntactic:
a patch may fix layout while breaking keyboard
control, or polish a canvas while erasing a working
goal condition. Type checks, unit tests, and screen-
shot scores miss these cases; inherited preserve-set
replay is required.

Figure 7 traces the downstream consequence:
console errors, gameplay failures, dead controls,
keyboard failures, and layout breaks all decrease
after verification-backed repair, while preserve re-
gressions stay near zero. The cost of removing
this gate is visible in §3: NoPreserve still accepts
progress but loses 3.3 HTMLBench points to the
full gate, with the gap concentrated on TC pass and
Functionality where regressions hide. The loop
becomes a ratchet rather than a cosmetic filter.
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5 Related Work

Web agents and front-end evaluation. Language-
agent work interleaves reasoning, actions, and feed-
back in external environments: ReAct introduces
reasoning–action traces, WebShop grounds agents
in a shopping environment, and Reflexion adds
verbal feedback across trials (Yao et al., 2023,
2022; Shinn et al., 2023). Browser benchmarks
extend this to realistic websites and multimodal
browsing, including Mind2Web, WebArena, Web-
Voyager, and VisualWebBench (Deng et al., 2023;
Zhou et al., 2024; He et al., 2024; Liu et al., 2024).
Front-end generation and evaluation target code
rather than an existing interface: Design2Code and
WebSight study screenshot-to-code (Si et al., 2024;
Laurençon et al., 2024), Image2Struct studies struc-
ture extraction (Roberts et al., 2024), DesignBench,
FullFront, and WebGen-Bench test broader interac-
tive generation (Xiao et al., 2025; Sun et al., 2025;
Lu et al., 2025), and ArtifactsBench evaluates ren-
dered multimodal artifacts (Zhang et al., 2025).
These lines use the browser as an environment to
navigate or as an oracle for a render score. Our
method instead treats the browser as a world model
for code: each repair asks it to issue or refuse a tran-
sition certificate, so supervision is certified rather
than a rollout or screenshot.

Repair, judging, and self-improvement.
Feedback-driven repair revises generations from
execution or critique signals. Self-Refine, Self-
Debugging, CodeRL, and self-repair studies
all turn execution or critique into a revision
loop (Madaan et al., 2023; Chen et al., 2023; Le
et al., 2022; Olausson et al., 2024), while SWE-
bench frames real-world repair as resolving issue
reports against a repository with tests (Jimenez
et al., 2024). SWE-bench works because the test
suite is an oracle the patch cannot rewrite; most
web-code defects, however, are visual or interac-
tional and lack an equivalent suite. Synthetic-data
and unsupervised code-generation work explores
alternatives to labeled corpora (Gunasekar et al.,
2023; Wu et al., 2026a), and exploration-driven
web pipelines such as Explorer synthesize or filter
agent trajectories (Pahuja et al., 2025). MLLM-
as-judge frameworks (Zhang et al., 2025) try to
play that oracle role with a visual judge, but the
judge inherits the proposer’s modality bias, the fail-
ure mode our intro audit measures. It confines the
VLM to hypothesis generation and gives the oracle
role to the browser: re-execution under a typed in-

teraction contract must certify target progress and
preservation. Separated hypothesis and proof make
accepted transitions SFT data, not another repair
step.

Concurrent related work. HTMLCure is con-
current work on tests and state-aware repair for
interactive HTML, and provides the HTMLBench-
400 testbed used here (Wu et al., 2026b). WEB-
WORLD uses that testbed only for held-out eval-
uation. Its contribution is different: browser re-
execution becomes the world-model counterparty,
critiques become interaction contracts, and only
certified transitions are exported for SFT.

6 Conclusion

The structural failure of VLM-driven web-code
self-improvement is that the proposer is also the
judge, so the loop optimizes for visually plausi-
ble outputs that often fail under interaction. The
method removes that conflation by routing every ac-
cepted transition through a counterparty the VLM
cannot fool: the browser, treated as a deterministic
and executable world model for web code. Hy-
pothesis and proof are split by construction. The
VLM proposes via a typed interaction contract;
only re-execution under that contract can issue the
acceptance certificate that lets a candidate become
the next baseline. Certified transitions then accu-
mulate into the agent’s verified-capability memory
and the SFT export.

Under matched backbone and training
recipe, the resulting certified trajectories train
a 27B model that improves Raw-27B by 5.3
points on HTMLBench-400 and 14.9 points on
MiniAppBench-Val, reaching Kimi-K2.6/GPT-5.4-
level performance in this interactive HTML setting.
Equal-size acceptance-rule ablations show the gain
is carried by world-model-backed admission itself:
dropping the certificate collapses the lift to 0.4
points over Raw-9B, more than ten times below
the full gate.

The central design choice is the interface, not
a stronger prompt or critic. The browser replays
intended interactions, checks target predicates, and
preserves earlier capabilities; only those certified
transitions update memory and enter SFT. Train-
ing with the full gate improves behavior, while re-
moving the certificate removes the gain. Together,
method, data construction, and ablation point to the
same mechanism: browser admission as a world
model makes supervision reliable.
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Limitations

WEBWORLD currently isolates single-file interac-
tive HTML artifacts, where browser behavior can
be controlled and the certificate effect measured di-
rectly. Broader multi-file or framework-heavy set-
tings add deployment variables such as dependency
replay, project organization, and agent scaffolding.
The hypothesis-proof separation also depends on
the browser being a faithful oracle for the prop-
erty at stake. Genuinely perceptual defects, such
as aesthetic taste, brand identity, or accessibility
nuance, have no executable certificate and fall back
to the VLM proxy, inheriting its noise. The verifier
reduces false positives but does not make VLM
critique infallible: a wrong critique can still waste
repair budget, and dynamic applications still need
deterministic replay.

Ethics Statement

The system edits executable web code and there-
fore inherits standard risks of code generation, in-
cluding accidental insecure scripts, misleading in-
terfaces, or broken accessibility behavior. We re-
strict the current setting to sandboxed HTML arti-
facts and use verification gates to reject regressions
before exporting data. Before release, generated
HTML artifacts and trajectories are scanned for
private credentials, personal identifiers, external
network endpoints, malicious scripts, and offensive
content; flagged examples are removed. Any de-
ployment of repaired artifacts should still include
security, privacy, and accessibility review.
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A HTMLBench Benchmark Details

We evaluate WEBWORLD on two external
interactive-HTML benchmarks. HTMLBench-
400 (Wu et al., 2026b) is a frozen single-file
benchmark with deterministic browser test cases.
MiniAppBench-Val (Zhang et al., 2026) is a
held-out mini-application set used as an out-of-
distribution transfer check. Each HTMLBench
item is a natural-language prompt scored along five
dimensions: rendering, visual design, functionality,
interactivity, and code quality. The scores sum to
100. Functionality is the dominant component and
is measured as the weighted pass rate over a frozen
pool of 6,000 deterministic browser test cases. Ta-
ble 5 gives the six task families and their item and
test-case counts. The benchmark has 65 subtypes
spread across 122 easy, 156 medium, and 122 hard
prompts; 338 prompts require interaction.

Test cases are deterministic browser programs
built from actions such as click, type, hover, key
press, resize, visibility check, JavaScript assertion,
and screenshot-change check. They are prompt-
grounded and avoid framework-specific selectors,
hidden source assumptions, real credentials, pay-
ments, and private services. A page’s functionality
score is the weighted pass rate over the test pool;
coverage is recorded only as execution metadata.
The visual-design component is the only one as-
signed through a VLM path (over curated post-
execution keyframes); the remaining four dimen-
sions are static or browser-execution checks. We
therefore report total score and TC pass side by
side so that visual-only gains are not misread as
functional progress.

A.1 Leakage Audit
Because HTMLBench-400 and WEBWORLD share
infrastructure ancestry through HTMLCure, we
verify five non-overlap conditions explicitly:
(i) Item disjointness. The source HTML artifacts
that seed the roughly 60K-candidate trajectory loop
are drawn from a separate pool of front-end gen-
eration requests. No HTMLBench-400 item ID,
prompt string, rendered DOM, or screenshot enters
the data-construction pipeline. The two sets are
checked by exact prompt-string hash and by item-
identifier comparison; the intersection is empty.
(ii) Prompt-template disjointness. The VLM cri-
tique prompt operates over the runtime’s observa-
tion ot (screenshots, DOM facts, console, probe
outcomes); it is not seeded with any HTMLBench-

400 prompt template, rubric, or scoring instruction.
The two prompt families share no text.
(iii) Test-case disjointness. HTMLBench-400’s
6,000 deterministic test cases are authored against
benchmark items by a separate team and are not
accessible to the training loop. WEBWORLD’s
contract grammar generates per-page predicates
from the VLM critique; these predicates are not
derived from, and do not consult, any HTMLBench
test case.
(iv) Probe set disjointness. WEBWORLD’s 14
probe macros are generic interaction patterns (click,
drag, keyboard, form fill, hover, etc.); they are
not specialized to HTMLBench item structure and
can fire against any rendered page. HTMLBench-
400 test cases are item-specific scripted assertions.
The two libraries share no procedure or selector
vocabulary.
(v) Repair-skill disjointness. The fifteen VLM re-
pair skills and five deterministic patch lanes route
by issue family (gameplay, control wiring, SVG,
structural, visual, maintenance); none is tied to an
HTMLBench task family, item ID, or test case. Re-
moving or extending the skill set changes which
contracts get patched, not which contracts get certi-
fied.

The HTMLCure analysis runner is shared in-
frastructure used only at evaluation time, where
it scores held-out HTMLBench-400 items against
trained checkpoints; it is never queried during data
construction or training. Under these five condi-
tions, any gain we report on HTMLBench-400 re-
flects transfer from certified supervision, not bench-
mark leakage.

B Artifacts, Licenses, and Intended Use

WEBWORLD uses or creates four artifact classes:
the browser-verification runtime (contracts, probes,
certificates, and typed rejection logs), the certi-
fied transition corpus, SFT checkpoints, and exter-
nal evaluation artifacts. HTMLBench-400 and the
HTMLCure runner are cited as the held-out evalu-
ation benchmark and runner; MiniAppBench-Val
is cited as the out-of-distribution transfer bench-
mark. The web-agent and web-code benchmarks
discussed in §5 are cited for comparison only and
are not used to construct the training corpus.

External benchmarks, model checkpoints, and
model APIs are used for research evaluation under
their documented access conditions. The WEB-
WORLD artifacts are intended for research on
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Table 5: HTMLBench-400 task families. Each family contains natural-language prompts paired with deterministic
browser test cases used to score functionality.

Apps & Tools Content & Mkt. Data Viz. Games & Sim. 3D / WebGL Visual Art Total

Items 105 110 35 55 20 75 400
Test cases 1,688 1,660 588 682 328 1,054 6,000
Subtypes 18 16 7 9 4 11 65

browser-verified web-code generation and should
not be used to deploy generated web code with-
out independent security, privacy, and accessibility
review. We plan to release code, logs, and data
only in forms compatible with the underlying ar-
tifact terms; generated trajectories are filtered as
described in the Ethics Statement before release.

C SFT Training Details

All SFT routes use the same conversation template,
maximum sequence length, optimizer recipe, and
evaluation runner within a model scale. The main
comparison trains Raw and WEBWORLD variants
at 4B, 9B, and 27B. Mechanism runs are performed
on the 9B backbone with equal-size route construc-
tion so that the acceptance rule is the changing
factor. Depth runs also keep the example count
fixed, which separates trajectory quality from sam-
ple quantity. This controlled-route design makes
the causal comparison the construction of supervi-
sion rather than model family, prompt format, or
evaluation protocol.

Backbone is the Qwen3.5 family at 4B/9B/27B
parameters. Optimizer is AdamW with learning
rate 2×10−5, weight decay 0.01, and a 3% lin-
ear warmup. Effective batch is 128 via gradient
accumulation; sequence length is 16,384 tokens;
each route is trained for three epochs. Hardware is
64×H100 for 4B and 9B routes and 128×H100 for
27B routes. We report compute in H20-equivalent
card-hours, using the accounting conversion 1
H100 card-hour = 4 H20 card-hours. One 4B
route uses 64×4 H100 card-hours, or 1,024 H20-
equivalent card-hours; one 9B route uses 64×6
H100 card-hours, or 1,536 H20-equivalent card-
hours; one 27B route uses 128×12 H100 card-
hours, or 6,144 H20-equivalent card-hours. All
cells in Table 1, Table 2, Table 3, and Table 4 are
single-seed runs with seed 42.

Evaluation is the public HTMLCure analy-
sis runner pinned to its release commit; the
MiniAppBench-Val evaluation uses the released
validation split with the runner’s default set-

tings. Browser execution uses a headless
Chromium/Playwright runtime with deterministic
viewport and timeout settings. VLM inference for
critique uses greedy decoding (temperature 0, max
output 4,096 tokens); patch generation uses temper-
ature 0.7 with one candidate per contract. Training
uses the same software environment across routes;
exact package versions, runner commit, and check-
point identifiers are released with the code artifact.

D Data Construction Pipeline

This appendix gives the engineering details ab-
stracted in Figure 3. The runtime processes each
source artifact through up to Tmax = 10 critique-
repair-verify rounds. Within a round, the VLM
emits one structured critique; the planner attempts
to admit it as a contract; if admitted, the routed
skill produces one candidate patch; the runtime
re-executes the candidate under the contract. The
round ends in one of two states: a certificate is is-
sued and the candidate becomes the next baseline,
or a typed rejection feeds the next critique.

Across the runtime we observed, roughly 60K
admitted repair candidates reached the browser
re-execution stage after contract filtering. Re-
execution refused 24,350 candidates with typed
rejection reasons such as partial progress, visual-
only evidence, preserve risk, or stale replay. The
certified pool that resulted is 42,860 transitions,
decomposed by proof level into same-trace re-
play (42.3%), capability gain (22.5%), target-
issue progress (16.4%), localized visual evidence
(11.5%), and static structural repair (7.3%). The
final 32,800-example SFT corpus is a uniform ran-
dom subsample (seed 42) of this certified pool,
matching the Raw budget.

E Supplementary Analysis

The main analysis focuses on the three mechanism-
level claims: repair should be iterative, admission
should be verification-backed, and GUI evidence
should cover interactive behavior rather than static
appearance alone. This appendix reports lower-
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Figure 9: Full admission rejects common false positives.

level diagnostics from the same evaluation. These
figures are not separate benchmark claims; they
explain where the loop fails, why WEBWORLD

rejects many visually plausible candidates, and
which evidence paths make an accepted transition
auditable.

E.1 Failure Modes and Rejection Accounting
Figure 8 motivates using executed GUI traces in-
stead of a single aggregate score. A static UI, a
form workflow, a tool application, a canvas/SVG
page, a mini game, and a 3D scene do not fail in
the same way. Some failures are visible at render
time, but others require clicks, typed input, key-
board control, state replay, or console inspection.
This supports the design choice in WEBWORLD:
the VLM critique is grounded in the observed fail-
ure family, and the repair contract narrows the next
edit to the missing behavior rather than to generic
visual polish.

Figure 9 explains why the paper treats VLM
judgment as a hypothesis rather than proof. VLM-
only and score-only rules still accept candidates
that look improved but fail under replay, drift be-
cause the state changed independently, or lack
enough preservation evidence. The full WEB-
WORLD gate rejects those cases and exports mostly
true-progress transitions. This is the practical rea-
son for the quality-ratchet contract: rejected at-
tempts remain useful diagnostics, but they should
not become SFT targets.
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Figure 10: Accepted transitions use diverse evidence
paths.
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Figure 11: Verified repair reduces the aggregate error
index.

E.2 Evidence Paths and Repair Accounting
Figure 10 shows that accepted transitions are not
admitted through one brittle test. Game pages rely
heavily on replay and goal progress; forms and
tools need state matching and workflow evidence;
visual and static pages use visual-region evidence
only when it is tied to a localized target and low
preserve risk. This diversity matters because web-
code quality is multimodal. A valid repair may
fix control wiring, state machines, visual regions,
or console/runtime cleanup. The common require-
ment is not the evidence type, but that the evidence
proves target progress under the repair contract.

Figure 11 summarizes the same process as an
error-index accounting view. Most of the reduc-
tion comes from fixing concrete GUI failures:
console/runtime defects, dead controls, state mis-
matches, visual breaks, and missing goals. The
small new-regression bar is the residual risk the
preservation gate is designed to expose. The point
is therefore calibrated: WEBWORLD does not
claim that every edit is safe. It claims that re-
execution and preservation-aware admission make
the remaining exported transitions much cleaner
than a raw critique-and-rewrite loop.

E.3 Cost, Frontier, and Case Trajectories
Figure 12 places the mechanism in a cost-quality
space. Cheap filtering and one-shot repair are use-
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Figure 12: Verified repair trades additional cost for
cleaner accepts.

Before Run Critique Patch Replay Accept
Game

Control

Form
Workflow

Visual
Only

State
Regression

Figure 13: Case timelines show accepted and rejected
repair paths through the verifier.

ful baselines, but they do not provide enough ac-
cepted precision for clean trajectory export. VLM-
only and score-only routes spend more than fil-
tering while still underperforming because their
acceptance signal is not tied tightly enough to re-
play and preservation. WEBWORLD moves to the
verified-repair frontier. It costs more because it
runs interaction, critique, patching, and verification,
but that cost buys cleaner accepted transitions. This
is the intended tradeoff for SFT data construction,
where noisy positives are costlier than refusals.

Figure 13 gives the qualitative counterpart to
the aggregate diagnostics. Accepted cases move
through browser execution, critique, patch genera-
tion, replay, and final acceptance. Rejected cases
can survive early stages but fail when replay ex-
poses state regression or when the evidence re-
mains visual-only. This is the behavior desired
from an autonomous repair loop: the system may
explore many candidate edits, but only transitions
with replayable progress and preserved prior capa-
bility enter the verified trajectory.

F Rendered Case Studies

This section expands the trajectory view into ren-
dered browser states. The appendix remains in
the normal two-column format: each screenshot is

shown as one rendered state, followed immediately
by the corresponding interpretation. Each figure
makes the same repair contract visible: browser
replay must establish progress, the gate accepts or
rejects the candidate, and preservation locks keep
prior evidence intact. This layout emphasizes the
core contract of WEBWORLD: visually plausible
but non-replayable edits are rejected.

F.1 Case A: Zoo Tycoon GUI Repair
Each figure below shows only the browser-rendered
product HTML. The replay verifier for the same
round is generated as a separate artifact, so the
visual case study stays faithful to the user-facing
GUI.

Figure 14: Zoo Tycoon initial state.
Contract. (no contract yet — this is the unverified baseline
page)

Certificate. no certificate; the page has not been re-
executed under any contract

Interpretation. The initial product page has a
complete zoo scene with animal pens, visitor paths,
economy cards, and a guide modal. The missing
piece is evidence: the start/guide state has not yet
been replayed as a concrete browser target, so the
separate verifier keeps it as a baseline.
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Figure 15: Round 1 accepted: semantic target resolves.
Contract.target=state_changed
(button.guide-start); replay=click
(button.guide-start)+screenshot;
preserve= {button.guide-start.replayed}

Certificate. ACCEPTED via same-trace replay proof

Interpretation. Round 1 keeps the zoo scene in-
tact while turning the guide action into a visible,
clickable target. This is the first synchronized re-
pair: the product screenshot exposes the target, and
the separate replay record can resolve it.

Figure 16: Round 2 accepted: native zoo feedback.
Contract.target=habitat-region.populated;
replay=rerun(layer-1-2)
+inspect(zoo-grid);
preserve(2) = prev∪ {habitat-region}

Certificate. ACCEPTED via capability gain proof; a new
probe macro now passes

Interpretation. Round 2 improves the HTML it-
self: additional animal habitats, path structure, and
build tools become easier to read. The accepted
repair is therefore a native GUI refinement, not
hidden metadata.
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Figure 17: Round 3 accepted: status copy preserved.
Contract.target=status-copy /∈play-area;
replay=dom-snapshot+visual-cmp;
preserve(3) = prev∪ {status-copy.docked}

Certificate. ACCEPTED via localized visual proof under
bounded region risk

Interpretation. Round 3 docks clearer status/help
copy beside the board while keeping working con-
trols and animals visible. The improvement is vi-
sual clarity under preservation, not an overlay that
hides the task.

Figure 18: Round 4 rejected: wrong semantic target.
Contract.target=wrong-control
.click_feedback; replay=click(.snack-bar)
+screenshot; preserve= (unchanged from R3)

Certificate. REJECTED — the candidate is anchored to the
wrong semantic control; replay never reaches the start gate, so
no certificate is issued

Interpretation. Round 4 shows the negative case.
The product page remains plausible, but the can-
didate points to the wrong semantic control. The
rejection is shown in the status and round marker
rather than as a board overlay, so the verifier deci-
sion is visible without covering the zoo scene.
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Figure 19: Round 5 accepted: native status block.
Contract.target=native-status.visible∧ no-
overlay; replay=rerun+visual-cmp;
preserve(4) = prev∪ {native-status.visible}

Certificate. ACCEPTED via localized visual proof

Interpretation. Round 5 repairs the previous is-
sue by moving guidance into a stable native status
region. The visual change is deliberate: feedback
is easier to scan, but the board and toolbar remain
intact, so the preserved evidence still matches the
screenshot.

Figure 20: Round 6 accepted: exportable zoo state.
Contract.target= all-predicates-
hold; replay=full-rerun;
preserve(6) = prev∪ {toolbar.on,
economy-card.stable}

Certificate. EXPORT-READY — every preserve predicate
still holds and the certified trajectory enters the SFT export
pool

Interpretation. Round 6 is the exportable state.
The HTML is more attractive and more structured,
and the separate verifier explains why it is safe to
keep: the replay target, native grid, status text, and
visible content are all locked.
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F.2 Case B: Smart Finance Filter Repair

Figure 21: Smart Finance initial state.
Contract. (no contract yet — this is the unverified baseline
page)

Certificate. no certificate; the page has not been re-
executed under any contract

Interpretation. The initial finance example has
a clean sidebar, filter chips, balance cards, and a
transaction table. At this point the layout is present,
but the filter is only visual; the verifier has not yet
observed a replayed state transition.

Figure 22: Round 1 accepted: Today-filter click.
Contract.target=button:‘Today’.active;
replay=click(button:‘Today’)+screenshot;
preserve(1) = {button:‘Today’.active}

Certificate. ACCEPTED via same-trace replay proof

Interpretation. Round 1 makes the Today chip
visibly active and binds it to the replay trace. The
screenshot and text now describe the same change:
a static filter row becomes a verified interactive
state.
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Figure 23: Round 2 accepted: cards synchronized.
Contract.target=cards.totals=filter.rows;
replay=rerun(layer-1-3)+probe(totals);
preserve(2) = prev∪ {cards.synced}

Certificate. ACCEPTED via capability gain proof;
cards/rows/chart now agree on the filtered state

Interpretation. Round 2 improves both correct-
ness and aesthetics: the cards, compact chart, and
row count now share the same filtered state. This
prevents a weak cosmetic repair where only the tab
color changes.

Figure 24: Round 3 accepted: lists preserved.
Contract.target=ledger.readable
∧filter.locked;
replay=dom-snapshot+visual-cmp;
preserve(3) = prev∪ {ledger.preserved}

Certificate. ACCEPTED via localized visual proof with
bounded region risk contained

Interpretation. Round 3 keeps the transaction list
readable while preserving the filtered dashboard.
The visual improvement is the stable information
hierarchy: cards summarize the state, and rows still
provide the evidence behind it.
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Figure 25: Round 4 accepted: auditable filter state.
Contract.target=audit-card.
attached∧filter.exportable;
replay=full-rerun+probe
(filter,rows,cards);
preserve(5) = prev∪ {audit-card.attached,
filter.exportable}

Certificate. EXPORT-READY via static structural proof; the
certified trajectory enters the SFT export pool

Interpretation. Round 4 adds an audit card that
explicitly names the active filter, row count, and
synchronized cards. The figure and explanation
are aligned: the final dashboard is more polished
because its visual summary is also replay-auditable.

F.3 Case C: Knife Master Click-State Repair

Figure 26: Knife Master initial state.
Contract. (no contract yet — this is the unverified baseline
page)

Certificate. no certificate; the page has not been re-
executed under any contract

Interpretation. The initial game example sepa-
rates the target, score tiles, and action buttons, but
it remains a baseline because the Start action has
not yet been replayed. The right-side status card
explicitly marks this unverified state.
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Figure 27: Round 1 accepted: start control.
Contract.target=state_changed
(button.start-game);
replay=click(button.start-game)
+wait(300ms)+screenshot;
preserve(1) = {button.start-game.replayed}

Certificate. ACCEPTED via same-trace replay proof

Interpretation. Round 1 accepts the first interac-
tion repair: the Start button is replayed while the
score tiles, target, and action area stay separated.
The visual improvement is modest but important:
no control is hidden by the target or knives.

Figure 28: Round 2 rejected: unsupported claim.
Contract.target=failure-card.
semantic-evidence; replay= no concrete
replay action provided; preserve= (unchanged from R1)

Certificate. REJECTED — the candidate adds a failure card
but provides no replayed evidence backing it, so no certificate
is issued

Interpretation. Round 2 is the rejected variant. It
adds a prominent failure card and warning, but the
candidate claim is not grounded by replay evidence.
The red decision panel is synchronized with that
visible warning, so the attractive-looking edit is
rejected by the gate.
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Figure 29: Round 3 accepted: polished layout.
Contract.target=no-overlap
(target,controls,score);
replay=rerun+visual-cmp(playfield);
preserve(3) = prev∪ {no-overlap,
score-tiles.visible}

Certificate. ACCEPTED via localized visual proof

Interpretation. Round 3 is the accepted aesthetic
repair: the target is centered, blades stay inside
the play area, and the action buttons move into a
separate control deck. The screenshot now visibly
matches the explanation: the UI becomes cleaner
without losing the replayed state.

Figure 30: Round 4 accepted: retry state preserved.
Contract.target=retry-card.visible∧ prior-
state-holds; replay=full-rerun
+probe(retry,score,layout);
preserve(4) = prev∪ {retry-card.visible}

Certificate. EXPORT-READY via capability gain proof; the
certified trajectory enters the SFT export pool

Interpretation. Round 4 preserves the polished
layout while adding an explicit retry/status card.
The failure card, retry button, score tiles, target,
knives, and main controls are all visible without
overlap, which is the case-study point: replay and
preservation, not polish alone, decide acceptance.
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G System Inventory

This appendix lists the concrete tools the prototype
carries. The method in §2 does not depend on this
inventory; tool changes preserve the interface.

Interaction probes. The runtime drives the ren-
dered page through fourteen deterministic browser
macros, each a fixed sequence of freeze, snapshot,
action, and observe steps. The catalogue covers
four behavioral surfaces: rendering and entry
(canvas focus, primary call-to-action, game start),
control wiring (click target, button sweep, key-
board, pointer motion, pointer hold), drag and
form input (drag, form submit, filter change), and
interactive visuals (card flip, hover reveal, SVG
animation). Each macro yields replay evidence.

Repair skills. The repair router maps issue fam-
ilies to twenty typed skills. Fifteen are VLM
lanes grouped as gameplay (game-loop and playa-
bility fixes), control wiring (click, drag, form
handlers), SVG (animation, card-flip, structural),
structural completion (feature completion, inter-
action affordance), visual (polish, enrichment),
maintenance (cleanup, console-error fixes), and a
bounded holistic-rewrite fallback. Five determin-
istic patch lanes bypass the VLM for mechanical
fixes: broken console state, missing dependency,
missing SVG hook, missing interaction affordance,
or missing focus feedback.

Contract schema. The serialized interaction con-
tract has a stable version tag and records: the issue
family, the target predicate, the action trace and sta-
ble selectors the verifier will replay, the inherited
preserve predicates, the hard gates (same-trace exe-
cution, no new fatal console errors, no regression
on previously accepted contracts), an impact-scope
region, and an admission record that names which
planner rule admitted it.

Certificate schema. The serialized acceptance
certificate has a stable identifier and five blocks: the
restated objective, the HTML-level diff summary,
the proof block (proof level, state-trigger evidence,
target and summary terms), the validation result per
gate and per success criterion, and the provenance
bundle (screenshots, action trace, probe outcomes).
Refusals share the same identifier scheme but carry
a typed rejection in place of the proof block.

Reproducibility note. The prototype records
both live verification metrics and metadata-derived

accepted-artifact metrics. When these disagree, the
main claims use the stricter verification-derived
accounting; live metrics are runtime diagnostics.
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