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Abstract

Vision-language models (VLMs), despite their
extraordinary zero-shot capabilities, are vul-
nerable to distribution shifts. Test-time adap-
tation (TTA) emerges as a predominant strat-
egy to adapt VLMs to unlabeled test data on
the fly. However, existing TTA methods heav-
ily rely on zero-shot predictions as pseudo-
labels for self-training, which can be unreliable
under distribution shifts and misguide adapta-
tion due to two fundamental limitations. First
(Modality Gap), distribution shifts induce gaps
between visual and textual modalities, mak-
ing cross-modal relations inaccurate. Second
(Visual Nuisance), visual embeddings encode
rich but task-irrelevant noise that often over-
whelms task-specific semantics under distribu-
tion shifts. To address these limitations, we
propose SubTTA, which aligns the semantic sub-
spaces of both modalities to enhance zero-shot
predictions to better guide the TTA process.
To bridge the modality gap, SUubTTA extracts
the principal subspaces of both modalities and
aligns the visual manifold to the textual se-
mantic anchor by minimizing their chordal dis-
tance. To eliminate visual nuisance, SubTTA
projects the aligned visual features onto the
task-specific textual subspace, which filters out
task-irrelevant noise by constraining visual em-
beddings within the valid semantic span, and
standard TTA is further performed on the puri-
fied space to refine the decision boundaries. Ex-
tensive experiments on various benchmarks and
VLM architectures demonstrate the effective-
ness of SubTTA, yielding an average improve-
ment of 2.24% over state-of-the-art TTA meth-
ods. Our code is available at https://github.
com/zhichenz98/SubTTA_EMNLP26.

1 Introduction

Pretrained Vision-Language Models (VLMs), such
as CLIP (Radford et al., 2021) and ALIGN (Jia
et al., 2021), have demonstrated extraordinary zero-
shot capabilities across diverse downstream tasks,

ranging from image classification (Radford et al.,
2021; Addepalli et al., 2024) to image caption-
ing (Chen et al., 2022; Yu et al., 2022) and visual
question-answering (Yu et al., 2023; Huynh et al.,
2025; Lin et al., 2025b). The success stems from
the expressive joint embedding space, where vi-
sual representations are globally aligned with rich
linguistic concepts, enabling task descriptions in
natural language to directly retrieve task-relevant
visual semantics.

Despite these capabilities, VLMs often struggle
when deployed in open-world scenarios which are
characterized by distribution shifts, such as image
corruptions (Hendrycks and Dietterich, 2019) or
stylistic changes (Patashnik et al., 2021). These
shifts distort the vision-language embedding space
and degrade the reliability of zero-shot predic-
tions. To mitigate this, test-time adaptation (TTA)
has emerged as a predominant paradigm to adapt
pre-trained VLMs to unlabeled test data on the
fly (Osowiechi et al., 2024; Maharana et al., 2025;
Bao et al., 2025). Notably, most existing TTA
approaches, either training-free methods utilizing
memory banks (Zhang et al., 2024; Li et al., 2025)
or training-based methods optimizing pseudo la-
bels (Zhang et al., 2022; Shu et al., 2022), heavily
rely on the VLMs’ raw zero-shot predictions to
guide the adaptation process, which can be pre-
carious when the aligned space is disrupted. We
attribute the failure of standard TTA to two funda-
mental limitations under distribution shifts, namely
modality gap and visual nuisance.

First (Modality Gap), distribution shifts induce
a global drift of the visual manifold relative to
the textual manifold. Intuitively, as shown in Fig-
ure la, the modality gap causes visual features
(e.g., dog) to drift toward incorrect textual anchors
(e.g., bird), leading to incorrect zero-shot predic-
tions. To validate this empirically, we analyze the
visual-textual principal angles under different shift
levels in Figure 2. We observe that correct pre-
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(a) Modality Gap

(b) Visual Nuisance

Figure 1: Failure modes of zero-shot prediction. (a)
Modality gap: Visual features drift away from the tex-
tual manifold. A dog image shifts closer to the bird
anchor. (b) Visual Nuisance: Task-irrelevant noise over-
shadows core semantics. a dog is misclassified as bird
due to spurious correlation with the blue sky.

dictions consistently exhibit smaller principal an-
gles than mispredictions, and that, as the shift level
increases to the right side, the entire distribution
shifts toward larger angles accompanied by a surge
in errors. This geometric divergence indicates that
the pre-trained vision-language alignment is struc-
turally broken, creating a modality gap where the
visual feature space is globally rotated away from
the textual anchor space.

Second (Visual Nuisance), unlike compact tex-
tual anchors, visual embeddings encode rich but
task-irrelevant information. As illustrated in Fig-
ure 1b, irrelevant nuisances often overshadow core
semantics: for example, a dog on a blue back-
ground may be misclassified as a bird due to the
spurious correlation between the sky color and the
bird class. We quantify this phenomenon via se-
mantic concentration, measured by the ratio of vi-
sual energy projected onto the textual subspace
relative to the raw embedding, in Figure 3. Cor-
rect samples exhibit markedly higher semantic con-
centration than mispredictions, while increasing
shift levels push the distributions toward lower con-
centration, revealing that task-relevant components
are increasingly overshadowed by nuisance dimen-
sions. Consequently, pseudo-labels derived from
raw visual embeddings are heavily contaminated by
irrelevant noise (e.g., background clutter or domain-
specific styles), causing TTA to reinforce predic-
tion errors rather than correct them.

To address these challenges, we propose SUbTTA,
a novel TTA framework grounded in subspace
alignment. First (Geometric Alignment), to bridge
the modality gap, we rectify the global drift of the
visual manifold. We construct compact principal
subspaces for both modalities via eigendecompo-
sition. Treating the textual basis as an anchor, we
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Figure 2: Principal angles (J). Correct predictions ex-
hibit consistently smaller principal angles than

. Increased shift level results in larger angles
and more mispredictions.
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Figure 3: Semantic concentration (7). Correct predic-
tions exhibit markedly higher semantic concentration
than Increased shift level results in
lower concentration and more mispredictions.

geometrically align the visual subspace to it by
minimizing the chordal distance. This step recal-
ibrates the visual feature space to match the pre-
trained vision-language geometry. Second (Seman-
tic Projection), to eliminate visual nuisance, we
project the aligned visual embeddings onto the task-
specific textual subspace. The projection acts as a
semantic filter which constrains visual features to
lie within the semantic span defined by the textual
basis, effectively discarding irrelevant noise and
recovering the submerged semantic signal. Finally,
standard self-training objectives are applied within
this purified space to sharpen decision boundaries.

Our contributions are summarized as follows:

» Analysis. We provide a novel perspective on
VLM TTA failure, identifying two barriers,
namely modality gap and visual nuisance.

* Method. We propose SubTTA, a subspace-
centric TTA framework to align visual-textual
subspaces and filter visual nuisance via seman-
tic projection, ensuring pseudo label quality.

* Evaluation. Extensive experiments on di-
verse benchmarks and VLM architectures
demonstrate that SubTTA significantly outper-
forms state-of-the-art TTA methods.

2 Related Works

Vision-Language Model Test-time Adaptation.
Existing VLM TTA methods are broadly cate-
gorized into training-based and training-free ap-
proaches. Training-based methods update parame-
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ters or prompts via self-supervised objectives, such
as entropy minimization (Wang et al., 2020; Zhang
et al., 2022), robust loss functions (Rusak et al.,
2022; Yuan et al., 2023), or context prompt tun-
ing (Shu et al., 2022). Recent variants further ex-
plore cluster-based refinement (Maharana et al.,
2025; Bao et al., 2025), model merging (Osowiechi
et al., 2024), and negative augmentation (Deng
et al., 2025). Conversely, training-free methods
avoid gradient updates for better efficiency, cal-
ibrating distributions via logit/prototype adjust-
ments (Zhang et al., 2024; Li et al., 2025; Kar-
manov et al., 2024; Huang et al., 2026) or closed-
form feature alignment (Farina et al., 2024; Débler
et al., 2024). Despite their effectiveness, both
paradigms typically rely on raw zero-shot predic-
tions as pseudo-labels. These can be highly noisy
under distribution shifts, risking catastrophic fail-
ures. SUbTTA addresses this by intrinsically refining
zero-shot predictions to enable reliable adaptation.

Geometric Adaptation. Exploiting feature space
geometry is a growing trend for bridging modality
gaps. However, prior subspace methods typically
focus on few-shot (Zhu et al., 2024; Simon et al.,
2020; Wang et al., 2025) or uni-modal (Adachi
et al., 2025; Fernando et al., 2014) settings, often
utilizing rigid rank-to-rank metrics (Fernando et al.,
2014; Sun and Saenko, 2016). For cross-modal
VLM adaptation, STS (Dafnis and Metaxas, 2026)
aligns textual embeddings to visual features, which
inadvertently risks accommodating task-irrelevant
visual nuisances. In contrast, SUbTTA differentiates
itself in three key aspects. First (Task), SUbTTA tar-
gets the challenging zero-shot cross-modal classi-
fication; Second (Metric), by optimizing the basis-
invariant chordal distance rather than rigid rank-
to-rank metrics, we avoid false correspondences
caused by nuisance factors; Third (Approach), we
explicitly filter visual nuisances via semantic pro-
jection, offering a plug-and-play module that inte-
grates seamlessly with existing TTA frameworks.

3 Methodology

In this section, we introduce our proposed SubTTA
to improve TTA performance via subspace align-
ment. We first introduce preliminaries in Sec-
tion 3.1. Afterwards, we introduce two key compo-
nents, namely geometric alignment and semantic
projection, in Sections 3.2 and 3.3, respectively.

3.1 Preliminaries

We denote text space by 7 and image space by V.
A VLM consisting of an image encoder f, : V —
R< and a text encoder f; : 7 — R?, which aligns
image and text embeddings in a shared space. For
an image classification task with C' classes, the text
encoder f; embeds the textual descriptions, e.g.,
"A photo of a <class>", into text embeddings
t1,...,tc € R Given a test image, the image
encoder f,, embeds it into an image embedding v €
R?, and the prediction corresponds to the class with
the highest similarity score, i.e., arg max, v ' t..

3.2 Geometric Alignment

High-dimensional VLM embeddings are suscep-
tible to the modality gap under distribution shifts,
where structural misalignment leads to unreliable
zero-shot predictions. To mitigate this, we pro-
pose to align the visual and textual representations
within a refined low-dimensional subspace.

We begin by identifying the principal direc-
tions that capture textual and visual semantics via
eigendecomposition on feature covariance matrices.
For the textual modality, textual prompts encapsu-
late rich task-specific semantic information (e.g.,
class categories), hence their covariance matrix
37 effectively defines the target semantic space.
Formally, given the normalized text embeddings
T = [t1,...,tc]" € RE*9, the text covariance
matrix is computed as 37 = T'T € R**?, For
the visual modality, test images typically arrive in
small batches, which provide insufficient statistics
to accurately estimate the global visual distribution,
leading to high estimation variance and noise (Bao
et al., 2025). To mitigate such instability, we em-
ploy an Exponential Moving Average (EMA) to
maintain a robust estimate of the visual covariance.
Specifically, we initialize the visual covariance us-
ing the textual covariance as a semantic prior, i.e.,
3y < X7. For each step k, with the normalized
image batch V(*) = [v{,... vp]T € REX4 the
visual covariance matrix is gradually updated by

Sy (1—a)Zy +a(VR VE) (1)

where « is the momentum coefficient.

To extract the dominant components from the
noisy covariance matrices, we perform eigende-
composition to obtain the rank-r approximations

Y7 ~BrA7rBT, 3y ~ B)AyBy, (2)

where BT, By, € R™*4 are the top-r orthonormal
eigenvectors corresponding to the principal basis,
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Figure 4: Overview of SubTTA. (a) VLM encodes images and textual prompts into a shared raw space. (b) Geometric
alignment alleviates modality gap by minimizing the chordal distance. (c) Semantic projection retains task-relevant
information, e.g., category, while filtering out irrelevant ones, e.g., background color. (d) Standard TTA is further

performed on the aligned subspace.

and A7, Ay are diagonal matrices containing the
corresponding top-r eigenvalues.

After obtaining the principal bases, we follow
prior works (Osowiechi et al., 2024; Hakim et al.,
2025; Bao et al., 2025) and adapt the normaliza-
tion layers of the image encoder to align the visual
span By, to the textual anchor B-+. Conventional
metrics, such as Frobenius norm ||B7— By, || and
cosine similarity S°7_; B7(i) ' By (i), enforce a
rigid rank-to-rank alignment, i.e., forcing B (7)
to align with By,(7). However, this can be problem-
atic because the bases in B and By, are sorted by
statistical variance rather than semantic relevance.
For instance, the top-ranked visual basis may cap-
ture dominant but task-irrelevant signals (e.g., back-
ground intensity or style) rather than target objects.
Consequently, enforcing a rigid rank-to-rank corre-
spondence may erroneously align these nuisances
with the primary textual anchors. Therefore, the
distance metric is expected to be solely defined by
the subspace geometry while remaining invariant
to the specific choice of basis vectors.

To satisfy this property, we employ the chordal
distance on the Grassmannian manifold as follows

) sin?6;, (3)
=1

where 6; represents the ¢-th principal angle between
subspaces span(B7) and span(By). Geometri-
cally, minimizing the chordal distance forces the
principal angles toward zero, thereby maximizing
the overlap between the visual and textual sub-
spaces. Based on this, we formulate our alignment
objective as the squared chordal distance, which
can be efficiently computed via the Frobenius norm
as follows (Conway et al., 1996)

= d4(B7,By) =7 — |BrBy|E. @)

Note that the chordal distance is defined solely
by the principal angles {6;}’_, between the two

den(BT,By) =

Eali gn

subspaces, remaining invariant to the basis choices.
Formally, consider an orthogonal rotation matrix
Q € R™" with Q" Q = I that rotates the visual
bases by QBy, we have

IB7(@By)" |} = T (BrB}Q'QByBy )
—Tr (BTBE BVB})
= |[B7By| 7.

This geometric flexibility avoids rigid rank-to-rank
alignment, and enables a global matching that al-
lows relevant visual signals to align with the correct
textual anchors regardless of their rank order.

3.3 Semantic Projection

While geometric alignment effectively rectifies the
global distribution drift, it preserves the intrinsic
structure of the visual features that include the task-
irrelevant nuisance. To eliminate such nuisance,
we leverage the textual subspace, which is compact
and rich in task-specific semantics, as a hard se-
mantic filter. Specifically, for image embedding v,
the semantic projection is defined as follows

Proj(v) = vBJBr. (5)

This operation effectively discards noises orthog-
onal to the semantic span, yielding a purified em-
bedding space that facilitates high-quality zero-
shot predictions. Equipped with the purified em-
beddings, SUbTTA can be seamlessly integrated
with various TTA objectives (e.g., entropy-based
or cluster-based) to refine decision boundaries.

4 Experiments

4.1 Experiment Setup

Datasets and Metric. We evaluate SubTTA on
three corrupted image classification benchmarks:
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Table 1: Benchmark results with ViT-B-16. We denote Top-1/2/3 by Blue/Yellow/Red, respectively.

Noise Blur

Weather Digital

Method Mean
Gauss. Shot Impul. Defoc. Glass Motion Zoom Snow Frost Fog Brit. Contr. Elast. Pixel. JPEG
Source 11.14 1254 12.06 2334 1526 24.44 2272 3236 29.86 3594 54.08 17.26 12.70 31.00 33.34 2454
TDA 12.42 1480 1480 2370 16.70 26.06 23.98 33.54 32.10 38.00 5528 19.32 14.18 33.46 3498 26.22
DMN 11.50 14.14 14.00 2232 1578 2456 22.54 31.52 3036 35.34 5424 1630 12.48 32.52 2479 24.16
VTE 9.18 10.80 10.80 24.70 1436 24.28 2520 3540 32.44 3820 5552 16.20 1434 38.68 34.04 25.61
o ZERO 10.50 11.50 11.12 24.78 14.88 2436 23.28 33.04 3040 37.06 54.52 16.90 13.40 3490 3290 24.90
« ECALP 1334 15.58 14.10 2256 1556 2552 23.64 30.96 30.02 3578 52.08 18.34 13.52 33.14 3330 25.16
Z TENT 520 5.68 742 2530 1934 26.86 24.16 33.52 30.54 37.80 54.32 2252 1390 35.08 36.02 25.18
g RoTTA 1144 13.08 1236 2346 1548 24.66 22.78 32.60 29.92 3586 54.18 17.34 1292 31.02 3352 24.71
g TPT 854 944 10.16 24.06 15.06 25.00 24.04 33.96 32.18 37.08 5552 16.52 13.68 3390 33.56 24.85
= MEMO 11.08 1238 12.02 23.54 1544 24.60 2290 32.54 30.06 3594 54.02 1746 12.80 31.24 3340 24.63
WATT 11.18 12.78 13.02 25.12 18.08 2690 2522 3342 3022 37.40 53.96 21.84 15.16 33.46 3494 26.18
STS 15.06 16.84 15.82 2440 1632 2690 2436 34.06 31.06 3698 54.68 26.16 14.06 37.22 32.04 27.06
MINT 19.68 20.36 19.44 26.88 21.52 29.88 2596 32.68 29.38 3884 55.10 24.30 19.06 36.38 3824 29.18
BATCLIP 1948 21.02 1930 2592 2126 2996 2852 3522 31.38 40.24 5520 25.68 23.72 36.82 3722 30.06
SubTTA 21.16 22.88 2144 2534 2482 30.70 29.64 37.24 3590 4126 56.96 29.74 29.40 37.58 38.18 32.15
Source 37.94 41.68 5444 71773 40.87 6790 73.67 73.88 77.34 70.25 84.41 6241 5381 47.66 59.45 61.16
TDA 4091 4431 5045 72.80 4438 71.60 7597 7529 77.84 7T1.75 86.07 6234 56.34 47.77 57.68 62.37
DMN 4334 4752 5411 7343 3999 7225 7597 7431 7646 71.24 8454 60.56 54.15 47.20 57.14 62.15
VTE 4234 4622 6425 71.14 45.63 68.51 73.66 76.74 7827 71.06 8527 57.24 59.62 60.59 61.89 64.16
o ZERO 39.22 4377 5719 7191 40.71 6922 74.11 7436 77.24 7244 83.85 60.74 55.64 4897 6229 62.11
< ECALP 46.52 50.81 61.04 71.83 41.52 7048 7538 75.82 78.99 71.24 86.03 60.70 58.06 49.78 61.17 63.96
& TENT 15.42 1830 38.18 8143 21.54 7633 8224 83.59 8224 80.56 89.76 80.65 63.50 58.83 56.27 61.92
£ RoTTA 39.20 42.64 5533 7210 41.20 68.11 74.02 7439 78.02 70.78 84.77 63.09 54.61 49.44 60.12 61.85
g TPT 37.76 42.19 60.66 7284 44.82 69.72 7537 7595 7890 72.15 85.67 62.04 5886 55.18 62.58 63.65
MEMO 37.61 4126 55.64 72.08 41.58 68.60 7397 7496 7734 7150 84.79 62.07 5550 49.23 61.02 61.81
WATT 4598 5325 6031 7499 3858 7149 7592 77.69 80.23 76.33 87.56 7559 5542 62.04 63.21 66.57
STS 42.17 5394 6526 72.82 4393 7575 7537 7490 79.00 73.74 87.87 7291 59.38 60.16 62.67 66.66
MINT 54.40 58.73 6453 76.54 4890 77.89 79.27 81.58 81.51 77.20 89.94 7454 62.11 6142 6445 70.20
BATCLIP 61.89 6544 67.07 80.06 5547 80.02 81.60 82.47 83.69 80.43 8847 81.19 69.12 62.67 67.29 73.79
SUbTTA 60.18 66.62 69.73 8147 5994 81.24 8239 83.72 83.75 83.48 9142 86.26 70.94 7442 6941 76.33
Source 19.57 21.41 2526 4246 20.05 43.15 4792 48.38 49.67 41.61 57.01 34.54 29.23 2395 3246 35.78
TDA 2259 2512 2922 43.11 1935 4347 4927 4846 5040 4145 57.96 35.02 28.73 24.16 3246 36.72
DMN 22.02 25.06 2543 4093 16.10 43.70 49.38 45.72 47.88 39.77 57.61 3223 2589 2290 30.99 35.04
VTE 1797 18.80 2822 40.42 19.58 39.58 4536 48.16 46.85 40.68 5530 30.08 3247 3035 3152 35.02
©w ZERO 1891 21.07 2857 4397 1949 4331 48.69 49.11 50.07 44.02 57.62 34.51 31.08 24.80 34.04 36.62
g' ECALP 23.15 25.17 30.10 43.19 19.65 42.82 49.70 4797 50.02 4231 5842 34.63 30.05 25.19 3233 36.98
> TENT 757 823 832 5170 8.17 5250 5328 52.16 36.34 4791 62.58 52.55 36.39 39.98 38.12 36.98
< ROTTA 20.62 2221 2628 4249 20.28 4320 48.10 48.59 50.00 41.71 57.24 3454 29.18 25.06 3293 36.16
& TPT 17.86 19.50 27.15 43.52 20.02 42.64 48.66 49.10 4949 4221 5729 3338 31.08 27.60 32.79 36.15
© MEMO 2020 21.89 27.16 44.09 19.58 4392 49.14 50.58 50.44 4390 58.55 34.57 3045 2522 3420 36.93
WATT 2555 27.34 3146 4854 2327 4844 53.08 52.85 5228 48.08 62.52 45.11 3553 36.74 37.84 4191
STS 2543 2620 29.04 4401 2438 44.05 4823 50.62 50.76 43.50 60.08 43.90 33.60 30.59 3496 39.29
MINT 2749 3046 3597 4933 26.54 4737 5342 5258 52.10 48.46 64.68 44.15 3525 33.02 3540 4241
BATCLIP 25.52 2835 34.60 49.66 26.46 48.81 5477 5190 51.60 4830 62.77 45.68 34.82 33.01 37.25 42.23
SUbTTA 31.85 3425 3631 49.48 29.66 48.86 53.86 53.62 54.14 48.19 6320 46.47 36.52 40.20 40.78 44.49

Table 2: Results on ImageNet with ViT-B-16. Positive/
negative changes are denoted by Blue/Red, respectively.

ImageNet-R ImageNet-K ImageNet-A

Method

Vanilla SUbTTA A Vanilla SUbTTA A Vanilla SubTTA A

Source 7397 7473 +0.76 46.14 4596 -0.18 47.77 48.07 +0.30
TENT 74.50 7477 +0.27 46.87 46.94 +0.07 48.25 48.24 -0.01
MINT 7438 7592 +1.54 47775 48.53 +0.78 4839 49.14 +0.75
BATCLIP 74.42 75.65 +1.23 47.07 47.53 +0.46 4835 49.08 +0.73

CIFAR-10-C, CIFAR-100-C, and ImageNet-
C (Hendrycks and Dietterich, 2019), each com-
prising 15 types of visual corruptions. To assess
robustness against broader shifts, such as adver-
sarial examples and domain gaps, we additionally
evaluate on ImageNet-A/R/K (Hendrycks et al.,
2021a,b; Wang et al., 2019). We adopt the classifi-
cation accuracy as the evaluation metric.

CLIP Models. We consider the following widely
used CLIP (Radford et al., 2021) models, including
ViT-B-16, ViT-B-32, and ViT-L-14.

Baselines. We benchmark SubTTA against state-
of-the-art TTA approaches. Training-free meth-
ods include memory-based methods (TDA (Kar-
manov et al., 2024), DMN (Zhang et al., 2024),
ECALP (Li et al., 2025)) that leverage sample
similarity to adjust predictions, and augmentation-
based methods (VTE (Dobler et al., 2024),
ZERO (Farina et al., 2024)) that aggregate im-
age embeddings from multiple augmentations.
Training-based methods include entropy-based
methods (MEMO (Zhang et al., 2022), WATT (Os-
owiechi et al., 2024), RoTTA (Yuan et al., 2023),
TPT (Shu et al., 2022), STS (Dafnis and Metaxas,
2026)), and cluster-based methods (MINT (Bao
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et al., 2025), BATCLIP (Maharana et al., 2025)).

Pipeline Following the established TTA proto-
col (Wang et al., 2020), we conduct experiments
under the highest severity level (Level 5) to simu-
late severe shifts. We adopt an online adaptation
setting where the model adapts to a continuous
stream of unlabeled test data for each corruption
type independently, resetting the model state be-
tween corruptions. For each batch, we perform one
gradient update for the alignment loss (Eq. (4)) and
the TTA loss, respectively. All experiments are
conducted on NVIDIA A100 80GB GPUs.

4.2 Benchmark Results

We conduct experiments on ViT-B-16 with results
in Tables 1 and 2. Additional results on ViT-B-32
and ViT-L-14 are reported in Appendix C.

(1) SubTTA establishes a new state-of-the-art
with consistent robustness. SubTTA consistently
delivers the strongest overall performance across di-
verse benchmarks. In fine-grained settings, SUbTTA
consistently ranks within the Top-3 and achieves
the best performance in the majority of scenarios
On the large-scale ImageNet-C dataset, SUbTTA
achieves a mean accuracy of 32.15%, surpassing
the previous best method BATCLIP (30.06%) by
a significant margin of 2.09%. Such superiority is
equally pronounced on smaller-resolution bench-
marks: SubTTA outperforms the best competitor
by 2.54% on CIFAR-10-C, and 2.08% on CIFAR-
100-C. Beyond synthetic corruptions, SUbTTA con-
sistently enhances base TTA performance against
natural distribution shifts and stylistic variations,
achieving an average improvement of 0.56%. This
validates that SubTTA constructs a geometrically
rectified feature space that is inherently more ro-
bust to varying forms of distribution shifts.

(2) SubTTA avoids negative adaptation and en-
sures stability. Existing baseline methods often
suffer from catastrophic failure under large shifts,
leading to negative adaptation where performance
drops below the source CLIP baseline. For in-
stance, we observe that TENT fails to adapt to
noise corruptions due to unstable entropy mini-
mization, while DMN often struggles with digital
corruptions. SubTTA exhibits remarkable resilience,
consistently outperforming the source CLIP model
across every corruption category. This stability con-
firms that our subspace alignment effectively filters
out the nuisance factors that typically destabilize
other adaptation algorithms.

B Source [ TENT [N BATCLIP EEE MINT [EZ3 +SubTTA
ViT-B-16

ViT-B-32

ViT-L-14
0350

Accuracy (%)

ImageNet-C CIFAR-10-C CIFAR-100-C ImageNet-C CIFAR-10-C CIFAR-100-C

ImageNet-C CIFAR-10-C CIFAR-100-C

Figure 5: TTA performance w/ and w/o SubTTA.

4.3 Performance with Various TTA Objectives

Our proposed SubTTA is compatible with various
TTA objectives. To validate this, we integrate
SubTTA with three categories of baseline methods,
including Source CLIP model, entropy minimiza-
tion (TENT), cluster-based methods (MINT, BAT-
CLIP), and the results are shown in Figure 5.

First, SUbTTA acts as a universal performance
booster, irrespective of the adaptation objective.
When integrated with diverse TTA strategies,
SubTTA consistently yields performance improve-
ments. This indicates that SubTTA effectively recti-
fies the underlying structure before standard TTA
is applied.

Second, we observe more pronounced perfor-
mance gains on lower-capacity models (e.g., ViT-B-
16 and ViT-B-32) compared to stronger ones (e.g.,
ViT-L-14). We attribute this to the fact that weaker
models are inherently more susceptible to modality
gap and distribution shifts. SubTTA effectively com-
pensates for these intrinsic representational deficits,
providing critical robustness where the pre-trained
alignment is most fragile.

4.4 On Improving Zero-shot Prediction

In this section, we empirically validate the mech-
anisms through which SubTTA enhances the zero-
shot prediction capability of CLIP. Figure 6 visual-
izes the distributions of three key metrics, includ-
ing principal angle, semantic concentration, and
visual-textual similarity. Comparing the baseline
CLIP model with our SubTTA-augmented version,
we draw the following observations.

(1) SubTTA rectifies modality gap. We first ex-
amine the modality gap by analyzing the principal
angles between the visual and textual subspaces.
As shown in Figure 6a, CLIP without SubTTA ex-
hibits relatively large principal angles, indicating
that distribution shifts induce a significant misalign-
ment between the visual features and their corre-
sponding textual anchors. In contrast, applying
SubTTA leads to a marked reduction in principal
angles across all datasets. Such reduction demon-
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Figure 6: Study on improving zero-shot predictions. Blue denotes source CLIP w/o SubTTA and Orange denotes
. (a) Principal angles (J): SubTTA mitigates modality gap; (b) Semantic concentration (1): SUbTTA
alleviates visual nuisance; (c) Visual-textual similarity (1): SubTTA improves pseudo-label quality.
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Figure 7: CIFAR-10-C embedding visualization of dif-
ferent TTA methods w/o (a-d) and w/ (e-h) SUbTTA.

strates that SubTTA effectively rectifies the modal-
ity gap, pulling the drifted visual manifold back
into geometric alignment with the invariant tex-
tual semantic space, thereby ensuring more reliable
cross-modal matching.

(2) SubTTA alleviates visual nuisance. We then
investigate visual nuisance by measuring semantic
concentration, the ratio of visual energy preserved
within the task-specific textual subspace. As shown
in Figure 6b, CLIP without SubTTA exhibits a distri-
bution skewed toward the lower end of the semantic
concentration spectrum. This indicates that in the
raw feature space, the task-relevant semantic signal
is largely overwhelmed by orthogonal components,
which correspond to task-irrelevant nuisances such
as background clutter or domain-specific styles.
Conversely, SubTTA propels the entire distribution
toward the high-concentration regime, demonstrat-
ing that the adapted features are better aligned with
the textual semantic span.

(3) SubTTA improves pseudo-label quality. We
also assess pseudo-label quality by analyzing the
cosine similarity between visual embeddings and
their corresponding ground-truth textual prompts.
As shown in Figure 6¢, CLIP without SUbTTA suf-
fers from low visual-textual similarity scores, re-
flecting weak confidence in the correct semantic

Table 3: Performance under episodic TTA.

ImageNet-C CIFAR10-C  CIFAR100-C
Method

Source TENT Source TENT Source TENT
Vanilla 24.54 2453 61.17 61.16 3579 35.79
SubTTA  24.68 2474 6149 61.95 3624 36.45
A +0.14 +0.21 +0.32 +0.79 +0.45 +0.66

alignment. However, SUbTTA significantly shifts
the similarities toward higher values. This increase
indicates that the rectified visual features possess
much higher semantic fidelity to their true labels.
Consequently, the zero-shot predictions derived
from these enhanced similarities are not only more
accurate but also more confident, providing high-
quality pseudo-labels that are critical for preventing
error accumulation during test-time adaptation.

(4) SubTTA enhances embedding quality. In
addition, we visualize the learned representations
of CIFAR-10-C with and without SubTTA using t-
SNE, and the results are shown in Figure 7. As
shown in the top row of Figure 7, the embeddings
extracted by baselines are severely entangled, ex-
hibiting blurred decision boundaries and cluster
overlap. This indicates a failure to disentangle task-
relevant semantics from shift-induced noise, result-
ing in compromised discriminative power. In con-
trast, integrating SubTTA (bottom row) induces a
profound geometric rectification. First, SUbTTA sig-
nificantly improves intra-class compactness, where
dispersed features are pulled tighter together. Sec-
ond, SUbTTA enhances inter-class separability, ef-
fectively pushing apart overlapping manifolds to
form clear margins between categories. This visual-
ization validates our motivation: by projecting fea-
tures onto the aligned subspace, SUbTTA effectively
filters out task-irrelevant nuisances and restores a
discriminative semantic structure.
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4.5 Studies

We conduct studies to evaluate key components,
analyze hyperparameter sensitivity, and assess the
performance of SubTTA under episodic setting.

4.5.1 Generalization to Episodic TTA

Although primarily designed for online batched
TTA (Maharana et al., 2025; Bao et al., 2025; Kar-
manov et al., 2024; Xiao et al.), SUbTTA can be
generalized to the episodic TTA setting, where
adaptation is performed per single test sample with-
out batch context. By maintaining a lightweight
memory bank (Zhang et al., 2024; Li et al., 2025)
of recent test features, we estimate a local visual
subspace for geometric alignment without batch
statistics, and results are shown in Table 3.

As observed, SUbTTA safely enhances the model
without suffering from the catastrophic negative
adaptation that frequently plagues standard base-
line methods (e.g., TENT) in the episodic setting.
This demonstrates the robustness and flexibility of
our geometric alignment approach for challenging
single-sample adaptation scenarios.

4.5.2 Visual-Textual Alignment Quality

We provide a quantitative analysis on how SubTTA
improves the visual-text alignment quality. Specifi-
cally, we adopt the principal angle to measure the
global geometric divergence between the entire co-
variance structures, i.e., span(By,) and span(B7).
A reduction in this global metric proves that the
entire visual manifold has been fundamentally ro-
tated back into alignment with the textual semantic
space. We exam the visual-textual principal an-
gles with and without SubTTA, and the result is
shown in Figure 8. It is shown that SubTTA consis-
tently reduces the visual-textual principle angles
across different baselines. Existing approaches,
e.g., entropy-minimization (Wang et al., 2020) and
cluster-based loss (Maharana et al., 2025; Bao et al.,
2025), mainly optimize instance-level distributions
by pulling similar samples closer together, but
they do not explicitly align the global geometry of
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[ -project M SubTTA

CIFAR-10-C CIFAR-100-C
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N) w
o S
~
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Figure 9: Ablation study on alignment and projection.

the two modalities. In contrast, SUbTTA addresses
this limitation by minimizing the chordal distance,
which directly captures subspace-level geometric
alignment between modalities, and thus serves as
an effective complement to existing approaches.

4.5.3 Ablation Study

We investigate the contributions of geometric align-
ment and semantic projection in Figure 9, denoting
their ablated versions as ~align and -project, re-
spectively. We draw the following observations.
(1) Alignment is a prerequisite for projection.
The significant drop in -align indicates that pro-
jection is only valid when subspaces are aligned;
otherwise, features may be mapped to incorrect
semantic bases. Notably, TENT suffers from neg-
ative transfer w/o alignment, as naive projection
creates confidently-wrong predictions that mislead
entropy minimization.

(2) Projection is a semantic denoiser. The per-
formance gap between -project and SubTTA con-
firms that raw embeddings contain task-irrelevant
nuisances. Semantic projection effectively filters
these dimensions, constructing a purified space that
prevents optimization on spurious correlations.

(3) Synergy of components. SubTTA consistently
outperforms both variants, confirming neither is
redundant. Alignment corrects global modality
drift while projection filters local visual nuisances;
both are indispensable for optimal adaptation.

4.5.4 Hyperparameter Study

We investigate the sensitivity of SUbTTA to three
key hyperparameters: the subspace rank r, the mo-
mentum coefficient o and batch size. The results
are shown in Figure 10.

Impact of subspace rank r. When subspace rank
r increases, the accuracy first increases then de-
creases. With small rank (e.g., 7 < 64), the perfor-
mance is suboptimal because the subspace is overly
compressed, causing the loss of critical semantic in-
formation. Conversely, performance degradation is
observed when r approaches the full feature dimen-
sion (i.e., d = 512 for ViT-B-16). We attribute this

14808



¥— TENT —@— MINT
Study on Momentum a

—#— BATCLIP
Study on Batch Size

—@- Source
Study on Rank r

w
®

5

5

N
3

o=z A

Accuracy (%)
N
N

2 4
26 2 -
g %\v\'\n—n B\r/g\ﬂ
4 y
16 32 64 128 256 5121024 00 02 04 06 08 10
Rank r Momentum a

N
S

16 32 64 128 256 512
Batch Size

Figure 10: Hyper-parameter study. Different curves
represent SUubTTA with different TTA objectives.

to the fact that a full-rank subspace preserves all
trailing principal components, hence task-irrelevant
nuisances are not filtered out, which negates the
denoising benefits of our subspace approach.
Impact of momentum coefficient «v. Results show
that SubTTA is generally robust for o € (0.2,0.8).
However, performance drops significantly at the
extremes. When o« = 0, the covariance estima-
tion relies entirely on the current mini-batch. This
introduces instability due to the high variance of
statistics estimated from small batches, failing to
capture the global visual distribution. When o = 1,
the visual covariance is fixed to the initial textual
prior 327 and never updates with visual features. In
this scenario, the subspace alignment mechanism
is effectively disabled, leading to a marked perfor-
mance drop. This confirms the necessity of our
momentum-based update strategy.

Impact of batch size. As batch size increases,
adaptation performance initially improves then de-
grades at large scales (e.g., B > 256). At small
batch sizes (e.g., B = 16), unreliable visual covari-
ance estimates cause subspace alignment to fluc-
tuate erratically due to local noise rather than true
manifold geometry. While increasing the batch
size stabilizes this estimation, excessively large
batches suffer from an optimization deficit. Specif-
ically, under a fixed-length test stream, a larger
batch size results in fewer total gradient updates,
thereby under-optimizing the adaptation objective.
This phenomenon is empirically validated in Fig-
ure 10, as batch-dependent objectives (e.g., MINT,
BATCLIP) degrade noticeably under fewer updates,
whereas sample-wise objectives (e.g., TENT) re-
main relatively stable.

5 Conclusion

In this work, we address the vulnerability of VLMs
to distribution shifts by investigating the prevalent
yet precarious reliance on raw zero-shot predic-
tions. We identify that adaptation failures stem
from modality gap and visual nuisance within the

shifted embedding space. To overcome these bar-
riers, we propose SubTTA, a novel framework that
shifts the TTA from noisy self-training to robust
subspace geometry. By explicitly aligning the vi-
sual subspace to the textual semantic anchor via
chordal distance and projecting features onto a puri-
fied task-specific subspace, SUbTTA effectively rec-
tifies modality gap and alleviates visual nuisance.
Extensive experiments validate the effectiveness of
SubTTA in enhancing various TTA methods.

Acknowledgement

This work is supported by NSF (2416070) and
DARPA (HRO011263E079). The content of the
information in this document does not necessar-
ily reflect the position or the policy of the Gov-
ernment, and no official endorsement should be
inferred. The U.S. Government is authorized to
reproduce and distribute reprints for Government
purposes notwithstanding any copyright notation
here on.

Limitations

While SubTTA demonstrates robust performance,
we acknowledge a few limitations. First, our
method relies on batch-level statistics to estimate
reliable subspaces. Consequently, it is not im-
mediately applicable to the strictly episodic set-
ting, where model is adapted to a single test sam-
ple, without a mechanism to accumulate historical
samples (e.g., a memory bank). Second, as an
optimization-based approach, SubTTA requires an
open-source model with access to model gradients,
restricting its usage with closed-source proprietary
APIs. Lastly, the SVD operation introduces a slight
computational overhead compared to training-free
baselines. Future work could explore efficient ap-
proximations for eigendecomposition to further re-
duce latency, or extend the subspace alignment
principle to black-box adaptation scenarios.
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Appendix
A Algorithm

We provide the pseudo code of SUbTTA in Algo-
rithm 1, which includes three steps: geometric
alignment, semantic projection and standard TTA.

Algorithm 1 SubTTA

Input: Image encoder f,; text encoder f;; image batches
Diest = {X<1>, X<2), ... }; textual prompts t1,...,tc;
subspace rank r; momentum coefficient a.

Output: Prediction Y for the test images.

Stage 1: Textual Subspace Initialization
1: Extract normalized text features T = [t1,...,tc]"
RO with t; = fi(t:).
Compute textual covariance X7 = T'T.
Compute textual basis B € R™*? via Eq. (2).
Initialize visual covariance prior Xy < X7.

S

RN

Stage 2: Online Test-Time Adaptation
for each test batch X*) in Diey do
Extract visual features V) = f,(X(®)) ¢ RE*4,
Visual covariance EMA via Eq. (1)
Compute visual basis By, € R™*¢ via Eq. (2).
Step 1: Geometric Alignment

9: Compute alignment loss Ljign in Eq. (4).

10: Update model parameters 6 by Adam with Vg Laign.
Step 2: Semantic Projection

11: Extract image features v using updated model.

12: Project features onto textual subspace via Eq. (5).
Step 3: Standard TTA

13:  Compute standard TTA loss Lrta (€.g., MINT or En-

tropy) on purified features V p;.

14: Update model parameters 6 by Adam with Vo Lrra.

15: Compute prediction Y*) = arg max, Vi T .

16: end for . .

17: return TTA predictions YV, v

B Further Discussions

B.1 Generalization to Episodic TTA

The default configuration of SubTTA operates un-
der the standard online TTA paradigm, where data
arrives in continuous batches. However, in strictly
episodic TTA, where adaptation is performed on
single isolated test samples, or extreme small-batch
scenarios, relying solely on current statistics be-
comes infeasible. The lack of sufficient batch con-
text leads to severe high-variance or rank-deficient
covariance estimation, which subsequently col-
lapses the visual subspace.

To elegantly extend SubTTA to these challeng-
ing regimes, we seamlessly integrate a lightweight
memory bank mechanism (Zhang et al., 2024; Li
et al., 2025). Specifically, we maintain a First-In-
First-Out (FIFO) queue of size M to dynamically
accumulate the most recent test features. Instead

of computing the visual subspace based purely on
the current, inadequate observation, we compute
the empirical covariance over the buffered features
in the memory bank. This mechanism effectively
smooths the statistical fluctuations and constructs
a reliable local representation of the data distribu-
tion. Consequently, even in the complete absence
of large batch statistics, the memory bank ensures
a smooth and stable statistical subspace estimation,
providing a robust foundation for SubTTA’s cross-
modal geometric alignment.

B.2 Textual Subspace as Semantic Anchors

We follow the standard practice in existing VLM
TTA approaches (Maharana et al., 2025; Bao et al.,
2025; Deng et al., 2025; Osowiechi et al., 2024) by
updating the normalization layers of the visual en-
coder while keeping the text encoder and prompts
frozen. The rationale for utilizing the textual sub-
space as a semantic anchor stems from the inherent
differences between the two modalities: textual
prompts (e.g., “a photo of a <class>”) en-
code highly distilled, task-relevant semantics. Con-
versely, image embeddings often entangle the core
object with task-irrelevant visual nuisances, such
as background, lighting, and stylistic variations.

However, relying exclusively on the textual sub-
space assumes it perfectly encapsulates the task
semantics. To mitigate the potential risks of a bi-
ased or imperfect textual subspace, two potential
strategies can be integrated into our framework:

* Prompt Ensembling: Similar to (Osowiechi

et al., 2024), by employing multiple diverse
prompt templates, we can construct a more
robust ensembled textual subspace. This ap-
proach broadens the semantic coverage and
significantly reduces the model’s sensitivity
to the biases of any single prompt.
Soft Projection via Residual Connections:
Instead of enforcing a rigid projection in
Eq. (5), we may introduce a residual connec-
tion as follows

proj(v) = vBJBr + \v,

where )\ is a hyperparameter governing the
weight of the residual signal. This soft pro-
jection formulation deliberately preserves a
fraction of the features outside the textual sub-
space, thereby preventing the excessive dis-
carding of potentially useful visual cues when
the textual anchor is imperfect.
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C Experiments

C.1 Results with Different Backbones

To verify the scalability and generalization of our
approach, we provide detailed benchmark results
using ViT-B-32 and ViT-L-14 backbones in Table 4
and Table 5, respectively. The results align with
the observations on ViT-B-16 reported in the main
text, confirming three key trends:

(1) Consistent SOTA performance across model
capacities. SubTTA maintains its superiority regard-
less of the backbone architecture. On the lower-
capacity ViT-B-32, SubTTA achieves a mean ac-
curacy of 30.50% on ImageNet-C, outperforming
the runner-up BATCLIP (27.37%) by a substan-
tial margin of 3.13%. On the stronger ViT-L-14,
SubTTA continues to set the state-of-the-art with
44.55% mean accuracy. This confirms that our ge-
ometric rectification is effective for both rescuing
weaker models and refining stronger ones.

(2) Elimination of negative adaptation. Similar
to the ViT-B-16 settings, baseline methods exhibit
instability under heavy noise. For instance, on ViT-
B-32, TENT suffers from negative adaptation on
Gaussian Noise (12.16% vs. Source 12.90%). In
contrast, SUbTTA consistently improves over the
source baseline across all corruption categories
for both backbones, demonstrating robust stabil-
ity against severe distribution shifts.

(3) Validation of the paradigm hierarchy. The
performance hierarchy observed in the main text
holds true across different backbones: training-
based methods generally outperform training-free
ones, and cluster-based objectives (e.g., MINT,
BATCLIP) consistently surpass entropy-based ap-
proaches (e.g., TENT). SubTTA builds upon the
robust cluster-based paradigm and further elevates
it via subspace alignment, yielding the most reli-
able adaptation performance.

C.2 Robustness against Shift Levels

We evaluate how model performs under different
shift levels, and the results are shown in Figure 11.
First, we observe a consistent performance degrada-
tion in all baseline methods (colored bars) as sever-
ity increases, confirming the vulnerability of pre-
trained CLIP models to severe distribution shifts.
Second, the efficacy of SUbTTA correlates positively
with shift severity. While the improvements are
consistent at lower levels, the performance boost
(hatched bars) becomes more significant at higher
levels. This indicates that SubTTA is particularly

ty3 EEE Severity4 N Severity5 EZZI + SubTTA

ImageNet-C

TENT BATCLIP MINT Source TENT BATCLIP MINT

Figure 11: TTA performance under different shift levels.

critical in extreme scenarios, effectively acting as a
safeguard where standard baselines struggle most.

C.3 Effect of Exponential Moving Average

We carry out experiments to understand the role of
exponential moving average (EMA) in statistical
estimation of SubTTA. While an EMA may theo-
retically reduce the immediate responsiveness of
test-time adaptation, it is a crucial component in
SubTTA for ensuring smooth and reliable subspace
estimation. Under challenging conditions, such
as extremely small batch sizes or datasets with a
massive number of classes, a single batch of test
samples may fail to cover the global data distri-
bution comprehensively. Relying exclusively on
such isolated batches can result in ill-conditioned
or heavily biased subspace representations, which
significantly degrades overall performance.

To empirically validate this, we conduct an abla-
tion study by removing the EMA module. Specif-
ically, we set the update rate to a = 1 in Eq. (1),
forcing the model to rely solely on the current batch
statistics for subspace computation. As demon-
strated in Table 6, discarding EMA leads to a
consistent and noticeable performance drop across
benchmarks, confirming that historical statistical
aggregation is indispensable.

Fundamentally, the update hyperparameter «
governs the trade-off between responsiveness (fa-
voring the current batch) and robustness (leverag-
ing historical context). Based on empirical obser-
vations, an appropriate « can be selected based on
the following principles:

* Favor a smaller  (More Robustness): In sce-
narios characterized by small batch sizes, a
large number of classes, or relatively station-
ary test distributions, a smaller « is preferred.
This retains more historical information, en-
suring stable statistical estimation despite high
per-batch variance.

* Favor a larger o (More Responsiveness): Con-
versely, in settings with large batch sizes, a
compact label space, or rapidly changing, non-
stationary test streams, a larger « allows the
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Table 4: Benchmark results with ViT-B-32. We denote Top-1/2/3 by Blue/Yellow/Red, respectively.

Noise Blur

Weather Digital

Method Mean
Gauss. Shot Impul. Defoc. Glass Motion Zoom Snow Frost Fog Brit. Contr. Elast. Pixel. JPEG
Source 1290 13.06 12.80 2438 11.82 22.68 20.24 25.60 25.84 30.24 50.48 17.30 18.98 3232 29.10 23.18
TDA 12.80 14.72 1484 24.14 1298 23.46 2098 26.74 28.00 32.28 51.64 18.16 20.70 33.00 30.20 24.31
DMN 13.00 14.32 1450 2292 11.78 22.18 19.68 23.70 25.72 29.62 50.50 14.78 19.92 32.46 29.36 22.96
VTE 11.98 1232 1344 25.06 11.60 22.60 2234 2740 27.04 3228 51.62 16.82 20.02 34.80 32.78 24.14
o ZERO 1236 12.88 12.58 2490 12.06 22.84 2146 26.72 26.64 30.58 50.98 16.80 19.66 33.82 30.52 23.65
+ ECALP 1440 15.10 14.68 23.28 12.18 23.18 21.08 24.40 25.38 29.50 47.92 1826 19.12 3142 29.00 23.26
> ROTTA 13.22 1330 13.10 24.52 12.02 2293 2030 25.88 26.00 30.34 50.46 17.40 19.10 3238 29.22 23.34
$ TPT 12.16 12.60 1248 2536 1222 2242 2094 26.70 26.78 30.50 50.82 16.88 19.88 33.40 30.50 23.58
g MEMO 12.84 13.00 12.78 24.66 11.88 22.82 20.40 25.70 26.00 30.28 50.50 17.32 19.02 3248 29.14 23.25
=  WATT 1428 14.64 1442 2562 1526 2552 2192 26.76 2586 31.44 50.70 22.22 19.68 33.56 30.64 24.83
MINT 18.84 1998 1942 24.86 19.08 27.20 22.44 27.94 2728 3272 50.64 20.18 24.04 34.84 33.14 26.84
BATCLIP 17.64 18.60 1698 24.56 20.40 2846 24.66 29.16 27.02 35.76 49.56 20.56 27.62 3524 3426 27.37
SUbTTA 2256 23.52 23.02 2566 2336 2846 2742 31.18 3232 39.08 50.50 26.00 33.00 37.12 3428 30.50
Source 3551 40.01 43.17 6991 41.46 6452 70.10 70.84 7232 66.65 81.35 6448 59.69 48.18 56.62 58.99
TDA 41.49 4344 4144 71.14 4486 6696 7237 7220 7453 68.46 83.57 65.64 62.61 51.14 5567 61.03
DMN 38.83 3945 4212 70.74 39.48 65.01 7278 7252 73.41 6645 8239 5846 60.51 49.05 5592 59.14
VTE 4755 50.18 53.11 7135 5387 67.89 7295 76.37 7624 70.76 83.33 61.05 68.99 5857 61.07 64.89
O ZERO 37.11 41.66 46.79 7121 4251 6521 71.58 7227 73779 68.92 82.78 65.53 6235 47.66 58.80 60.54
& ECALP 4436 47.05 4393 71.17 43.56 68.32 7392 7249 7492 68.06 82.61 6295 6191 47.18 55.67 61.21
Z RoTTA 3636 41.12 43776 6994 4244 6468 70.06 71.34 72.83 67.33 81.74 65.12 60.41 49.37 5726 59.58
< TPT 43.13 46.67 4830 71.33 4777 6695 72.05 7395 76.09 68.73 84.16 66.31 6391 51.82 58.02 62.61
& MEMO 36.50 40.68 44.28 70.81 42.10 64.67 70.63 72.17 73.01 67.63 82.10 6425 61.03 47.84 57.61 59.69
© WATT 43.63 48.69 49.13 7223 46.15 66.74 71.04 73.64 7446 7125 83.99 73.12 6198 59.25 6298 63.89
MINT 54.18 57.78 4730 7349 56.01 73.71 7639 7494 74.46 70.16 85.66 70.60 64.66 58.85 59.53 66.51
BATCLIP 52.19 5570 5396 76.09 55.09 7475 75.18 77.23 78.09 7497 86.03 77.37 67.53 58.01 6190 68.27
SubTTA 6043 63.78 5640 7848 61.66 76.24 77.26 80.03 79.99 7795 88.72 83.62 70.51 73.77 63.46 72.82
Source 16.18 17.76 17.55 39.08 17.63  38.55 43.81 4234 4341 39.59 50.38 29.41 28.80 22.83 29.38 31.78
TDA 1821 21.36 1935 4051 17.73 40.16 45.11 44.78 4555 40.37 52.16 3042 29.32 2258 31.42 3327
DMN 17.26 2032 13.44 36.86 1523 40.23 4585 42.77 44.00 39.05 51.71 27.21 2793 19.54 29.44 31.39
VTE 16.83 18.33 19.01 39.62 22.89 39.10 43.83 4458 44.86 39.18 49.39 2834 34.14 2692 30.11 33.14
w ZERO 1591 1791 1953 41.10 17.18 39.79 4478 43.33 4347 4099 51.27 2941 30.62 21.81 31.14 32.55
& ECALP 1836 19.56 17.87 38.74 17.72 39.64 4471 43.34 45.14 40.60 52.56 31.01 30.33 23.01 30.17 32.85
S RoOTTA 16.57 1830 17.73 3858 17.67 38.58 4371 42.44 4338 3925 50.72 2896 28.83 2343 29.79 31.86
Eﬁ‘ TPT 1599 17.58 17.44 39.17 19.57 3890 43.89 4356 44.49 40.03 5092 27.73 30.95 2333 29.61 3221
= MEMO 16.51 18.17 18.19 41.49 1748 4034 4594 44.18 4394 40.79 52.64 29.60 30.52 22.78 31.05 3291
©  WATT 21.40 2234 2329 4758 18.63 44.03 49.82 47.62 47.86 4532 57.62 43.61 33.05 29.71 35.81 37.85
MINT 2381 2629 2136 45.67 24.00 4227 49.00 46.20 4495 43.11 56.20 38.88 34.05 28.08 3247 37.09
BATCLIP 2145 2454 2285 46.17 2320 4486 49.82 47.01 46.62 44.98 5858 38.72 34.69 2845 3323 37.68
SUbTTA 25.58 2739 2428 46.73 26.62 44.17 50.04 47.87 4790 4558 57.72 41.09 37.02 3297 3575 39.38

model to swiftly adapt to new distributions by
relying more on recent batch statistics.

C.4 Sensitivity to Prompt Design

To understand SubTTA’s reliance on the textual an-
chor, e.g., when textual prompts are noisy or incom-
plete, we conduct experiments to analyze SUbTTA’s
sensitivity to different prompt designs. Specifically,
we consider the following 8 prompts, and evaluate
VLM performance with and without SubTTA.

Prompt Templates

TO: A photo of a {class}

T1: itap of a {class}

T2: a bad photo of the {class}
T3: a origami {class}

T4: a photo of the large {class}
TS: a {class} in a video game
T6: art of the {class}

T7: a photo of the small {class}

As the results in Table 7 shows, SubTTA con-
sistently enhances baseline performance across
all datasets and prompt templates, with average
improvement of 1.16% on ImageNet-C, 6.39%
on CIFAR10-C and 4.06% on CIFAR100-C. De-
pite strong stylistic or domain biases of different
prompts, SUbTTA maintains steady improvements
even under these conditions. This indicates that
as long as the prompt spans a valid semantic cate-
gory, SUbTTA can successfully filter out orthogonal
visual corruptions regardless of the stylistic anchor.

C.5 Sensitivity to the Number of Classes

The number of classes in the target domain plays
a critical role in the quality of subspace estima-
tion (Zanella et al., 2025), as a larger semantic
space inherently introduces greater complexity and
potential for misaligned feature projections. To
investigate the robustness of our approach, we eval-
uate SubTTA on ImageNet-C by sampling subsets
of classes, with the total number of classes varying

14817



Table 5: Benchmark results with ViT-L-14. We denote Top-1/2/3 by Blue/Yellow/Red, respectively.

Noise Blur

Weather Digital

Method Mean
Gauss. Shot Impul. Defoc. Glass Motion Zoom Snow Frost Fog Brit. Contr. Elast. Pixel. JPEG
Source 2740 29.42 2872 3458 2528 4096 36.70 49.80 44.10 49.78 65.36 35.18 30.42 5348 4224 39.56
TDA 27.52 30.72 3230 3520 27.04 42.60 3820 5140 4636 52.08 66.76 37.70 31.76 5522 44.00 41.26
DMN 27.44 30.16 30.84 3272 2598 4126 37.00 49.54 4456 50.02 66.00 29.50 31.10 5490 42.18 39.55
VTE 2636 2920 2898 3638 24.88 4092 39.36 50.52 44.92 50.86 67.42 33.80 30.56 55.58 47.76 40.50
o ZERO 27.12 2870 2872 3554 25.66 40.50 38.16 50.56 43.84 50.32 66.04 35.24 30.74 55.08 4498 40.08
+« ECALP 29.48 30.34 30.86 35.60 27.50 42.82 3838 50.48 4542 50.52 6540 37.44 30.12 55.16 42.80 40.82
> ROTTA 27.62 29.60 29.02 3468 2550 41.18 36.82 50.04 4420 49.76 6540 35.08 30.82 53.64 4236 39.71
$ TPT 27.08 30.00 29.54 35.84 2578 41.50 3798 51.64 4572 51.78 67.78 36.34 31.64 55.56 46.16 40.96
g MEMO 2742 2946 28.74 34.66 2534 41.00 36.74 49.78 44.16 49.80 6542 35.16 30.40 53.56 42.24 39.59
=  WATT 29.82 3142 30.70 36.68 2892 4230 3848 51.10 4446 50.70 65.60 39.18 33.54 54.16 43.30 41.36
MINT 32.00 3320 33.84 3722 3338 43.68 39.28 53.62 45.62 5342 6634 39.16 37.32 5546 4922 4352
BATCLIP 3144 3140 3094 3584 31.68 43.72 3926 50.16 43.02 51.12 6550 40.14 3538 53.68 4892 42.15
SUbTTA 3296 3528 36.48 3570 34.86 44.02 41.34 5322 47.12 5570 65.74 4630 3588 55.82 47.84 44.55
Source 64.33 67.10 7590 80.47 51.55 80.34 83.04 83.21 84.92 79.14 91.07 84.09 66.44 73.60 7226 75.83
TDA 68.32 70.62 7597 80.67 50.18 81.03 83.07 84.32 85.82 79.02 91.78 84.65 66.94 7393 7370 76.67
DMN 68.64 69.94 7476 7633 51.12  79.33 80.86 84.94 8587 79.15 91.94 84.57 6620 7197 7334 7593
VTE 6390 66.97 7524 7872 51.65 7943 8132 83.60 8527 76.43 90.13 81.33 70.11 74.85 70.79 75.32
O ZERO 66.12 69.49 76.85 8197 53.45 80.71 8440 85.19 86.59 79.83 92.19 8451 69.94 7440 73.71 77.29
& ECALP 7041 7213 7990 8093 5442 81.07 83.70 84.92 86.51 79.44 9225 84.69 68.12 74.67 73.61 77.78
Z RoTTA 65.73 68.49 7657 80.54 5239 80.51 83.29 83.56 8535 79.51 91.28 84.30 67.01 74.62 73.07 76.41
< TPT 67.15 69.87 79.01 80.83 5533 81.17 8343 85.14 86.97 79.81 92.16 83.87 70.87 76.52 74.07 71.75
& MEMO 64.88 67.74 7640 80.83 52.16 80.58 83.46 83.84 8551 79.40 91.38 84.11 67.45 7390 7320 76.32
© WATT 70.84 72.44 77.03 8283 6191 8235 85.15 8570 86.98 81.93 91.84 8825 72.04 77.76 77.15 79.61
MINT 68.12 73.40 7752 8558 6327 83.93 87.00 86.77 88.39 83.15 94.12 88.96 73.42 79.10 76.07 80.59
BATCLIP 74.81 78.11 8370 87.53 71.62 86.74 89.29 89.99 89.73 87.53 94.65 9229 7892 8337 80.09 84.56
SubTTA 7728 79.97 84.14 87.67 70.00 86.87 88.82 88.95 89.87 88.28 93.81 93.37 7842 83.86 78.90 84.68
Source 3552 37.69 5030 5020 2598 5258 57.15 54.87 5885 49.63 67.13 53.50 36.43 44.82 4279 47.83
TDA 40.09 4274 5227 5096 26.13 53.67 58.55 56.48 60.12 5090 68.78 55.08 37.23 46.46 46.37 49.72
DMN 38.07 4197 51.01 4636 2271 5335 58.83 50.67 55.05 50.17 65.81 52.00 3573 45.65 42.54 4733
VTE 36.31 39.04 4897 5043 26.06 5130 55.67 5859 60.31 47.37 66.88 51.76 41.59 49.06 44.67 48.53
v ZERO 3570 37.36 52.04 5351 26.63 54.08 58.97 57.54 60.92 51.68 69.08 54.92 3935 46.04 4572 49.57
& ECALP 4027 42.16 53.61 51.81 2791 5520 59.93 5824 6127 52.04 70.25 56.14 38.46 46.98 46.69 50.73
S RoOTTA 36.03 3846 5149 5042 26.51 5262 57.25 54.64 5897 49.58 66.94 53.53 36.84 4590 4322 48.16
Eﬁ‘ TPT 38.53 4029 5186 51.54 2698 53.05 57.86 5852 61.20 49.99 6827 52.75 40.30 4736 4573 49.62
= MEMO 36.28 3844 51.69 51.60 26.67 5343 58.14 5622 60.04 50.38 68.19 53.89 37.61 4560 4423 48.83
©  WATT 42.07 43.50 5395 5536 30.25 56.28 61.47 59.15 61.15 54.11 7024 60.34 40.63 48.51 47.69 52.31
MINT 4326 46.02 5494 5724 3289 55.69 62.82 61.85 61.02 54.81 73.72 6242 40.73 51.84 47.69 53.80
BATCLIP 40.11 43.10 53.47 5479 30.58 5330 59.77 57.27 58.60 50.18 70.44 60.87 3594 47.77 47.17 50.89
SUbTTA 4136 44.54 57.17 57.67 3439 5584 6235 60.85 61.72 5493 7227 64.54 41.19 50.81 48.01 53.84

Table 6: Study on exponential moving average (EMA).

Table 7: Sensitivity analysis with different prompt de-
signs. SUubTTA is robust to different prompt templates,

Dataset Source TENT BATCLIP MINT consistently enhancing the baseline performance.

E w/o EMA 2451 21.03 31.23 31.43

& w/EMA 2587 2498 3190 3215 Type _ mageNet-C CIFARIO-C CIFAR100-C

<

E A +1.36 +3.95 +0.67 +0.72 Source SUbTTA A Source SubTTA A Source SUbTTA A

S WoEMA 6115 6130 7548  72.95 TO 2454 2587 +1.33 61.16 68.87 +7.71 3578 39.98 +4.20
TI 2361 2557 +1.96 62.05 63.86 +1.81 3626 40.64 +4.38

£ w/EMA _68.87 6818 7779 7633 T2 2528 2653 +1.25 61.19 68.80 +7.61 34.74 39.05 +4.31

S A +7.72 +6.88  +2.31  +3.38 T3 2138 2226 +0.88 60.14 70.09 +9.95 3225 3580 +3.55
T4 2525 2598 +0.73 60.43 68.05 +7.62 3449 38.19 +3.70

€ wioEMA 3578 3541 41.67  42.88 TS 2410 2529 +1.19 6421 6541 +1.20 3442 3870 +4.28

% w/EMA  40.12 41.13 43.87 44.49 T6 2325 2395 +0.70 61.33 68.94 +7.61 33.27 37.28 +4.01

E A +434 +572 4220  +1.61 T7 2478 2601 +1.23 6145 69.03 +7.58 34.62 38.66 +4.04

from 100 to 1,000.

As illustrated in Table 8, we observe two key
findings. First, SubTTA exhibits remarkable robust-
ness to the expansion of the label space. While the
absolute accuracy of all methods naturally decays
as the classification task becomes more challeng-
ing (with #classes from 100 to 1,000), the perfor-
mance of SubTTA scales gracefully without catas-

trophic degradation. Second, and more importantly,
SubTTA enhances the performance of the baseline
TTA method across all class regimes in most cases
(38 out of 40). Notably, the performance gap be-
tween MINT equipped with SUbTTA and the vanilla
MINT baseline remains stable, and even becomes
more pronounced, at larger class counts (e.g., 500
to 1,000 classes). This demonstrates that our geo-
metric filtering mechanism effectively purifies rep-
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resentations even when the semantic space is highly
dense and complex.

C.6 Latency Analysis

We provide a latency analysis of the proposed
SubTTA. Theoretically, let B denote the batch size,
d the feature dimension, r the subspace rank, and
C' the number of classes. The dominant compu-
tational overhead of SubTTA arises from the sub-
space computation (Eq. (2)), which is bounded by
O(d?r). In contrast, baseline TTA methods, e.g.,
MINT and BATCLIP, the cluster-based TTA loss
incurs a computational complexity of O(BCd).

Under practical deployment scenarios, these two
complexities are of comparable magnitude. For
typical VLM configurations, the hidden dimension
is d € [512,1024], the subspace rank is r < d,
the batch size is B € [64,256], and the number
of classes C' ranges from hundreds to over a thou-
sand. Crucially, the complexity of SubTTA is in-
dependent of the number of classes C, whereas
cluster-based TTA methods scale linearly with C.
This property renders SubTTA highly scalable and
particularly well-suited for settings with a large
vocabulary space.

Empirically, we evaluate the runtime efficiency
across the three benchmark datasets under default
configurations. Table 9 reports the per-batch la-
tency (in seconds) attributed to the subspace opera-
tions (fsyp) and the subsequent adaptation process
(trTa). As demonstrated,tsyp, and ¢ta are compara-
ble, indicating that the subspace projection does not
introduce a substantial per-batch latency increase.
These findings confirm that the geometric filtering
mechanism in SubTTA imposes a marginal com-
putational burden, maintaining overall efficiency
relative to existing TTA routines.

D Datasets

We first introduce three corrupted datasets, includ-
ing ImageNet-C, CIFAR10-C, and CIFAR100-C.
ImageNet-C (Hendrycks and Dietterich, 2019) is
a robustness benchmark derived from ImageNet.
It spans 1,000 object classes and contains 50,000
test images for each corruption type and sever-
ity level. CIFAR-10-C (Hendrycks and Dietterich,
2019) is constructed from the CIFAR-10. It com-
prises 10,000 images distributed across 10 distinct
classes. CIFAR-100-C (Hendrycks and Dietterich,
2019) is an extension of the CIFAR-100, containing
10,000 images covering 100 fine-grained classes.

All three datasets employ a shared set of 15 algo-
rithmically generated corruptions to assess model
robustness under distribution shifts. These cor-
ruptions are categorized into four primary groups:
noise, blur, weather, and digital distortions, and
each is applied at five severity levels. The noise cat-
egory includes Gaussian, shot, and impulse noise,
which introduce random pixel-level variations. The
blur category encompasses defocus, glass, motion,
and zoom blur, simulating various optical distor-
tions. Weather-related corruptions, such as snow,
frost, and fog, replicate environmental conditions
that obscure image details. Lastly, digital distor-
tions include brightness, contrast, elastic transform,
pixelate, and JPEG compression, reflecting com-
mon post-processing or compression artifacts.

Besides, we also consider three datasets
with  realistic  perturbations, including
ImageNet-A, ImageNet-R and ImageNet-K.

ImageNet-A (Hendrycks et al., 2021b) is a chal-
lenging out-of-distribution benchmark containing
natural, unperturbed images that commonly cause
classification errors in standard ResNet models.
It spans 200 object classes sampled from the
original ImageNet and consists of 7,500 test
images. ImageNet-R (Hendrycks et al., 2021a)
is constructed to evaluate model robustness to
abstract visual renditions. It comprises around
30,000 images distributed across 200 distinct
ImageNet classes. ImageNet-K (Wang et al., 2019)
is a domain shift benchmark constructed from
sketch-like images. It contains 50,000 images
covering the full 1,000 fine-grained classes of the
original ImageNet.

E More Related Works

We provide more related works on pre-trained
foundation models, domain adaptation and cross-
domain alignment.

Pre-trained Foundation Models. Foundation
models have reshaped the field by pretraining mod-
els on vast amounts of web-scale data (Achiam
et al., 2023; Touvron et al., 2023; Lin et al., 2025a;
Ai et al., 2025; Cui et al., 2026; Xu et al., 2026).
Large Language Models (LLMs) have demon-
strated remarkable generalization capabilities with
various applications in natural language understand-
ing (Touvron et al., 2023; Zhang et al., 2025; Lin
et al., 2026a), numerical analysis (Li et al., 2026;
Jing et al., 2026; Lin et al., 2026d), and ethics evalu-
ation (Lin et al., 2025b, 2026c¢). Parallel to this suc-
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Table 8: Sensitivity analysis to the number of classes. We sample subsets from the ImageNet-C dataset with the

number of classes varying from 100 to 1,000.

# Class 100 200 300

400

500 600 700 800 900 1000

Vanilla 25.35
SubTTA 26.23
A +0.88

25.52
26.62
+1.10

25.66
27.05
+1.39

Source

25.20
26.41
+1.21

25.29
26.74
+1.45

25.13
26.73
+1.60

24.88
26.57
+1.69

24.55
26.21
+1.66

24.38
25.59
+1.21

24.54
25.87
+1.33

Vanilla 25.47
SubTTA 26.30
A +0.83

2591
26.77
+0.86

26.28
27.13
+0.85

TENT

25.82
26.60
+0.78

26.05
26.99
+0.94

25.95
26.64
+0.69

25.59
26.04
+0.45

25.23
25.53
+0.30

25.03
25.06
+0.03

25.18
24.98
-0.20

Vanilla 29.70
SubTTA 28.64
A -1.06

30.27
31.07
+0.80

30.49
32.33
+1.84

MINT

29.94
32.47
+2.53

30.11
32.81
+2.70

29.81
32.58
+2.77

29.47
32.51
+3.04

29.14
32.27
+3.13

28.99
31.99
+3.00

30.06
32.15
+2.09

Vanilla 27.16
BATCLIP SubTTA 28.64
A +1.48

29.01
30.97
+1.96

30.15
32.26
+2.11

30.25
32.38
+2.13

30.77
32.76
+1.99

30.62
32.48
+1.86

30.37
32.41
+2.04

30.04
32.13
+2.09

29.90
31.78
+1.88

29.20
31.90
+2.70

Table 9: Running time (seconds) of two stages: SubTTA
(tsup) and standard TTA (¢1ra).

ImageNet-A ImageNet-R ImageNet-K

Time

TENT BATCLIP MINT TENT BATCLIP MINT TENT BATCLIP MINT

tsun  0.16 0.17
trta 0.09 0.14

0.15 0.16 0.16
0.15 0.09 0.15

0.15 0.15 0.16 0.15
0.16 0.10 0.15 0.15

cess, encoder-decoder VLMs such as CLIP (Rad-
ford et al., 2021) and ALIGN (Jia et al., 2021)
extend this paradigm to the visual domain by align-
ing images and text in a shared embedding space
via contrastive learning. This joint training enables
powerful zero-shot transfer to downstream tasks
without task-specific fine-tuning. Decoder-only
VLMs like Flamingo (Alayrac et al., 2022), BLIP-
2 (Li et al., 2023), and LLaVA (Liu et al., 2023)
leverage visual instruction tuning to project visual
features into the input space of frozen LLMs, un-
locking capabilities for complex multimodal under-
standing and dialogue. Despite their impressive ca-
pabilities, these models remain vulnerable to distri-
bution shifts when deployed in open-world environ-
ments, and significant efforts have been made on
improving the robustness of LLMs and VLMs (Qi
et al., 2024; Wang et al., 2023a; Yan et al., 2025;
Zeng et al., 2025d; Lin et al., 2024, 2026b), neces-
sitating effective adaptation strategies to bridge the
gap between pre-training and testing stages.

Domain Adaptation. The challenge of generaliz-
ing models to out-of-distribution data has evolved
through increasingly constrained settings, spanning

from label-scarce scenarios to fully unsupervised
and source-free environments.

(Semi-)supervised domain adaptation (SSDA)
represents the most accessible settings, assuming
the availability of at least a few labeled samples in
the target domain (Motiian et al., 2017; Saito et al.,
2019). Approaches typically leverage the limited
target labels to perform fine-tuning or align class-
conditional distributions via metric learning (Kang
et al., 2019) and minimax entropy training (Saito
et al., 2019). However, the reliance on target anno-
tation, even if minimal, limits their scalability in
open-world deployments.

Unsupervised Domain Adaptation (UDA) re-
moves the reliance on target labels, assuming ac-
cess to both labeled source data and fully unlabeled
target data. Methods in this realm can be broadly
categorized into two streams. One prominent line
of works employ adversarial learning (Ganin and
Lempitsky, 2015), optimizing a domain discrimi-
nator to force the feature extractor to learn domain-
invariant representations. Another line of works
minimize the discrepancy between source and tar-
get distributions such as maximum mean discrep-
ancy (Long et al., 2015; Yan et al., 2017), Wasser-
stein distance (Shen et al., 2018; Zeng et al., 2025c)
and correlation alignment (Sun and Saenko, 2016;
Sun et al., 2017; Lin et al., 2025¢).

Test-time adaptation (TTA) faces the most chal-
lenging setting, imposing strict latency and online
constraints where data arrives in streams (Wang
et al., 2020; Yu et al., 2026b). Existing TTA strate-
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gies generally diverge into three optimization cat-
egories: First (entropy minimization (Wang et al.,
2020; Zhang et al., 2022)), which sharpens pre-
diction distributions to reduce uncertainty; Sec-
ond (self-training with pseudo-labels (Rusak et al.,
2022; Bao et al., 2024; Yang et al., 2024)), which
utilizes robust loss functions or cluster structures
to refine decision boundaries. Third (parameter-
efficient tuning (Shu et al., 2022)), which updates
only specific modules (e.g., prompts or normaliza-
tion layers) to prevent catastrophic forgetting.

Cross-Domain Alignment. To mitigate the dis-
crepancy between domains, various alignment
strategies (Yan et al., 2021a,b; Zeng et al., 2023a,
2024a; Yu et al., 2025b,a) have been proposed to
learn domain-invariant representations (Wang et al.,
2018, 2023b,c), with applications in various data
modalities such as image (Zhu et al., 2019; Xu
et al., 2020; Yu et al., 2026a), text (Liu et al., 2021;
Chen et al., 2020), graphs (Yan et al., 2023a,b,
2024b,a; Xu et al.; Zeng et al., 2023b, 2024b; Chen
et al., 2026), and recommendation (Zhao et al.,
2023a,b; Zeng et al., 2025b,a; Yoo et al., 2024; Liu
et al., 2024; Liang et al., 2025). One prevalent
approach is statistical moment matching, which
explicitly minimizes the distance between feature
distributions (Long et al., 2015; Sun and Saenko,
2016). Another significant direction is manifold
alignment, which posits that domain shifts can be
modeled as geometric transformations (Fernando
et al., 2013; Gong et al., 2012). While these classi-
cal methods laid the theoretical groundwork, they
typically require offline processing or access to
source data. SubTTA revitalizes these geometric
principles, adapting the manifold alignment con-
cept to the challenging online, source-free TTA
setting by utilizing the textual subspace as a stable
semantic anchor.

F Potential Risks

The proposed SubTTA, while enhancing the robust-
ness of VLMs under distribution shifts, relies on
statistical properties of test data streams. SubTTA
estimates covariance matrices from incoming test
batches to perform subspace alignment. As ana-
lyzed in our hyperparameter studies (Section 4.5.4),
extremely small batch sizes (e.g., B = 16) may
result in statistically unreliable covariance estima-
tion, leading to performance fluctuations. Addition-
ally, like most TTA methods, our approach requires
access to the model’s visual and textual features

during inference, which may limit applicability in
strictly black-box API scenarios where feature em-
beddings are inaccessible.

G Use Or Create Scientific Artifacts

Our work is built on established public bench-
marks and pre-trained models. For evaluation, we
use widely adopted corrupted image classification
datasets including CIFAR-10-C, CIFAR-100-C, and
ImageNet-C. We do not modify the original con-
tent of these datasets. We utilize pre-trained CLIP
models (ViT-B-16, ViT-B-32, ViT-L-14) as the
backbone. We will release the codebase of SUbTTA
upon publication to facilitate reproducibility and
future research.

G.1 Cite Creators Of Artifacts

All external artifacts are properly credited to their
original publications and repositories.

The benchmarks used in this work, including
CIFAR-10-C and CIFAR-100-C (Hendrycks and
Dietterich, 2019) (based on CIFAR (Krizhevsky
et al., 2009)), and ImageNet-C (Hendrycks and Di-
etterich, 2019) (based on ImageNet (Deng et al.,
2009)), are credited to their respective authors.

The CLIP (Radford et al., 2021) backbones used
in this work, including ViT-B-16. ViT-B-32, ViT-
L-14, are referenced to its official publication.

G.2 Discuss The License For Artifacts

We comply with the licenses of all artifacts used in
this work. The datasets (CIFAR-10-C, CIFAR-100-
C, ImageNet-C) are available for research purposes
under their respective licenses (typically Creative
Commons or similar non-commercial research li-
censes). The CLIP models are released under the
MIT License. Our own code will be released under
a compatible open-source license (e.g., MIT).

G.3 Artifact Use Consistent With Intended
Use

We confirm that our use of datasets and pre-trained
models is consistent with their intended purpose.
The corrupted datasets are specifically designed for
benchmarking model robustness, which aligns di-
rectly with our goal of evaluating Test-Time Adap-
tation. The pre-trained CLIP models are used for
zero-shot classification and feature extraction as
intended by their creators.
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G.4 Data Contains Personally Identifying Info
Or Offensive Content

The datasets used (CIFAR-10-C, CIFAR-100-C,
ImageNet-C) are standard computer vision bench-
marks derived from public object classification
datasets. To our knowledge, they do not contain
sensitive personally identifying information or of-
fensive content beyond what exists in the standard
ImageNet/CIFAR distributions, which are widely
accepted in the community.

G.5 Documentation Of Artifacts

We provide detailed documentation of all evalu-
ation datasets and model combinations used in
our experiments. Specifically, Appendix D de-
scribes the datasets statistics, while Appendix I
discusses the VLMs included along with their sizes
and sources. Together, these materials ensure trans-
parency regarding the domains, data characteristics,
and model diversity involved in our study.

H Statistics For Data

Dataset statistics are summarized as follows based
on the details in Appendix D.

H.1 ImageNet-C

e Number of classes: 1,000 object classes.

Size: 50,000 test images for each corruption

type and severity level.

e Structure: Derived from ImageNet validation
set with 15 algorithmically generated corrup-
tions.

CIFAR-10-C

e Number of classes: 10 distinct classes.

* Size: 10,000 test images.

¢ Structure: Derived from CIFAR-10 test set
with 15 algorithmically generated corruptions.

CIFAR-100-C

* Number of classes: 100 fine-grained classes.

* Size: 10,000 test images.

* Structure: Derived from CIFAR-100 test set
with 15 algorithmically generated corruptions.

ImageNet-A

* Number of classes: 200 distinct classes.

* Size: 7,500 test images.

* Structure: Composed of naturally occurring
adversarial examples (real-world, unmodified

images) that standard ResNet models consis-
tently misclassify, designed to evaluate model
robustness.

H.5 ImageNet-R

* Number of classes: 200 distinct classes.

* Size: 30,000 test images.

* Structure: Contains various artistic renditions
of ImageNet objects, including art, cartoons,
paintings, origami, toys, and video game
graphics, to test out-of-distribution general-
ization to different textures and styles.

H.6

* Number of classes: 1,000 object classes.

* Size: 50,000 test images.

« Structure: Consists of black-and-white sketch
images corresponding to the original Ima-
geNet classes, collected via web search to
evaluate model robustness to severe domain
shifts.

ImageNet-K

I Computational Experiments

All computational experiments in this work are
fully reproducible, with details provided in Sec-
tion 4.1.

I.1 Model Size And Budget

We evaluate our method on CLIP models with vary-
ing capacities, including:
* ViT-B-16: 112M total parameters, and 41k
trainable parameters.
* ViT-B-32: 113M total parameters, and 41k
trainable parameters.
* ViT-L-14: 343M total parameters, and 104k
trainable parameters.
All experiments are executed on NVIDIA A100
80GB GPUs.

1.2 Experimental Setup And Hyper-params

We describe experimental settings in Section 4.1.
We adopt an online adaptation setting where the
model adapts to a continuous stream of unlabeled
test data for each corruption type independently (re-
setting between corruptions). Key hyperparameters
studied in Section 4.5.4 include:

* Subspace rank r: We vary r (e.g., 64, 128,
256) and find that avoiding extremes (too com-
pressed or full-rank) is optimal.

* Momentum coefficient a: We use an EMA
strategy for covariance updates, with stability
observed for o € (0.2,0.8).
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* Batch Size: We investigate the impact of batch
size, and results indicate that larger batch sizes
(e.g., 64 and above) provide stable covari-
ance estimation and consistent performance,
whereas smaller batches (e.g., 16) may lead to
instability.

LI.3 Descriptive Statistics

We report the classification accuracy as the eval-
uation metric. We report the mean performance
across 15 corruption types at severity level 5.

L4 Parameters For Packages

The existing packages used are specified as follows.
We use PyTorch (v2.2.1) as the core deep learn-
ing framework, together with open-clip-torch
(v2.24.0) and huggingface-hub (v0.21.4) for
model implementation and text pre-processing.

J Al Assistants In Research Or Writing

In this paper, Al assistant tool is used to edit and
improve the quality of the text, including checking
the spelling, grammar, punctuation and clarity.
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