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Abstract

3D Visual Grounding (3D-VG) localizes ob-
jects in 3D scenes via natural language de-
scriptions. Current zero-shot Vision-Language
Models (VLMs) typically rely on preprocessed
3D point clouds and pretrained 3D detectors,
reducing grounding to static proposal match-
ing. To address this, we propose "Think, Act,
Build (TAB)", a dynamic agentic framework
that reformulates 3D-VG as a 2D-to-3D recon-
struction paradigm operating directly on raw
RGB-D streams. TAB decouples the task by
leveraging 2D VLMs for complex spatial se-
mantics and multi-view geometry for 3D struc-
ture instantiation. Guided by a specialized
skill, our VLM agent dynamically invokes vi-
sual tools to track targets across 2D frames.
To overcome multi-view coverage deficits in-
herent in strict VLM semantic tracking, we
introduce Semantic-Anchored Geometric Ex-
pansion. This mechanism anchors the tar-
get in a reference video clip and uses multi-
view geometry to propagate its spatial loca-
tion across unobserved frames, mapping 2D
visual cues to 3D coordinates. Additionally,
we manually refine existing benchmarks to
eliminate reference ambiguity and category er-
rors. Extensive experiments on ScanRefer and
Nr3D demonstrate that TAB, relying entirely
on open-source models, significantly outper-
forms previous zero-shot methods and even su-
pervised baselines. Codes will be available at
https://github.com/WHB 139426/TAB-Agent.

1 Introduction

3D Visual Grounding (3D-VG) (Achlioptas et al.,
2020; Chen et al., 2020) is a fundamental task in
3D scene understanding, requiring an Al system to
precisely localize a target object within a 3D phys-
ical space based on a free-form natural language
query. This capability serves as a cornerstone for
advanced applications such as human-robot inter-
action (Kim et al., 2024), embodied Al navigation
(Anderson et al., 2018), and AR/VR (Hoenig et al.,

2015). Historically, the dominant paradigm in 3D-
VG has relied on fully supervised learning frame-
works (Roh et al., 2022; Zhao et al., 2021; Zhu
et al., 2024, 2025). While these methods achieve
remarkable accuracy, their success is predicated
on massive amounts of high-quality, densely anno-
tated 3D vision-language datasets. The prohibitive
cost and labor-intensive nature of collecting such
3D annotations inherently limit the scalability of su-
pervised methods and their generalization to open-
world, open-vocabulary scenarios.

To circumvent the scarcity of 3D annotations,
recent efforts have shifted towards zero-shot 3D-
VG paradigms (Yang et al., 2023; Yuan et al.,
2024b; Zhang et al., 2024; Xu et al., 2025b; Mi
et al., 2025). By harnessing pre-trained LLMs
(Touvron et al., 2023; Qwen Team, 2026) and
VLMs (Bai et al., 2025; Li et al., 2024; Deitke
et al., 2025), these methods can ground objects
without scene-specific 3D training. However, exist-
ing frameworks encounter limitations when applied
to streaming RGB-D settings. First, the majority
of current zero-shot methods (e.g., SeeGround (Li
et al., 2025), SPAZER (Jin et al., 2025), SeqVLM
(Lin et al., 2025)) heavily rely on well-preprocessed
3D point clouds as inputs. By utilizing static 3D
maps to pre-extract candidate bounding boxes, they
degrade 3D-VG into a mere “proposal matching”
classification task that restricts the VLM to sim-
ply selecting from a pre-defined pool of 3D pro-
posals, rendering them ineffective in environments
where preprocessed 3D point clouds are unavail-
able. Second, while some methods attempt to op-
erate directly on 2D images (e.g., VLM-Grounder
(Xu et al., 2025b)), they rely exclusively on heuris-
tic 2D semantic matching to associate multi-view
observations. By failing to exploit the determin-
istic 3D geometry inherent in continuous video
streams, their tracking becomes highly brittle under
extreme viewpoint variations, inevitably yielding
fragmented and inaccurate 3D geometries.
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Figure 1: (1) Top: Previous methods rely on preprocessed 3D point clouds, degrading the task into proposal
matching. (2) Bottom: Our TAB operates directly on RGB-D streams. Through an iterative Think-Act-Build

process, the agent reconstructs the target object.

To overcome these limitations, we propose
Think, Act, Build (TAB), an agentic framework
that reformulates zero-shot 3D-VG from a static
proposal matching process into a semantic reason-
ing and geometric reconstruction process without
relying on preprocessed point clouds or 3D detec-
tors. Our core motivation stems from the insight
that 2D VLMs excel at complex reasoning, leaving
the precise 3D structural instantiation entirely to de-
terministic multi-view geometry. As shown in Fig-
ure 1, by directly operating on sequential RGB-D
streams, TA B bridges semantic intent with physical
space by leveraging VLMs to ground the target into
fine-grained 2D masks and then geometrically re-
constructing these masks into a 3D object. Rather
than adhering to a rigid pipeline, the framework
orchestrates a dynamic, iterative process guided
by an expert 3D-VG Skill. Following a ReAct-
style paradigm (Yao et al., 2022), the agent itera-
tively “Thinks” by reasoning over the 3D-VG Skill
blueprint and current visual context to plan the next
step, and “Acts” by invoking specialized tools (e.g.,
2D detectors and segmenters) to interact with the
visual environment to yield necessary observations
for 3D-VG. Crucially, to construct the physical 3D
geometry from these 2D observations, the “Build”
phase is seamlessly interleaved within this active
loop. At its core lies a novel Semantic-Anchored
Geometric Expansion mechanism, explicitly de-
signed to overcome the coverage deficits inherent
to brittle VLM tracking. By mathematically pro-
jecting a semantically anchored 3D centroid across
the entire video sequence, this mechanism robustly
acquires complete multi-view 2D masks. The agent
then utilizes continuous geometric tool invocations
to lift these masks directly into 3D space, actively
constructing a structurally complete point cloud
and estimating a precise 3D bounding box.

In summary, our main contributions are: (1) We
propose TAB, a novel agentic framework that refor-

mulates zero-shot 3D visual grounding as an active
semantic reasoning and geometric reconstruction
process. (2) We introduce a Semantic-Anchored
Geometric Expansion mechanism to overcome
the multi-view coverage deficit inherent in purely
semantic-driven tracking. (3) We identify and cor-
rect critical flaws in existing benchmarks (e.g.,
ScanRefer (Chen et al., 2020) and Nr3D (Achliop-
tas et al., 2020)) to ensure rigorous assessment for
future research. (4) Extensive experiments demon-
strate that TAB, powered entirely by open-source
models, significantly outperforms previous zero-
shot methods and even surpasses fully supervised
baselines in localizing 3D targets.

2 Related Works

3D Visual Grounding aims to precisely localize a
target object within a 3D scene based on a natural
language query. Historically, the field has been
dominated by fully supervised methods, primarily
divided into two-stage pipelines (Chen et al., 2022;
Jain et al., 2022) that rely on pre-trained 3D detec-
tors to generate proposals, and single-stage archi-
tectures (Qian et al., 2024; Wu et al., 2023) that di-
rectly fuse point cloud and textual features. While
achieving strong performance, these approaches
are bottlenecked by the prohibitive cost of dense
3D annotations and their limited generalization
to open-vocabulary, real-world scenarios. To cir-
cumvent this, recent pioneering zero-shot meth-
ods, such as LLM-Grounder (Yang et al., 2023),
SPAZER (Jin et al., 2025), and SeeGround (Li et al.,
2025), have leveraged the remarkable reasoning ca-
pabilities of LLMs and VLMs. However, these
training-free methods typically employ static work-
flows and heavily depend on pre-scanned 3D point
clouds and 3D detectors, essentially degrading the
grounding process into a discrete classification task
of existing proposals. Among proposal-free ap-
proaches, VLM-Grounder (Xu et al., 2025b) is
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the most closely related to TAB because it also
performs grounding from multi-view RGB-D ob-
servations without requiring 3D proposals. How-
ever, VLM-Grounder primarily performs semantic
association across views before aggregating the
matched observations in 3D, making them highly
vulnerable to occlusions and extreme camera an-
gles where semantic features degrade. TAB instead
uses semantic reasoning to establish an initial 3D
target anchor and subsequently projects this an-
chor back into previously unobserved frames to
recover additional masks. Thus, geometry in TAB
actively guides evidence acquisition rather than
serving only as a final aggregation mechanism.
VLMs for 3D Understanding. The remarkable
success of 2D Vision-Language Models (VLMs)
(Liet al., 2024; Bai et al., 2025; Xu et al., 2025a;
Wang et al., 2025) has spurred extensive efforts
to extend their perception capabilities into 3D en-
vironments. Current 3D Large Multimodal Mod-
els generally construct 3D-aware representations
by either employing specialized 3D encoders to
process point clouds directly (e.g., PointLLM (Xu
et al., 2024), SpatialLM (Mao et al., 2025)), or
by aggregating multi-view 2D image features into
unified 3D tokens (e.g., 3D-LLM (Hong et al.,
2023), LLaVA-3D (Zhu et al., 2025), Video-3D
LLM(Zheng et al., 2025b)). While these models
demonstrate impressive scene-level reasoning and
dialogue capabilities, they rely heavily on massive
datasets of paired 3D-text annotations for pretrain-
ing. Furthermore, their architecture strictly requires
explicit, dense 3D inputs during inference, such as
pre-reconstructed point clouds or voxel grids. In
contrast, our TAB framework circumvents the need
for 3D-specific pre-training. We harness the inher-
ent reasoning of 2D VLMs within an agentic loop.
By orchestrating foundation models with geomet-
ric projections, our approach achieves precise 3D
spatial understanding from raw video streams.

3 Method

Given a language query O and sequential RGB-
D video streams V = {(I;, D;)}._, consisting of
T frames (where [; is the RGB image and D; is
the aligned depth map) with camera intrinsics K
and extrinsics T .o,,, TAB directly reconstructs the
target object and calculates the 3D bounding box
B € RS. As in Figure 2, TAB formulates 3D-VG
as a dynamic agentic loop governed by a compre-
hensive 3D-VG SKkill blueprint. This expert skill
serves as the master execution plan, dictating how

the VLM agent iteratively engages in a Think (con-
textual reasoning and planning) and Act (invoking
specialized tools) paradigm. Crucially, the Build
phase is seamlessly interleaved within this loop to
overcome the brittleness of purely semantic track-
ing. We detail the tool library in Appendix A.6 and
provide an agent execution trace in Appendix A.7.

3.1 Reference Target Localization

The agent localizes the initial reference target by
orchestrating a suite of visual tools, guided by its
reasoning thoughts from the 3D-VG Skill.

Query Analysis. In the initial action, the agent
invokes the Query Analysis tool to parse the raw,
free-form text Q into a structured JSON format. A
complex query like "the pillow on the left bed..." is
explicitly disentangled into a target class ("pillow"),
visual attributes ("top pillow"), spatial conditions
("closer to the table"), and global scene features
("between the beds"), which are then routed to
downstream tools as execution arguments.

Coarse-to-Fine Filtering. To locate candidate
frames, the agent executes a two-stage filtering.
First, the Coarse Filter tool utilizes foundation de-
tectors to retain frames containing the target class
(e.g., identifying frames with beds and pillows).
Because conventional detectors fail to distinguish
the specific queried instance from same-class dis-
tractors, the Fine Filter tool prompts the VLM to
rigorously verify if the remaining frames satisfy the
parsed scene constraints (e.g., ensuring the frame
actually depicts "the table between the beds").

Target Isolation. To transition from frame-level
retrieval to instance-level grounding, the agent in-
vokes the Score&Rank tool to evaluate the candi-
date frames against the query’s parsed attributes
and conditions, selecting the most highly-scored
image as the Reference Frame. Since multiple in-
stances of the target class may co-exist within a
single scene, the agent must resolve intra-class am-
biguity. To achieve this, the Seg&Marker tool uti-
lizes segmentation models (e.g., SAM3 (Carion
et al., 2026)) to segment all objects of the target
class in the reference frame, overlaying a unique
ID on each mask. During the subsequent Reference
Target Isolation step, the VLM actively reasons
over this visually prompted image alongside the
parsed query to deduce the exact target ID (e.g.,
singling out the specific top pillow). The agent
then isolates and only retains the mask associated
with this specific ID. At this stage, the agent has
successfully anchored the unambiguous target in-
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Figure 2: The "Think, Act, Build (TAB)" framework. Guided by an expert 3D-VG Skill, the VLM agent reasons
about the task, invokes visual tools, and reconstructs the target.

stance, establishing a pristine visual reference ..

3.2 Semantic-Anchored Geometric Expansion

While VLMs exhibit profound reasoning, pure 2D
semantic tracking is brittle. As shown by the “pil-
low” query in Figure 2, textual semantics (e.g.,
“closer to the table”) often fail under extreme view-
point variations or close-up views lacking context,
leading to a multi-view coverage deficit. To over-
come this, we introduce the Semantic-Anchored
Geometric Expansion mechanism, which exe-
cutes a strategic 2D — 3D — 2D mapping. First,
through Semantic Temporal Expansion, the agent
tracks the target locally to construct an Initial Build
(2D — 3D) and extract a stable 3D geometric
centroid (P .entroiq). Next, through Multi-View
Geometric Expansion, the agent mathematically
projects this P .40 Onto globally unobserved
frames (3D — 2D), leveraging deterministic ge-
ometry to acquire complete multi-view masks and
bypass VLM semantic blind spots.

Semantic Temporal Expansion. Relying on
a single 2D reference frame to lift a 3D centroid
is highly susceptible to noise and self-occlusion.
As illustrated in the “Semantic Temporal Expan-
sion” arrow of Figure 2, a short-term, multi-frame
context is imperative to construct an initial 3D
geometry. In Alg 1, given the single reference
frame I,.r at temporal index ¢,.r, the agent ex-
ploits the inherent spatiotemporal continuity of the
video stream. It initiates a bidirectional tracking
loop along the temporal axis. The agent main-

Algorithm 1: Semantic Temporal Expansion

Inpllt V {(17,7 D ) =1 Q7 (IT€f7 D’/‘Ef? MT’ef)
Output: Ve,

I: Vsem — {(IrefaDrefaMref)}

2: for direction At € {+1,—1} do

3t teep + AL

4: while 1 <¢ <T'do

5: if VLM_ Verify(Vsem, It, Q) then
6: M, «+ Segmentation(1;)

7: Vsem < Vsem U {(It7 Dta Mt)}
8: t+—t+ At

9: else

10: break

11: end if

12: end while

13: end for

tains a dynamically growing video context memory
Vsem, nitialized with the reference frame and its
target mask (I,cf, Dyef, Myey). For each adjacent
candidate frame I; expanding outwards from ,.f,
the VLM verifies the object’s identity consistency
against the context in Vs.p,. If verified, the seg-
mentation model generates the mask M, and the
tuple (I;, Dy, M) is appended to Ve, as the up-
dated context for the next frame. This expansion
loop iteratively advances and terminates immedi-
ately in a given direction the moment the VLM
deduces that the target is no longer present (e.g.,
due to severe occlusion or moving out of the view).
This semantic-driven tracking captures the object
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across slightly varying local viewpoints, yielding a
continuous and highly reliable semantic video clip
Vsem = {(It, Dt, My) }ieTs,..,» Where Tjocq is the
set of successfully tracked frame indices.

Centroid Extraction. When tracking frames
with the target object, strictly enforcing spatial
conditions (e.g., “next to the piano”) severely lim-
its multi-view coverage, as VLMs can mistak-
enly reject valid frames with close-up or different
views of the target object but lacking these con-
textual backgrounds. To solve this, we abstract
the locally tracked 2D pixels into an immutable,
viewpoint-invariant 3D physical anchor. Specif-
ically, the agent first reconstructs the target by
inverse-projecting only the foreground pixels en-
closed by the target mask (i.e., (u,v) € M;) from
each frame I; in Vs, into 3D points. Assum-
ing a pinhole camera model, we utilize the true
physical depth D;(u,v) provided by the aligned
depth map, alongside the camera intrinsic matrix
K € R3*3 to recover the corresponding 3D point
P. = [zc,Ye, 2¢)T from the 2D pixel (u,v) in the
local camera coordinate system:

U fr 0 ¢
P.=Di(u,v) - K ' |v| , K=1{0 f, ¢
1 0 0 1

(D

where f, f, represent the focal lengths of the cam-
era, and ¢, ¢, denote the principal point. To aggre-
gate these object points into a globally consistent
environment, P. must also be transformed into
the absolute 3D world coordinate system P,, =
[T, Y, 2w] . Using the frame-specific camera
extrinsic Ty, € R***4, which encapsulates the
rotation R € R3*3 and translation t € R3, the
transformation is formulated as:

ol [l 2 e
Since the inverse-projection is strictly confined to
pixels in the masked regions, aggregating these
lifted world points P, across Vse,, naturally yields
a preliminary 3D point cloud for the target object,
denoted as the Initial Build (PC D;y,;;). From this

isolated 3D structure, the framework calculates the
physical geometric centroid P eniroiq € R>:

N
1
Pcentroid = N Z Pﬁ; (3)
k=1

where Pﬁ is the k-th valid point in PC D,
and N is the total number of valid points. This

P entroiqd serves as the spatial anchor for the subse-
quent multi-view geometric expansion.

Multi-View Geometric Expansion. With the
absolute 3D P .,10i4, the agent can geometrically
decide whether a given frame I; contains the tar-
get object, bypassing the VLM’s semantic tracking
failures. The process follows three key steps: First,
the agent mathematically projects the 3D P cp4r0id
back onto the 2D image plane of frame ;. By ap-
plying the inverse extrinsic matrix TC}%VU € R4x4
and the intrinsic matrix K, we obtain the theoreti-
cal 2D pixel coordinates [u, v]” and the predicted
depth zp,cq Of Peeniroiq in frame I;:

u
|:IIC:| _ TC_2%U |:Pceritroid:|  Zpred | V| = KPC
1
4)

Second, because this direct projection ignores
the Field of View (FoV) boundaries and physical
occlusions, the agent performs a strict visibility
check on (u,v) and zp,.4 to ensure the target is
actually observable in frame I;:

(u7 U) € QA zactual > ON Zpred < Zactual T €

FoV Boundary

Deptthalidity Z-buffer Occlusion
ec

Check Check
)
where Q = [0,W) x [0, H) represents the 2D
image domain, zgeryq = Di(u,v) is the physi-

cal depth sampled from the aligned depth map,
and ¢ (set to 0.4) accommodates sensor noise and
inherent object thickness. Finally, for each ver-
ified frame I; that passes this check, the 2D co-
ordinate (u,v) serves as a precise point prompt
for the segmentation model (e.g., SAM3) to ex-
tract the target mask M;. The comprehensive tuple
(I;, D;, M;) is then appended to the expansion pool:
Vgeo < VgeoU{(1i, Di, M;)}, deterministically ac-
quiring complete multi-view observations ready for
the final dense 3D reconstruction.

3.3 2D to 3D Reconstruction

Given the multi-view observations Vye,, TAB
inverse-projects the masked pixels in Ve, into the
3D world coordinate system following the same
process as in Eq. (1) and Eq. (2). To mitigate
depth sensor noise and segmentation artifacts, we
filter the aggregated raw point cloud using Statisti-
cal Outlier Removal (Rusu, 2010) and DBSCAN
clustering (Ester et al., 1996) to isolate the main
object geometry. Finally, we compute the spatial
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Method

v | W

Unique

Multiple

Overall

|PC.|Acc@0.25 Acc@0.5|Acc@0.25 Acc@0.5| Acc@0.25 Acc@0.5

Fully-Supervised Methods (One/Two-Stage Based)

ScanRefer (Chen et al., 2020) - v 67.6 46.2 32.1 21.3 39.0 26.1
3DVG-T (Zhao et al., 2021) - v 77.2 58.5 38.4 28.7 459 34.5
BUTD-DETR (Jain et al., 2022) - v 84.2 66.3 46.6 35.1 52.2 39.8
EDA (Wu et al., 2023) - v 85.8 68.6 49.1 37.6 54.6 423
G3-LQ (Wang et al., 2024) - v 88.6 73.3 50.2 39.7 56.0 447
Fully-Supervised Methods (LLM/VLM Based)
LLaVA-3D (Zhu et al., 2025) LLaVA-Video-7B - - - - 50.1 42.7
3D-LLaVA (Deng et al., 2025) LLaVA-1.5-7B v - - - - 51.2 40.6
Chat-Scene (Huang et al., 2024) Vicuna-7B v 89.5 82.4 47.7 42.9 55.5 50.2
SPAR-mix (Zhang et al., 2025) InternVL-2.5-8B - - - - 31.9 124
VG-LLM (Zheng et al., 2025a) Qwen2.5-VL-7B - - - - 41.6 14.9
Video-3D-LLM (Zheng et al., 2025b) | LLaVA-Video-7B | v 87.9 78.3 50.9 453 58.1 51.7
GPT4Scene (Qi et al., 2026) Qwen2-VL-7B v 90.3 83.7 56.4 50.9 62.6 57.0
3D-RS (Huang et al., 2025) LLaVA-Next-Video| v/ 87.4 77.9 57.0 50.8 62.9 56.1
Zero-Shot Methods
LLM-Grounder (Yang et al., 2023) GPT-4 turbo v - - - - 17.1 5.3
ZSVG3D (Yuan et al., 2024b) GPT-4 turbo v 63.8 58.4 27.7 24.6 36.4 32.7
SeeGround (Li et al., 2025) Qwen2-VL-72B | / 75.7 68.9 34.0 30.0 44.1 39.4
CSVG (Yuan et al., 2024a) Mistral-Large-2407 | v 68.8 61.2 38.4 27.3 49.6 39.8
VLM-Grounder (Xu et al., 2025b) GPT-40 66.0 29.8 48.3 33.5 51.6 32.8
SeqVLM (Lin et al., 2025) Doubao-1.5-pro | v/ 77.3 72.7 47.8 41.3 55.6 49.6
SPAZER (Jin et al., 2025) GPT-40 v 80.9 72.3 51.7 43.4 57.2 48.8
TAB (ours) Qwen3-VL-32B 90.2 57.6 60.1 39.9 71.2 46.4
TAB (ours) Qwen3-VL-32B | / 90.2 717.2 60.8 52.5 71.6 61.6

Table 1: 3D Visual Grounding results on ScanRefer. ""'w/ PC" denotes reliance on 3D Point Clouds and Proposals.

extremes of this clean cluster to estimate the axis-
aligned 3D bounding box B € RS, successfully
completing the zero-shot 3D grounding process
without relying on pre-scanned point clouds. More-
over, unlike static zero-shot pipelines that fail upon
a single intermediate error, our TAB features robust
fault tolerance. By actively monitoring its iterative
progress, the agent autonomously recovers from
local failures. For example, if a filtering step yields
zero candidate images or depth noise corrupts the
initial build, it employs a “Dynamic Adjustment”
strategy to proactively relax tool thresholds or just
skip non-critical steps. This adaptability ensures
continuous execution and successful 3D grounding
in noisy environments. We also provide an example
of fallback execution trace in Appendix A.7.

4 Benchmark Refinement

While benchmarks such as ScanRefer (Chen et al.,
2020) and Nr3D (Achlioptas et al., 2020) have ad-
vanced 3D-VG, we observe non-negligible anno-
tation noise within the widely adopted evaluation
subsets from (Xu et al., 2025b). To ensure a rigor-
ous assessment, we manually reviewed and refined
these annotations, categorizing the errors into three
primary types, including Ambiguous References,
Object Category Errors, and Spatial Location
Errors as in Appendix Figure 4. We also pro-
vide more details for the refinement process and

reported results in Appendix A.1.

S Experiments

Benchmarks and Metrics. We experiment on
the ScanRefer (Chen et al.,, 2020) and Nr3D
(Achlioptas et al., 2020) benchmarks, both built
upon ScanNet (Dai et al., 2017) indoor scenes.
ScanRefer queries are categorized as “Unique” or
“Multiple” depending on the presence of same-
class distractors. Its performance is measured by
Acc@0.25 and Acc@0.5, representing the frac-
tion of predicted 3D bounding boxes with an IoU
> 0.25 and 0.5 against the ground truth. Nr3D
queries are divided into “Easy”/*Hard” and “View-
Dependent”/“Independent” subsets. Its perfor-
mance is evaluated by top-1 selection accuracy.
Our main evaluations are conducted on the widely
adopted subsets following previous works (Xu
et al., 2025b; Jin et al., 2025; Lin et al., 2025).
Evaluation Settings. For fair comparisons, we
report results on the original, unrefined bench-
marks. We present both our native predictions op-
erating solely on raw RGB-D streams (w/ PC. =
) and an assisted setting refined by Mask3D pro-
posals (w/ PC. = V). This assisted setting is not
required by our framework, but is provided exclu-
sively for equitable comparisons with prior meth-
ods (e.g., SeqVLM, SPAZER, SeeGround) that in-

14940



Method | LLM/VLM

| w/PC. | Easy | Hard | Dep. | Indep. | Overall

Fully-Supervised Methods

Referlt3DNet (Achlioptas et al., 2020) - v 43.6 27.9 32.5 37.1 35.6
InstanceRefer (Yuan et al., 2021) - v 46.0 31.8 34.5 41.9 38.8
3DVG-T (Zhao et al., 2021) - v 48.5 34.8 34.8 43.7 40.8
EDA (Wu et al., 2023) - v 58.2 46.1 50.2 53.1 52.1
BUTD-DETR (Jain et al., 2022) - v 54.6 60.7 | 484 46.0 58.0
3D-VisTA (Zhu et al., 2023) - v 72.1 56.7 61.5 65.1 64.2
SceneVerse (Jia et al., 2024) - v 72.5 57.8 56.9 67.9 64.9
Zero-Shot Methods
ZSVG3D (Yuan et al., 2024b) GPT-4 turbo v 46.5 31.7 36.8 40.0 39.0
SeeGround (Li et al., 2025) Qwen2-VL-72B v 54.5 38.3 42.3 48.2 46.1
VLM-Grounder (Xu et al., 2025b) GPT-40 55.2 39.5 45.8 494 48.0
SeqVLM (Lin et al., 2025) Doubao-1.5-pro v 58.1 474 | 51.0 54.5 53.2
SPAZER (Jin et al., 2025) GPT-40 v 68.0 58.8 59.9 66.2 63.8
TAB (ours) Qwen3-VL-32B 72.1 63.2 62.5 71.4 68.0
TAB (ours) Qwen3-VL-32B v 72.1 61.4 | 635 69.5 67.2

Table 2: 3D Visual Grounding results on Nr3D. ""w/ PC"' denotes reliance on 3D Point Clouds and Proposals.

herently rely on off-the-shelf 3D proposals. No
ground-truth boxes or ground-truth IoU are used in
this setting. We select the Mask3D proposal with
the highest 3D IoU against TAB’s proposal-free
reconstructed box.

Implementation Details. We build our frame-
work with the Qwen3-VL-32B (Bai et al., 2025)
as the primary VLM agent. For the foundational
vision tools, we utilize Grounding DINO (Liu et al.,
2024) for coarse object detection and SAM3 (Car-
ion et al., 2026) for instance segmentation. Both
the Semantic Temporal Expansion and the Multi-
View Geometric Expansion processes are capped
at a maximum of 32 frames.

5.1 3D Visual Grounding Results

ScanRefer. For rigorous comparison, we decouple
the evaluation into Proposal-Free (w/ PC. = ¥) and
Proposal-Assisted (w/ PC. = V) settings (Table
1). Operating strictly on raw RGB-D streams, TAB
achieves an Acc@0.25 of 71.2% and Acc@0.5
of 46.4%, outperforming VLM-Grounder, a sim-
ilarly proposal-free method, by a massive abso-
lute margin of +19.6% and +13.6%. To establish
an apples-to-apples comparison with methods in-
herently reliant on 3D priors, following previous
works (Lin et al., 2025; Jin et al., 2025; Li et al.,
2025), our Proposal-Assisted setting refines TAB’s
natively reconstructed boxes using the Mask3D
(Schult et al., 2023) generated proposal that yields
the maximum 3D IoU overlap. Crucially, this in-
corporation yields a substantial surge in Acc@(.5
(46.4% — 61.6%), dominating all prior zero-shot
and fully-supervised methods by a large margin,

while Acc@0.25 remains remarkably stable (71.2%
— 71.6%). This stability is a key indicator: it
proves that TAB intrinsically localizes the correct
targets entirely on its own, and external 3D propos-
als merely act as a geometric refinement to tighten
boundary precision. Ultimately, even in the strict
proposal-free setting, TAB still largely surpasses
previous proposal-assisted methods in Acc@0.25
(e.g., 71.2% vs SPAZER’s 57.2%) and remains
highly competitive in Acc@(.5. More importantly,
our framework achieves this while completely by-
passing the need for pre-scanned 3D point clouds
and off-the-shelf 3D detectors, a critical capability
for real-world deployment that proposal-dependent
pipelines fundamentally cannot replicate.

Nr3D. The evaluation protocol of Nr3D (top-1
selection) perfectly isolates grounding capability
from bounding box regression noise. As in Table
2, operating under the Proposal-Free (w/ PC = )
setting, TAB establishes a new zero-shot state-of-
the-art with an overall accuracy of 68.0%. Despite
the absence of 3D Scene point clouds, TAB signifi-
cantly outperforms prior zero-shot approaches that
utilize these 3D priors (e.g., SPAZER at 63.8%) and
even surpasses fully-supervised baselines like Scen-
eVerse (64.9%). The framework’s robustness is
particularly evident in the challenging "Hard" and
"View-Dependent" subsets, achieving accuracies of
63.2% and 62.5%, respectively. By actively reason-
ing over visual semantics to disambiguate complex
multi-object references and utilizing multi-view
geometry to bypass semantic tracking blind spots,
TAB overcomes the structural limitations that typi-
cally paralyze static pipelines.
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65.2 413 41.1 222
69.6 45.7 51.3 30.4

(b)
(©)

50.0 292 | 62.0 47.1 489 59.1 55.1
58.0 360 | 67.6 49.1 615 57.8 59.2

\ Modules | ScanRefer | Nr3D
‘ STE MGE | Unique Multiple Overall | Easy Hard Dep. Indep. Overall
| | @025 @05 @025 @0.5 @025 @05 |

(a) 57.6 29.3 323 19.0 41.6 228 | 588 438 51.0 52.6 52.0

(d) 90.2 57.6 60.1 39.9

71.2 464 | 721 632 625 714 68.0

Table 3: Ablation study on the Semantic-Anchored Geometric Expansion. STE: Semantic Temporal Expansion.

MGE: Multi-View Geometric Expansion.

5.2 In-Depth Analysis

Single-Frame Reconstruction. We first establish
a naive baseline (Table 3 (a)) by disabling both
the Semantic Temporal Expansion and the Multi-
View Geometric Expansion. The target object is
reconstructed only by inverse-projecting the mask
from the single isolated reference frame I,.;. As
expected, relying on a single 2D view is highly
susceptible to depth sensor noise and severe self-
occlusion. This lack of multi-view context prevents
the agent from observing the object’s full physical
extent, resulting in a low overall accuracy of 41.6%
Acc@0.25 on ScanRefer and only 52.0% on Nr3D.

Effect of Semantic Temporal Expansion. To
evaluate the necessity of video context, we bypass
the STE phase (Table 3 (b)) and calculate the initial
physical centroid directly from the single reference
image I;..y. This leads to a significant performance
drop, particularly in complex scenarios like the
Nr3D "Dep." subset (dropping to 48.9%) and Scan-
Refer’s "Multiple" subset (41.1% Acc@0.25 and
22.2% Acc@0.5). Because a single viewpoint only
captures a partial surface, the resulting centroid is
heavily biased and spatially offset from the object’s
true center of mass. This inaccurate spatial anchor
subsequently corrupts the deterministic geometric
projection, causing the visibility checks to fetch
misaligned 2D views and ultimately derailing the
dense reconstruction. This confirms that exploiting
spatiotemporal continuity is imperative for estab-
lishing a robust initial 3D geometry.

Effect of Multi-View Geometric Expansion.
We ablate the geometric projection mechanism (Ta-
ble 3 (c)) by reconstructing the target with only the
VLM-tracked frames. Tracking driven solely by
2D semantics is inherently brittle. When the cam-
era undergoes extreme viewpoints or occlusions,
semantic matching often fails, causing the temporal
expansion to terminate. This multi-view coverage
deficit is reflected in the sharp decline of localiza-
tion precision: ScanRefer overall Acc@0.5 drops

Query: a brown ottomon with two
black knapsacks and a tissue box on
it ... to its left is a black piano

os
I3 //au\o
S .25,

Figure 3: Qualitative comparison of STE and MGE.

from 46.4% to 36.0%, and performance on the
Nr3D "Hard" queries falls from 63.2% to 49.1%.
Qualitative Comparison. Figure 3 provides a
visual comparison of our framework against its ab-
lated variants. By default, TAB successfully aggre-
gates complete multi-view observations to predict
a tight, highly accurate 3D bounding box (IoU =
0.74). In contrast, ablating the Multi-View Geo-
metric Expansion (w/o MGE) restricts the agent to
pure semantic tracking, which suffers from view
coverage deficits, yielding a fragmented geometry
and a reduced IoU of 0.42. Similarly, bypassing the
Semantic Temporal Expansion (w/o STE) forces
the agent to extract the physical centroid from a
single frame. This introduces bias and depth noise
into the geometric projection, resulting in an offset
and inaccurate bounding box (IoU = 0.35). These
visualizations reinforce the necessity of synergiz-
ing both modules for robust 3D localization.
Agentic vs. Static Execution. To evaluate
whether adaptive execution contributes beyond a
fixed tool-use pipeline, we compare TAB with a
static variant that uses the same tools but follows
a predetermined execution sequence without dy-
namic threshold adjustment or fallback recovery.
The static pipeline achieves 69.9 Acc@0.25 and
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40.1 Acc@0.5 on ScanRefer, whereas TAB im-
proves the results to 71.2 and 46.4, respectively.
The larger gain at the stricter Acc@0.5 threshold
suggests that conditioning execution on interme-
diate observations helps recover from local tool
failures and improves grounding robustness, rather
than merely increasing pipeline complexity.

6 Conclusion

We present Think, Act, Build (TAB), an agen-
tic framework that reformulates zero-shot 3D Vi-
sual Grounding into a dynamic reasoning and re-
construction process. By decoupling semantics
from geometry, TAB utilizes 2D Vision-Language
Models in an iterative "Think-Act" loop. To over-
come semantic tracking limitations, our Semantic-
Anchored Geometric Expansion projects a 3D cen-
troid across frames to harvest multi-view masks,
seamlessly "Building" complete 3D point clouds
from RGB-D streams. Furthermore, we refined
existing benchmarks for rigorous evaluation. Ulti-
mately, TAB provides a complementary proposal-
free paradigm for zero-shot 3D grounding from
sequential RGB-D observations, while improving
efficiency and robustness to sensing noise remain
important directions for future work.

Limitations

While TAB advances zero-shot 3D-VG, it relies on
the availability of aligned RGB-D streams, which
may limit its application in outdoor environments
lacking reliable depth sensors. Additionally, the
iterative nature of the “Think-Act” agentic loop
and the reliance on large foundation models inher-
ently increase inference latency. But we believe
these challenges can be mitigated by integrating a
stronger depth/camera pose estimation model and
inference acceleration engines in the future.
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A Appendix

A.1 Benchmark Refinement Details

While established benchmarks such as ScanRefer
(Chen et al., 2020) and Nr3D (Achlioptas et al.,
2020) have been instrumental in advancing 3D Vi-
sual Grounding (3D-VG), we observed that annota-
tion noise within their evaluation subsets inherently
penalizes models with precise spatial reasoning ca-
pabilities. To ensure a rigorous assessment of our
framework and provide a cleaner testbed for fu-
ture research, we conducted a manual review and
refinement process.

Specifically, we manually audited the 250 sam-
pled queries from the evaluation subsets of each
benchmark (500 samples in total). To achieve this,
we utilized Open3D to visualize the ground-truth
3D bounding boxes alongside their corresponding
point clouds for each sample. This allowed us to
manually verify whether the bounding box accu-
rately corresponds to the query, and to determine
if the linguistic description is precise or suffers
from ambiguity and errors. During this process, we
identified and corrected around 114 errors that we
categorized into three primary types as in Figure 4:

¢ Ambiguous References (72.8%): This is the
most prevalent error type. It occurs when a query
lacks distinctive features or contextual anchors
to uniquely identify a single target, yielding mul-
tiple valid candidates within the scene. We re-
solved these ambiguities by appending exclusive
contextual anchors (e.g., modifying “the bed with
a green cover’ to “the bed with a green cover and
a laptop”).

Spatial Location Errors (23.7%): These errors
involve queries that describe spatial relationships
contradicting the actual 3D physical layout. This
often includes erroneous prepositions (e.g., using
“top left” instead of “bottom”) or invalid global
directions (e.g., referencing “south” without a
compass reference). We corrected these by sub-
stituting contradictory coordinates with reliable,
relative spatial anchors.

Object Category Errors (3.5%): These are in-
stances where the class name provided in the
query explicitly contradicts the visual reality of
the object (e.g., mislabeling an “exhaust fan” as
a “picture”). We refined these category names
to align with the true visual semantics, enabling
accurate semantic anchoring.

Evaluation Fairness. It is crucial to note that to
maintain an absolutely fair and strictly equivalent
comparison with previous state-of-the-art methods
(as reported in Section 5), all main quantitative
results presented in the main text of this paper
were evaluated on the original, unrefined bench-
marks. To demonstrate the true capability of our
TAB framework when evaluated against clean, un-
ambiguous ground-truth annotations, we report
its performance on our refined subsets in Table
4. As shown, eliminating annotation noise allows
the model’s performance to consistently improve
across both datasets, indicating that previous fail-
ures were partially attributable to benchmark noise
rather than model reasoning deficits.

Table 4: Comparison of TAB performance on Original
(Unrefined) vs. Refined benchmarks. Results indicate
an overall performance improvement when evaluated
against noise-free annotations.

Dataset Setting ScanRefer ‘ Nr3D
Overall Acc@0.25 Overall Acc@0.5 ‘ Overall Acc

Original (Unrefined) 71.2 46.4 68.0

Refined (Ours) 74.8 52.5 70.9

Table 5: Comparison of TAB performance under differ-
ent VLMs.

Method VLM ScanRefer | Nr3D

Overall Acc@0.25  Overall Acc@0.5 ‘ Overall Acc

Qwen2-VL-72B 44.1 39.4 46.1
SPAZER Qwen2-VL-72B - - 53.6
SPAZER Qwen2.5-VL-72B - - 56.0
TAB Qwen2-VL-72B 56.2 39.1 55.1

SeeGround

TAB Qwen2.5-VL-72B 65.0 42.4 62.1
TAB Qwen3.5-27B 64.4 41.2 63.2
TAB Qwen3-VL-32B 71.2 46.4 68.0

A.2 Impact of Different VLM Backbones

To carefully disentangle the performance gains of
our architectural design from the scaling benefits
of foundational large multimodal models, we ana-
lyze the robustness and scalability of TAB across
various open-source VLM backbones in Table
5. Our empirical findings yield two crucial in-
sights. First, when under a strictly matched VLM
backbone, TAB consistently and significantly out-
performs prior state-of-the-art zero-shot methods.
Specifically, using the exact same Qwen2-VL-72B
base, TAB secures a massive +12.1% improve-
ment in ScanRefer Acc@0.25 over SeeGround and
a +1.5% gain in Nr3D Overall Acc over SPAZER.
Crucially, while SPAZER and SeeGround heav-
ily rely on pre-scanned 3D point cloud proposals,
TAB achieves this superior performance under a
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[X] Raw Query: the bed with a green cover.

Raw Query: the picture on the back wall of the room.

Raw Query: the cabinet is south of the northwest table.

Refined Query: the bed with a green cover and a laptop. Refined Query: the exhaust fan on the back wall of the room. Refined Query: the cabinet is on the left of the table.

Ambiguous Reference

Object Category Error

-

Spatial Location Error

Figure 4: Examples of annotation noise in benchmarks.

strict, proposal-free setting operating directly on
raw RGB-D streams. This controlled comparison
isolates and firmly establishes that the superiority
of our framework stems inherently from our pro-
posed Semantic-Anchored Geometric Expansion
(SAGE) loop rather than single-model advance-
ments or dataset-specific 3D structural priors.

Second, as the underlying agent scales from
Qwen2-VL-72B up to the latest multimodal agents
like Qwen3.5-27B and Qwen3-VL-32B, the overall
grounding performance increases, culminating in
our peak zero-shot state-of-the-art results. This
trend highlights our decoupled tool-use architec-
ture and geometric verification mechanics act as
a robust pipeline capable of seamlessly absorbing
and translating stronger core reasoning faculties
into higher 3D physical grounding precision.

A.3 Inference Time Analysis

To evaluate the computational efficiency and prac-
tical deployment feasibility of TAB, we report the
execution latency breakdown across each core al-
gorithmic module in Table 6. All benchmarking ex-
periments are conducted on a single NVIDIA H200
GPU. The foundational vision-language agent,
Qwen3-VL-32B-Instruct, is deployed locally us-
ing bfloat16 precision augmented with Flash-
Attention 2.7.3 to accelerate sequence processing.
The recorded operational timings represent the em-
pirical mean calculated by averaging the execution
traces over 50 randomly sampled video scenes from
the ScanRefer validation split. It is worth noting
that our current benchmarking relies on a standard
Hugging Face implementation without utilizing ad-
vanced inference acceleration engines. Integrating
highly optimized serving backends such as vLLM
or SGLang in deployments would substantially re-
duce the VLM reasoning latency and further accel-
erate the overall execution speed.

As in Table 6, the total end-to-end processing

pipeline requires an average of 83.7 seconds per
scene. The computational footprint is primarily
dominated by the semantic processing components
that require repetitive or extensive multimodal con-
text token processing. Specifically, Temporal Ex-
pansion, which performs frame-by-frame bidirec-
tional tracking and identity verification, constitutes
the largest latency block (21.7s), followed by VLM
Filtering (18.5s) and Coarse Filtering (16.4s). Con-
versely, our core spatial innovation, the Geometric
Expansion module, introduces negligible computa-
tional overhead (1.8s). By leveraging deterministic
multi-view camera math and native Z-buffer oc-
clusion projection, this stage achieves extensive
point-prompted visual mask aggregation without
suffering from heavy, iterative VLM reasoning bot-
tlenecks. While this active agentic formulation nat-
urally introduces a higher runtime footprint com-
pared to single-pass or static classification-based
methods, this trade-off remains highly worthwhile.
By trading seconds of local computation time for
robust spatial-semantic reasoning, TAB success-
fully operates on raw, un-scanned streaming envi-
ronments. It completely eliminates the prerequisite
of expensive pre-scanned 3D point clouds and re-
strictive off-the-shelf 3D object detection propos-
als, offering a vastly more generalizable and au-
tonomous paradigm for open-vocabulary embodied
Al applications.

A.4 Expert Skill: 3D Visual Grounding

The expert skill serves as the blueprint for the agent,
defining the standard operating procedure for the
3D visual grounding and reconstruction pipeline.
It is structured as a Markdown document designed
to be directly read and parsed by the agent.
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Table 6: Inference time breakdown of different modules in TAB (unit: seconds).

Query Analysis Coarse Filtering

VLM Filtering VLM Scoring & ranking

1.2 16.4

18.5 13.3

Target Selection & Isolation ~ Temporal Expansion

Candidate Seg. & Initial Recon.

Geometric Expansion

4.8 21.7 3.5 1.8
Final Recon. & BBox Overall - -
2.5 83.7 - -

Skill: 3D Visual Grounding Pipeline

Name: 3d_visual_grounding

Description: Expert Skill for 3D Visual Grounding &
Reconstruction Pipeline. Use this when the user gives
you a scene_id and a query.

When to use this skill:

Use this skill when the user requests to find and recon-
struct a specific object in a scene (video with ~300
frames) and calculate its 3D bounding box coordinates.

Instructions:
You MUST strictly follow this sequential execution path:

1.

Query Analysis: Parse the user’s natural lan-
guage query to extract the target_class, vi-
sual attributes, spatial conditions, and global
scene_features.

Initialize Image Registry: Call the read tool to index
all image file names from the scene video into a
standard JSON list.

Coarse Filtering (Object Masks): Apply mask-
based filtering to retain only images containing the
target_class. Critical Check: If 0 images remain,
do not proceed. Analyze if the threshold is too high
and retry with a lower value.

Fine Filtering (Scene Semantics): Apply VLM-
based filtering to verify if images match the
scene_feature. Fallback Strategy: If this filter re-
moves ALL images, discard this step and revert to the
result of Coarse Filtering (Object Masks). Use the
images filtered by Coarse Filtering (Object Masks)
as the images.

Scoring & Ranking: Score the remaining im-
ages based on their alignment with the query’s
attributes and conditions. Sort in descending
order.

Optimal View & Target Selection: Traverses the
candidate images to find the most distinct observation
of the scene as the “Reference View”, and uses VLM
to identify the specific Object ID within this view
that best matches the query description.

Reference Target Isolation: Generate a visualiza-
tion isolating the specific Object ID.

Temporal Expansion (Video Tracking): Expand the
target object search temporally from the Reference
View. It tracks the object frame-by-frame (forward
and backward) using the VLM to verify identity and
SAM to generate masks. This ensures temporal con-
sistency and generates a continuous video clip with
the target object. This leverages temporal consistency

to robustly collect a continuous video clip containing
the target as candidate frames.

9. Candidate Segmentation: For every verified candi-
date frame, generate and save the precise segmenta-
tion mask for the target object.

10. Imitial 3D Reconstruction: Aggregate all verified
images and their masks from the temporal expansion
steps to generate an initial, preliminary 3D point
cloud.

11. Geometric Multi-View Expansion (Centroid Com-
plete): Extract the target’s absolute 3D centroid and
mathematically project it across other scene frames,
utilizing camera extrinsics and Z-Buffer checks.

12. Final Dense 3D Reconstruction: Reconstruct the
updated, comprehensive image and mask paths into
a final, dense, and structurally complete PLY point
cloud.

13. 3D Bounding Box Calculation: Calculate the axis-
aligned 3D bounding box.

Strategy Tips:

Dynamic Adjustment: If a specific step returns 0 valid
images, DO NOT give up immediately. Consider relax-
ing constraints or skipping it.

Threshold Consistency: If you lower the threshold in
an earlier step, you MUST maintain this lowered thresh-
old for ALL subsequent steps.

A.5 Prompts

We provide the prompts utilized across different
modules of our framework. These prompts dictate
the reasoning, filtering, and tracking behaviors of
the VLM agent.

Agent System Prompt

You are an intelligent assistant capable of calling external
tools.

### YOUR EXPERT SKILLS

{skill_description}

### AVAILABLE TOOLS

The available tools and their STRICT parameter defini-
tions are as follows:

{tool_descriptions }

#i## RESPONSE FORMAT

Please respond in a step-by-step loop. For each step, out-
put a Thought followed by an Action, strictly according
to the following format:

. J
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Thought:
¢ First, recall "YOUR EXPERT SKILLS" to decide
which skill to use and the current pipeline stage.

¢ Analyze the previous Observation.
* Plan the next step accordingly.

e CRITICAL: Check if the previous observation in-
dicates failure. If so, consider retrying with looser
constraints or ABORTING.

Action: The action you decide to take. It MUST be

formatted EXACTLY as one of the following:

1. Tool Call: <tool_name>(<tool_input_json>)

¢ <tool_name> must be one of: [{tool_names}]
* <tool_input_json> must be a valid JSON string
containing arguments matching the tool’s schema.

* Example: filter_by_mask({"threshold”:
0.5})

2. Finish Task: Finish[<your final answer
here>]

 Use this when you have obtained the final answer
or completed the task successfully.

3. Abort Task: Abort[<failure_reason>]
* Use this when the task CANNOT be completed.

.

J

Query Parsing Prompt

You are working on a 3D visual grounding task. You
will receive a natural language query that specifies a par-
ticular object by describing its attributes and grounding
conditions in a scene.

Definitions:

* Target object phrase: The core noun phrase iden-
tifying the object. Unlike a simple class name, this
must include 1-2 key adjectives from the query if
present (e.g., use "rectangular dark cabinet" instead
of just "cabinet"). Include inherent adjectives (color,
shape, material). Do NOT include spatial or relative
adjectives.

Attributes: Inherent properties of the target object
itself, such as category description, color, material,
shape, appearance, function, or state.

* Grounding conditions: Relational, spatial, or con-
textual constraints that help uniquely locate the target
object relative to other objects, regions, or layouts in
the scene.

* Scene feature: A single sentence describing the
scene’s composition based STRICTLY on the ob-
jects, regions, and layouts explicitly mentioned in the
query. Do NOT infer or hallucinate context.

Your task: 1. Parse the query. 2. Identify and return: the

target object’s phrase, a list of the object’s attributes, a

list of grounding conditions, and a single string describ-

ing the scene feature.

Your response must be formatted strictly as JSON

wrapped inside triple backticks:

{
"target_class”: "...",
"attributes”: [...],
"conditions”: [...],
"scene_feature”: "..."
}

] Scene Filter Prompt

You are a strict visual verification assistant. Your task
is to analyze an image and determine if it matches the
scene description provided by the user.

You must rigorously verify the image against the user’s

text across these specific dimensions:

1. Objects: Confirm that EVERY physical object men-
tioned in the description is clearly visible. IMPOR-
TANT EXCEPTION: Ignore broad functional area
labels or room types (e.g., "living room", "kitchen").
Focus ONLY on specific physical items.

2. Quantity: Strictly count the objects. If the text speci-
fies a number, the image must show equal to or more
than that count.

3. Position & Space: Verify the spatial layout, but RE-
LAX directional strictness:

« Ignore "Left/Right'': Due to variable camera an-
gles, strictly ignore absolute instructions like "to
the left of".

* Adjacency Rule: Treat any mention of "left" or
"right" simply as ''next to'' or ''nearby"'.

* Other Spatial Relations: Maintain strict verifica-
tion for non-directional spatial terms (e.g., "on top
of", "under").

4. Attributes: Check that key visual attributes (e.g.,
color, material) match the description.

CRITICAL INSTRUCTION: This is a strict verifi-

cation task, EXCEPT for the left/right relaxation men-

tioned above. Only answer "yes" if all constraints are

satisfied. Do not provide explanations, just directly an-

swer "yes" or "no".

VLM Score Prompt

You are a visual filtering assistant. Your goal is to deter-

mine if the Target Object described in the user’s query

is visible in the provided image.

#i## Evaluation Steps

1. Target Detection (The Strict Gatekeeper): Focus
ONLY on the target_class. Is this specific object
visible in the image? If NO: The score MUST be
exactly 0.0.

2. Context Verification: Check the conditions re-
garding other objects (Reference Objects). Are the
reference objects mentioned visible? If MISSING:
The score must be low (0.1 - 1.9).

3. Attribute Matching: Evaluate visual details (color,
shape, state).

#i## Confidence Score Scale (Float)

¢ 0.0: Target Absent.

¢ 0.1 -1.9: Present, but Context Missing / Strong Mis-
match.

e 2.0 -2.9: Present, Low Match.
e 3.0 - 3.9: Present, Partial Match / Ambiguous.
* 4.0 - 4.9: Present, High Match.

¢ 5.0: Present, Perfect Match.

Output Format: You must return a strict JSON object
containing is_present (Boolean) and score (Float).
Start directly with { and end with }.
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Frame Expansion Prompt

You are an expert in Video Object Tracking and Visual

Re-Identification.

#it# TASK Your task is to determine if a specific Target

Object (highlighted by bounding boxes in the Reference

Video) is present in the provided Candidate Image.

##H# CONTEXT The Candidate Image is an adjacent

frame (temporally continuous) to the Reference Video

clip. The object, if present, will have a similar appear-

ance, scale, and location, subject to minor motion or

camera movement.

### JUDGMENT CRITERIA

1. Identity Consistency: The object must be the exact
same instance, not just a similar category.

2. Robustness: Allow for slight changes in viewpoint,
lighting, scale, or partial occlusion due to motion.

3. Strict Rejection: If the object is fully occluded or
has moved out of the frame, answer NO.

Output strictly one word. If the target is present: "YES".

If the target is absent: "NO".

Segmentation Marker Prompt

You are an expert who identifies objects in annotated

scenes. You will receive an Annotated Image with

bounding boxes and numeric IDs (0, 1, 2, ...) high-

lighting the objects.

### CRITICAL VISUAL GUIDELINES

1. Focus Inside the Box: The bounding box delim-
its the area of interest. To verify attributes, you
must analyze the visual content strictly within the
boundaries of the box for that ID.

2. Spatial Reasoning (High Priority): Pay strict at-
tention to spatial descriptors in the query (e.g., "left-
most," "behind," "next to").

3. Object Matching: Ensure the object inside the
bounding box matches the target_class.
#i## Your Task
 Single Candidate Override: If there is ONLY ONE
object annotated (only ID 0 exists), strictly output ID:
0 immediately.

¢ Strict Verification (Multi-object): Scan the anno-
tated image to find the object ID that matches the
class, spatial conditions, and attributes.

* Failure Handling: If NONE satisfy all constraints,
output ID: -1.
Output ONLY the ID in the format: ID: <number>

A.6 Tool Library

The TAB agent is equipped with a comprehensive
library of specialized tools. These tools encapsu-
late foundation vision models (e.g., SAM), Vision-
Language Models, and multi-view geometric pro-
jection functions. The agent dynamically invokes
these tools via strict JSON parameter schemas to
execute its planned actions. Table 7 details the
complete tool registry.

A.7 Agent Execution Trace Example

To concretely demonstrate how the framework op-
erates in practice, we provide a complete execution
trace for a complex query. The agent successfully
follows the 3D Visual Grounding skill pipeline,
from initial query parsing to the final 3D bounding
box calculation.
Scene ID: scene0435_00

Query: “the pillow on the left bed. it is the top
pillow on the side of the bed that is closer to the
table between the beds.”

Execution Trace

[Step 1] Query Analysis

Thought:

¢ I need to begin the 3D Visual Grounding & Recon-
struction Pipeline as per the instructions.

* The first step is to parse the user’s query to extract
structured information: target_class, attributes,
conditions, and scene_feature.

» This will guide all subsequent steps in the pipeline.

Action: query_parse({"query”: "..."})
Observation:
{

"target_class”: "pillow”,

"attributes”: ["top pillow”],

"conditions”: ["it's on the left bed”,
"it's the top pillow”,

"it's on the side... closer to the table..."],

"scene_feature”: "The scene contains two beds
with a table between them..."

3

[Step 2] Initialize Image Registry

Thought:

* The query has been successfully parsed into structured
JSON, extracting the target class (pillow), conditions,
and scene feature.

* The next step is to initialize the image registry by
reading all image file paths from the scene directory.

» This will provide the full set of frames to work with
for subsequent filtering and reconstruction steps.

Action: read_image_files({"scene_id":

"scene@435_00"})

Observation: image_files.json

[Step 3] Coarse Filtering

Thought:

* The image registry has been initialized successfully
with all image paths stored in image_files.json’.

* The next step is to perform Coarse Filtering using
mask-based detection to retain only images containing
the target class ("pillow’).

* [ will use the default threshold of 0.5 for mask genera-
tion. If no images are found, I will retry with a lower
threshold as per the failure strategy.

Action: object_filter({"threshold": 0.5, ...})

Observation: object_filtered_image_files. json,

90 (Images retained)

[Step 4] Fine Filtering
Thought:
 Coarse Filtering successfully returned 90 images con-

\. J
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taining the target class "pillow’.

* The next step is Fine Filtering using VLM to verify
if these images match the scene_feature: "The scene
contains two beds with a table between them, and the
left bed has a pillow on the side closer to the table."

* This step will help narrow down images that match
the broader scene context.

Action: vim_filter({...})

Observation: vim_filtered_image_files.json, 24

(Images retained)

[Step 5] Scoring & Ranking

Thought:

* VLM-based Fine Filtering returned 24 images that
match the scene feature.

* The next step is to score and rank these images based
on their alignment with the full query (including at-
tributes and conditions).

¢ This will help prioritize the most relevant views for
subsequent steps.

Action: vim_score({...})

Observation: (’vlm_scores.json’,

’vim_ranked_image_files. json’)

[Step 6] Optimal View & Target Selection

Thought:

» The images have been successfully scored and ranked
based on relevance to the query.

» The next step is to select the best candidate image and
identify the specific target object ID within it.

* I will use the highest-scoring image and apply the
same threshold (0.5) used before for consistency.

Action: argmax_image_and_seg_id({...})

Observation: (’.../00085.jpg’,

’reference_image_mask_results.pth’)

5!

[Step 7] Reference Target Isolation

Thought:

e The best candidate image has been identified:
*.../00085.jpg’.

* The specific target object ID is 5.

* The next step is to isolate the target object in this
reference image by generating a clean visualization
with a bounding box.

Action: segment_target_in_reference({...})

Observation:

reference_image_with_target_mask_box.png

[Step 8] Temporal Expansion

Thought:

» The reference image with the target pillow isolated
and masks has been successfully generated.

* The next step is to perform temporal expansion from
this reference frame to track the target object across
frames.

¢ [ will use a maximum of 32 frames for expansion and
maintain the threshold of 0.5 for consistency.

Action: vim_frame_expansion({...})

Observation: (’expanded_image_files.json’, 10)

[Step 9] Candidate Segmentation

Thought:

* Temporal expansion from the reference frame yielded
10 images for 3D reconstruction.

[ will proceed to segment the target object in all candi-
date images to prepare for reconstruction.

’final_masks.pth’)

[Step 10] Initial 3D Reconstruction

Thought:

» The target object has been segmented in all candidate
images, producing final image and mask files.

* The next step is to perform initial 3D reconstruction
using these images and masks.

* This will create a preliminary point cloud for the target
pillow.

Action: reconstruct_point_cloud({...3})

Observation: pred_pcd.ply

[Step 11] Geometric Multi-View Expansion

Thought:

 The initial 3D point cloud has been successfully re-
constructed and saved as ’pred_pcd.ply’.

* The next critical step is to perform Geometric Multi-
View Expansion using the centroid_complete tool to
maximize view coverage.

* This will project the 3D centroid across other scene
frames and harvest additional unoccluded views for a
more complete reconstruction.

Action: centroid_complete({...3})

Observation: (’centroid_final_images. json’,

’centroid_final_masks.pth’)

[Step 12] Final Reconstruction

Thought:

* The centroid_complete tool has successfully expanded
the view coverage, producing a more comprehensive
set of images and masks.

* The next step is to perform the final dense 3D recon-
struction using these updated inputs.

 This will generate a denser and more structurally com-
plete point cloud.

Action: reconstruct_point_cloud({...3})

Observation: pred_pcd.ply

[Step 13] 3D Bounding Box Calculation

Thought:

* The final dense 3D point cloud has been successfully
reconstructed and saved as ’pred_pcd.ply’.

* The next and final step is to calculate the axis-aligned
3D bounding box of this point cloud.

» This will provide the required coordinates for the tar-
get pillow.

Action:

"pred_pcd.ply"})

Observation: [1.6515,

0.6466, 0.2580]

calculate_bbox({"pcd_path"”:

1.1065, 0.7770, 0.4687,

[Final Output]

Thought:

* The 3D bounding box has been successfully calculated
for the point cloud of the target pillow.

* The bounding box coordinates are: [cX cy cz dx dy dz]
=[1.6515, 1.1065, 0.7770, 0.4687, 0.6466, 0.2580].

e This completes the entire 3D Visual Grounding &
Reconstruction Pipeline.

Action: Finish[The 3D bounding box for the

pillow on the left bed is [1.6515, 1.1065,

0.7770, 0.4687, 0.6466, ©.2580].]

* This step will generate masks for each image, which
are necessary for the reconstruction.

Action: segment_all_target_object({...3})

Observation: (’final_images. json’,

While the complete trace above illustrates a per-
fectly smooth execution, it is important to note that
our framework is designed with strong robustness

and dynamic fallback mechanisms to handle chal-
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lenging or ambiguous observations. If the agent
encounters an error or invalid state during an inter-
mediate step, it does not simply crash; instead, it
gracefully falls back to a previous stable state. For
instance, if the Geometric Multi-View Expansion
step calculates an invalid NaN centroid due to depth
sensor noise or errors, the framework will automat-
ically abort this specific expansion and proceed to
perform the 3D reconstruction directly using the
valid frames already gathered during the Temporal
Expansion phase.

Furthermore, the agent actively self-corrects dur-
ing semantic and visual filtering through Dynamic
Adjustment and Threshold Consistency strate-
gies. If a strict initial constraint (e.g., a default
segmentation threshold of 0.5) results in zero valid
candidates, the agent does not immediately abort
the task. Instead, it dynamically relaxes the pa-
rameter to recover the target, and strictly maintains
this updated threshold across all subsequent track-
ing and segmentation modules to prevent logical
contradictions. To demonstrate this intelligent self-
correction, the following trace snippet showcases
the agent recovering from a failed Coarse Filtering
step and preserving the modified context:

Fallback Execution Trace

[... Initial Steps Skipped ...]

[Step 3] Coarse Filtering (Object Masks)

Thought:

* The image registry has been initialized successfully
with all image paths stored in ’image_files.json’.

¢ The next step is to perform Coarse Filtering using
object-based detection to retain only images contain-
ing the target class (’small black remote’).

* I will use the default threshold of 0.5.

Action: object_filter({"image_files_path”:

"image_files.json"”, '"parsed_query”: "...",

"threshold”: 0.5})

Observation: object_filtered_image_files. json,

Q

[Step 3] Coarse Filtering (Object Masks) - Retry

Thought:

¢ CRITICAL: The previous filtering step returned 0
valid images. | MUST NOT give up immediately.

¢ Following the Dynamic Adjustment strategy, the
threshold of 0.5 might be too strict for this specific
small object. I will retry with a looser threshold of
0.3.

* I must also remember to maintain this 0.3 threshold
for all subsequent steps according to the Threshold
Consistency rule.

Action: object_filter({"image_files_path”:

"image_files.json"”, "parsed_query”: "...",

"threshold”: 0.3})

Observation: object_filtered_image_files. json,

24
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[... Intermediate Steps Skipped ...]

[Step 6] Optimal View & Target Selection

Thought:

* The images have been successfully scored and ranked.

* I will select the best candidate image and identify the
specific target object ID within it.

* CRITICAL: Following the Threshold Consistency
rule, I MUST use the lowered threshold of 0.3 that
was established during Coarse Filtering, rather than
reverting to the default 0.5.

Action: argmax_image_and_seg_id({"scores_path":

"oo.", "image_files_path”: "...", '"query":
"...", "parsed_query”: "...", "threshold":
9.3})

Observation: (’.../00112.jpg’, 2,

"reference_image_mask_results.pth’)




Tool Name

Description

query_parse()

read_image_files()

object_filter()

vim_filter()

vim_score()

argmax_image_and_seg_id()

segment_target_in_reference()

vim_frame_expansion()

segment_all_target_object()

reconstruct_point_cloud()

centroid_complete()

calculate_bbox()

Parses the natural language query into a structured JSON for-
mat containing target_class, attributes, conditions, and
scene_feature.

Scans the local directory for a specific scene and indexes all image
file paths into a structured list.

Filters candidate images using GroundingDINO to retain only
frames containing the requested target_class.

Utilizes a Vision-Language Model to verify if an image strictly
satisfies the global scene constraints.

Scores and ranks candidate images based on how well their visual
contents match the query’s attributes and spatial conditions.

Select the best candidate image and identify the specific target
object ID within it. It iterates through the images (from highest
score), generates segmentation masks using the SAM, and uses
the VLM to pinpoint the specific object ID matching the query.

Isolate the specific target object in the reference image. It draws
a clean bounding box around the identified target ID to create a
"Reference View’.

Expand the target object search temporally from a reference frame.
It tracks the object frame-by-frame (forward and backward) using
the VLM to verify identity and the SAM to generate masks.

Perform segmentation on all candidate images for reconstruction.
It iterates through the list of validated images, generates segmen-
tation masks, and uses the VLM to identify and save the specific
mask corresponding to the target object in each view.

Generates the 3D point cloud by lifting the segmented target im-
ages back into 3D space using camera parameters.

Extracts the target’s 3D centroid and mathematically projects it
across unobserved frames with depth-based occlusion checks, max-
imizing view coverage.

Calculates and outputs the final axis-aligned 3D bounding box
from the reconstructed target point cloud.

Table 7: The complete registry of specialized tools available to the agent.
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