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Abstract

Stochastic sampling strategies are widely
adopted in large language models (LLMs) to
balance output coherence and diversity. These
heuristics are often inherited in Multimodal
LLMs (MLLMs) without task-specific justifi-
cation. However, we contend that stochastic de-
coding can be suboptimal for Visual Question
Answering (VQA). VQA is a closed-ended task
with head-heavy answer distributions where
uncertainty is usually epistemic, arising from
missing or ambiguous visual evidence rather
than plausible continuations. In this work, we
provide a theoretical formalization of the rela-
tionship between model calibration and predic-
tive accuracy, and derive the sufficient condi-
tions for greedy decoding optimality. Extensive
experiments provide empirical evidence for the
superiority of greedy decoding over stochas-
tic sampling across multiple benchmarks. Fur-
thermore, we propose Greedy Decoding for
Reasoning Models, which outperforms both
stochastic sampling and standard greedy decod-
ing in multimodal reasoning scenarios. Over-
all, our results caution against naively inherit-
ing LLMs decoding heuristics in MLLMs and
demonstrate that greedy decoding can be an
efficient yet strong default for VQA.

1 Introduction

Large Language Models (LLMs) have emerged as
the standard for various generative tasks due to their
ability to produce diverse and high-fidelity outputs.
To navigate the inherent trade-off between coher-
ence and diversity, stochastic sampling are widely
employed during inference. Common sampling
strategies achieve this balance by truncating the
probability tail to prevent degeneration while main-
taining output variation (Fan et al., 2018; Holtzman
et al., 2020; Nguyen et al., 2024). Alternatively,
entropy-dependent strategies attempt to desmooth
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Figure 1: Failure cases of top-k sampling on
ChartQA. We sample 177 instances in which greedy
decoding produces the correct answer, whereas top-k
sampling yields an incorrect one.

the model distribution, treating the output as a mix-
ture of the true distribution and uniform noise to
improve generation quality (Hewitt et al., 2022).

These stochastic decoding heuristics are often
adopted for Multimodal LLMs (MLLMs) with-
out task-specific justification. However, we con-
tend that Visual Question Answering (VQA) dif-
fers from open-ended text generation, rendering
sampling during inference suboptimal. First, most
VQA tasks are closed-ended decision problems
that require precise outputs. Therefore, the an-
swer distribution is head-heavy, dominated by
high-frequency tokens such as numbers, colors, or
boolean values (Whitehead et al., 2022). For in-
stance, approximately 89% of answers VQAv2 (An-
tol et al., 2015) with real MS-COCO images are
single-token, with boolean responses alone consti-
tuting 38% of the distribution. This head-heaviness
is strong enough that a trivial “always answer yes”
baseline reaches 29.7% accuracy. Second, VQA
relies on visual grounding where uncertainty is
primarily epistemic rather than aleatoric. In open-
ended generation, uncertainty is often aleatoric,
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representing a choice between multiple valid cre-
ative trajectories. In contrast, uncertainty in VQA
typically stems from missing or ambiguous vi-
sual evidence (Li et al., 2023; Leng et al., 2024;
Favero et al., 2024), under which stochastic sam-
pling risks expanding the candidate set toward
low-probability and low-agreement distractors in-
stead of grounded, valid answers. For example,
the primary error types introduced by stochastic
sampling on ChartQA (Masry et al., 2022) are se-
vere deviations (43.4%) for numeric questions and
answer-type mismatches (8.5%) for non-numeric
ones, whereas semantically equivalent near-misses
accounts for only 2.5% of total failures; see Fig-
ure 1 and Section 4.4 for a detailed breakdown.

In this paper, we revisit decoding strategies from
a calibration perspective. We first review existing
calibration metrics (Wang, 2023) and formalize
their theoretical relationship to predictive accuracy.
We then derive sufficient conditions under which
greedy decoding is optimal. Extensive experiments
show that these conditions are met by MLLMs on
VQA tasks, where greedy decoding consistently
outperforms stochastic sampling. To summarize,
our contributions are:

1 We provide a theoretical formalization of the
relationship between model calibration met-
rics and predictive accuracy, and derive suffi-
cient conditions under which greedy decoding
is optimal, enabling principled decoding strat-
egy selection via a development set;

2 We conduct extensive evaluations across di-
verse benchmarks and models and provide em-
pirical evidence for the superiority of greedy
decoding over stochastic sampling on VQA
tasks;

3 We propose Greedy Decoding for Reasoning
Models (GDRM) to improve the reasoning
model performance which anchors answer to-
kens to a greedy prediction without compro-
mising the reasoning capability.

2 Related Work

Decoding in LLMs. LLMs employ sampling to
balance output diversity and coherence. Tempera-
ture scaling modulates the distribution sharpness
by rescaling logits but does not restrict the vocabu-
lary, allowing low-probability tokens to emerge
at higher temperatures (Holtzman et al., 2020).
To mitigate degeneration from the unreliable tail,

heuristic truncation methods are widely adopted.
Top-k sampling (Fan et al., 2018) constrains the
candidate set to the k most probable tokens, while
top-p (nucleus) sampling (Holtzman et al., 2020)
retains the smallest set whose cumulative probabil-
ity mass exceeds a predefined threshold p. How-
ever, these static cutoffs involve a difficult trade-
off where restrictive thresholds may omit plausi-
ble continuations and lenient settings risk incoher-
ence. This limitation has motivated more principled
truncation strategies that adapt to contextual uncer-
tainty. Hewitt et al. (2022) propose ϵ-sampling
and entropy-dependent η-sampling to dynamically
adjust the candidate set. Most recently, Min-p sam-
pling (Nguyen et al., 2024) scales the truncation
threshold relative to the probability of the top to-
ken, pmax. This approach enforces stricter pruning
when the model is confident and permits greater
diversity when the distribution is flat, providing a
more robust mechanism for balancing coherence
and variation. Recent studies have shown advan-
tages of deterministic decoding (Song et al., 2025;
Li et al., 2025a). However, these findings remain
heuristic and lack rigorous theoretical analysis.

Decoding in MLLMs. MLLMs typically in-
herit LLM decoding heuristics. However, multi-
modal generation susceptible to object hallucina-
tion, where entities in model outputs lack visual
grounding (Li et al., 2023). Recent progress, there-
fore, focuses on guided or constrained decoding
to improve visual grounding. Visual Contrastive
Decoding (Leng et al., 2024) contrasts distributions
under real versus perturbed images to downweight
tokens driven by language priors. Variants along
these lines re-score or filter candidates to empha-
size visual faithfulness (Ghosh et al., 2024; An
et al., 2025; Su et al., 2025). In contrast, our anal-
ysis targets the complementary question of deter-
ministic versus stochastic decoding, and thus is
applicable on top of these approaches.

3 Theoretical Framework

In this section, we first establish the notation and
problem setup (Section 3.1). We then extend exist-
ing calibration metrics to strategy-specific metrics
(i.e., ECEα and BSα) for any sampling strategy pa-
rameterized by α (Section 3.2). Finally, we derive
sufficient conditions for greedy optimality using
these metrics (Section 3.3).
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Figure 2: (a) VQA Answer distributions are head-heavy (e.g., numbers, boolean values, and colors); (b) VQA
uncertainty is primarily epistemic; opening the tail risk introducing low-probability distractors; (c) GDRM anchors
final answer tokens to the greedy prediction while preserving internal reasoning capabilities.

3.1 Problem Setup.
For an image–question pair (I, x), let A be a nor-
malized finite answer set (e.g., a VQA vocabu-
lary after string canonicalization). The ground
truth answer-level posterior is defined as p(·|I, x) :
A → [0, 1] with

∑
a∈A p(a|I, x) = 1. Let

q(·|I, x) : A → [0, 1] denote the posterior esti-
mated by a MLLM.

In practice, an answer a is decoded from a se-
quence of tokens y1:T via a decoding function D,
such that a = D(y1:T ), where yt is the token gen-
erated at step t and T is the sequence length. The
answer probability is computed as the joint product
of the token probabilities.

Consider an arbitrary candidate selection strat-
egy parameterized by α (e.g., top-k, top-p, or
min-p), where α represents the corresponding hy-
perparameter value (k for top-k, p for top-p and
pbase for min-p). For a given input pair (I, x), let
Sα
t (I, x, y<t) be the set of candidate tokens se-

lected by the strategy at step t. Under this strategy,
tokens are sampled from Sα

t proportionally to the
model’s original likelihood

yt ∼
pθ(· | y<t, I, x) 1{· ∈ Sα

t }∑
y∈Sα

t
pθ(· | y<t, I, x)︸ ︷︷ ︸

:=pαθ (y|I,x,y<t)

.

where 1{·} is the indicator function and pαθ denotes
the resulting sampling distribution.

Ideally, α is chosen to maximize the expectation
of producing correct predictions. This objective is
defined as the following optimization problem:

max
α

J(α) := EI,x,a∼qα(·|I,x)[p(a|I, x)] (1)

where qα(a|I, x) =
∑

D(y1:T )=a p
α
θ (y1:T |I, x) is

the probability of selecting answer a under the
strategy parameter α. Note that optimization of
J(α) is generally intractable in practice due to the
unknown ground truth distribution p. In the follow-
ing sections, we identify the sufficient conditions
under which the greedy strategy (taking the answer
with the highest confidence) is optimal, and con-
nect them to the calibration metrics. We denote
the corresponding answer generated by the greedy
strategy as a1.

3.2 Calibration Measurement

Several metrics exist for measuring the calibration
of deep learning models (Wang, 2023). In this
work, we adopt two widely applied measures: Ex-
pected Calibration Error (ECE) (Guo et al., 2017)
and the Brier Score (BS) (Brier, 1950) (definition
in Appendix A.1). We define strategy-specific cali-
bration metrics ECEα and BSα as follows.

ECEα. We define ECEα directly in terms of the
distributions p and q as the expected absolute error
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over the samples generated by strategy α:

ECEα := EI,x,a∼qα(·|I,x) [|q(a|I, x)− p(a|I, x)|] ,
(2)

ECE1 := EI,x

[
|q(a1|I, x)− p(a1|I, x)|

]
, (3)

where ECE1 is the calibration error of the greedy
strategy (taking the highest-confidence token).

BSα. Similarly, we define the strategy-specific
Brier Score as the expected normalized squared
difference:

BSα := EI,x,a∼qα(·|I,x)

[ |q(a|I, x)− p(a|I, x)|2
q(a|I, x)

]
,

(4)

BS1 := EI,x

[ |q(a1|I, x)− p(a1|I, x)|2
q(a1|I, x)

]
, (5)

where BS1 is the calibration error of the greedy
strategy (always taking the token with the highest
confidence). Note that in Eq. 4 we substitute the de-
nominator p(a|I, x) in the original definition of BS
(Appendix A.1) with q(a|I, x) (see Appendix A.2
for details).

3.3 Greedy Optimality
Our primary theoretical contribution is summarized
in the following theorem.

Theorem 3.1. Let ECEα, ECE1, BSα, and BS1 be
defined as in (2), (3), (4) and (5). Within the family
of stochastic sampling strategies parameterized by
α, greedy decoding is optimal if, for every non-
greedy α, at least one of the following conditions
holds:

1 Gα
1 := EI,x,a∼qα [q(a

1|I, x)− q(a|I, x)]
− ECE1 − ECEα ≥ 0

2 Gα
2 := EI,x,a∼qα

[
q(a1|I, x)− 1+q2(a|I,x)

2q(a|I,x)

]

− ECE1 + BSα
2 ≥ 0

The proof of Theorem 3.1 is in Appendix A.3.
Theorem 3.1 suggests that the greedy decod-

ing is optimal under different conditions. Con-
dition 1 can be satisfied when model assigns
high confidence to the top-1 answer while main-
taining low confidence for others (i.e., large
EI,x,a∼qα [q(a

1|I, x)− q(a|I, x)]), and is well cal-
ibrated across all answers (i.e., low ECE1 and
ECEα). These requirements align with observed
VQA behavior: well-calibrated models exhibit bi-
modal confidence, with correct predictions concen-
trated at high confidence and incorrect ones at low

confidence, enabling accuracy gains via abstention
on uncertain cases (Whitehead et al., 2022; Khan
and Fu, 2024). Condition 2 is easier to satisfy
when the top-1 prediction is both confident and
relatively well-calibrated (i.e., high q(a1|I, x) and
low ECE1), and lower-ranked ones are substantially
less calibrated (i.e., large BSα for sampling with
parameter α).

In practice, although the ground-truth posterior
p is not directly observable, Gα

1 and Gα
2 in The-

orem 3.1 can be estimated from a small labeled
development set and used as a pre-hoc diagnostic
for decoding-strategy selection (see Appendix C.1
for details).

4 Experiments

4.1 Benchmark

Datasets. We use 6 English benchmarks: (1)
MMMU (Yue et al., 2024), a multidisciplinary mul-
timodal benchmark spanning STEM, humanities,
and professional domains; (2) ChartQA (Masry
et al., 2022), which tests reasoning over charts
and plots; (3) BLINK (Fu et al., 2024), a VQA
dataset containing visual commonsense problems;
(4) MM-HallBench (Sun et al., 2024), a multimodal
hallucination benchmark; (5) MMLU (Hendrycks
et al., 2021), a text-only multiple-choice QA bench-
mark; and (6) CapArena (Cheng et al., 2025),
a detailed image captioning benchmark. All re-
sults are reported on the official validation splits,
which contain 900 (MMMU), 1,920 (ChartQA),
1,901 (BLINK), 96 (MM-HallBench), and 1,531
(MMLU) examples, and 600 images (CapArena).

Models. We evaluate three open-source MLLMs:
Qwen2.5-VL (3B and 7B) (Bai et al., 2025b),
LLaVA-v1.5 (7B) (Liu et al., 2023), and Qwen3-
VL-Thinking (4B) (Bai et al., 2025a). All models
are evaluated in the zero-shot setting.

Evaluation metrics. Overall accuracy is reported
on all datasets except MM-HallBench and Ca-
pArena. For multiple-choice questions, accuracy is
computed via exact match; for free-form questions,
we use normalized soft matching. For stochastic
sampling, results are averaged using four different
random seeds. Prompt formatting and inference
details are in Appendix B. We report Answer Score
and Hallucination Rate for MM-HallBench, and
Average Score and Length for CapArena (detailed
definitions are in Appendix B.5).
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Table 1: Accuracy (in %) of Beam Search on ChartQA
benchmark using Qwen2.5-VL (3B).

Method b=3 b=5 b=10

Beam Search 80.99 81.41 81.30

Greedy 83.12

4.2 Baseline

Decoding strategies. We compare eight decod-
ing strategies: greedy decoding, temperature, top-k
(Holtzman et al., 2020), top-p (Holtzman et al.,
2020), min-p (Nguyen et al., 2024), ε-Sampling, η-
Sampling (Hewitt et al., 2022), and Beam Search.

Hyperparameters. For each strategy, we sweep
a compact grid of commonly used hyperparame-
ters and report the best setting on the validation
split. For stochastic sampling methods, we vary
temperature T jointly with the strategy-specific hy-
perparameters; greedy decoding requires no sweep.
All sampling baselines in Table 7 use the officially
recommended decoding parameters for Qwen3-VL
Thinking models, as specified in the Qwen3-VL
Technical Report (Bai et al., 2025a). Hyperparame-
ter details are provided in Appendix B.3.

4.3 Main Results

Table 2, Table 3, and Table 4 compare greedy
decoding with stochastic sampling on MMMU,
ChartQA, and BLINK using Qwen2.5-VL (3B and
7B) and LLaVA-v1.5 (7B), respectively. Greedy
decoding consistently outperforms stochastic strate-
gies, with the margin over the best stochastic
method exceeding the standard deviation in 24
of 27 settings. Notebly, for Qwen2.5-VL, greedy
dominates all settings with gap-to-deviation ratios
of up to 18.8×. The only stochastic win occurs
for LLaVA-v1.5 (7B) on MMMU at τ = 1.0,
where Top-p sampling achieves 35.67% compared
with 34.78% for greedy decoding. LLaVA-v1.5
also exhibits substantially weaker top-1 calibration
(ECE1; Figure 3b), consistent with our theoretical
analysis that poor top-1 calibration weakens the
sufficient conditions for greedy optimality. Impor-
tantly, failure of these sufficient conditions does
not itself identify which alternative decoding strat-
egy will be optimal; rather, it indicates that greedy
decoding is no longer theoretically certified and
that alternative strategies should be compared em-
pirically (see Section 4.4 for detailed analysis).

Table 1 compares beam search with greedy

(a) Gk
1 versus k

(b) ECEk versus k

Figure 3: Empirical evidence Theorem 3.1 on ChartQA
using Qwen2.5-VL (3B and 7B), and LLaVA-v1.5 (7B).
(a) Gk

1 (α := k for top-k) is non-negative for all k > 1.
(b) Expected calibration errors ECEk (α := k for top-k)
across different token rank k.

decoding using Qwen2.5-VL (3B) on ChartQA,
where answers are multi-token rather than multiple-
choices (i.e., A/B/C/D). Greedy decoding achieves
higher accuracy than beam search despite a lower
computational budget. Finally, human evaluation
of ChartQA outputs by two researchers yields
high agreement with string-match labels (Cohen’s
κ = 0.95), suggesting our results are not driven by
string-matching artifacts.

Figure 4 shows that stochastic sampling is highly
sensitive to temperature across models and datasets.
Specifically, performance degrades rapidly as tem-
perature increases, reflecting an inverse relation-
ship between randomness and accuracy that aligns
with the head-heavy answer distributions in VQA.
Conversely, as temperature decreases, sampling ap-
proximates greedy decoding and performance im-
proves. This convergence toward greedy decoding
as the optimal limit is precisely the phenomenon
our theoretical framework explains. Overall, these
results indicate that greedy decoding is an effective
and robust decoding strategy for VQA.

4.4 Analytical Results
Answer Distribution. We conduct a statistical
analysis of the answer distributions across VQA
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Table 2: Accuracy (mean ± std, in %) of different decoding and sampling strategies on MMMU, ChartQA, and
BLINK using Qwen2.5-VL (3B), averaged over 4 random seeds. Best and second-best are bolded and underlined.

MMMU ChartQA BLINK

Method τ=0.7 τ=1.0 τ=2.0 τ=0.7 τ=1.0 τ=2.0 τ=0.7 τ=1.0 τ=2.0

Temp’ Only 43.00 ± 0.67 41.11 ± 0.81 33.67 ± 0.91 79.58 ± 0.40 76.14 ± 0.32 48.33 ± 1.60 32.67 ± 1.09 28.35 ± 0.97 23.72 ± 1.06
Top-k 42.53 ± 1.29 41.08 ± 0.87 33.42 ± 1.39 79.61 ± 0.37 76.11 ± 0.26 51.89 ± 0.41 32.67 ± 1.20 30.82 ± 0.96 26.35 ± 0.59
Top-p (nucleus) 42.69 ± 0.43 41.30 ± 1.14 28.20 ± 1.83 81.13 ± 0.43 78.93 ± 0.47 47.71 ± 1.52 31.61 ± 1.28 31.67 ± 0.74 27.14 ± 0.56
Min-p 42.64 ± 1.58 40.20 ± 0.96 28.64 ± 0.99 79.62 ± 0.36 76.09 ± 0.49 45.66 ± 2.59 33.30 ± 0.38 30.98 ± 0.75 29.93 ± 1.32
ε-Sampling 42.45 ± 1.90 40.50 ± 1.34 35.03 ± 1.45 79.91 ± 0.32 76.53 ± 0.51 52.46 ± 1.63 31.09 ± 1.04 31.19 ± 0.65 26.25 ± 0.42
η-Sampling 43.00 ± 1.76 40.44 ± 0.62 28.09 ± 1.72 79.66 ± 0.34 76.46 ± 0.43 48.16 ± 0.56 31.09 ± 0.91 31.04 ± 0.27 25.51 ± 0.95

Greedy 45.44 83.12 35.32

Table 3: Accuracy (mean ± std, in %) of different decoding and sampling strategies on MMMU, ChartQA, and
BLINK using Qwen2.5-VL (7B), averaged over 4 random seeds. Best and second-best are bolded and underlined.

MMMU ChartQA BLINK

Method τ=0.7 τ=1.0 τ=2.0 τ=0.7 τ=1.0 τ=2.0 τ=0.7 τ=1.0 τ=2.0

Temp’ Only 47.78 ± 0.74 45.67 ± 0.88 40.22 ± 1.02 78.96 ± 0.36 77.97 ± 0.41 58.38 ± 1.28 37.56 ± 0.83 35.61 ± 0.79 32.25 ± 0.94
Top-k 47.78 ± 0.91 46.00 ± 0.76 38.22 ± 1.31 78.96 ± 0.33 77.92 ± 0.35 61.30 ± 0.96 37.56 ± 0.88 35.61 ± 0.82 35.35 ± 0.67
Top-p (nucleus) 46.56 ± 0.69 46.33 ± 0.92 40.33 ± 1.17 80.00 ± 0.39 79.69 ± 0.44 67.60 ± 1.12 38.77 ± 0.71 37.45 ± 0.68 34.03 ± 0.73
Min-p 47.33 ± 1.12 44.11 ± 0.95 44.33 ± 0.86 71.41 ± 1.84 71.56 ± 1.76 71.51 ± 1.69 29.40 ± 1.21 30.30 ± 1.08 30.25 ± 1.02
ε-Sampling 49.67 ± 1.36 45.44 ± 1.01 40.33 ± 1.09 80.16 ± 0.31 78.18 ± 0.48 69.79 ± 1.24 37.30 ± 0.76 35.77 ± 0.71 31.78 ± 0.81
η-Sampling 49.56 ± 1.28 44.67 ± 0.83 39.11 ± 1.26 80.16 ± 0.34 78.73 ± 0.46 66.20 ± 1.07 37.30 ± 0.79 35.82 ± 0.64 33.82 ± 0.77

Greedy 52.56 82.13 41.56

and text-only QA datasets. MMMU, BLINK, and
MMLU utilize a multiple-choice answer format,
inducing answer distributions concentrated over
specific tokens A/B/C/D. Although ChartQA per-
mits more diverse responses, its answer distribu-
tion exhibits a similar highly concentrated pattern.
Specifically, 75.16% of answers are numerical.
Among the non-numerical ones, the vast major-
ity fall into limited categories: 66.04% are sin-
gle words, 23.48% represent country names, and
11.74% are binary responses. These results provide
empirical evidence that VQA answer distributions
are head-heavy, dominated by high-frequency to-
kens such as numbers, colors, and binary responses.

Empirical Evidence of Greedy Optimality. We
demonstrate empirical evidence of Theorem 3.1 us-
ing the top-k sampling. Figure 3a visualizes Gk

1

(i.e., Gα
1 where α := k) across three models on

ChartQA benchmark. We can observe that Gk
1 > 0

holds for all k > 1. As a result, greedy decoding is
provably the optimal decoding strategy under Con-
dition 1 in Theorem 3.1, which is consistent with
the experiment results demonstrated in Table 2, 3
and 4. We observe similar behavior for other sam-
pling methods. For instance, using top-p sampling
(p = 0.9) with Qwen2.5-VL (3B) on ChartQA
yields Gp

1 = 0.173 > 0 (i.e., Gα
1 where α := p).

Failure Analysis. We investigate the failure
modes of stochastic sampling strategies by ana-

lyzing 177 cases where greedy decoding yields
correct answers while stochastic decoding fails.
Figure 1 shows the detailed failure modes for
both numeric and non-numeric cases. We can
observe that numeric questions account for the
majority of failure cases, with more than half
of them exhibiting severe deviations (>20% er-
ror) rather than minor inaccuracies. Further qual-
itative inspection reveals other specific failure
modes, such as order-of-magnitude hallucinations
(e.g., 2.6 → 26000), answer-type mismatch (e.g.,
79 → "Yes"), and erroneous abstentions (e.g.,
1.0 →"Unanswerable"). Non-numeric failures
exhibit similar tail-drift artifacts, including answer-
type mismatch (e.g., "Disapprove" → 53), color
confusion (e.g., "Light Blue" → "Gray"), and
logical flips (e.g., "Yes"→"No"). These failure
modes indicate that VQA distributions are head-
heavy, concentrating valid answers within the high-
probability region. Consequently, stochastic errors
represent low-probability tail drift rather than se-
mantically correct alternatives.

Hallucination. We evaluate different decoding
strategies on MM-HallBench using Qwen2.5-VL
(3B). Table 5 compares answer score and hallucina-
tion rate under stochastic and deterministic decod-
ing methods, including beam search and greedy de-
coding. Greedy decoding achieves the highest aver-
age answer score and the lowest hallucination rate.
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Table 4: Accuracy (mean ± std, in %) of different decoding and sampling strategies on MMMU, ChartQA, and
BLINK using LLaVA-1.5 (7B), averaged over 4 random seeds. Best and second-best are bolded and underlined.

MMMU ChartQA BLINK

Method τ=0.7 τ=1.0 τ=2.0 τ=0.7 τ=1.0 τ=2.0 τ=0.7 τ=1.0 τ=2.0

Temp’ Only 32.44 ± 0.84 32.89 ± 0.91 31.44 ± 1.02 21.93 ± 0.73 19.69 ± 0.66 8.80 ± 1.18 38.35 ± 0.72 38.77 ± 0.69 35.61 ± 0.88
Top-k 31.33 ± 0.97 29.22 ± 1.08 29.11 ± 1.14 22.03 ± 0.61 18.33 ± 0.79 9.69 ± 1.05 38.35 ± 0.67 39.77 ± 0.64 35.66 ± 0.81
Top-p (nucleus) 32.33 ± 0.76 35.67 ± 0.88 31.11 ± 0.95 22.03 ± 0.58 19.69 ± 0.63 9.74 ± 0.96 38.82 ± 0.61 39.45 ± 0.62 36.14 ± 0.74
Min-p 32.44 ± 1.03 32.00 ± 0.92 29.67 ± 1.21 21.51 ± 0.81 18.18 ± 0.72 2.97 ± 1.43 38.35 ± 0.75 38.77 ± 0.71 33.77 ± 0.97
ε-Sampling 32.56 ± 0.89 31.22 ± 0.96 28.22 ± 1.17 21.51 ± 0.76 18.18 ± 0.68 11.77 ± 1.09 38.24 ± 0.69 38.56 ± 0.66 34.24 ± 0.86
η-Sampling 34.78 ± 0.93 32.11 ± 0.85 28.44 ± 1.10 21.09 ± 0.72 19.01 ± 0.65 2.76 ± 1.51 37.08 ± 0.83 37.08 ± 0.79 37.08 ± 0.71

Greedy 34.78 23.54 39.93

(a) MMMU (b) ChartQA (c) BLINK

Figure 4: Accuracy of different decoding/sampling strategies on MMMU, ChartQA and BLINK benchmarks using
Qwen2.5-VL (3B) with different temperatures.

Table 5: Average Score and Hallucination Rate of dif-
ferent decoding/sampling strategies on MM-HallBench
using Qwen2.5-VL (3B).

Strategy Score ↑ Hallucination Rate (%) ↓

Temp’ Only 3.48 36
Top-k 3.38 42
Top-p (nucleus) 3.58 36
Min-p 3.32 43
ε-Sampling 3.36 35
η-Sampling 3.57 38
Beam Search 3.54 34
Greedy 3.64 34

These results support a more precise interpretation
of the effect of stochasticity: although truncation-
based sampling removes part of the low-probability
tail, it still assigns nonzero probability to lower-
ranked candidates within the retained candidate set,
which can be less calibrated or visually grounded
than the top-1 candidate. A rank-wise analysis of
the truncated candidate set provides further evi-
dence for this behavior (Appendix C.1). Results
reported by Li et al. (2025b) on POPE (Rohrbach
et al., 2018) provide additional corroborating ev-
idence, with greedy decoding outperforming nu-
cleus sampling across their evaluated models (Ta-
ble 12; Appendix C.3).

Table 6: Performance of different decoding strategies
(τ = 1.0) on MMLU using Qwen2.5-VL (3B) and on
CapArena using Qwen2.5-VL (7B).

MMLU CapArena

Method Acc (%) Avg. Score Avg. Length

Temp’ Only 71.23 -7.17 156.34
Top-k 71.23 5.17 158.33
Top-p (nucleus) 71.23 2.17 155.06
Min-p 72.50 5.83 153.77
ε-Sampling 71.23 0.67 156.53
η-Sampling 71.79 0.83 160.55

Greedy 73.21 11.83 148.75

Calibration Error versus Model Performance.
We calculate the calibration errors of MLLMs and
analyze their relation with model performance. Fig-
ure 3b illustrates the rank-conditioned calibration
errors, denoted as ECEk (α := k). We observe dis-
tinct calibration patterns across models: Qwen2.5-
VL (3B and 7B) exhibits strong calibration at the
top-1 rank, with calibration degrading at larger k,
whereas LLaVA-1.5 (7B) exhibits higher calibra-
tion error at k = 1. On ChartQA, this poorer top-1
calibration corresponds to a smaller greedy advan-
tage for LLaVA-1.5 (1.51 percentage points over
the best stochastic strategy), compared with 1.99
and 1.97 points for Qwen2.5-VL 3B and 7B, re-
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Table 7: Accuracy (in %) of different decoding/sampling strategies on MMMU, ChartQA and BLINK benchmarks
using Qwen3-VL-Thinking (4B). Baseline: Stochastic Sampling and Beam Search. GDRM: Greedy Decoding for
Reasoning Models. Greedy is the Greedy Decoding Baseline.

MMMU ChartQA BLINK

Method Baseline GDRM Baseline GDRM Baseline GDRM

Temp’ Only 53.22 54.44 (+1.22) 80.94 81.09 (+0.15) 46.08 48.29 (+2.21)
Top-k 54.11 54.78 (+0.67) 80.78 81.46 (+0.68) 44.77 47.71 (+2.94)
Top-p (nucleus) 54.56 54.67 (+0.11) 81.56 81.82 (+0.26) 45.13 45.98 (+0.85)
Min-p 53.78 55.33 (+1.55) 77.71 78.02 (+0.31) 45.29 45.40 (+0.11)
ε-Sampling 54.22 54.78 (+0.56) 80.62 80.78 (+0.16) 46.61 46.45 (-0.16)
η-Sampling 51.89 54.22 (+2.33) 81.25 81.41 (+0.16) 47.13 47.66 (+0.53)
Beam Search 59.78 60.92 (+1.14) 81.51 81.56 (+0.05) 47.40 48.39 (+0.99)

Greedy 54.11 81.46 45.71

spectively. More broadly, LLaVA-1.5 also provides
a case in which a non-greedy strategy is prefer-
able: on MMMU at τ = 1.0, top-p sampling
achieves 35.67% accuracy compared with 34.78%
for greedy decoding. These observations illustrate
the diagnostic role of calibration: weaker top-1
calibration can diminish or eliminate the greedy
advantage, motivating empirical comparison of al-
ternative strategies when the sufficient conditions
in Theorem 3.1 are not certified.

4.5 Text-only QA and Open-ended Generation

Although motivated by the head-heavy nature of
closed-ended VQA answer distributions, our anal-
ysis extends beyond this specific setting in two di-
rections. First, the derivation of greedy optimality
in Theorem 3.1 depends solely on the probabilistic
structure of the answer-level posterior and remains
mathematically valid when the visual input is omit-
ted. Consequently, greedy decoding is optimal for
text-only QA whenever either Condition 1 or Con-
dition 2 holds. Evaluations on MMLU (Table 6)
support this extension: greedy decoding outper-
forms the evaluated stochastic strategies, and Gk

1

remains positive for all k > 1 (Appendix C.2).

Second, as a separate empirical probe outside
the verified scope of our theory, we evaluate de-
tailed image captioning on CapArena (Cheng et al.,
2025). At τ = 1.0, greedy decoding achieves
the highest average score while producing slightly
shorter outputs (Table 6). We emphasize that this is
a narrow empirical result on one open-ended bench-
mark and do not claim that the sufficient conditions
in Theorem 3.1 have been verified for CapArena.
Extending the theoretical analysis to open-ended
generation, where multiple semantically valid out-
puts may exist, is left for future work.

5 Greedy Decoding for Reasoning Model

Recent advancements in MLLMs with reasoning
capabilities, such as Qwen3-VL-Thinking (Bai
et al., 2025a), have demonstrated superior per-
formance compared to non-reasoning models on
various multimodal tasks. Conventionally, it is
believed that introducing uncertainty is essential
for the reasoning process, and thus greedy decod-
ing is often considered suboptimal for these mod-
els (Naik et al., 2024). However, motivated by
Theorem 3.1, we demonstrate that multimodal rea-
soning can still benefit from greedy decoding. Re-
cent study shows that effective reasoning correlates
with increasing token probabilities over the gener-
ation trajectory (Liu et al., 2025). Thus, while the
internal reasoning process can exhibit significant
stochasticity, the final outputs are often produced
with high confidence (large q(a1|I, x)), following
sufficient deliberation. For VQA tasks with unique
ground-truth answers, a high-confidence prediction
that aligns with the correct answer results in a low
calibration error ECE1, which facilitates the satis-
faction of both conditions outlined in Theorem 3.1.

Following the aforementioned theoretical in-
sight, we propose GDRM. Specifically, by incorpo-
rating the generated reasoning trace r into the input
context, we transform the original reasoning VQA
task (I, x) into a standard prediction task (I, x+r).
We then apply greedy decoding to generate the final
answer tokens given this augmented context. The
formal definition of our proposed GDRM is given
as follows:{
r ∼ SAMPLING(pθ(· | I, x)) , reasoning tokens

ŷ = GREEDY(pθ(· | I, x+ r)) , answer tokens

where r denotes the reasoning tokens, ŷ denotes
the answer tokens, SAMPLING denotes any given
sampling strategy, and GREEDY denotes greedy
decoding strategy.
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We evaluate GDRM on VQA benchmarks using
Qwen3-VL-Thinking (4B) model. As shown in
Table 7, GDRM consistently outperforms standard
stochastic sampling across all benchmarks, notably
boosting Temperature Sampling on BLINK by over
2% by decoupling reasoning exploration from an-
swer generation. Furthermore, it improves upon
the naive greedy decoding baseline (e.g., reaching
60.92% on MMMU vs. 54.11% baseline), demon-
strating that combining probabilistic/beam search
reasoning with deterministic answering is superior
to a fully deterministic approach. Additional re-
sults on Qwen3-VL-30B-A3B-Thinking (Table 13;
Appendix C.4) show that GDRM consistently out-
performs all stochastic baselines, demonstrating its
scalability to larger models. In summary, GDRM
offers a greater stability, effectively boosting the
reasoning model performance by anchoring the an-
swer tokens to the top-1 prediction.

6 Conclusion

We revisit greedy decoding for MLLMs on VQA
from a calibration perspective. We demonstrate
that the head-heavy answer distribution and epis-
temic uncertainty inherent to VQA make stochastic
sampling suboptimal, as it often expands the can-
didate set toward low-probability distractors rather
than semantically correct alternatives. Our theoreti-
cal framework formalizes the relationship between
model calibration and predictive accuracy, identify-
ing sufficient conditions under which greedy decod-
ing is optimal. Our extensive experiments across
diverse VQA benchmarks demonstrate the supe-
rior performance of greedy decoding to stochastic
sampling. Furthermore, we propose GDRM, a de-
coding strategy that anchors final answers to top-1
predictions without compromising the model’s un-
derlying reasoning capabilities.

Together, our findings caution against naively
inheriting LLMs decoding heuristics in MLLMs
without task-specific justification and demonstrate
that greedy decoding can be an efficient yet strong
default for VQA.

Limitations

Observability of sufficient conditions. Theo-
rem 3.1 is defined with respect to the ground-truth
posterior p(a | I, x), which is not directly observ-
able in practice. We therefore estimate the required
calibration quantities from labeled development set.
Although our held-out experiment demonstrates

that a small development set can provide a useful
pre-hoc diagnostic, finite-sample estimation error
and distribution shift between development and test
data may affect its reliability.

Task and benchmark scope. Our primary con-
clusions concern closed-ended VQA with head-
heavy answer distributions and predominantly epis-
temic uncertainty. The CapArena experiment is
only a preliminary empirical probe of open-ended
generation, and we do not verify the conditions of
Theorem 3.1 in that setting. Our benchmarks are
also English-language and do not cover highly spe-
cialized domains such as medical VQA; broader
evaluation across languages, domains, and tasks
with multiple valid answers remains future work.

Decoding strategy scope. The theoretical anal-
ysis applies to the stochastic sampling strategies
parameterized by α and does not establish opti-
mality over search- or ensemble-based methods
such as beam search or self-consistency, which we
consider only empirically or leave for future com-
parison. Likewise, although GDRM improves its
corresponding stochastic or beam-search baseline
in nearly all tested configurations, it does not out-
perform plain greedy decoding in every setting.
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A Theory Details

A.1 Calibration metrics
Expected Calibration Error (ECE) ECE parti-
tions the predicted probability space into N bins,
bn := {i | q(âi|Ii, xi) ∈ Un}, where Un denotes
a predefined probability interval for the n-th bin.
It computes the weighted average of the discrep-
ancy between empirical accuracy and average con-
fidence within each bin:

ECE :=

N∑

n=1

|bn|
M

|acc(bn)− conf(bn)| , (6)

where M is the total number of samples, and

acc(bn) :=
1

|bn|
∑

i∈bn
1(âi = a∗i ), (7)

conf(bn) :=
1

|bn|
∑

i∈bn
q(âi|Ii, xi). (8)

Here, âi is the model’s prediction and a∗i is the
ground truth label. Conceptually, acc(bn) approx-
imates the expectation E[p(a|I, x) | q(a|I, x) ∈
Un], while conf(bn) approximates E[q(a|I, x) |
q(a|I, x) ∈ Un]. A more thorough mathematical
investigation of ECE is provided in Appendix A.1.

We provide more detailed mathmatical explana-
tion for ECE and BS in the following propositions.

Proposition A.1. Assuming that q(a|I, x) takes
a unique value for each a, I, x, and that we have
access to infinite data for every (I, x). Consider
constructing one bin for each unique q(a|I, x)
value. ECE in our problem setup approximates
EI,x,a∼p(·|I,x)[|q(a|I, x)− p(a|I, x)|]
Proof. Since q(a|I, x) is unique for each (I, x, a)
and we assign one bin per q(a|I, x), each bin cor-
responds to a specific (I, x, a) combination. Then
we have:

ECE =
N∑

n=1

|bn|
N

|acc(bn)− conf(bn)|

≈
∑

I,x,a

p(I, x, a)|p(a|I, x)− q(a|I, x)|

=EI,x,a∼p(·|I,x)[|q(a|I, x)− p(a|I, x)|].
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Brier Score (BS) The Brier Score measures the
mean squared error between the predicted prob-
ability and the actual label. While the classical
Brier Score assumes deterministic labels, we can
derive an adapted version that accounts for the dis-
crepancy between distributions using a binning ap-
proach:

BS :=

N∑

n=1

|bn|
M

|acc(bn)− conf(bn)|2
acc(bn)

. (9)

This metric approximates the expected squared dif-
ference between the predicted and true probabilities
across the answer space, averaged over the dataset.
A more thorough mathematical investigation of BS
is also provided in Appendix A.1.

To analyze the calibration of a specific param-
eterized strategy α, we extend the above metrics
into a continuous expectation framework.

Proposition A.2. Assuming that q(a|I, x) takes
a unique value for each a, I, x, and that we have
access to infinite data for every (I, x). Consider
constructing one bin for each unique q(a|I, x)
value. Then BS in our problem setup approximates
EI,x[

∑
a |q(a|I, x)− p(a|I, x)|2].

Proof. The proof follows similar steps to the proof
of Proposition A.1:

BS
1

N

N∑

n=1

|bn|
|acc(bn)− conf(bn)|2

acc(bn)

≈
∑

I,x,a

p(I, x, a)
|q(a|I, xi)− p(a|I, x)|2

p(a|I, x)

≈EI,x,a∼p(·|I,x)

[ |q(a|I, xi)− p(a|I, x)|2
p(a|I, x)

]

=EI,x[
∑

a

|q(a|I, x)− p(a|I, x)|2]

These results motivate our definition of ECEα

and BSα with p and q.

A.2 Strategy-specific Brier Score
The strategy-specific Brier Score is defined as the
expected normalized squared difference:

BSα := EI,x,a∼qα(·|I,x)

[ |q(a|I, x)− p(a|I, x)|2
q(a|I, x)

]
,

(10)

BS1 := EI,x

[ |q(a1|I, x)− p(a1|I, x)|2
q(a1|I, x)

]
, (11)

where BS1 is the calibration error of the greedy
strategy (always taking the token with the highest
confidence).

In the definition, we substitute the denomina-
tor p(a|I, x) in the original definition of BS (Ap-
pendix A.1) with q(a|I, x). Since the denominator
serves only as a positive weighting over answers,
both of them yield a valid calibration error, differ-
ing only in how deviations are weighted across an-
swers. We choose q(a|I, x) for two reasons. First,
it is known and strictly positive for top-k answers,
making the metric stable and directly estimable,
whereas p(a|I, x) is unknown and may be arbi-
trarily small or zero. Second, it enables algebraic
decomposition in the proof of Theorem 3.1 (see
Appendix A.3 for details): the bound leading to
Eq. 3.1 naturally yields a E[|q − p|2/q] term (i.e.,
our BSα), whereas utilizing p(a|I, x) would break
this tractable bound and obscure the resulting suffi-
cient condition.

A.3 Proof of Theorem 3.1

Proof. We first introduce the correctness metric
(Cα) for the strategy with the parameter α:

Cα := EI,x,a∼qα(·|I,x)[p(a|I, x)] (12)

We start by bounding Cα using ECEα and q:

Cα = EI,x,a∼qα(·|I,x)[p(a|I, x)]
=EI,x,,a∼qα(·|I,x)[q(a|I, x)
+ (p(a|I, x)− q(a|I, x))]

≤EI,x,a∼qα(·|I,x)[q(a|I, x)
+ |p(a|I, x)− q(a|I, x)|]

≤EI,x,a∼qα(·|I,x)[q(a|I, x)] + ECEα

On the other hand, we have

Cα =EI,x,,a∼qα(·|I,x)[q(a|I, x)
+ (p(a|I, x)− q(a|I, x))]

≥EI,x,a∼qα(·|I,x)[q(a|I, x)
− |p(a|I, x)− q(a|I, x)|]

=EI,x,a∼qα(·|I,x)[q(a|I, x)]− ECEα

Similarly, we can have C1 ≤ EI,x[q(a
1|I, x)] +

ECE1 and C1 ≥ EI,x[q(a
1|I, x)]− ECE1. Apply-

ing this to inequality (3.1), we obtain:

Cα ≤ EI,x,a∼qα(·|I,x)[q(a|I, x)] + ECEα

≤EI,x[q(a
1|I, x)]− ECE1 ≤ C1
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On the other hand, we can also bound Cα as fol-
lows:

Cα = EI,x,a∼qα(·|I,x)

[
p(a|I, x)q(a|I, x)

q(a|I, x)

]

=EI,x,a∼qα(·|I,x)

[
p(a|I, x)2 + q(a|I, x)2

2q(a|I, x)

− |p(a|I, x)− q(a|I, x)|2
2q(a|I, x)

]

≤EI,x,a∼qα(·|I,x)

[
1 + q(a|I, x)2
2q(a|I, x)

]
− BSα

2

Combining this bound with the previous bound
on C1 using ECE1, and assuming inequality (3.1)
holds, we get:

Cα ≤ EI,x,a∼qα(·|I,x)

[
1 + q(aα|I, x)2
2q(aα|I, x)

]
− BSα

2

≤ EI,x[q(a
1|I, x)]− ECE1 ≤ C1

The inequality C1 ≥ Cα, for all α that gives non-
greedy strategy suggests that greedy strategy is
optimal.

B Implementation Details

B.1 Prompt and Formatting

For each dataset, we provide a global system
prompt. All models use a standardized instruc-
tion template with explicit role and output style
cues. For multiple-choice questions, we append the
choices and instruct the model to answer with the
option letter only (e.g., A/B/C/D). For free-form
questions, we instruct the model to answer with
a short phrase. We disable chain-of-thought style
prompting and request only to output the answers
without reasoning.

B.2 Inference setting

Inference is run on a single A6000 with 48GB mem-
ory for all models. We cap decoding at 64 tokens
for free-form answers and 8 tokens for multiple-
choice questions.

B.3 Hyperparameters

We search: T ∈ {0.3, 0.7, 1.0, 1.5, 2.0}, k ∈
{20, 50}, p ∈ {0.9, 0.95}, pbase ∈ {0.05, 0.1},
ε ∈ {0.0009, 0.0006}, and η ∈ {0.0006, 0.0002}.
For the Qwen3-VL Thinking series models, we use
the officially recommended decoding hyperparam-
eters detailed in Table 8.

Table 8: Hyperparameters used for Qwen3-VL Thinking
models.

Parameter Value

temperature 1.0
top-p 0.95
top-k 20

B.4 System Prompts

This section provides the exact system prompts
utilized for each VQA benchmark during our eval-
uation. These prompts were designed to constrain
the model’s output to the specific format required
by each dataset’s evaluation script.

BLINK For the BLINK benchmark, the follow-
ing system prompt was used to ensure the model
responded with only the correct option letter(s).

You are being evaluated on BLINK.
Answer with ONLY the option letter(s) for the

correct choice (A/B/C/...).
Do not output any words, punctuation, or

explanation.

ChartQA For the ChartQA benchmark, we em-
ployed a more detailed system prompt to guide the
model in generating answers in various formats
(e.g., numeric, "Yes/No", multiple-choice).

You are a vision--language model specialized
in chart question answering.

Answer with ONLY the final result (no
explanation).

Rules:
For numeric answers: use digits and include

the unit exactly as shown in the chart
(e.g., %, °C, $, K).

For yes/no: reply "Yes" or "No" only.
For multiple-choice: output the option

letter(s) only (e.g., "B" or "A,C") with
no spaces.

If the question cannot be answered from the
chart, reply exactly: "unanswerable".
}%

MMMU No system prompt was used for the
MMMU benchmark. The evaluations were without
any system prompt being passed to the models.

B.5 Metrics

Hallucination Benchmark. The Answer Score
is a GPT-4o-assigned rating on a 0–6 scale that
jointly reflects response informativeness and hallu-
cination status, following the evaluation protocol
of Sun et al. (2024). The Hallucination Rate is
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the fraction of responses assigned a hallucination-
containing rating under the same protocol.

The detailed evaluation prompt is as follows:

Please act as an impartial and objective judge
and evaluate the quality of the response
provided by a Large Multimodal Model
(LMM) to the user question. Your
evaluation should be mainly based on
whether the response is informative, and
whether the response contains any
hallucination. Hallucination, in this
context, refers to a situation where the
LMM generates a response that includes
information not present or implied in the
image or previous conversation. A
hallucination could be a false claim
about an object, action, emotion, or any
other detail that is not grounded in the
image.

For clarity, consider these examples:
...

With these examples in mind, please help me
evaluate whether the response by the LMM
is informative, and whether hallucination
exists in it, based on the comparison
between the LMM's response and the
factual information provided in the image
contents, question, and the standard
human-generated answer below.

Please note that the standard human-generated
answer may only contain factual
information but may not give a detailed
analysis. Also, the standard
human-generated answer may not be
completely comprehensive in describing
all the objects and their attributes, so
please be a bit more cautious during
evalutation. LMM's detailed analysis or
reasoning should be encouraged.

To evaluate the LMM responses, first, begin
your evaluation by providing a short
explanation. Second, after providing your
explanation, you must rate the response
by choosing from the following options:

- Rating: 6, very informative with good
analysis or reasoning, no hallucination

- Rating: 5, very informative, no hallucination
- Rating: 4, somewhat informative, no

hallucination
- Rating: 3, not informative, no hallucination
- Rating: 2, very informative, with

hallucination
- Rating: 1, somewhat informative, with

hallucination
- Rating: 0, not informative, with

hallucination
}%

Open-ended Image Captioning. The Average
Score is a GPT-4o-as-a-judge measurement ob-
tained via pairwise battles between the evaluated

model and three reference captioners (GPT-4o,
CogVLM2, and MiniCPM-V) over 600 images,
computed as the mean of the three per-baseline net
win rates (in percent, range [−100, 100]). The Av-
erage Length is the mean length of the generated
captions, reported alongside the Average Score to
contextualize verbosity. Both metrics follow the
CapArena-Auto evaluation protocol established in
prior work (Cheng et al., 2025).

C Additional Results

C.1 Additional results on the ChartQA
dataset

Pre-hoc Decoding Strategy Selection. To eval-
uate whether Theorem 3.1 can guide decoding-
strategy selection before observing target-set per-
formance, we conduct a pre-hoc experiment using
Qwen2.5-VL (3B) on ChartQA. We randomly sam-
ple 200 questions from the ChartQA training split
as a held-out development set and estimate Gk

1 for
top-k sampling. All main results are evaluated on
the official validation split, so no validation exam-
ples are used when computing this diagnostic.

k Estimated Gk
1

1 -0.5455

2 0.0470
3 0.1856
4 0.1965
5 0.2752

Table 9: Pre-hoc estimates of Gk
1 on a held-out devel-

opment set of 200 ChartQA training examples using
Qwen2.5-VL (3B). Theorem 3.1 applies to the non-
greedy alternatives k > 1; k = 1 is shown only for
completeness.

For every evaluated non-greedy alternative k ∈
{2, 3, 4, 5}, we obtain Gk

1 > 0. Condition 1 of
Theorem 3.1 therefore predicts, using only the held-
out development set, that greedy decoding should
outperform these top-k alternatives. This predic-
tion is confirmed on the disjoint ChartQA valida-
tion set, where greedy decoding achieves the best
accuracy (Table 2). This experiment demonstrates
how the theorem can be used as a pre-hoc diagnos-
tic rather than only as a post-hoc explanation.

Rank-wise Analysis within the Truncated Candi-
date Set To characterize the answer distribution
retained after truncation, we conduct a rank-wise
analysis on ChartQA using Qwen2.5-VL (3B). For
each of the 1,920 examples, we consider the top-5
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Figure 5: Empirical evidence (Gk
1 vs. k) for Theo-

rem 3.1 on MMLU using Qwen2.5-VL (3B)

candidate answers and report two quantities at each
rank: (i) the mean model confidence after renormal-
izing probability mass within the top-5 candidate
set, and (ii) the empirical probability that the can-
didate at that rank is the ground-truth answer.

k Mean Norm. Confidence Empirical Correctness

1 0.8756 0.8617
2 0.0779 0.0739
3 0.0251 0.0230
4 0.0132 0.0119
5 0.0081 0.0072

Table 10: Rank-wise distribution within the top-5 trun-
cated candidate set on ChartQA using Qwen2.5-VL
(3B), with n = 1,920 examples.

Correctness is overwhelmingly concentrated on
the top-1 candidate and decreases sharply with
rank, closely tracking the model’s confidence dis-
tribution. Thus, even after the low-probability tail
is truncated, stochastic decoding assigns nonzero
probability to retained lower-ranked candidates that
are substantially less likely to be correct. This com-
plements the rank-conditioned calibration results
in Figure 3b and the failure analysis in Figure 1.

C.2 Additional results on the MMLU dataset
Empirical evidence on the MMLU dataset.
Fig 5 shows that the Gk

1 remains positive for all
k > 1 on the MMLU dataset using Qwen2.5-VL
(3B). Theorem 3.1 proves that in this case, greedy
decoding is optimal.

Results with different temperatures. Table 11
provides additional results using Qwen2.5-VL (3B)
across different temperature settings. The results
demonstrate that although lowering the temperature
slightly mitigates the negative effects of stochas-

ticity, greedy decoding consistently outperforms
stochastic sampling methods.

Table 11: Accuracy (in %) of different decoding/sam-
pling strategies on MMLU benchmark using Qwen2.5-
VL (3B)..

MMLU

Method τ=0.7 τ=2.0

Temp’ Only 72.86 71.93
Top-k 71.23 71.23
Top-p (nucleus) 71.23 69.47
Min-p 71.58 70.18
ε-Sampling 71.23 68.77
η-Sampling 70.36 71.79

Greedy 73.21

C.3 Detailed results on the POPE Benchmark

Table 12 shows average Accuracy and F1 scores
on the POPE benchmark (Rohrbach et al., 2018)
using greedy decoding and stochastic sampling (nu-
cleus) strategies. Greedy (vanilla) decoding con-
sistently outperforms nucleus sampling (vanilla)
across all four evaluated models on both metrics (Li
et al., 2025b). The performance gap is particu-
larly pronounced in models like MiniGPT-4 (Zhu
et al., 2023), where nucleus sampling suffers a se-
vere degradation in both Accuracy (-16.2%) and F1
score (-14.78%). These results are consistent with
our findings on the MM-HallBench dataset in the
main text, providing additional empirical evidence
that stochastic sampling expands the candidate set
into the low-probability tail, frequently associated
with ambiguous visual evidence and therefore at a
higher risk of hallucination.

Table 12: Comparison of average Accuracy and F1
scores, averaged across random, popular, and adversar-
ial object splits, between Greedy and Nucleus sampling
across different models on POPE benchmark. Results
are adopted from Li et al. (2025b). Best results are in
bold.

Avg. Accuracy Avg. F1
Model Greedy Nucleus Greedy Nucleus

LLaVA-1.5 (Liu et al., 2023) 84.79 81.26 85.61 82.40
MiniGPT-4 (Zhu et al., 2023) 76.76 60.56 76.82 62.04
Shikra (Chen et al., 2023) 81.32 78.94 82.01 80.18
InstructBLIP (Dai et al., 2023) 84.36 78.83 84.64 79.74

C.4 Greedy Decoding for Reasoning Model

To evaluate the scalability of Greedy Decoding for
Reasoning Model (GDRM), we conduct additional
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experiments on ChartQA using Qwen3-VL-30B-
A3B-Thinking, a larger Mixture-of-Experts reason-
ing model comprising 30B total parameters (3B
active). As shown in Table 13, GDRM consistently
outperforms all stochastic sampling baselines, sug-
gesting that its effectiveness scales to larger-scale
models.

Table 13: Comparison of Baseline and GDRM accuracy
across different sampling strategies for Qwen3-VL-30B-
A3B-Thinking.

ChartQA

Method Baseline GDRM

Top-k 84.68 85.40 (+0.72)
Top-p (nucleus) 84.15 84.70 (+0.55)
ε-Sampling 84.22 84.86 (+0.64)

C.5 Detailed results with different random
seeds

We list the evaluation results with different random
seeds using Qwen2.5-VL (3B) from Table 14 to
Table 25.

Figure 6: The annotation interface used for the human
verification study on ChartQA. Annotators are shown
the ground-truth answer and the model prediction, fol-
low the binary correctness rule stated in the instructions,
and record a Correct/Incorrect judgment.

D Human Verification Interface

To assess whether our automatic string-matching
evaluation reflects true answer correctness, we con-
ducted a human verification study on ChartQA. For

each selected question, we randomly selected one
answer from the five stochastic sampling methods,
so that each question contributed one sampled out-
put without over-representing any individual decod-
ing strategy. Two researchers independently judged
each selected prediction against the ground-truth
answer using a binary correctness rule (correct vs.
incorrect), through the lightweight annotation in-
terface shown in Figure 6. For each instance, the
interface presents the ground-truth answer along-
side the model prediction together with the full
annotation instructions, and records a binary cor-
rectness judgment. The verbatim instruction shown
to annotators is: “Evaluate each answer against
the ground-truth using a binary correctness rule.”
Annotators were instructed to mark a prediction
Correct if it conveys the same answer as the ground
truth up to differences in formatting, units, or sur-
face form, and Incorrect if it states a different value,
magnitude, date, or category. Agreement between
the human annotations and the string-match labels
is high (Cohen’s κ = 0.95), indicating that our
results are not driven by string-matching artifacts.

D.1 Annotator Recruitment and
Compensation

The human verification was carried out by two re-
searchers from the project team, who participated
voluntarily. Because the task was a brief internal
validation conducted by members of the research
team rather than recruited external workers, no
monetary compensation was provided or required.

D.2 Annotator Consent

Prior to annotation, both researchers were shown
the following instruction, which also served as the
consent statement: “You are asked to voluntarily
judge model-generated answers against the pub-
lic ChartQA ground-truth labels using a binary
correctness rule. The task involves only model
outputs and publicly available benchmark data,
with no personal or sensitive information. Your
anonymized binary judgments will be aggregated
solely to measure the inter-annotator agreement re-
ported in this paper. By proceeding, you consent to
this use.” Both annotators reviewed this statement
and consented before participating.

E Use of AI Assistants in Research

In our study, generative AI assistants are used spar-
ingly and in accordance with the guidelines on
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Table 14: Accuracy (in %) of different decoding/sampling strategies on MMMU benchmark (seed=42) using
Qwen2.5-VL (3B).

Method τ=0.3 τ=0.7 τ=1.0 τ=1.5 τ=2.0

Top-k 45.33 44.22 42.11 37.33 33.89
Top-p (nucleus) 45.44 42.44 40.33 35.44 28.67
Min-p 45.44 42.56 39.89 35.22 27.56
ε-Sampling 45.44 43.00 41.44 38.56 34.56
η-Sampling 45.44 44.22 40.33 38.22 29.22

Greedy 45.44

Table 15: Accuracy (in %) of different decoding/sampling strategies on MMMU benchmark (seed=123) using
Qwen2.5-VL (3B).

Method τ=0.3 τ=0.7 τ=1.0 τ=1.5 τ=2.0

Top-k 45.33 41.11 41.22 35.22 32.78
Top-p (nucleus) 45.00 43.11 42.89 37.22 30.56
Min-p 45.33 41.00 39.33 36.56 29.78
ε-Sampling 45.33 40.78 38.56 34.89 33.33
η-Sampling 45.44 40.89 39.89 34.67 29.67

Greedy 45.44

Table 16: Accuracy (in %) of different decoding/sampling strategies on MMMU benchmark (seed=456) using
Qwen2.5-VL (3B).

Method τ=0.3 τ=0.7 τ=1.0 τ=1.5 τ=2.0

Top-k 43.56 42.56 40.00 35.78 31.89
Top-p (nucleus) 45.44 42.22 41.33 35.78 27.11
Min-p 43.56 44.78 41.56 36.11 29.11
ε-Sampling 43.56 44.89 41.33 35.22 35.44
η-Sampling 43.56 44.67 41.33 37.67 27.56

Greedy 45.44

Table 17: Accuracy (in %) of different decoding/sampling strategies on MMMU benchmark (seed=789) using
Qwen2.5-VL (3B).

Method τ=0.3 τ=0.7 τ=1.0 τ=1.5 τ=2.0

Top-k 45.44 42.22 41.00 36.22 35.11
Top-p (nucleus) 45.33 43.00 40.67 35.67 26.44
Min-p 45.44 42.22 40.00 34.89 28.11
ε-Sampling 45.44 41.11 40.67 39.11 36.78
η-Sampling 45.33 42.22 40.22 35.67 25.89

Greedy 45.44

Table 18: Accuracy (in %) of different decoding/sampling strategies on ChartQA benchmark (seed=42) using
Qwen2.5-VL (3B).

Method τ=0.3 τ=0.7 τ=1.0 τ=1.5 τ=2.0

Top-k 82.29 79.53 76.09 65.73 51.98
Top-p (nucleus) 82.34 81.72 79.11 63.75 48.39
Min-p 82.29 79.53 76.72 52.08 44.80
ε-Sampling 81.93 79.48 76.88 67.14 54.84
η-Sampling 82.29 79.53 76.82 65.94 48.80

Greedy 83.12
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Table 19: Accuracy (in %) of different decoding/sampling strategies on ChartQA benchmark (seed=123) using
Qwen2.5-VL (3B).

Method τ=0.3 τ=0.7 τ=1.0 τ=1.5 τ=2.0

Top-k 82.50 79.38 75.78 67.14 51.41
Top-p (nucleus) 82.40 80.68 78.33 62.60 46.88
Min-p 82.50 79.43 76.20 53.02 42.39
ε-Sampling 82.50 79.84 75.99 66.20 51.35
η-Sampling 82.50 79.58 75.89 63.91 48.39

Greedy 83.12

Table 20: Accuracy (in %) of different decoding/sampling strategies on ChartQA benchmark (seed=456) using
Qwen2.5-VL (3B).

Method τ=0.3 τ=0.7 τ=1.0 τ=1.5 τ=2.0

Top-k 82.60 79.38 76.41 66.88 52.40
Top-p (nucleus) 82.08 81.04 79.43 62.76 46.09
Min-p 82.60 79.38 75.57 51.98 47.97
ε-Sampling 82.60 80.16 76.20 67.81 52.19
η-Sampling 82.60 79.38 76.77 64.95 47.97

Greedy 83.12

Table 21: Accuracy (in %) of different decoding/sampling strategies on ChartQA benchmark (seed=789) using
Qwen2.5-VL (3B).

Method τ=0.3 τ=0.7 τ=1.0 τ=1.5 τ=2.0

Top-k 82.24 80.16 76.15 65.42 51.77
Top-p (nucleus) 82.97 81.09 78.85 64.17 49.48
Min-p 82.24 80.16 75.89 52.19 47.50
ε-Sampling 82.24 80.16 77.03 66.46 51.46
η-Sampling 82.24 80.16 76.35 62.45 47.50

Greedy 83.12

Table 22: Accuracy (in %) of different decoding/sampling strategies on BLINK benchmark (seed=42) using
Qwen2.5-VL (3B).

Method τ=0.3 τ=0.7 τ=1.0 τ=1.5 τ=2.0

Top-k 34.68 32.75 32.26 29.33 27.13
Top-p (nucleus) 34.24 29.71 31.44 28.60 26.60
Min-p 35.32 33.07 30.76 29.97 28.63
ε-Sampling 34.28 32.27 30.62 30.74 26.59
η-Sampling 33.13 32.07 31.16 27.63 26.10

Greedy 35.32

Table 23: Accuracy (in %) of different decoding/sampling strategies on BLINK benchmark (seed=123) using
Qwen2.5-VL (3B).

Method τ=0.3 τ=0.7 τ=1.0 τ=1.5 τ=2.0

Top-k 34.68 33.07 30.40 29.00 25.71
Top-p (nucleus) 34.61 32.37 30.82 29.72 27.81
Min-p 35.32 33.40 30.41 30.76 31.37
ε-Sampling 34.19 31.55 30.66 29.49 25.99
η-Sampling 34.95 30.10 30.70 27.27 24.25

Greedy 35.32
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Table 24: Accuracy (in %) of different decoding/sampling strategies on BLINK benchmark (seed=456) using
Qwen2.5-VL (3B).

Method τ=0.3 τ=0.7 τ=1.0 τ=1.5 τ=2.0

Top-k 34.38 31.01 30.31 29.72 26.17
Top-p (nucleus) 34.29 32.42 32.58 28.34 26.76
Min-p 35.32 32.94 32.08 29.55 30.72
ε-Sampling 34.04 30.67 31.88 28.43 26.62
η-Sampling 34.98 30.58 31.34 28.74 26.37

Greedy 35.32

Table 25: Accuracy (in %) of different decoding/sampling strategies on BLINK benchmark (seed=789) using
Qwen2.5-VL (3B).

Method τ=0.3 τ=0.7 τ=1.0 τ=1.5 τ=2.0

Top-k 35.32 33.85 30.31 28.99 26.39
Top-p (nucleus) 34.98 31.94 31.85 30.96 27.39
Min-p 35.32 33.78 30.67 31.54 29.00
ε-Sampling 34.15 29.87 31.60 28.22 25.79
η-Sampling 34.56 31.61 30.96 27.46 25.31

Greedy 35.32

ACL’s Policy on AI Writing Assistance. We uti-
lize ChatGPT for basic paraphrasing and grammar
checks. These tools are applied minimally to en-
sure the authenticity of our work and to adhere
strictly to the regulatory standards set by ACL. Our
use of these AI tools is focused, responsible, and
aimed at supplementing rather than replacing hu-
man input and expertise in our research.

F Dataset Licensing and Intended Use

F.1 Dataset License

BLINK, ChartQA, MMMU, MMHal-Bench,
MMLU, and CapArena are intended for research
usage.

BLINK It has an Apache license 2.0, allowing
research usage.

ChartQA It has a GNU General Public License
v3.0, allowing research usage.

MMMU It has an Apache license 2.0, allowing
research usage.

MMHal-Bench It has an Apache license 2.0, al-
lowing research usage.

MMLU It has an MIT license, allowing research
usage.

CapArena It is publicly released for academic
research use (Cheng et al., 2025).

F.2 Intended Use
Our use of the existing artifacts strictly comply with
their intended purpose as benchmarks for research
usage. We do not introduce any new dataset or
artifact in this work.

F.3 Privacy and Offensive Content
We use only established, publicly available
benchmarks (MMMU, ChartQA, BLINK, MM-
HallBench, MMLU, and CapArena) and neither
collect, scrape, nor release any new data. These
benchmarks are built from charts, diagrams, doc-
uments, and natural images paired with factual
question–answer items rather than personal records,
and their content was curated and vetted by the orig-
inal dataset creators. To confirm this for our setting,
we manually inspected samples during the human
verification study (Appendix D) and the error anal-
ysis; we did not encounter personally identifying
information or offensive content. As we introduce
no new data and use each benchmark unmodified
under its research license, any anonymization or
content filtering is inherited from the original re-
leases, and no additional anonymization was re-
quired on our part.

G Potential Risks

This work is foundational research on inference-
time decoding strategies for VQA; it introduces
no new model, dataset, or deployable system, and
evaluates only publicly released MLLMs on pub-
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lic benchmarks. We nonetheless note several po-
tential risks. First, greedy (argmax) decoding de-
terministically surfaces the model’s most proba-
ble answer and can therefore reflect or amplify
biases present in the underlying model and its train-
ing data; calibration-aware selection mitigates but
does not eliminate this, and we recommend pairing
it with calibration checks or abstention in sensi-
tive applications. Second, reducing output stochas-
ticity lowers answer diversity, which is desirable
for closed-ended VQA but may be undesirable
for open-ended or creative generation; our recom-
mendations are scoped to closed-ended VQA and
should not be transferred uncritically to such set-
tings. Third, although greedy decoding reduces
hallucination-like errors in our experiments, it does
not remove them, and a single deterministic answer
may convey unwarranted confidence; downstream
users should not treat model outputs as authorita-
tive without verification. Finally, all benchmarks
used are English-only and research-licensed, so our
conclusions may not transfer to other languages or
domains. We are not aware of any direct path to
malicious use beyond those already inherent to the
public MLLMs we evaluate.
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