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Abstract

Sequentially evolving LLM memory enables
agents to reuse past experience, but existing
systems usually deploy each locally generated
memory update without checking whether it
improves future behavior. As a result, updates
that help the current task may overwrite use-
ful knowledge, introduce over-specific rules,
or bias the final memory toward recent ex-
amples. We propose Janus, a plug-in mem-
ory controller that decides whether to accept
a candidate memory update or retain the pre-
vious memory. To make this decision effi-
cient, Janus uses a Memory Momentum Trig-
ger to identify suspicious deviations in the
memory-update trajectory, and compares old
and new memories on a compact hybrid evalua-
tion set of coverage, boundary, and fresh tasks
instead of replaying the full history. Janus is
method-agnostic and wraps existing updaters
without changing their update rules. Across six
datasets, two backbone LLMs, and two mem-
ory updaters, Janus improves average accuracy
by +2.7 to +4.6 points over the correspond-
ing base updaters. Our code is available at
https://github.com/Chen-1031/Janus.

1 Introduction

Large language models (LLMs) are increasingly
deployed as sequential task-solving agents that
learn from past interactions through external mem-
ory (Xiang et al., 2026; Fang et al., 2025b; Wei
et al., 2025). In this setting, the LLM repeatedly
encounters tasks, produces answers, receives feed-
back, and updates its memory for future use. The
resulting trajectories contain successful solutions,
failed attempts, feedback signals, and intermediate
reasoning traces, which can serve as reusable expe-
rience for improving future decisions (Zhao et al.,
2024; Wei et al., 2025; Suzgun et al., 2026; Zhou
et al., 2025). This form of sequentially evolving
memory goes beyond static conversational recall:
memory is not merely a record of past interactions,
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Figure 1: Top: Existing sequential memory updates do
not guarantee that the final memory will better support
future tasks. Bottom: On GPQA, intermediate mem-
ory snapshots from two sequential memory methods
exhibit non-monotonic test set performance, motivating
the need to control which memory updates are deployed.

but a test-time adaptation mechanism that shapes
the LLM’s behavior on future tasks. Such systems
are important for reasoning assistants (Ho et al.,
2025), tool-use agents (Wang et al., 2025b), and
interactive decision-making systems (Zheng et al.,
2025; Agrawal et al., 2025), where performance
depends not only on the current input but also on
the accumulated experience.

A common mechanism behind these systems is
to update memory using feedback from the current
task (Wang et al., 2025c; Wei et al., 2025). This
feedback is often expressed as a natural-language
signal, sometimes viewed as a form of text gradi-
ent: instead of providing numerical gradients over
parameters, the environment provides textual feed-
back that suggests how the agent should revise its
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reasoning, strategy, or memory for future tasks. Ex-
isting sequential memory methods typically follow
a retrieve–solve–update loop: the agent retrieves
memory, solves the current task, and then uses the
current trajectory and feedback to update the mem-
ory (Suzgun et al., 2026; Zhao et al., 2024; Wei
et al., 2025). This design is intuitive and efficient,
but it also introduces a fundamental risk. Each
update is usually optimized locally for the most
recent task, while its effect on the final memory
state is rarely evaluated globally (Figure 1). As
a result, a memory update that appears useful for
the current task may overwrite previously useful
knowledge, introduce noisy task-specific rules, or
bias the memory toward recent examples. The key
challenge is therefore not only how to generate
memory updates, but also how to decide whether a
proposed update should actually be deployed.

This creates a memory validation problem. Ide-
ally, before deploying a candidate memory, the
agent should estimate whether it improves perfor-
mance beyond the current task. The most direct
way to obtain such a signal is to compare the pre-
vious memory and the candidate memory on tasks
that approximate the future task distribution. Since
the future is unavailable, previously encountered
tasks provide a natural proxy. However, validat-
ing every candidate memory on the full history is
computationally impractical: the replay cost grows
with the number of seen tasks and would introduce
substantial latency after each update. A cheaper
alternative is to compare memories at fixed inter-
vals, such as every N steps, but such schedules are
heuristic and may miss harmful updates that occur
between scheduled checks. Similarly, using only a
small fixed replay set reduces cost but risks over-
fitting the deployment decision to stale examples.
Thus, an effective memory controller must answer
two coupled questions: when should old and new
memory be compared, and what tasks should be
used for comparison?

To solve the above challenges, we propose
Janus, a plug-in memory controller that wraps
existing sequential memory updaters and decides
whether each candidate memory update should be
accepted or rejected. Instead of treating every gen-
erated memory update as automatically beneficial,
Janus views memory updating as a deployment de-
cision: a candidate memory should replace the pre-
vious memory only when it is likely to improve the
utility of the final memory for future tasks. Janus
introduces two key designs to make this decision

efficient. First, it uses a Memory Momentum Trig-
ger (MMT) to decide when old and new memory
should be explicitly compared. Rather than trig-
gering comparison after every task or at a fixed
interval, MMT tracks the trajectory of memory
changes and triggers comparison when a candi-
date update deviates substantially from the recent
update direction, indicating that the update may
either introduce useful new knowledge or distort
the memory toward recent task-specific informa-
tion. Second, when comparison is triggered, Janus
evaluates the previous and candidate memories on
a compact hybrid evaluation batch instead of re-
playing the full task history. This batch combines
a stored support set, which includes both coverage
tasks representing the seen task distribution and
boundary tasks where memory choices previously
changed correctness, with a fresh slice of recently
encountered tasks to avoid overfitting the decision
to a fixed support set. In this way, Janus improves
memory deployment by selectively testing suspi-
cious updates while keeping replay cost controlled.
Our main contributions are summarized as follows:

• Memory deployment challenge. We identify a
key limitation of sequential LLM memory sys-
tems: locally generated memory updates are not
necessarily globally useful, and blindly accept-
ing them may produce final memories that are
biased toward noisy task-specific information.

• Efficient plug-in memory control. We propose
Janus, a method-agnostic controller that wraps
existing memory updaters and efficiently decides
whether to accept or reject candidate memory
updates. Janus combines a Memory Momentum
Trigger with a compact hybrid evaluation batch
over coverage, boundary, and fresh tasks, en-
abling old-versus-new memory selection without
modifying the underlying updater or replaying
the full task history.

• Strong empirical results. Across six datasets,
two backbone LLMs, and two sequential mem-
ory updater backbones, Janus consistently im-
proves final memory usefulness, with average
gains ranging from +2.7 to +4.6 percentage
points over the corresponding base updaters.

2 Method

2.1 Problem Setting
Following Wei et al. (2025), we consider a sequen-
tially evolving memory setting where an LLM L
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Figure 2: Overview of Janus. Given a task and the current memory Mt−1, a base updater proposes a candidate
memory M̂t. Janus acts as a plug-in controller that decides whether to deploy this candidate or retain the previous
memory. It first uses a Memory Momentum Trigger to detect whether the candidate update deviates from the recent
memory-update trajectory. If triggered, Janus compares Mt−1 and M̂t on a compact hybrid evaluation set composed
of coverage, boundary, and fresh tasks, and deploys the memory with better evaluation performance. If not triggered,
Janus accepts the candidate directly to avoid unnecessary replay.

solves a stream of tasks while maintaining an ex-
ternal memory. Let D = {(xt, yt)}Tt=1 denote the
task sequence. At step t, the model uses the pre-
vious memory Mt−1 to predict ŷt = L(xt,Mt−1).
After receiving feedback ft, such as correctness
signals or textual critiques, a base memory updater
proposes a revised memory:

M̂t = Update (Mt−1, (xt, ŷt, ft),L) . (1)

Existing sequential memory methods typically de-
ploy this candidate directly by setting Mt = M̂t.
In contrast, Janus treats memory updating as a de-
ployment decision: given Mt−1 and M̂t, it chooses

Mt ∈ {Mt−1, M̂t}, (2)

with the goal of maintaining a final memory MT

that generalizes well to future unseen tasks.

2.2 Janus: Plug-in Memory Control

As illustrated in Figure 1, blindly accepting ev-
ery memory update can leave an LLM with a final
memory that fails to support future unseen tasks.
Motivated by this observation, we propose Janus,
a plug-in controller that wraps a base memory up-
dater and decides whether each candidate mem-
ory should be deployed. After solving the t-th
task, the base updater proposes a candidate mem-
ory M̂t based on the previous memory Mt−1 and
the current interaction. Rather than directly set-
ting Mt = M̂t, Janus chooses whether to accept
the candidate memory or retain the previous mem-
ory. This design addresses two core challenges
in sequential memory control: when to compare
the previous and candidate memories, and what
tasks to use for comparison. For the first challenge,
Janus introduces a Memory Momentum Trigger,
which detects suspicious deviations in the memory-
update trajectory and avoids unnecessary compar-

isons. For the second challenge, Janus uses a com-
pact hybrid evaluation set, combining representa-
tive, memory-sensitive, and fresh tasks to approxi-
mate full-history replay with much lower cost.

Memory Momentum Trigger (MMT). Ideally,
we would verify every memory update before de-
ployment. However, comparing Mt−1 and M̂t after
every task incurs substantial replay cost, while trig-
gering comparisons at fixed intervals, e.g., every
N steps, is heuristic and may miss abrupt harmful
updates. Janus instead views memory updates as a
trajectory and triggers comparison only when the
candidate update deviates substantially from recent
memory evolution. Let φ(·) denote a text encoder
that maps a memory state into a vector space. We
represent the candidate update direction as

zt = φ(M̂t)− φ(Mt−1). (3)

Janus maintains an exponential moving average of
previous update directions:

mt = βmt−1 + (1− β)zt, (4)

where β controls the strength of memory momen-
tum. The intuition is that comparison is most valu-
able when a candidate update substantially changes
the recent trajectory of memory evolution. Even
when tasks arrive in a shuffled order, consecutive
candidate updates may still induce aligned changes
to the memory, corresponding to incremental re-
finements rather than major memory transitions.
In such cases, repeatedly comparing old and new
memories provides limited additional benefit. In
contrast, a sharp directional deviation indicates
that the candidate memory may significantly al-
ter the deployed memory: it may introduce useful
new knowledge, but it may also overwrite broadly
useful information with recent-task-specific con-
tent. Janus therefore treats the historical momen-
tum mt−1 as a compact summary of recent memory
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evolution and uses directional misalignment as a
signal for when explicit validation is needed.

Specifically, Janus triggers an old-versus-new
memory comparison when

cos(zt,mt−1) < τ, (5)

where τ is a threshold. If the trigger does not fire,
Janus directly accepts the candidate memory, i.e.,
Mt = M̂t. If the trigger fires, Janus evaluates Mt−1

and M̂t on a compact evaluation set and deploys
the memory state with better performance.

Hybrid Trigger-Time Evaluation Set. When
the memory momentum trigger fires, Janus needs
to decide whether the candidate memory M̂t should
replace the current memory Mt−1. A reliable com-
parison should approximate full-history replay, but
evaluating on all previously seen tasks would make
the replay cost grow linearly with the task stream.
Janus therefore constructs a compact hybrid evalua-
tion set that serves three goals: covering the global
support of previously seen tasks, focusing on tasks
that are sensitive to memory changes, and incorpo-
rating newly encountered tasks. Formally, at trigger
time t, Janus evaluates the two memory states on

Et = Scovt ∪ Sbdryt ∪ Ft, (6)

where Scovt is a coverage set, Sbdryt is a boundary
set, and Ft is a fresh set. The coverage set summa-
rizes the broad distribution of previously seen tasks,
the boundary set stores memory-sensitive tasks
where memory choices have previously changed
the agent’s behavior, and the fresh set injects tasks
encountered since the last trigger. Together, these
subsets provide a bounded-cost approximation to
full-history replay. Given Et, Janus evaluates both
memories using the same LLM and deploys the
memory with higher evaluation performance1:

Mt = argmax
M∈{Mt−1,M̂t}

Performance(M ; Et,L).

As the task stream evolves, Janus refreshes each
subset of Et to maintain an informative estimate of
memory utility. We update each subset as follows.
Coverage set update. The coverage set Scovt pre-
serves representative support of the observed tasks.
At each trigger time t, Janus refreshes this set by
clustering the embeddings of all tasks seen so far:

Ucov
t = {x1, . . . , xt}. (7)

1If the two memories obtain the same evaluation score,
Janus accepts the candidate memory.

Using the previous centroids as initialization when
available, Janus clusters {φ(x) : x ∈ Ucov

t } and
selects the task closest to each centroid as the new
representative. This global refresh keeps the cover-
age set compact while ensuring that its representa-
tives remain aligned with the full observed tasks.
Boundary set update. The boundary set Sbdryt fo-
cuses the evaluation set on memory-sensitive tasks.
After comparing Mt−1 and M̂t on Et, Janus identi-
fies the flip set:

Bt =
{
x ∈ Et : 1corr(x;Mt−1) 6= 1corr(x; M̂t)

}
,

(8)
where 1corr(x;M) ∈ {0, 1} indicates whether the
LLM L answers task x correctly when using mem-
ory M . These tasks are informative because the
choice of memory state directly changes the agent’s
correctness. Janus first removes tasks already se-
lected into the coverage set:

B̃t = Bt \ Scovt . (9)

It then fills the boundary set with tasks from B̃t. If
the number of new flip tasks is insufficient, Janus
retains non-overlapping tasks from the previous
boundary set:

Sbdryt ⊆ B̃t ∪
(
Sbdry
t− \ Scovt

)
. (10)

This update rule preserves hard, behavior-changing
examples while allowing the boundary set to evolve
as new memory-sensitive regions are discovered.
Fresh set update. Let `(t) denote the time step of
the most recent trigger before t. At trigger time t,
Janus constructs the fresh set Ft by sampling from
tasks encountered after `(t):

Ft ⊆ {x`(t)+1, . . . , xt}. (11)

This set prevents memory comparison from be-
coming a closed loop over a fixed replay buffer.
By including newly observed tasks, Janus can test
whether the candidate memory helps in recently
explored regions of the task stream and can also
discover new behavior-changing cases.

3 Experiment

3.1 Experimental Settings
Datasets and LLMs. We evaluate Janus
on six datasets covering mathematical reason-
ing (MATH500 (Hendrycks et al., 2021; Light-
man et al., 2024)), scientific reasoning (GPQA
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Method MATH500 GPQA MMLU-Pro (Eng.) MMLU-Pro (Phy.) APIBench HumanEval Avg.

Qwen3-8B
Memory-free 78.2 57.4 61.2 84.0 65.2 90.3 72.7
ExpRAG 82.0 69.2 66.2 87.2 72.0 91.2 78.0
DC-RS 81.4 73.4 64.4 84.0 80.8 93.2 79.5
DC-RS + Janus 83.6 81.5 68.0 89.2 82.8 93.9 83.2
ExpeL 80.0 72.9 68.8 90.4 66.4 91.2 78.3
ExpeL + Janus 81.6 78.5 71.6 92.8 70.4 93.9 81.5

DeepSeek-V4-Flash
Memory-free 75.4 71.2 68.4 78.2 66.8 85.6 74.3
ExpRAG 78.0 74.9 70.0 82.4 71.6 86.4 77.2
DC-RS 79.0 70.7 66.4 83.2 74.8 86.0 76.7
DC-RS + Janus 86.2 73.3 74.4 89.2 76.8 87.8 81.3
ExpeL 74.8 71.8 73.2 85.2 82.0 90.3 79.6
ExpeL + Janus 79.2 76.4 75.6 88.4 83.2 91.2 82.3

Table 1: Main results on six datasets with two LLMs.Accuracy (%) is reported for each dataset. Janus is applied
as a plug-in controller to two base memory updaters. Shaded rows indicate Janus-enhanced variants.

Diamond (Rein et al., 2023)), professional
STEM reasoning (MMLU-Pro Engineering and
Physics (Wang et al., 2024)), code generation Hu-
manEval (Chen et al., 2021)), and tool/API use
(APIBench-HF (Patil et al., 2024)). For memory
construction, we sample training examples from
each dataset: 500 for MATH, non-overlapping
GPQA Main examples for GPQA Diamond, 250
examples for each MMLU-Pro subset, 50 Hu-
manEval problems, and 250 APIBench-HF exam-
ples. Evaluation is conducted on the corresponding
held-out test sets, with another 250 examples used
for testing on MMLU-Pro and APIBench-HF. We
focus on APIBench-HF because other APIBench
subsets are relatively small and nearly saturated in
our setting. Et is drawn exclusively from the previ-
ously observed memory-construction stream and is
disjoint from the held-out test set. Full task prompts
are provided in Appendix C. Our main experiments
use Qwen3-8B (Yang et al., 2025) and DeepSeek-
V4-Flash (DeepSeek-AI, 2026). Unless other-
wise specified, we set max-new-tokens=8192
and temperature=0.7; we enable thinking mode
for Qwen3-8B and use non-thinking mode for
DeepSeek-V4-Flash for cost efficiency.

Baselines. We compare Janus with a representa-
tive set of sequential memory baselines under the
same task stream. Memory-free solves each task
using only the underlying LLM without persistent
memory, serving as a reference for measuring the
benefit of external memory. ExpRAG (Wei et al.,
2025) is a lightweight experience-reuse baseline
that retrieves the top-k most similar past tasks ac-
cording to embedding similarity. DC-RS (Suzgun
et al., 2026) maintains a dynamic cheatsheet and

uses retrieval-and-synthesis to organize past expe-
rience into structured memory. ExpeL (Zhao et al.,
2024) derives reusable insights from successful and
failed trajectories through reflection; we adapt it to
the sequential memory setting while following its
original multi-attempt strategy.
Implementation details. For Janus, unless other-
wise specified, we use support-set size K = 20,
where K ′ = 12 tasks are allocated to the coverage
set Scovt and the remaining K −K ′ = 8 tasks are
allocated to the boundary set Sbdryt . We set the
fresh-set size to KF = 5, the MMT threshold to
τ = 0.0, and the momentum coefficient to β = 0.9.
During warm-up, candidate memories are accepted
directly. We use Qwen3-Embedding-0.6B (Yang
et al., 2025) as the text encoder φ(·). The momen-
tum is initialized after the first valid post-warm-up
proposal direction, and no trigger decision is made
before this initialization. For all base memory meth-
ods, we follow the original papers’ recommended
hyperparameter settings. We provide detailed algo-
rithmic descriptions in Appendix D.

3.2 Main Results

Table 1 reports the main results across six datasets
and two LLMs. We highlight two key observations.
Structured memory updates are not always bet-
ter than raw experience reuse. Compared with
the memory-free baseline, most memory-based
methods improve performance, showing the gen-
eral value of external memory in sequential task
solving. However, stronger memory abstraction
does not guarantee better final performance. Al-
though DC-RS and ExpeL extract higher-level
cheatsheets or reusable insights from past trajec-
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Updater Policy GPQA HumanEval

Acc. Trig. Rate Acc. Trig. Rate

DC-RS

Base 73.4 0.0% 93.2 0.0%
Random 77.4 72.8% 93.2 12.0%
Periodic 76.4 50.2% 92.1 12.0%
Always 80.0 100.0% 93.9 100.0%
Janus 81.5 72.4% 93.9 12.0%

ExpeL

Base 72.9 0.0% 91.2 0.0%
Random 75.9 75.7% 91.2 24.0%
Periodic 74.3 50.2% 93.0 20.0%
Always 79.0 100.0% 94.7 100.0%
Janus 78.5 71.5% 93.9 20.0%

Table 2: Ablation study of the Memory Momentum
Trigger. We compare Janus with alternative trigger
policies using Qwen3-8B on GPQA and HumanEval.
“Base” denotes the base updater without Janus.“Always”
compares old and new memory after every task, while
“Random” and “Periodic” trigger comparisons under
comparable trigger budgets to Janus.

tories, they do not consistently outperform the
lightweight ExpRAG baseline, which simply re-
trieves similar past experiences. This suggests that
extracted memory can sometimes lose useful task-
specific details, introduce noisy or over-specialized
rules, or bias the final memory toward recent tasks.
This observation motivates our central claim: the
key issue is not only how to generate memory, but
also whether each generated memory should be de-
ployed. Janus consistently improves final mem-
ory usefulness across base updaters and LLMs.
When applied to DC-RS and ExpeL, Janus im-
proves the corresponding base updater across both
LLMs and all datasets. On average, DC-RS+Janus
improves over DC-RS from 79.5 to 83.2 on Qwen3-
8B and from 76.7 to 81.3 on DeepSeek-V4. Sim-
ilarly, ExpeL+Janus improves over ExpeL from
78.3 to 81.5 on Qwen3-8B and from 79.6 to 82.3
on DeepSeek-V4. The best-performing method in
each LLM block is also a Janus-enhanced variant.
These results support Janus as a method-agnostic
controller: instead of replacing the base updater, it
improves sequential memory systems by filtering
locally generated updates and maintaining a more
useful final memory for future tasks.

3.3 MMT Trigger Ablation

Table 2 studies whether the Memory Momentum
Trigger identifies useful moments for old-versus-
new memory comparison. We compare Janus with
four alternatives: Base, which never triggers com-
parison and directly accepts each candidate update;
Always, which compares after every task; Random,

74 76 78 80 82
Accuracy

w/o Fresh

w/o Boundary

w/o Coverage

Janus

(a) GPQA

90 91 92 93 94
Accuracy

(b) HumanEval

Figure 3: Ablation study of the hybrid trigger-time
evaluation set. We evaluate Janus with Qwen3-8B
and the DC-RS updater on GPQA and HumanEval, re-
porting final test accuracy. Each ablation removes one
component: coverage, boundary, or fresh tasks.

which triggers comparison at each step with the
same trigger probability as Janus; and Periodic,
which triggers every N steps, with N chosen to
approximately match Janus’s trigger count for the
same updater and dataset. This ablation targets
the “when to compare” challenge: an effective con-
troller should trigger comparison at informative
memory-transition points rather than relying on a
hand-designed schedule.

The results show that trigger timing matters.
Compared with random and periodic triggering,
Janus achieves stronger or comparable accuracy
under similar trigger budgets, especially on GPQA.
This suggests that MMT is not merely reducing
the number of comparisons, but is able to capture
meaningful changes in the memory-update trajec-
tory where deployment decisions are more likely to
affect final performance. At the same time, Janus
approaches the performance of the always-trigger
policy with substantially fewer comparisons. On
HumanEval, Janus uses only a small fraction of
triggers for both DC-RS and ExpeL while remain-
ing close to always triggering. On GPQA, Janus
even outperforms always triggering for DC-RS, in-
dicating that more frequent comparison is not nec-
essarily better when the evaluation set is compact
and potentially noisy. Overall, the results support
MMT as an efficient trigger mechanism for decid-
ing when memory comparison is needed.

3.4 Support Set Composition Ablation

Figure 3 studies the composition of the hybrid eval-
uation set used when Janus triggers an old-versus-
new memory comparison. This ablation targets the
“what to compare” challenge: after deciding that a
candidate memory should be checked, Janus must
evaluate it on a compact but informative set that
approximates full-history replay. We compare full
Janus against three variants that remove coverage,
boundary, or fresh tasks. The results show that all
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Figure 4: Old-vs-new deployment decision ablation.
We evaluate memory checkpoints obtained after pro-
cessing 20%, 40%, 60%, 80%, and 100% of the task
stream using Qwen3-8B on GPQA and MMLU-Pro
(Eng.). The base updater directly deploys every candi-
date memory, while Janus selectively accepts or rejects
candidate updates.

three components contribute to reliable memory se-
lection. Removing the coverage set or the boundary
set consistently reduces performance, suggesting
that they provide complementary signals. Cover-
age tasks preserve broad representativeness over
the seen task distribution, while boundary tasks
focus the comparison on memory-sensitive cases
where different memory states are likely to change
the prediction. The largest drop comes from re-
moving the fresh set, especially on both GPQA and
HumanEval. This indicates that relying only on the
stored support set can make the comparison stale
and self-reinforcing. Fresh tasks provide recent
pending evidence that has not yet been absorbed
into the support set, allowing Janus to evaluate can-
didate memories on newly encountered regions of
the task stream. Overall, the ablation confirms that
Janus’s hybrid evaluation set is important for mak-
ing effective memory deployment decisions under
a bounded comparison budget.

3.5 Memory Deployment Ablation
Figure 4 evaluates whether the core deployment de-
cision in Janus is useful. Instead of only reporting
the final memory after the full stream, we measure
the test accuracy of intermediate memory states

after processing 20%, 40%, 60%, 80%, and 100%
of the training stream. This ablation directly tests
whether selectively choosing between the previous
memory and the candidate memory helps preserve
useful information as more tasks are observed.

The results show that directly accepting every
memory update does not necessarily lead to better
future-task performance. For both DC-RS and Ex-
peL, the base updater often improves in the early
or middle stages but then stagnates or drops as the
stream continues. This indicates that additional
memory updates can introduce noisy, overly spe-
cific, or conflicting information, causing the final
memory to become less useful than earlier memory
states. In contrast, Janus produces a more stable
upward trend in most settings and achieves better
final accuracy across all four comparisons. This
supports the central motivation of Janus: sequen-
tial memory systems need a deployment controller,
because the newest memory is not always the best
memory for future tasks. The improvement is espe-
cially clear near the end of the stream. While the
base updaters can degrade after processing more
tasks, Janus tends to preserve or improve test accu-
racy, suggesting that its old-vs-new decision helps
retain broadly useful memory while filtering harm-
ful candidate updates. Overall, this ablation con-
firms that Janus is not merely changing the update
schedule; its explicit accept-or-reject decision is
important for maintaining a final memory that gen-
eralizes better to unseen tasks. We further analyze
robustness to different task-stream orders in Ap-
pendix A.1, where Janus also yields more stable
final-memory performance.

3.6 Hyperparameter Sensitivity
Table 3 analyzes how Janus is affected by two
key hyperparameters: the support-set size K and
the MMT threshold τ . These two parameters cor-
respond to the two main efficiency dimensions
of Janus. The support-set size K controls the
coverage–boundary portion of the trigger-time eval-
uation set, while τ controls how frequently MMT
triggers such comparisons. We report final test ac-
curacy together with the number of triggers and the
estimated evaluation cost. The results show that
increasing the comparison budget does not always
improve performance. For the support-set sweep,
K = 20 gives the best accuracy among the tested
values, while larger support sets increase evalua-
tion cost without yielding better performance. This
suggests that a compact but informative support
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Sweep K τ Acc. #Trig. Trig. Rate Cost

Default 20 0.0 81.5 173 72.4 4,325

K
15 0.0 74.9 175 74.8 3,500
25 0.0 76.9 172 76.8 5,160
50 0.0 78.5 157 78.9 8,635

τ
20 -0.1 72.8 152 66.4 3,800
20 0.1 77.4 199 86.9 4,975
20 0.2 82.1 208 90.8 5,200

Table 3: Hyperparameter sensitivity of Janus-DC-
RS. We sweep the support-set size K = |St| and the
MMT threshold τ using Qwen3-8B on GPQA. Unless
otherwise specified, we use the default setting K = 20,
K ′ = |Scovt | = 12, |Sbdryt | = K − K ′ = 8, KF =
|Ft| = 5, and τ = 0.0. Evaluation cost is approximated
by #Trig.× (K +KF ).

set is preferable to simply using more replay tasks.
For the trigger threshold sweep, increasing τ makes
Janus more sensitive to memory-trajectory devia-
tions and therefore increases the trigger rate. A
larger τ can improve accuracy, but it also incurs
higher evaluation cost. Overall, these results show
that Janus provides a controllable trade-off between
final memory performance and replay cost, with the
default setting offering a strong balance between
accuracy and efficiency.

4 Related Work

Sequentially Evolving LLM Memory. Memory
has become a central mechanism for enabling LLM
agents to adapt over sequential interactions (Xiang
et al., 2026; Fang et al., 2025a; Wei et al., 2025;
Chhikara et al., 2025). Recent memory-augmented
agents extract reusable information from prior tra-
jectories, feedback, reflections, workflows, or task
solutions, and use such information to improve fu-
ture reasoning and decision-making (Wang et al.,
2025a; Fang et al., 2025b; Zhong et al., 2024; Xu
et al., 2025). Representative approaches include
reflection- or experience-based methods such as Ex-
peL (Zhao et al., 2024), dynamic memory construc-
tion methods such as Dynamic Cheatsheet (Suzgun
et al., 2026), workflow-level memory methods such
as Agent Workflow Memory (Wang et al., 2025c),
and retrieval- or structure-based memory systems
such as G-Memory (Zhang et al., 2026) and Me-
mento (Zhou et al., 2025). These methods mainly
focus on how to construct or update memory, and
assume that each newly generated memory should
be directly deployed for future tasks. In contrast,
Janus studies the deployment decision itself: given

a candidate memory produced by an existing up-
dater, should the agent accept it or keep the previ-
ous memory? This distinction is important because
locally useful updates can still bias the final mem-
ory toward recent tasks or noisy task-specific rules,
reducing its usefulness for future unseen tasks.
Test-Time Adaptation and Memory Control.
Test-time adaptation aims to improve model be-
havior during deployment, often by using feedback
from the test environment rather than updating the
model solely during offline training (Wang et al.,
2021; Zhang et al., 2022). Recent LLM agent
systems extend this idea through natural-language
feedback loops, where agents reflect on failures, re-
vise solutions, refine prompts, or update strategies
across interactions (Shinn et al., 2023; Madaan
et al., 2023; Gou et al., 2024; Asai et al., 2024).
A related line of work formalizes such feedback
as textual gradients, where natural-language cri-
tiques play a role analogous to gradients by indi-
cating how an output, prompt, or policy should
be mproved (Yuksekgonul et al., 2025). These
methods show that feedback can support continual
improvement without directly modifying model pa-
rameters. However, feedback-driven updates are of-
ten local to the current task or recent trajectory, and
may not improve the final memory used for future
unseen tasks. Janus addresses this deployment chal-
lenge by selectively validating candidate updates
with a momentum-based trigger and a compact
hybrid evaluation set, deciding which feedback-
induced memories should actually be deployed.

5 Conclusion

Sequentially evolving LLM memory raises a dif-
ferent scaling question from simply storing more
experience or updating memory more often. As
agents accumulate longer task histories, the critical
issue becomes how to allocate additional inference
effort: not every new memory should be trusted,
and not every update deserves expensive valida-
tion. Janus points to a selective scaling strategy for
self-evolving agents, where extra tokens are spent
only when a candidate memory update is likely to
change the trajectory of future behavior. By treat-
ing memory updating as a deployment decision,
Janus shifts the focus from blindly accepting locally
generated memories to controlling which memo-
ries should shape future inference. Across multiple
datasets, backbone LLMs, and base memory up-
daters, Janus consistently improves final memory
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performance while avoiding unnecessary compar-
isons. Our ablations further show that both the trig-
ger mechanism and the hybrid evaluation set are
important for reliable memory deployment. This
perspective suggests that robust sequentially evolv-
ing LLM memory requires not only better mem-
ory writers, but also mechanisms that decide when
memory refinement is worth the cost.

Limitations

Scope of memory mechanisms. Our evaluation
focuses on prompt-based sequential memory sys-
tems, where the base LLM remains fixed and mem-
ory is updated through retrieval, summarization,
reflection, cheatsheets, or other external text-based
mechanisms. This scope matches many current
memory-augmented agent systems and allows us
to compare different updaters under a unified test-
time protocol. However, another emerging direc-
tion is training-based evolution, where experience
is used to update policies, skills, or model behavior
through learning, such as reinforcement learning-
based methods (Yan et al., 2025; Xia et al., 2026).
Extending Janus to jointly control external memory
updates and parameter- or policy-level adaptation
is an important direction for future work.

Evaluation coverage. Our experiments cover
multiple task types and two backbone LLMs, but
they do not exhaust all possible sequential agent
environments. In particular, long-horizon interac-
tive environments, multi-agent settings, and tasks
with non-stationary distributions may introduce ad-
ditional challenges for memory control. Further
evaluation in these settings would help better char-
acterize the generality of Janus.

Ethical considerations

Our work focuses on improving the reliability of
sequential LLM memory systems by controlling
whether candidate memory updates should be de-
ployed. In real-world applications, memory sys-
tems may store sensitive user information or incor-
rect task-specific rules, so they should be used with
appropriate privacy protections, data filtering, and
human oversight when necessary. We do not fore-
see major negative societal impacts from the pro-
posed method itself, but responsible deployment
depends on the underlying LLM, task domain, and
memory contents
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A Additional Experimental Results

A.1 Stream Order Analysis

Figure 5 analyzes the sensitivity of sequential mem-
ory methods to the order of the task stream. This
experiment is closely related to our motivation: be-
cause base memory updaters revise memory using
local feedback from the current task, the final mem-
ory may depend heavily on which tasks appear later
in the stream. We therefore shuffle the training
stream with different random seeds and evaluate
the final frozen memory on the same HumanEval
test set. The results show that Janus improves both
accuracy and stability under stream-order changes.
For DC-RS, the base updater exhibits noticeable
variance across different orders, indicating that di-
rectly accepting every candidate memory can lead
to order-dependent final memories. With Janus,
the final performance is consistently higher and the
variation across orders becomes smaller. A simi-
lar pattern appears for ExpeL: the base updater is
sensitive to the stream order, while ExpeL+Janus
achieves stronger and more stable performance.

To complement the analysis, we further evaluate
Qwen3-8B with DC-RS on GPQA and MMLU-
Pro (Eng.). Janus improves the mean final-memory
accuracy from 75.07 ± 2.11 to 78.96 ± 2.21 on
GPQA and from 65.07± 3.06 to 67.93± 0.50 on
MMLU-Pro (Eng.), respectively. The across-order
variation is substantially reduced on MMLU-Pro
(Eng.) and remains comparable on GPQA. These
results provide additional evidence that the bene-
fit of selective deployment is not restricted to the
single default stream used in the main experiments.
These results support the role of Janus as a memory-
deployment controller. By selectively accepting or
rejecting candidate updates, Janus reduces the ef-
fect of myopic and recent-biased memory revisions.
Rather than letting the final memory be determined
by the particular order in which tasks are encoun-
tered, Janus helps maintain a memory state that is
more robust for future inference.

A.2 Sensitivity to the Text Encoder

The Memory Momentum Trigger (MMT) repre-
sents memory states using a text encoder φ(·) and
detects directional deviations in the resulting em-
bedding space. To examine whether Janus is sen-
sitive to this particular encoder, we additionally
evaluate two structurally different embedding mod-
els: all-MiniLM-L6-v2 (Wang et al., 2020) and
embeddinggemma-300m (Vera et al., 2025).

DC-RS DC-RS+Janus ExpeL ExpeL+Janus
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Figure 5: Stream order analysis. We evaluate the final
frozen-memory test accuracy under five different shuf-
fled task-stream orders using Qwen3-8B on HumanEval.
Each point corresponds to one stream order, and error
bars show the variation across orders.

Encoder φ GPQA MMLU-Pro (Eng.)

DC-RS base (without Janus) 73.4 64.4
Qwen3-Embedding-0.6B 81.5 68.0
all-MiniLM-L6-v2 77.9 68.4
embeddinggemma-300m 77.4 67.4

Table 4: Sensitivity of Janus to the text encoder used
by MMT. All Janus variants use Qwen3-8B with DC-
RS under the same data split and task-stream order.
Accuracy (%) is reported on the held-out test set.

We conduct this ablation using Qwen3-8B with
DC-RS on GPQA and MMLU-Pro (Eng.), while
keeping the data split, task-stream order, Janus
configuration, and base updater fixed. Table 4 re-
ports the final frozen-memory test accuracy. Janus
improves over the corresponding DC-RS baseline
with all three encoders on both datasets. Although
the magnitude of the improvement varies across en-
coders, the benefit of selective deployment is there-
fore not specific to the default Qwen3 embedding
model in these evaluated settings. This suggests
that MMT can operate with different embedding
geometries as long as they provide a meaningful
representation of relative changes between consec-
utive memory states.

A.3 Cross-domain Generalization

In this section, we additionally study whether the
benefit of selective deployment transfers beyond
this in-domain setting through a cross-domain eval-
uation in mathematics. Specifically, we construct
memory from the MATH training stream using
Qwen3-8B and then freeze the resulting final mem-
ory. Without any further memory updates, we
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Method AIME 2024 AIME 2025

DC-RS 36.7 23.3
DC-RS + Janus 43.3 26.7
ExpeL 46.7 30.0
ExpeL + Janus 53.3 40.0

Table 5: Cross-benchmark evaluation on math tasks.
After memory construction, the final memory is frozen
and directly evaluated on AIME 2024 and AIME 2025.

evaluate the frozen memory on AIME 2024 and
AIME 2025 (Hugging Face H4, 2024; OpenCom-
pass, 2025). Table 5 compares the final memories
produced by the base updaters with those produced
when Janus controls deployment. Janus improves
the final memory produced by both base updaters
on the two AIME benchmarks. For DC-RS, the
gains are +6.6 and +3.4 points on AIME 2024
and 2025, respectively; for ExpeL, the correspond-
ing gains are +6.6 and +10.0 points. These results
provide additional evidence that the benefit of se-
lective deployment can transfer across benchmarks
rather than being confined to the held-out evalua-
tion set of the memory-construction benchmark.

A.4 Diagnostics of Triggered Memory
Updates

MMT uses directional deviation in memory-
embedding space to decide when an old-versus-new
comparison is worth performing. To better under-
stand what happens at these triggered steps, we
analyze the evaluation outcomes already produced
by Janus during deployment. For each triggered
step t, let

∆t = Acc(M̂t;Et)−Acc(Mt−1;Et), (12)

Using ε = 0.05, we categorize a triggered candi-
date as useful if ∆t ≥ ε, harmful if ∆t ≤ −ε, and
neutral otherwise. We further define the validation
yield as the fraction of triggered steps for which
|∆t| ≥ ε, i.e., the comparison reveals at least a
five-percentage-point difference between the two
memory states.

Across the five representative runs,
69.9%–77.3% of triggered comparisons ex-
pose a non-trivial performance gap between the
previous and candidate memories. Moreover,
33.1%–48.1% of triggered candidates are rejected,
showing that a substantial fraction of candidate up-
dates selected for validation are not automatically
deployed. These results support the motivation
for selective deployment: at many MMT-triggered

steps, the choice between the previous and
candidate memory has a meaningful effect on
the estimated utility of the deployed memory.
We stress that these diagnostics characterize the
updates on which MMT triggers; they do not
measure the recall of MMT over all potentially
harmful updates. In particular, updates that are
gradually harmful while remaining directionally
aligned with the recent proposal trajectory may not
trigger validation. Measuring such missed updates
would require evaluating non-triggered candidates
as well, substantially reducing the computational
advantage over always validating every update.

B Qualitative Case Study

We provide examples to illustrate how Janus be-
haves as a memory-deployment controller. Each
example is taken from a triggered decision during
training. When the Memory Momentum Trigger
fires, Janus compares the previous memory Mt−1

and the candidate memory M̂t on the compact eval-
uation set, and then either rolls back to Mt−1 or
deploys M̂t. For consistency, we use APIBench-
HF for the DC-RS cases and MATH for the ExpeL
cases. For rollback cases, we show the candidate
memory rejected by Janus; for accept cases, we
show the previous memory that Janus replaces.

DC-RS rollback: rejecting a narrow recent-task
rewrite. In the first APIBench-HF case, the cur-
rent task asks the agent to classify news into cate-
gories such as technology, sports, or politics. Be-
fore this step, the deployed memory Mt−1 contains
API-use patterns from a recent robotics-related tra-
jectory, including:

Use Hugging Face pipelines for robotics task au-
tomation;
Load pretrained Decision Transformer models for
motor control tasks;
Implement zero-shot reinforcement learning with
multimodal transformers.

This previous memory is not necessarily ideal for
every future APIBench task. However, the candi-
date memory M̂t proposed by DC-RS rewrites the
cheatsheet almost entirely around the latest news-
classification task:

Use zero-shot classification for multi-domain text
categorization;
Optimize classification with cross-encoder mod-
els;
Utilize transformer-based pipelines for real-time
classification.
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Run Accept Reject Useful Harmful Neutral Val. Yield

GPQA + Janus-DC-RS 62.6 37.4 36.4 37.4 26.2 73.8
MATH + Janus-DC-RS 66.9 33.1 38.5 33.1 28.4 71.6
GPQA + Janus-ExpeL 60.9 39.1 38.2 39.1 22.7 77.3
APIBench + Janus-DC-RS 51.9 48.1 30.6 40.6 28.8 71.2
MMLU-Eng. + Janus-DC-RS 61.3 38.7 36.4 33.5 30.1 69.9

Table 6: Diagnostics of updates selected by MMT for explicit old-versus-new comparison. “Useful”, “Harmful”,
and “Neutral” are defined according to the accuracy difference ∆t on the trigger-time evaluation set Et, with
ε = 0.05. Validation yield is the percentage of triggered steps satisfying |∆t| ≥ ε. All entries are percentages.

Updater Task Old New Decision

DC-RS APIBench-HF 58.3 25.0 Rollback
DC-RS APIBench-HF 53.3 86.7 Accept
ExpeL MATH 73.3 53.3 Rollback
ExpeL MATH 42.9 57.1 Accept

Table 7: Representative Janus memory-deployment
decisions. All cases are triggered by MMT. Janus com-
pares the previous memory and the candidate memory
on the compact evaluation set and deploys the memory
with better support-set performance.

The first rule directly reflects the current label
space, while the remaining rules mostly repeat zero-
shot text-classification advice. Thus, the candidate
does not merely add a useful insight; it shifts the
whole memory toward one recent task type. On
the compact evaluation set, this rewrite reduces the
support-set score from 58.3 to 25.0. Janus there-
fore rolls back to Mt−1. This case illustrates that
Janus does not require the previous memory to be
semantically perfect; it only needs to detect that
the candidate deployment would make the memory
less useful under the support-set comparison.

DC-RS accept: deploying a useful new tool pat-
tern. The second APIBench-HF case shows the
opposite behavior. Here, the current task requires
classifying product images of electronic devices.
The previous memory is dominated by multilingual
text-classification rules:

Use the Hugging Face pipeline API for text sum-
marization with minimal code;
Implement zero-shot classification with XLM-
RoBERTa models for multilingual text categoriza-
tion;
Apply zero-shot classification with pre-trained
multilingual models for cross-lingual categoriza-
tion.

The candidate memory adds a new vision-oriented
API pattern:

Use CLIP-based zero-shot image classification
for electronic device categorization;

Deploy Hugging Face pipelines for zero-shot im-
age classification with custom device categories;
Apply zero-shot image classification with CLIP
models for cross-domain product categorization.

Unlike the previous rollback case, this update in-
troduces a genuinely new and reusable capability
that the old memory lacks. The support-set score
increases from 53.3 to 86.7, so Janus accepts M̂t.
This case shows that Janus is not conservative by
default; it deploys candidate memories when they
improve broader support-set behavior.

ExpeL rollback: rejecting a correct but narrow
task-derived rule. In the first MATH case, the
current problem asks for the greatest whole number
that must divide the product of any three consecu-
tive positive integers. The previous ExpeL memory
contains a diverse set of reusable mathematical
heuristics, including:

Combine like terms in polynomial expressions by
grouping and summing coefficients;
Use Fermat’s Little Theorem for modular arith-
metic when dealing with exponents modulo prime
numbers;
Apply Simon’s Favorite Factoring Trick to solve
equations by adding constants to factor expres-
sions.

The candidate memory keeps most previous rules
but adds the following rule:

The product of any three consecutive positive in-
tegers is always divisible by 6.

This rule is mathematically correct, but it is tightly
tied to the current problem pattern and has limited
coverage over the support tasks used in this compar-
ison. In other words, correctness on the latest task
does not imply that deploying the updated memory
improves broader memory utility. The support-set
comparison confirms this: the previous memory
scores 73.3, while the candidate memory drops
to 53.3. Janus therefore rejects the candidate and
keeps the earlier memory. This example shows that
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Janus can filter even correct local updates when
they reduce the usefulness of the deployed memory
for the broader task stream.

ExpeL accept: replacing a low-yield rule with
a reusable procedure. The second MATH case
involves converting repeating decimals into a com-
mon fraction. Before the update, the last rule in the
deployed memory is a simple percentage heuristic:

Calculate percentage by dividing the count of de-
sired elements by total elements and multiplying
by 100.

The candidate memory replaces this low-yield rule
with a procedural rule for converting repeating dec-
imals:

Convert repeating decimals to fractions by setting
x equal to the decimal, multiplying by 10n where
n is the number of repeating digits, subtracting
the original equation to eliminate the repeating
part, and solving for x as a fraction.

Although the two rules do not address the same
mathematical topic, this is exactly the deploy-
ment decision Janus is designed to make under
a bounded memory budget: whether the candidate
memory state is more useful than the previous one.
The new rule encodes a general algebraic proce-
dure for a recurring class of problems, whereas
the replaced percentage rule is a simpler heuristic
with less support-set utility in this context. The
support-set score improves from 42.9 to 57.1, so
Janus accepts the candidate memory.

Takeaway. These cases show that Janus does not
judge whether a candidate memory is locally cor-
rect or semantically similar to the replaced rule.
Instead, it evaluates whether the resulting mem-
ory state is more useful on a compact support set.
Thus, Janus can reject correct but narrow updates
when they reduce broader utility, and accept task-
motivated updates when they introduce reusable
procedures or capabilities.

15618



C Task Prompts

MATH Prompt

Solve the following math problem.
Please do your derivation in LaTeX as much as possible. Keep the reasoning concise but complete. At
the end, put only the final answer in the LAST \boxed{...}. If the final answer is a fraction, use
LaTeX fraction form like \frac{a}{b} (not decimal approximation unless required).
Problem: {question}

GPQA Prompt

Answer the following multiple-choice question.
Question: {question}
Choices: {choices}
Think carefully and then output only the final option letter (A/B/C/D).

MMLU-Pro Prompt

Answer the following multiple-choice question.
Question: {question}
Choices: {choices}
Think carefully and then output only the final option letter ({valid_labels}).

HumanEval Prompt

Complete the following Python function. Implement {entry_point} so that it satisfies the docstring.
``` python
{question}
```
Return the full implementation (including the function signature) inside a single ``` python... ```
code block. Do not add any example usage or extra prose after the code block.

APIBench Prompt

You are a helpful API writer who can write APIs based on requirements.
{question}
Write a Python program in 1 to 2 lines to call API in {framework}.
The answer should follow the format: <<<domain>>> $DOMAIN, <<<api_call>>>: $API_CALL,
<<<api_provider>>>: $API_PROVIDER, <<<explanation>>>: $EXPLANATION, <<<code>>>: $CODE. Here are
the requirements:

1. $DOMAIN should be inferred from the task description.

2. $API_CALL should have only one line of code that calls the API.

3. $API_PROVIDER should be the programming framework used.

4. $EXPLANATION should be a step-by-step explanation.

5. $CODE is the Python code.

6. Do not repeat the format in your answer.

D Algorithms
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Algorithm 1 ExpeL

Input: Sequence of tasks T = {Ti}Ni=1, large language model L, self-reflection model LREFLECT, insight
prompt Pin, retrieval budget K, step size L, max tries Z

1: Initialize: Experience pool B ← FMANUAL (seed demos if available), recent success set S ← ∅,
insight set ι̂← ∅

2: for Task Ti = (xi, yi) ∈ T do
3: Retrieve Top-K similar success cases FSIM from B . Search
4: ν ← ""
5: τ SUCC ← ∅, τ FAIL ← ∅
6: for z = 1 to Z do
7: ŷ

(z)
i ← L(xi, FSIM, ι̂, ν) . Synthesis

8: success(z) ← Evaluator(xi, yi, ŷ
(z)
i )

9: if success(z) = 1 then
10: τ SUCC ← (xi, ŷ

(z)
i )

11: B ← B ∪ {τ SUCC} . Evolve
12: break
13: else
14: τ FAIL ← (xi, ŷ

(z)
i )

15: ν ← CONCAT(ν, LREFLECT(τ
FAIL)) . Reflect

16: end if
17: end for
18: if τ SUCC 6= ∅ then
19: S ← S ∪ {τ SUCC}
20: end if
21: if τ SUCC 6= ∅ and τ FAIL 6= ∅ then
22: ι̂← L(Pin, τ

SUCC, τ FAIL, ι̂) . Pair Update
23: end if
24: if |S| = L then
25: ι̂← L(Pin,S, ι̂) . Batch Update
26: S ← ∅
27: end if
28: end for

Algorithm 2 Dynamic Cheatsheet Retrieval-and-Synthesis (DC-RS)

Input: Sequence of tasks T = {Ti}Ni=1, large language model L, retrival budget K, generator template
Pgen, curator template Pcur

1: Initialize: CheatsheetM0 ← ∅, historyH0 ← ∅
2: for Task Ti = (xi, yi) ∈ T do
3: if |Hi−1| > 0 then
4: Retrieve Top-K similar past cases Cretr fromHi−1 . Search
5: else
6: P ← ∅
7: end if
8: Update memory stateMi ← L(Pcur, Cretr, xi, Mi−1) . Evolve
9: Answer ŷi ← L(Pgen, xi, Mi) . Synthesis

10: Update historyHi ← Hi−1 ∪ {xi, ŷi} . Evolve
11: end for
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