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Abstract

Vision-Language Model (VLM) based retriev-
ers have advanced visual document retrieval
(VDR) to impressive quality. They require the
same multi-billion parameter encoder for both
document indexing and query encoding, incur-
ring high latency and GPU dependence even
for plain-text queries. We observe that this de-
sign is unnecessarily symmetric: documents
are visually complex and demand strong visual
understanding, whereas queries are just short
text strings. NanoVDR exploits this query—
document asymmetry by decoupling the two en-
coding paths: a frozen 2B VLM teacher indexes
documents offline, while a distilled text-only
student as small as 69M parameters encodes
queries at inference. The key design choice
is the distillation objective. Through system-
atic comparison of six objectives across three
backbones and 22 ViDoRe benchmark datasets,
we find that pointwise cosine alignment on
query text consistently outperforms ranking-
based and contrastive alternatives, while requir-
ing only pre-cached teacher query embeddings
and no document processing during training.
Furthermore, we identify cross-lingual transfer
as the primary performance bottleneck, and re-
solve it cheaply by augmenting training data
with machine-translated queries. The resulting
NanoVDR-S-Multi (DistilBERT, 69M) retains
95.1% of teacher quality and outperforms DSE-
Qwen2 (2B) on v2 and v3 with 32 fewer pa-
rameters and 50 x lower CPU query latency, at
a total training cost under 13 GPU-hours.

1 Introduction

Visual document retrieval (VDR) has achieved re-
markable effectiveness in retrieving information
from visually rich documents—financial reports
with charts, scientific papers with figures, indus-
trial manuals with diagrams—Dby treating each page
as an image rather than relying on OCR-based text
extraction (Faysse et al., 2025; Ma et al., 2024).

State-of-the-art systems use Vision-Language Mod-
els (VLMs) to encode both queries and document
pages into a shared embedding space (Faysse et al.,
2025; Ma et al., 2024; Ltd, 2025; Nomic Al, 2025).

However, these systems apply the same heavy-
weight VLM encoder for both document indexing
and query encoding. This results in high compu-
tational overhead at query time, requiring multi-
billion parameter models and GPU inference even
for plain-text queries, and leads to large index stor-
age costs for high-dimensional representations.

A key observation is that this design is unneces-
sarily symmetric: documents are visually complex
and genuinely require strong visual understanding,
whereas queries are short text strings that carry
no visual content. Using a multi-billion parame-
ter VLM to encode text-only queries wastes the
model’s visual processing capacity entirely.

To exploit this query—document asymmetry, we
propose NanoVDR,! which decouples the two en-
coding paths through knowledge distillation (Fig-
ure 1a). A frozen VLM teacher indexes documents
offline, producing single-vector visual embeddings;
a lightweight text-only student (as small as 6OM
parameters) encodes queries at inference by map-
ping them into the teacher’s embedding space via
a learned projector. The student requires no vi-
sion module and runs on CPU in ~50 ms, enabling
single-vector cosine similarity retrieval.

The central design choice is the distillation
objective—how to train the student to faithfully
represent queries in the teacher’s visual space.
Through systematic comparison of six objectives
across three backbones and the full 22-dataset Vi-
DoRe benchmark, we make the following contribu-
tions:

!Code and training scripts: https://github.com/
Ryenhails/NanoVDR. Model checkpoints and train-
ing data: https://huggingface.co/nanovdr. Interac-
tive demo: https://huggingface.co/spaces/nanovdr/
NanoVDR-Demo.
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Figure 1: Motivation and deployment advantage of NanoVDR. (a) Symmetric vs. asymmetric retrieval:
Current VDR systems (top) use the same heavy VLM encoder (2B) for both offline document indexing and
online query encoding (>2,000 ms per query). NanoVDR (bottom) decouples the two: the frozen VLM teacher
encodes documents offline, while a distilled text-only student (70M) encodes queries online in ~50 ms on CPU.
(b) Performance vs. latency: On the ViDoRe benchmark (mean NDCG @5 across v1/v2/v3), NanoVDR models
achieve near-teacher accuracy (dashed line) at 50-143x lower CPU latency. Bubble size is proportional to model
parameter count; the star (%) marks NanoVDR-S-Multi, the multilingual-augmented variant (§3.3).

¢ Asymmetric cross-modal distillation. We
propose a framework that distills a frozen 2B
VLM teacher into text-only student encoders
(69-151M) for VDR. Building on prior work
showing that embedding alignment is a strong
recipe for asymmetric query-encoder distilla-
tion within text retrieval (Kim et al., 2023;
Wang and Hong, 2023; Vujanic and Riick-
stief, 2026), we show that the same objective
transfers across modalities: pointwise cosine
alignment, which directly matches student
and teacher query embeddings, outperforms
all ranking-based and contrastive objectives
while requiring only pre-cached teacher query
embeddings and eliminating corpus-related
processing from training entirely.

¢ Extreme efficiency. NanoVDR-S (Distil-
BERT, 69M) outperforms DSE-Qwen2 (2B)
on v2 and v3 with 32 x fewer parameters and
50x lower query latency (Figure 1b), at a
total training cost under 13 GPU-hours. It
also keeps the storage efficiency compared to
multi-vector methods, which is inherited from
the teacher model.

¢ Cross-lingual augmentation. We further
identify in asymmetric encoders for VDR
task, the cross-lingual transfer is the primary
performance bottleneck, rather than cross-
modal transfer. We resolve it via query-only
multilingual augmentation, raising teacher re-
tention from 92.4% (NanoVDR-S) to 95.1%

(NanoVDR-S-Multi) at low cost.

2 Related Work

2.1 Visual Document Retrieval

Visual document retrieval treats document pages as
images and uses VLMs for both query and docu-
ment encoding. ColPali (Faysse et al., 2025) adapts
PaliGemma into a ColBERT-style (Khattab and Za-
haria, 2020) late interaction model, where each
document page produces hundreds of token-level
embeddings scored via MaxSim. The same work
introduced the ViDoRe benchmark spanning di-
verse document types. DSE (Ma et al., 2024) takes
a single-vector approach, producing one embed-
ding per document screenshot using Qwen2-VL
(Wang et al., 2024). VisRAG (Yu et al., 2025)
demonstrates retrieval-augmented generation over
visual documents. While retrieval quality has
steadily improved, each generation of models has
grown larger: more recent multi-vector systems
based on 4-8B VLMs (Ltd, 2025; Nomic Al, 2025)
achieve the highest quality but with query latency
exceeding 7 seconds on CPU, further widening
the efficiency gap. Vision-native encoders such
as SiglIP2 (Tschannen et al.,, 2025) and Jina-
CLIP (Koukounas et al., 2024) offer lighter alter-
natives but substantially lag behind VLM-based
approaches on document retrieval tasks.

Three concurrent works attempt to bridge effi-
ciency and visual understanding. VISTA (Zhou
et al., 2024) augments a frozen text encoder with
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Figure 2: Query-centric distillation training of NanoVDR. Left: The frozen VLM teacher pre-caches training
query embeddings via text-only inference. Right: The student text encoder is trained to minimize Lajgn =

Q

1 — cos(vy?,v%?), requiring no document images or negative sampling.

a ViT image tokenizer, enabling multi-modal re-
trieval without modifying the text backbone; how-
ever, the ViT remains required at inference, and
the model has not been evaluated on document-
level benchmarks. ModernVBERT (Teiletche et al.,
2025) builds a purpose-designed 250M vision-
language encoder by fusing a SigLIP2 vision en-
coder with a ModernBERT backbone via early fu-
sion, matching ColPali-level quality at 12 x fewer
parameters; nevertheless, both query and docu-
ment encoding still require the full vision-language
model. SERVAL (Nguyen et al., 2025) takes a
generate-then-encode approach: a VLM generates
textual descriptions of document images, which
are then indexed by a standard text encoder. While
zero-shot and effective, the pipeline requires mas-
sive VLM inference for every document at indexing
time.

Another parallel line of work attacks the cost
of multi-vector VDR from the document side, by
shrinking what has to be stored per page: merging
patch embeddings (Ma et al., 2025), pruning them
adaptively (Yan et al., 2025; Liu et al., 2026) or
replacing them with a learned and resizable set of
tokens (Xiao et al., 2026). These methods change
what the index holds while leaving the retrieval ar-
chitecture intact, so the full multi-billion-parameter
VLM still runs at both document and query time.

Our approach differs: we distill the VLM’s em-
bedding space directly into a tiny text-only encoder,
requiring neither a vision module at inference nor
VLM-scale caption generation.

2.2 Knowledge Distillation in Dense Retrieval

Knowledge distillation (Hinton et al., 2015) has
been extensively applied to dense text retrieval,
where using separate encoders for queries and doc-
uments is well-established (DPR (Karpukhin et al.,
2020), ColBERT (Khattab and Zaharia, 2020)).

NanoVDR extends this asymmetry across modal-
ities, pairing a VLM document encoder with a
text-only query encoder. TAS-B (Hofstitter et al.,
2021b) uses topic-aware sampling with balanced
training from a cross-encoder teacher. MarginMSE
(Hofstétter et al., 2021a) distills pairwise margin
scores to train efficient bi-encoders. RankDistil
(Reddi et al., 2021) applies listwise KL-divergence
with curriculum learning. These approaches op-
erate within a single modality (text-to-text) and
rely on ranking-based objectives. In the vision-
language domain, CLIP-KD (Yang et al., 2024)
and TinyCLIP (Wu et al., 2023) compress CLIP
models via combinations of feature alignment and
affinity mimicking, but target image classification
rather than document retrieval.

Making the query side of a dense retriever cheap
by aligning it to a frozen teacher’s embedding space
is an established recipe within text retrieval. Em-
bedDistill (Kim et al., 2023) distils the geometry
of the teacher’s embedding space rather than its
scores; Wang and Hong (2023) show that aligning
query embeddings alone already suffices to shrink
the online encoder; and LEAF (Vujanic and Riick-
stieB, 2026) trains a small student against a frozen
embedding teacher without relevance judgments,
hard negatives, or a contrastive term. All three ask
how to make the query encoder small, and all three
answer within a single modality.

Most closely related is Unveil (Sun et al., 2025),
which distils a VLM teacher into a VLM student, so
the student still encodes images. Our contribution
is the cross-modal extension of the same recipe:
the teacher is a vision-language model and the stu-
dent is text-only, so the query encoder inherits the
teacher’s document embedding space without ever
processing an image.
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3 Methodology

3.1 System Overview

Figure 1a illustrates the overall architecture. Given
a corpus of N document pages, each rendered as
an image d;, and a text query ¢, visual document
retrieval aims to rank pages D = {dy,...,dnN} by
relevance to g. NanoVDR decouples the two encod-
ing paths entirely: a frozen VLM teacher g indexes
each page image offline as V]-D = g(dj) € R4,
while a lightweight text-only student fy encodes
queries online as v&¥ = fy(q) € R Retrieval
is performed via cosine similarity: score(q,d;) =
v VP,

Following  Sentence-Bert (Reimers and
Gurevych, 2019), the student text encoder consists
of a pre-trained backbone h, mean pooling, and a
two-layer MLP projector:

fo(g) = norm(MLP(pool((q)))) (1)

where MLP(x) = Wyo(Wix 4 by) + by with
GELU activation. The teacher remains completely
frozen throughout; specific model choices are de-
tailed in §4.

3.2 Query-Centric Distillation

Figure 2 illustrates the training pipeline, which
proceeds in two stages (left to right). First, the
frozen VLM teacher encodes all training queries
in text-only mode, producing target embeddings
v? = g(q) € R% Second, the student text encoder
is trained to produce query embeddings close to the
teacher’s. The alignment loss directly minimizes
the angular distance:

Q Q
Vs - Vy
Ealign =1- (2)
IV Ve

Because the teacher maps both queries and docu-
ments into the same embedding space, training the
student to match teacher query embeddings simulta-
neously enables retrieval against teacher document
embeddings, despite the student never seeing any
images. This pointwise formulation requires no
document embeddings, no negative sampling, and
no corpus-level processing.

A key practical advantage of alignment-
only distillation (Lyjign) is that it requires only
teacher query embeddings, which are text-encoded.
Ranking-based objectives additionally require
teacher document embeddings (Liank, Eq. 5) to

construct in-batch similarity distributions, neces-
sitating the teacher to process every training
image—the dominant bottleneck in the pre-caching
pipeline.

3.3 Multilingual Query Augmentation

Because alignment training is purely query-centric,
extending the student to new languages requires
only additional query text—not new document im-
ages or teacher re-encoding. We translate ~489K
English training queries into five target languages
(Portuguese, Spanish, German, French, Italian) us-
ing Helsinki-NLP Opus-MT models (Tiedemann
and Thottingal, 2020), balancing each language
to ~200K queries. Each translated query is re-
encoded by the frozen teacher in text mode, pro-
ducing a new target embedding. The augmented
dataset combines these 778K translations with the
original 711K pairs, yielding 1.49M training pairs
(details in Appendix I).

4 Experimental Setup

We evaluate NanoVDR on the ViDoRe benchmark
against 11 baselines spanning four model cate-
gories, followed by systematic ablation of the dis-
tillation objective (§6).

4.1 Datasets and Evaluation

We evaluate on the full public ViDoRe benchmark
(Faysse et al., 2025; Macé et al., 2025; Loison et al.,
2026), comprising 22 datasets across three versions
(Appendix A): vl (10 datasets: DocVQA, ArX-
ivQA, InfoVQA, TabFQuAD, TatDQA, ShiftPro-
ject, and four SyntheticDocQA domains), v2 (4
datasets: ESG reports, biomedical lectures, eco-
nomics reports, and human-labeled ESG reports),
and v3 (8 datasets: finance with English and French
corpora, HR, energy, industrial, pharmaceutical,
physics, computer science). We report NDCG@5
(Jarvelin and Kekéldinen, 2002) as the primary met-
ric, averaged per benchmark version.

For training, we aggregate 726K query-
document image pairs from four public sources
after quality filtering and case-insensitive dedupli-
cation: VisSRAG-Synthetic (Yu et al., 2025) (239K,
32.9%), ColPali training set (Faysse et al., 2025)
(111K, 15.3%), VisRAG-InDomain (Yu et al.,
2025) (96K, 13.2%), and VDR-Multilingual (Cimo-
lai and Markewich, 2025) (en/es/it/de/fr) (280K,
38.6%). We hold out 2% via stratified sampling
for validation (14.5K pairs), yielding 711K train-
ing pairs (Appendix B). The validation set is used
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Table 1: Main results (NDCG@5 x100) on the ViDoRe benchmark. Each benchmark version is averaged over the
indicated number of datasets. Params = total model parameters; for NanoVDR this includes the backbone + MLP
projector. Scoring = retrieval scoring method: MaxSim (token-level late interaction) or Cosine (single-vector dot
product). t: Qwen3-VL-Embedding-2B (Li et al., 2026), our frozen teacher used for offline document indexing.
Best per group in bold. Subscripts on NanoVDR rows indicate teacher retention (%, student/teacher). I: SERVAL
(Nguyen et al., 2025) generates a textual description of every page offline with a VLM and indexes those descriptions
with a standard text encoder. Its ViDoRe v2 score is recomputed from the per-dataset results reported in that paper;

see Appendix J.

Model Backbone

Params

Scoring ViDoRe v1 (10) ViDoRe v2 (4) ViDoRe v3 (8)

Multi-vector VLMs (MaxSim scoring, multi-token document representation)

Tomoro-8B ColQwen3-8B 8.8B MaxSim 90.6 65.0 59.0

Tomoro-4B ColQwen3-4B 4.0B MaxSim 90.2 65.2 57.6

ColNomic-7B ColQwen2.5-7B 7.8B MaxSim 89.8 60.4 55.9

ColPali PaliGemma-3B 3.0B MaxSim 84.2 54.7 42.0

ColModernVBert ModernBERT-base 250M MaxSim 76.7 334 17.4
Single-vector VLMs (Cosine scoring, one vector per document)

DSE-Qwen2 Qwen2-VL-2B 2.0B Cosine 85.1 55.7 41.3

Qwen3-VL-Emb’  Qwen3-VL-2B 2.0B Cosine 84.3 65.3 50.0
Vision-native encoders (Cosine scoring, visual-text contrastive pre-training)

JinaCLIP CLIP-ViT-L 400M Cosine 53.7 26.7 20.7

SigLIP2 S0400m 1.1B Cosine 44.6 20.1 14.8

BiModernVBert ModernBERT-base 250M Cosine 374 10.9 5.5
Generate-then-encode (VLM caption — text encoder)

SERVAL* Qwen2.5-VL-32B + INF-7B 32B+7B Cosine — 62.2% —
NanoVDR (text-only student, Cosine scoring, distilled from Qwen3-VL-Emb')

NanoVDR-L ModernBERT-base 151M Cosine 82.497.7%) 61.5(94.2%) 44.2 83 4%)

NanoVDR-M BERT-base 112M Cosine 82. 1(97,4%) 62.2(953%) 44.7(894%)

NanoVDR-S DistilBERT 69M Cosine 82.2(975%) 60.592.6%) 43.587.0%)

NanoVDR-S-Multi DistilBERT 69M Cosine 82.2(97,5%) 61 .9(943%) 46.5(930%)

for model selection (best checkpoint by validation
loss).

4.2 Baselines

We select 11 baselines that represent the full spec-
trum of current VDR approaches, from large multi-
vector VLMs to lightweight vision-native encoders,
to contextualize NanoVDR'’s efficiency—quality
tradeoff: (1) Multi-vector VLMs with MaxSim
scoring: Tomoro-8B/4B (Ltd, 2025), ColNomic-
7B (Nomic Al, 2025), ColPali (Faysse et al.,
2025), ColModernVBert (Teiletche et al., 2025);
(2) Single-vector VLMs: our teacher Qwen3-
VL-Embedding-2B (Li et al., 2026) and DSE-
Qwen2 (Ma et al., 2024); (3) Vision-native en-
coders: Sigl.IP2 (Tschannen et al., 2025), Jina-
CLIP (Koukounas et al., 2024), BiModernVBert
(Teiletche et al., 2025). (4) Generate-then-encode:
SERVAL (Nguyen et al., 2025), whose ViDoRe v2
scores we recompute from its published per-dataset
results (see Table 1 footnote). Models in cate-
gories (1)-(2) and BiModernVBert are fine-tuned
for document retrieval; SigL.IP2 and Jina-CLIP are
general-purpose contrastive models used zero-shot.

All baselines except SERVAL are evaluated by us
under identical conditions; SERVAL’s scores are
taken from its own paper.

4.3 Implementation Details

The VLM teacher is Qwen3-VL-Embedding-2B
(Li et al., 2026) (built on Qwen3-VL (Bai et al.,
2025)), producing d = 2048-dimensional embed-
dings. We train three student variants of increasing
capacity: NanoVDR-S (DistilBERT (Sanh et al.,
2020), 66M+2M projector = 69M), NanoVDR-
M (BERT-base (Devlin et al., 2019), 110M+2M
= 112M), and NanoVDR-L (ModernBERT-base
(Warner et al., 2025), 149M+2M = 151M). Each
uses a two-layer MLP projector (768 — 768 —
2048) to match the teacher’s embedding space.
All experiments are conducted on NVIDIA
H200 GPUs (141 GB HBM3e); all GPU-hour fig-
ures in this paper refer to this hardware. Training
uses OneCycleLR scheduling (peak Ir=2e-4, 3%
warmup), batch size 256 with gradient accumula-
tion 4 (effective 1024), for 20 epochs (~13.9K
steps). Training takes 10—12 hours per model
on a single GPU (10.1h for NanoVDR-S, 10.5h
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Table 2: Deployment cost comparison (query-time). All latency measured on a single CPU thread (batch size 1).
Params = total parameters. Dim = embedding dimension per vector. Tok/Doc = tokens stored per document page
(1 = single-vector). Size = query encoder checkpoint (float32); for NanoVDR this is the student only. Encode
= single-query encoding latency. Ret/N = scoring latency against NV candidate documents. Index/1M = index
storage for 1M documents (float32 for single-vector, float16 for multi-vector). NanoVDR shares the teacher’s
(Qwen3-VL-Embedding-2B) pre-computed document index. The teacher itself is excluded as it is used only for

offline GPU-based document indexing.

Model Params  Dim Tok/Doc Size Scoring Encode Ret/1K Ret/10K Index/1M
Multi-vector VLMs (MaxSim scoring)
Tomoro-8B 8,768M 320 1,280 35.1GB MaxSim 8,225ms 706ms 7,124 ms 819 GB
ColNomic-7B 7,829M 128 1,000 31.3GB MaxSim 7,471ms 234ms 2,385ms 256 GB
ColPali 2,964M 128 1,030 11.9GB MaxSim 7,284ms 269ms 2,786 ms 264 GB
ColModernVBert 259M 128 1,000 1.0GB MaxSim 183ms 242ms 2,553 ms 256 GB
Single-vector models (Cosine scoring)
DSE-Qwen2 2,209M 1,536 1 88GB Cosine 2,539ms 0.14ms 2.3ms 6.1 GB
SigLIP2 1,136M 1,152 1 45GB Cosine 952ms 0.14ms 2.0ms 4.6 GB
NanoVDR (text-only student, Cosine scoring)
NanoVDR-L 151M 2,048 1 605MB Cosine 109ms 0.20ms 2.6 ms 8.2GB
NanoVDR-M 112M 2,048 1 447MB Cosine 101 ms 0.21ms 2.5ms 8.2GB
NanoVDR-S 6OM 2,048 1 274MB Cosine 5lms 0.22ms 2.5ms 8.2GB

for NanoVDR-M, 11.7h for NanoVDR-L). Since
the alignment objective is purely pointwise and
query-centric, the total training cost for our best
NanoVDR model including pre-caching teacher
query embeddings (~1 GPU-hour via text-mode
inference), is under 13 GPU-hours. Ranking-based
ablation variants additionally require cached doc-
ument embeddings; a full cost comparison is in
Appendix E.

5 Main Results

5.1 Retrieval Performance against
Heavyweight VLMs

Table 1 presents NDCG@35 across the three Vi-
DoRe benchmark versions (per-dataset breakdowns
in Appendix C).

NanoVDR-S approaches VLM-level quality.
Our smallest variant, NanoVDR-S (DistilBERT,
69M), achieves 82.2/60.5/43.5 on v1/v2/v3, retain-
ing 92.4% of teacher performance with 29 x fewer
parameters. With multilingual query augmentation
(NanoVDR-S-Multi; §3.3), retention rises to 95.1%
(82.2/61.9/46.5), making the 69M text-only student
competitive with the 2B VLM teacher. The larger
backbones NanoVDR-M (112M) and NanoVDR-
L (151M) offer only marginal improvements over
NanoVDR-S, confirming that the query embedding
task does not require extensive model capacity.

Text-only students outperform VLM baselines
on harder benchmarks. On the more challeng-

ing v2 and v3, all NanoVDR variants surpass
both ColPali (3B, multi-vector) and DSE-Qwen2
(2B, single-vector), despite being text-only mod-
els with 32 x fewer parameters than DSE-Qwen2.
NanoVDR-S-Multi achieves the highest NDCG@5
among all student variants on v3 (46.5, +4.5 over
ColPali); NanoVDR-M leads on v2 (62.2, +6.5
over DSE-Qwen2).

5.2 Extreme Efficiency and Deployment Cost

Table 2 summarizes deployment costs. The effi-
ciency gains of NanoVDR come from two sources:
the distilled student itself (query encoding latency
and model size), and the inherited single-vector
representation from the teacher (retrieval scoring
and index storage). All latency measurements are
collected on a single CPU thread (AMD EPYC
9474F, batch size 1).

Query encoding latency and model size (distilla-
tion advantage). NanoVDR-S encodes a query
in 51 ms on CPU—50x faster than DSE-Qwen2
(2.58) and 143 x faster than ColPali (7.3 s); even
NanoVDR-L completes in 109 ms. The NanoVDR-
S checkpoint is 274 MB, compared to 11.9 GB for
ColPali and 35.1 GB for Tomoro-8B, enabling de-
ployment on edge devices without GPU memory.

Inherited efficiency from single-vector teacher.
The remaining advantages—single-vector cosine
scoring (2.5 ms per 10K documents vs. 7.1s for
MaxSim) and compact index storage (8.2 GB vs.
264-819 GB per 1M pages)—are inherited from

1636



the teacher’s single-vector architecture; our contri-
bution is making the query encoder small enough
to exploit them in practice.

6 Ablation and Analysis

Our ablation spans 6 loss configurations x 3 stu-
dent backbones x 3 benchmarks = 54 evalua-
tion points, all trained to convergence under the
identical settings described in §4 (711K pairs, 20
epochs). The only controlled variable is the loss
function. Note that ranking-based and InfoNCE
variants require pre-cached teacher document em-
beddings for computing in-batch similarity distri-
butions (B = 256 in-batch negatives); the pure
alignment objective does not.

6.1 The Monotonic Superiority of Spatial
Alignment

We compare six distillation objectives spanning the
full spectrum from pure ranking (A, =0, A, =1)
to pure alignment (A, = 1, A\, = 0), plus a hard-
label InfoNCE baseline (Table 3). The combined
loss is £ = A\gLatign + ArLrank, where Lynk is KL-
divergence over in-batch similarity distributions:

pP: = softmax(thVDT/Tt), 3)
Ps = softmax(v?VDT/TS), %)
Liank = Dxr(pe]|ps) )

where VP ¢ RB*? is the matrix of in-batch
teacher document embeddings, and » = 0.07,
Ts = 0.05 are temperature parameters (the softer
teacher distribution encourages the student to pre-
serve relative ranking structure). The InfoNCE
baseline replaces soft teacher distributions with
hard one-hot labels, where vf is the positive docu-
ment embedding:

exp(ve - vP /1)
> exp(vg2 . V]-D/TS)

The result is consistent: as the alignment
weight increases relative to ranking, NDCG@5
improves monotonically in the 3-backbone av-
erage on all three benchmarks, with consistent
trends per backbone (Appendix D). Pure alignment
outperforms pure ranking by +1.1/+4.0/4+2.5 on
v1/v2/v3. This is notable because ranking-based
losses (KL-divergence, MarginMSE) are the pre-
vailing choice in retrieval distillation (Hofstétter
et al., 2021b,a). We conjecture that alignment’s ad-
vantage stems from the high quality of our teacher’s

(6)

LinfoNcE = — log

Table 3: Loss ablation (NDCG@5 x 100, averaged over
3 backbones). \,, A, = weights for L;jign and Lgnk. All
trained under identical settings (20 epochs, lIr=2e-4).

da A VI(10) V2@ v3(®)
1 0 82.2 61.4 44.1
1 05 81.6 59.8 428
1 1 81.5 59.1 42.5
05 1 81.5 58.6 42.1
0 1 81.1 57.4 41.6
InfoNCE 71.5 39.8 30.0

embedding space: when the teacher provides well-
structured coordinates, direct spatial alignment ex-
ploits richer geometric signal than relative ranking
alone. Supporting this, we find that teacher qual-
ity is the strongest predictor of distillation success
(r =+40.607), while student—teacher cosine simi-
larity shows near-zero correlation with retention
(r = 40.094; Appendix H)—suggesting that the
geometric structure of the space matters more than
pointwise proximity.

6.2 The Necessity of Soft-Label Distillation

The InfoNCE (van den Oord et al., 2019) base-
line uses hard one-hot labels—the student learns
that query ¢ matches document ¢ and nothing else—
rather than the teacher’s soft ranking distribution.
The degradation is severe: —10.7 on vl, —21.6
on v2, and —14.1 on v3 compared to alignment
(Table 3, bottom row).

This 10-22 point gap shows that faithfully repro-
ducing the teacher’s continuous embedding geom-
etry is substantially more informative than fitting
binary relevance boundaries. The teacher’s “dark
knowledge” (Hinton et al., 2015) (the geometric
relationships encoded in its embedding space) is
the critical ingredient for cross-modal transfer.

6.3 Data Efficiency

Training on random subsets of the 711K pairs re-
veals strong diminishing returns (Appendix F): at
25% of training data (178K pairs), NanoVDR-
S already achieves 93%/82%/70% retention on
v1/v2/v3. Even at 10% (71K pairs), the model
reaches 79% retention on vl (66.7 NDCG@5). The
v3 benchmark saturates slower than v1, likely be-
cause it demands broader cross-lingual coverage

(§6.4).
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Table 4: Distillation retention by query language
(NanoVDR-S). Train% = proportion of 711K training
pairs in each language. Teacher and Student are mean
NDCG@5 (x100). Ret. = Student/Teacher. All 22
ViDoRe datasets pooled (19,537 unique queries after
exact-duplicate removal).

Language Train% #Queries Teacher Student  Ret.
English 68.7 6,237 64.0 60.3 94.3%
French 7.6 3,074 56.2 51.7 92.1%
Italian 7.6 2,419 49.0 44.1 90.0%
Spanish 8.1 2,694 514 46.1 89.7%
German 8.0 2,694 49.3 423 85.7%
Portuguese 0.0 2,419 48.7 36.8 75.6%

6.4 Cross-Lingual Transfer: The Primary
Bottleneck

A natural concern with text-only distillation is
whether the modality gap (text-only student vs.
vision-language teacher) limits performance on vi-
sual documents. We conduct a per-query analy-
sis on NanoVDR-S across all 22 ViDoRe datasets
(19,537 queries), grouping every query by language
to disentangle language effects from document con-
tent.

Language determines retention. Table 4 ag-
gregates retention (student NDCG@5/ teacher
NDCG@5 x 100) by the six evaluation languages.
The hierarchy broadly tracks training data coverage:
English (68.7% of training data) achieves 94.3%
retention, French/Italian/Spanish (7-8% each) 90—
92%, German (8.0%) 85.7%, and Portuguese (en-
tirely absent from training) only 75.6%. The Pear-
son correlation between training data proportion
and retention is 7 =4-0.563 (n=6; suggestive but
not statistically significant at this sample size).

Within-dataset evidence isolates the language
effect. On the eight ViDoRe v3 multilingual
subsets—where the same document corpus is
queried in all six languages—English queries aver-
age 92.8% retention versus 75.4% for Portuguese,
a 17.4 pp gap on identical corpora. Per-dataset
breakdowns (Appendix G) show the gap is largest
for dense technical terminology and smallest for
notation-heavy scientific content.

The modality gap is not the bottleneck. For En-
glish queries, NanoVDR-S retains 94.3% of teacher
quality across 20 datasets spanning diverse visual
document types—infographics, financial tables, sci-
entific diagrams, and dense text—demonstrating
that a text-only student can effectively retrieve vi-

Table 5: Effect of multilingual query augmentation by
language NDCG@5 x100). Original = NanoVDR-S
trained on 711K pairs; +Aug = retrained on 1.49M pairs
with translated queries. A = +Aug — Original. Ret. =
+Aug/ Teacher. Same 19,537 queries as Table 4.

Language #Queries Teacher Original +Aug A  Ret.

English 6,237 64.0 60.3 60.3 +0.0 94.3%
French 3,074  56.2 51.7 532 +1.5 94.7%
Italian 2419 490 44.1 457 +1.6 93.3%
Spanish 2,694 514 46.1 47.8 +1.8 93.1%
German 2,604 493 423 454 +3.1 92.0%
Portuguese 2,419 48.7 36.8 46.1 +9.3 94.6%

sual documents through spatial alignment alone.
The dominant bottleneck is cross-lingual transfer:
NanoVDR-S uses DistilBERT, a primarily English-
trained backbone, which limits its ability to align
non-English query embeddings with the teacher’s
multilingual space. Since alignment training is
query-centric and requires no document images,
this gap can be addressed cheaply via query-only
data augmentation (§3.3).

Beyond language, we find that teacher quality
(r=+40.607) and corpus size (r=—0.566) predict
the remaining retention variation on English-only
queries, while direct student—teacher cosine sim-
ilarity shows near-zero correlation (r = 4-0.094);
full analysis is in Appendix H.

6.5 Validating Multilingual Augmentation

Table 5 validates the multilingual augmentation
described in §3.3 by breaking down NanoVDR-S-
Multi’s improvement by query language. The gains
concentrate precisely where the cross-lingual analy-
sis above predicted: Portuguese (previously absent
from training) gains +9.3 NDCG, while English
shows zero regression. After augmentation, all six
languages achieve >92% retention—the maximum
cross-lingual gap narrows from 18.6 pp to 2.7 pp.
On the benchmark level (Table 1, NanoVDR-S-
Multi), ViDoRe v1 performance is preserved (82.2
— 82.2); the multilingual v2 and v3 gain +1.4 and
+3.0 respectively. These results confirm that the
primary bottleneck for NanoVDR is cross-lingual
transfer, not cross-modal transfer, and that it can
be resolved cheaply through query-only data aug-
mentation.

7 Conclusion

We presented NanoVDR, a framework for asym-
metric cross-modal distillation that enables ef-
ficient visual document retrieval. Given a
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high-quality VLM teacher, the simplest pos-
sible objective—pointwise cosine alignment—
consistently outperforms ranking-based and con-
trastive alternatives, while eliminating document
representations and negative sampling from train-
ing. The query-centric nature of alignment makes
the primary bottleneck cross-lingual rather than
cross-modal, which we resolve cheaply via trans-
lated query augmentation, narrowing a large lan-
guage gap without additional image processing.
With this augmentation, NanoVDR-S-Multi (Distil-
BERT, 69M) retains 95.1% of teacher quality and
outperforms DSE-Qwen2 (2B) on v2 and v3 with
32 x fewer parameters, 5S0x lower query latency,
and 32-100x less index storage—all at a training
cost under 13 GPU-hours.

Limitations

NanoVDR specialises the query path for text. The
teacher, Qwen3-VL-Embedding-2B, accepts im-
age queries and interleaved image—text queries; the
distilled student does not, and cannot be made to
without reintroducing a vision encoder. This is a
genuine capability loss, not only a scope choice.
It is invisible on ViDoRe, whose 22 datasets all
pair a short text query with a page-image corpus,
and it matches how visual document retrieval is de-
ployed in enterprise search and RAG today, but any
application that needs an image as the query must
keep the full VLM on the query side. Distilling a
multi-modal query path into a compact student is
left to future work.

NanoVDR inherits not only the teacher’s embed-
ding quality but also its representation form: one
vector per page, scored by dot product. This is the
structural reason it does not match late-interaction
systems on the hardest benchmark, where Tomoro-
8B reaches 59.0 on ViDoRe v3 against 46.5 for
NanoVDR-S-Multi. Student-side capacity does not
close that gap, because the information a multi-
vector index keeps per page was already discarded
when the teacher pooled it. The trade is deliberate:
the same pooling is what buys the 100x smaller
index and the 2.5 ms scoring latency in Table 2.
Distilling a multi-vector teacher into a token-level
student, trading that index back for quality, is a
concrete direction we have not explored.

This work does not explore reducing the of-
fline indexing cost, which still requires the full
2B VLM teacher to encode every document im-
age; teacher compression and progressive indexing

remain future work. We evaluate exclusively on
first-stage ranking; whether the framework gen-
eralises to re-ranking or to text-only corpora is
untested. Our multilingual query augmentation
relies on lightweight machine translation models,
which may introduce semantic shifts or struggle
with domain-specific terminology (for example in
finance or physics); higher-fidelity LLM translation
is a natural extension.

The 512-token limit of the DistilBERT back-
bone is not binding on current benchmarks: across
all 19,609 ViDoRe queries the longest is 182 to-
kens and none is truncated (Appendix K). Re-
trieval settings with paragraph-length or multi-hop
queries fall outside what these benchmarks mea-
sure, and whether a 512-token student suffices there
is untested.
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A ViDoRe Benchmark Details

The Visual Document Retrieval (ViDoRe) bench-
mark comprises three progressively challenging
versions. Table 6 provides a cross-version sum-
mary; Table 7 lists all 22 evaluation datasets.

vl (Faysse et al., 2025). Introduced along-
side ColPali, vl contains 10 datasets in English
and French. Five are sourced from established
visual QA benchmarks (DocVQA, ArXivQA,
InfoVQA, TatDQA, TabFQuAD) with human-
authored queries; five use queries generated by
Claude-3 Sonnet over curated document collec-
tions. With state-of-the-art models exceeding 90
NDCG@5, vl is approaching saturation.
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Table 6: Cross-version comparison of the ViDoRe
benchmark.

vl v2 v3
Datasets 10 4 8
Query languages 2 4 6
Query source VQA + LLM LLM + human LLM + expert
SOTA NDCG@5 >90 59-65 57-59
v2 (Macé et al., 2025). Designed to address v1’s

saturation, v2 introduces 4 datasets with queries
in up to 4 languages (English, French, Spanish,
German). Queries are generated through a blind
contextual process—annotators receive only docu-
ment metadata, not full pages—reducing extractive
bias and requiring cross-document reasoning. The
fourth dataset (ESG Reports Human-Labeled) pro-
vides expert human annotations over the same ESG
corpus. Best models score 59-65 NDCG@5.

v3 (Loison et al., 2026). The most comprehen-
sive version, v3 provides 8 public datasets across 6
languages (adding Italian and Portuguese). Annota-
tion involved approximately 12,000 person-hours,
combining LL.M-synthesized queries with exten-
sive expert review. Each query includes page-level
relevancy rankings, bounding box annotations, and
multilingual translations. The 8 domains span en-
terprise scenarios from finance to physics, with
document corpora in English or French.

B Training Data Details

We aggregate training data from four publicly avail-
able visual document retrieval datasets, totalling
726K unique query—document image pairs after
quality filtering and case-insensitive query dedupli-
cation (from 761K raw pairs). A 2% stratified split
yields 711K training and 14.5K validation pairs.
Table 8 provides the breakdown.

VisRAG-Synthetic (Yu et al., 2025). This
dataset contains 234K synthetically generated
query—page image pairs. Document pages are
sourced from four domains: OpenStax college-
level textbooks (10K pages), ICML 2023 papers
(5K pages), NeurIPS 2023 papers (5K pages), and
Manuallib product manuals (20K pages). Queries
are generated by prompting GPT-40 with each page
image. Training batches are organized so that all
samples within a batch of 128 originate from the
same source domain.

ColPali Training Set (Faysse et al., 2025). The
ColPali training set comprises 127K query—page
pairs, of which 63% come from existing academic
VQA benchmarks (DocVQA, ArXiv QA, TatDQA,
Infographic-VQA) and 37% are synthetically gen-
erated from web-crawled PDF pages across energy,
healthcare, government, Al, and business domains
using Claude-3 Sonnet. The dataset is English-only
by design, enabling study of zero-shot cross-lingual
transfer. After our deduplication pipeline, 109K
pairs remain.

VisRAG-InDomain (Yu et al.,, 2025). This
dataset provides 123K query—page pairs drawn
from six established visual QA benchmarks:
PlotQA (56K, scientific plots), ArXivQA (26K,
academic papers), Infographic-VQA (18K), MP-
DocVQA (11K), SlideVQA (8K, presentation
slides), and ChartQA (4K). Since these benchmarks
overlap with ViDoRe evaluation sets, we rely on
the official train splits to avoid contamination. Af-
ter deduplication, 94K pairs remain.

VDR-Multilingual (Cimolai and Markewich,
2025). This multilingual dataset contains approx-
imately 500K query—image pairs across five Euro-
pean languages (English, German, French, Span-
ish, Italian), collected from public internet PDFs.
Queries are synthetically generated using Gemini-
1.5-Pro and Qwen2-VL-72B. Each record also in-
cludes 16 hard negative document IDs (unused in
our align-only training). After deduplication, 275K
pairs remain with a balanced distribution across
languages (52-57K per language). This is the only
multilingual source in our training mixture, provid-
ing cross-lingual diversity. The dataset is released
under the Apache 2.0 license.

C Per-Dataset Results

Tables 9-11 provide the full per-dataset breakdown
for all three ViDoRe benchmark versions, cover-
ing all baselines and NanoVDR variants (including
NanoVDR-S-Multi with multilingual augmenta-
tion) evaluated under identical conditions.

D Per-Backbone Loss Ablation

Table 12 shows loss ablation broken down by stu-
dent backbone.

E Training Cost: Alignment vs. Ranking

Table 13 quantifies this difference. For our 711K-
pair training set, encoding document images with
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Table 7: All 22 ViDoRe evaluation datasets used in this work. Doc = document corpus language. Query = languages
in which queries are provided. Source: H = human-authored (from VQA benchmarks or expert annotation); L =
LLM-generated; L+H = LLM-generated with human review. Six languages = EN/FR/ES/DE/IT/PT.

Dataset Ver. Document Domain Doc Query Source
DocVQA vl Industrial documents EN EN H
ArXivQA vl  Scientific papers EN EN H
InfoVQA vl Infographics EN EN H
TatDQA vl Financial tables EN EN H
TabFQuAD vl Tables in French PDFs FR FR H
SyntheticDocQA-AI vl  Al-related documents EN EN L
SyntheticDocQA-Energy vl Energy sector reports EN EN L
SyntheticDocQA-Gov. vl  Government reports EN EN L
SyntheticDocQA-HIt. vl Healthcare documents EN EN L
ShiftProject vl  Environmental reports ~ FR FR L
ESG Reports v2  ESG / sustainability EN EN/FR/ES/DE L+H
Biomedical Lectures v2 Biomedical slides EN EN/FR/ES/DE L+H
Economics Reports v2  Economics reports EN EN/FR/ES/DE L+H
ESG Reports (Human) v2  ESG/ sustainability EN EN H
Finance-EN v3  US annual reports EN 6 langs L+H
Finance-FR v3  French annual reports ~ FR 6 langs L+H
Computer Science v3  CS textbooks EN 6 langs L+H
HR v3  EU HR reports EN 6 langs L+H
Energy v3  French energy reports FR 6 langs L+H
Industrial v3  USAF technical orders EN 6 langs L+H
Pharmaceutical v3  FDA reports EN 6 langs L+H
Physics v3  French physics lectures FR 6 langs L+H

Table 8: Training data composition after deduplication.
VDR-Multilingual is split by language.

Source Subset Train %
VisRAG-Synthetic =~ — 233,817 32.9
ColPali — 109,044 15.3
VisRAG-InDomain — 94,016 13.2
VDR-Multilingual ~ Spanish 57,491 8.1
German 56,994 8.0
French 54,079 7.6
Italian 53,787 7.6
English 52,375 7.4
Total 711,603  100.0

the 2B-parameter VLM teacher costs 24 GPU-
hours (8 shards on H200), while text query en-
coding completes in under 1 GPU-hour—a 30x
speedup. Alignment-only training eliminates the
image encoding step entirely, reducing the total pre-
caching cost from ~25 to ~1 GPU-hour and halv-
ing the embedding storage from 5.8 GB to 2.9 GB.

Combined with the accuracy advantage demon-
strated in Table 3, alignment-only distillation is
dominant in our setting: it is both more accurate
and substantially cheaper.

F Data Efficiency

We investigate how much training data is needed
by training NanoVDR-S (DistilBERT, align-only)

on random subsets of {1, 5, 10, 25, 50, 100} %
of the 711K training pairs, all with identical hy-
perparameters (20 epochs, Ir=2e-4). Figure 3
shows clear diminishing returns: at just 25% of
training data (178K pairs), the model already
achieves 93%/82%/70% retention on v1/v2/v3,
covering most of the gap to the full-data model
(98%/93%/87%). The marginal gain from quadru-
pling data (25%—100%) adds only +4.2/+7.0/+8.6
NDCG points, compared to +25.2/+29.4/4+22.9
from the 5%—25% jump.

The three benchmarks saturate at markedly dif-
ferent rates: vl (English-dominant, smaller cor-
pora) reaches 93% retention with 25% data, while
v3 (6-language, larger corpora) requires 100% data
to reach 87%. This mirrors the cross-lingual find-
ing (§6.4): multilingual evaluation demands greater
data diversity. Even at 10% (71K pairs), NanoVDR-
S achieves 66.7 on vl (79% retention), demon-
strating that the alignment objective extracts useful
cross-modal knowledge from remarkably few ex-
amples.

G Per-Language Retention Matrix

Table 14 presents the full per-language retention
breakdown across all 22 ViDoRe datasets. The 10
ViDoRe v1 datasets are single-language (8 English,
2 French); ViDoRe v2 includes four evaluation

1643



Table 9: Per-dataset NDCG @5 (x100) on ViDoRe v1. {: Qwen3-VL-Embedding-2B (our teacher). Best overall in

bold, best among NanoVDR variants underlined.

English French
Model ArXivQA TatDQA InfoVQA DocVQA Syn-Al Syn-En. Syn-Gov. Syn-HIt. Shift. TabFQ. Avg
Tomoro-8B 91.3 81.5 94.6 66.2 989 96.2 96.9 98.7 87.6 943 90.6
Tomoro-4B 90.9 80.8 94.2 66.0 985 95.9 95.7 98.9 874  94.0 90.2
ColNomic-7B 87.9 80.5 91.9 60.9 100.0 96.8 95.8 99.1 88.7 96.0 89.8
ColPali 82.7 70.3 85.4 589  96.7 94.2 96.0 969 752 859 84.2
ColModernVBert 72.7 71.3 83.5 472  96.7 89.0 93.0 947 50.1  68.9 76.7
DSE-Qwen2 85.6 67.5 87.2 563  96.6 92.3 96.0 96.5 80.3  93.0 85.1
Teacher' 81.8 63.0 88.4 493 974 90.9 95.3 97.0 834  96.3 84.3
JinaCLIP 68.2 31.8 60.9 276 67.7 64.6 67.5 68.6 33.6 469 53.7
SigLIP2 35.0 18.8 56.2 220 555 57.3 42.0 62.6 29.1 675 44.6
BiModernVBert 40.4 27.5 43.0 152 452 45.2 41.2 495 187 48.0 374
NanoVDR-L 79.1 59.6 87.4 46.2  96.1 89.3 93.9 964 799 95.8 824
NanoVDR-M 78.2 59.5 86.0 46.6 955 89.6 94.3 949 80.8 96.0 82.1
NanoVDR-S 77.6 58.7 86.6 458 953 90.3 95.0 954 814  96.0 82.2
NanoVDR-S-Multi 78.7 58.4 85.9 463  96.5 91.0 93.7 949 809 956 82.2

Table 10: Per-dataset NDCG@5 (x100) on ViDoRe v2. : Qwen3-VL-Embedding-2B (our teacher). Best overall

in bold, best among NanoVDR variants underlined.

Model ESG BioMed Econ ESG-H Avg
Tomoro-8B 60.4 654 595 747 65.0
Tomoro-4B 62.6 65.6 56.0 76.8 65.2
ColNomic-7B 53.6 632 556 69.4 604
ColPali 54.9 559 494 587 54.7
ColModernVBert  30.5 266 272 493 334
DSE-Qwen2 54.9 559 520 60.0 557
Teacher' 65.4 684 634 63.7 653
JinaCLIP 16.1 313 354 241 267
SigLIP2 9.4 334 283 9.4 20.1
BiModernVBert 6.1 76 158 140 109
NanoVDR-L 63.5 62.0 593 612 615
NanoVDR-M 62.7 63.6 59.8 62.8 62.2
NanoVDR-S 61.1 61.0 578 62.1 60.5
NanoVDR-S-Multi  62.0 62.7 60.5 62.5 619

languages (EN/FR/ES/DE); ViDoRe v3 includes
all six. Portuguese, entirely absent from training
data, is consistently the lowest-retention language
across all eight v3 datasets.

H Residual Factors Beyond Language

Controlling for language, we analyze English-only
queries to identify what corpus-level properties pre-
dict the remaining variation in retention. We com-
pute Pearson correlations over 19 datasets with dis-
tinct document corpora (Table 15), excluding ESG
Reports (Human) which shares its corpus with ESG
Reports.

Teacher quality is the strongest positive pre-
dictor. The teacher’s own NDCG@5 correlates
most strongly with student retention (r =40.607):

datasets where the teacher achieves higher abso-
lute performance also exhibit higher student reten-
tion. A well-structured teacher embedding space—
where relevant documents are clearly separated
from irrelevant ones—facilitates distillation, while
noisy or ambiguous teacher rankings propagate er-
rors.

Larger corpora are harder to distill. The num-
ber of documents in the evaluation corpus shows
a moderate negative correlation with retention
(r = —0.566). Larger corpora present more con-
fusable candidates, demanding finer-grained query
discrimination to preserve top-k rankings.

Student-teacher alignment does not predict re-
tention. The mean cosine similarity between stu-
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Table 11: Per-dataset NDCG @5 (x100) on ViDoRe v3. : Qwen3-VL-Embedding-2B (our teacher). Best overall

in bold, best among NanoVDR variants underlined.

Model Fin-EN Fin-FR CS HR Energy Indust. Pharma Physics Avg
Tomoro-8B 62.8 459 724 61.5 658 525 64.3 46.7 59.0
Tomoro-4B 61.3 429 725 573 633 527 64.0 46.6 57.6
ColNomic-7B 552 428 741 570 624 494 61.1 45.0 559
ColPali 349 21.8 63.6 434 4577 346 52.7 39.5 42.0
ColModernVBert 18.3 11.6 259 129 229 11.4 19.4 17.0 17.4
DSE-Qwen2 40.1 224 60.8 40.8 45.0 304 51.8 39.0 413
Teacher! 53.5 32,5 69.3 48.9 548 382 60.2 42.3 50.0
JinaCLIP 13.4 94 379 217 19.2 10.6 29.5 23.8 20.7
SigLIP2 6.4 4.8 282 13.6 14.8 12.8 20.7 17.0 14.8
BiModernVBert 4.5 20 11.6 43 4.8 3.7 8.2 51 55
NanoVDR-L 46.5 29.2 59.1 432 517 287 55.1 40.1 442
NanoVDR-M 47.0 30.2 60.3 43.1 51.8  30.2 55.1 39.9 447
NanoVDR-S 45.6 30.2 57.8 42.1 509 279 54.0 39.3 435
NanoVDR-S-Multi 489 322 625 453 527 322 574 40.5 46.5

Table 12: Loss ablation (NDCG@5 x100) per variant. S = NanoVDR-S, M = NanoVDR-M, L = NanoVDR-L.

ViDoRe v1 ViDoRe v2 ViDoRe v3
Config Aa Ar S M L S M L S M L
Align 1 0 822 821 824 60.5 622 61.5 435 447 442
Align-dom 1 0.5 814 81.6 81.8 59.5 59.7 60.2 419 435 43.1
Combined 1 1 81.2 814 820 58.6 594 593 414 429 43.0
Rank-dom 0.5 1 81.1 81.6 81.8 573 58.6 599 409 42.6 428
Rank 0 1 803 8l1.1 819 56.5 57.0 589 40.0 41.8 429
InfoNCE hard 714 715 71.7 392 389 414 29.8 303 30.0
Table 13: Pre-caching and training cost comparison for = pv T — I
align-only (A, =0) vs. ranking-based (\, > 0) distilla- go {| 7 iboRe v2 (4 datasets ——— %,
tion on 711K training pairs with a 2B VLM teacher. o
gp "
g 60 / —""'—_95’/
Requirement Align-only With ranking § 3 82-%/ "
Teacher query encoding (text) v v ® 40 / — 7%
Teacher doc encoding (images) — v § /l " //
Query encoding time 0.8 GPU-h 0.8 GPU-h = 20 = A/
Doc encoding time — 24 GPU-h / | /
Total pre-cache cost 0.8 GPU-h 24.8 GPU-h .
! N T/
Embedding storage 29GB 5.8GB T o 0% % 0% T00%
Temperature tuning (7, Ts) not needed  required Training Data Fraction (of 711K pairs)
Per-step complexity O(B) O(B?)

dent and teacher query embeddings—the direct
optimization target of the alignment loss—shows
near-zero correlation with dataset-level retention
(r=+40.094). This reveals that retrieval success de-
pends not on how closely the student replicates the
teacher’s query coordinate, but on whether the rele-
vant document remains among the student’s near-
est neighbors. When documents are well-separated
(high teacher quality, small corpus), even approxi-
mate alignment preserves the correct ranking; when
documents cluster densely, even high-fidelity align-

Figure 3: Data efficiency of NanoVDR-S. NDCG@5
vs. fraction of 711K training pairs, with teacher upper
bounds (dashed). Percentages indicate retention (stu-
dent/teacher). Diminishing returns are pronounced after
25% of training data.

ment may be insufficient.

I Multilingual Augmentation Pipeline

This section details the query-only data augmenta-
tion procedure summarized in §3.3.

1645



Table 14: Per-language retention (NanoVDR-S NDCG @5/ Teacher NDCG @5 x 100) across all 22 ViDoRe datasets.

113 29

—” =language not present in that dataset. V1 datasets are single-language (8 English, 2 French).

Dataset Ver. EN FR ES DE IT PT
ArXivQA vl 94.9 — — — — _
TatDQA vl 93.1 — — — _ _
InfoVQA vl 97.9 — — — _ _
DocVQA vl 92.8 — — — — —

SyntheticDocQA-AI vl 97.8
SyntheticDocQA-En. vl 99.3
SyntheticDocQA-Gov. vl 99.7
SyntheticDocQA-HIt. vl 98.3

ShiftProject vl — 97.6 — — — —
TabFQuAD vl — 99.7 — — — —
ESG Reports v2 957 964 938 877 — —
Biomedical Lectures v2  89.8 909 91.6 842 — —
Economics Reports v2 955 915 953 820 — —

ESG Reports (Human) v2 97.4

Finance (EN corpus) v3 897
Finance (FR corpus) v3 94.0

CS v3 92.5
HR v3 92.4
Energy v3 971
Industrial v3 86.5
Pharma v3 94.9
Physics v3 953

809 855 845 89.0 713
942 979 90.6 98.1 81.8
845 838 824 844 726
90.4 87.6 885 89.0 67.9
949 951 898 963 833
743 719 633 735 587
923 90.1 90.7 934 1759
935 954 90.1 92.0 914

Table 15: Pearson correlations between corpus-level
features and English-only retention (NanoVDR-S, 19
datasets). Teacher = mean teacher NDCG@5; N =
corpus size; ¢ = mean student—teacher query cosine
similarity.

N c
—0.566 +0.094

Teacher

+0.607

r with Ret.

I.1 Translation Procedure

We first extract all English queries from the
four English-language training sources (VisRAG-
Synthetic, VisRAG-InDomain, ColPali, VDR-
English), yielding 489K source queries. For each
target language, we compute the gap between its
current count in the 711K training set and a target
of 200K, then randomly sample that many English
queries (seed = 42) for translation. Table 16 sum-
marizes the per-language breakdown.

Translation uses Helsinki-NLP Opus-MT mod-
els (Tiedemann and Thottingal, 2020), a fam-
ily of neural machine translation models trained
on OPUS parallel corpora. For Portuguese,
we use the multilingual opus-mt-en-ROMANCE
model with a »pt« target language token;
other languages use dedicated bilingual models
(opus-mt-en-{es,de,fr,it}). All translations
use batch size 64 with maximum sequence length
512.

Table 16: Translation statistics per target language. Ex-
isting = count already in the 711K training set. Trans-
lated = newly machine-translated queries. Target =
200K per language.

Language Existing Translated  Total Model

Portuguese 0 200,000 200,000 en-ROMANCE
Italian 53,787 146,213 200,000 en-it

French 54,079 145,921 200,000 en-fr

German 56,994 143,006 200,000 en-de

Spanish 57,491 142,509 200,000 en-es

Total 777,649

1.2 Teacher Embedding Caching

Each translated query is encoded by the frozen
Qwen3-VL-Embedding-2B teacher in text mode,
using the same query instruction (“Find a docu-
ment image that matches the given query.”) ap-
plied during the original embedding caching. This
produces a 2048-dimensional float16 embedding
per translated query. No document image encod-
ing is involved—the translated queries inherit the
original query’s positive document pairing, but the
alignment-only objective does not use document
embeddings during training. The total teacher en-
coding cost for 777,649 translated queries is under
15 minutes on a single H200 (915 queries/s in text-
only mode).
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I.3 Combined Training Set

The 777,649 translated queries are appended
to the original 711,603 training pairs, yielding
1,489,252 combined training pairs. The resulting
language distribution is approximately: English
385K (25.9%), Portuguese 200K (13.4%), Italian
200K (13.4%), French 200K (13.4%), German
200K (13.4%), Spanish 200K (13.4%), with the
remainder from mixed-language sources.

I.4 Training Adjustments

To keep total training steps comparable despite the
doubled dataset, we halve the epoch count (10 vs.
20) and slightly increase the learning rate (3e-4 vs.
2e-4). All other variables remain identical to the
original NanoVDR-S configuration: DistilBERT
backbone, align-only loss (A, =1, A\, =0), batch
size 256 with gradient accumulation 4, MLP pro-
jector (768 — 768 — 2048), OneCycleLLR with 3%
warmup, and seed 42.

J Recomputing SERVAL’s ViDoRe v2
Score

SERVAL (Nguyen et al., 2025) reports an average
of 63.4 NDCG@5 under the name ViDoRe v2, but
averages nine tasks rather than the four that consti-
tute the benchmark. The ViDoRe v2 release (Macé
et al., 2025) comprises four multilingual datasets,
and it is those four that Table 1 averages for ev-
ery other row. SERVAL’s nine additionally include
three English-only slices of three of the same cor-
pora, and two datasets built from AXA documents
that have since been withdrawn from the ViDoRe
collection. The English slices are not separate data:
each shares its corpus with the corresponding mul-
tilingual dataset and holds the English quarter of
its queries, so averaging both weights those three
corpora twice.

To place SERVAL on the same footing as the
other rows, we recompute its average over the four
ViDoRe v2 datasets from the per-dataset scores
published in that paper. Table 17 gives the corre-
spondence and the arithmetic. The result is 62.2
rather than 63.4 for the 32B captioner, and 62.1 for
the 72B one; we report the smaller configuration,
since the two reach the same nine-task average.

The two evaluations are not otherwise aligned.
ColNomic-7B is the one model both papers report
on these four datasets under the same metric, and
the two sets of scores differ on all four, by 1.0 to
4.5 points and in the same direction (Table 17). The

published descriptions do not identify the source
of the offset; checkpoint revision, image resolution,
and query instruction are all possibilities. SER-
VAL’s scores are reproduced here as published,
with no adjustment.

K ViDoRe Query Length Statistics

All 19,609 ViDoRe query strings (vl + v2 + v3) as
they appear in the datasets, tokenized with the Dis-
tiIBERT WordPiece tokenizer without truncation.
Counts include special tokens. Retrieval evaluation
elsewhere in this paper scores the 19,537 unique
queries left after the exact-duplicate removal ap-
plied to ViDoRe v1 (72 duplicated query strings);
removing duplicates cannot lengthen the maximum,
so the bound reported here holds for both sets.
>512 is the number of queries exceeding the stu-
dent’s context limit.
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SERVAL reports This paper
ViDoRe v2  in (Nguyen et al., 2025) 32B+7B ColNomic ColNomic

ESG SRSM 59.5 573 53.6
BioMed SMBTIM 63.0 64.2 63.2
Econ SEMEM 55.5 56.7 55.6
ESG-H RERB 70.7 73.9 69.4
Average 62.2 63.0 60.4
Not part of ViDoRe v2, excluded from the average above

English slice SRS 59.0 54.7 —
English slice SMBTI 65.1 66.1 —
English slice SEME 59.0 61.6 —
withdrawn SAXA 69.7 68.3 —
withdrawn SAXAM 69.4 61.3 —
SERVAL'’s nine-task average 63.4 62.7 —

Table 17: Recomputing SERVAL’s ViDoRe v2 score. Scores are NDCG@5 % 100, taken from Table 2 of (Nguyen
et al., 2025); the short names are that paper’s own abbreviations, resolved to ViDoRe datasets through the Hugging
Face repository redirects. ColNomic-7B is the one model both papers evaluate, and its two columns bound how far
the protocols differ.

Dataset n min mean median p95 p99 max >512
ViDoRe v1
ArxivQA 500 9 253 23 42 58 69 0
DocVQA 500 6 118 11 18 23 28 0
InfoVQA 500 6 15.7 15 25 32 42 0
TabFQuAD 280 12 315 31 45 52 59 0
TAT-DQA 1,663 7 16.9 16 26 32 48 0
Shift-Project 100 17 303 30 41 49 52 0
SynDocQA Al 100 9 17.0 17 23 26 33 0
SynDocQA Energy 100 10 18.2 17 27 35 36 0
SynDocQA Gov 100 9 17.2 16 23 27 29 0
SynDocQA Health 100 9 178 17 26 30 32 0
pooled 3,943 6 18.6 17 35 45 69 0
ViDoRe v2
ESG 228 12 313 31 47 53 55 0
BioMed 640 13 322 32 48 54 59 0
Econ 232 13 300 31 46 53 56 0
ESG-H 52 4 131 13 18 23 27 0
pooled 1,152 4 307 31 48 53 59 0
ViDoRe v3
Finance EN 1,854 8 358 34 62 87 111 0
Finance FR 1,920 9 352 33 61 78 97 0
CS 1,290 6 371 32 70 91 182 0
HR 1,908 8 405 38 71 84 98 0
Energy 1,848 8 362 35 59 70 85 0
Industrial 1,698 8 412 40 70 82 102 0
Pharma 2,184 8 397 38 68 81 105 0
Physics 1,812 7 381 36 67 78 90 0
pooled 14,514 6 38.0 35 67 82 182 0
All 22 pooled 19,609 4 337 31 64 78 182 0

Table 18: DistilBERT-tokenized query lengths across the 22 ViDoRe datasets. The longest single query in the entire
benchmark (ViDoRe v3 Computer Science, 182 tokens) uses 35.5% of the 512-token budget; 99% of queries fit
within 78 tokens (15.2%).
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