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Abstract

In RAG-based fact-checking, LLMs are in-
creasingly used as verifiers to check given
claims against retrieved evidence. Their para-
metric knowledge can induce pre-evidence ten-
dencies that may conflict with the retrieved
context, yet existing evaluation frameworks
do not characterize such prior-context discrep-
ancy or measure how verifiers arbitrate be-
tween parametric and contextual signals. We
introduce PAVE (Prior-Aware Verifier Evalu-
ation), a diagnostic testbed that stratifies an
LLM verifier into four epistemic states based
on the correctness and confidence of its pre-
evidence prior and evaluates its arbitration be-
havior on this new benchmark, i.e., whether it
persists in correct prior under misleading ev-
idence, and whether it corrects wrong prior
when accurate evidence is provided. Exper-
iments across seven LLMs reveal unreliable
and highly model-dependent prior-context ar-
bitration, highlighting the importance of veri-
fier selection for real-world RAG-based fact-
checking applications. Based on these findings,
we propose a lightweight JSD-based test-time
arbitration method that improves factual relia-
bility without modifying the underlying model,
achieving competitive performance across di-
verse LLM families.

1 Introduction

With the rapid development of large language mod-
els (LLMs), which encode broad world knowledge
and support reasoning over complex claims and
evidence (Brown et al., 2020; Ouyang et al., 2022),
LLM-based fact-checking has become increasingly
prominent. Existing systems broadly follow two
routes: judging claims using the model’s paramet-
ric knowledge without explicit retrieval (Jiang et al.,
2020; Roberts et al., 2020; Zhao et al., 2023), or
augmenting the model with retrieved evidence in a
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Figure 1: Overview of PAVE. Conventional evaluation
judges verifiers by final-verdict accuracy on retrieved ev-
idence (a). PAVE (b) instead characterizes verifiers by
both their pre-retrieval epistemic state (four Knowledge-
Boundary categories) and their arbitration profile under
prior-context discrepancy (persistence & correction).

RAG framework to compensate for static, incom-
plete, or outdated parametric memory (Qin et al.,
2024; Shi et al., 2024; Pan et al., 2023).

Yet RAG-based verification remains shaped
by the interaction between an LLM’s parametric
knowledge and retrieved external context. This
raises two evaluation challenges. First, when prior
knowledge disagrees with retrieved context, as can
occur with noisy retrieval or temporally outdated
knowledge (Shi et al., 2023; Luu et al., 2022; Xie
et al., 2024), the verifier must arbitrate between
parametric and contextual signals. We term this
condition prior-context discrepancy (PCD), an im-
portant but underexplored setting in real-world fact-
checking. Existing evaluation pipelines are not
designed to handle PCD: standard fact-checking
benchmarks (Thorne et al., 2018; Aly et al., 2021;
Venktesh V et al., 2024; Ma et al., 2024) pair claims
with clean gold-standard evidence, structurally pre-
cluding any discrepancy; and common evaluation
protocols focus on final verdict correctness, leav-
ing how the verifier arbitrates between prior knowl-

16563

Proceedings of the 2026 Conference on Empirical Methods in Natural Language Processing, pages 16563—-16594
October 24-29, 2026 ©2026 Association for Computational Linguistics



edge and retrieved evidence unexamined. Second,
such arbitration is conditioned by the verifier’s pre-
retrieval epistemic state with respect to the claim.
A model that is confidently wrong, uncertain, or
already correct may respond differently to the same
retrieved evidence, yet these distinctions are col-
lapsed under standard outcome-level evaluation.
We address these challenges with PAVE (Prior-
Aware Verifier Evaluation), a diagnostic testbed
that evaluates how LLM verifiers arbitrate between
parametric knowledge and retrieved evidence un-
der PCD in fact-checking. First, we construct a
PCD benchmark under controlled counterfactual
and temporal conflict scenarios, enabling system-
atic evaluation of verifier behavior when parametric
and contextual signals disagree. Second, to support
state-conditioned evaluation, we characterize each
verifier’s pre-evidence epistemic state via a Knowl-
edge Boundary (KB) framework, building on prior
work on LLM knowledge awareness (Kadavath
et al., 2022; Yin et al., 2024). We operationalize
KB along two observable axes: factual correctness,
indicating whether the model’s prior-only predic-
tion aligns with ground truth, and parametric confi-
dence, estimated by prediction consistency across
repeated stochastic generations as a proxy for epis-
temic stability (Chen and Mueller, 2024; Farquhar
et al., 2024; Chen et al., 2025). Their combination
yields four KB conditions: Known-Knows (con-
fident and correct), Known-Unknows (confident
but incorrect), Unknown-Knows (uncertain but cor-
rect), and Unknown-Unknows (uncertain and incor-
rect). This distinction is crucial because the same
verdict-level failure can arise from different under-
lying conditions, e.g., a confidently wrong verifier
that resists sound evidence differs fundamentally
from an uncertain verifier that lacks a stable basis
for judgment. Together, the PCD benchmark and
KB stratification produce arbitration profiles for
individual LLM verifiers, revealing dimensions of
factual reliability that remain hidden under final
verdict evaluation, as illustrated in Figure 1.
Evaluating seven LLMs, we find that the behav-
ioral gap across models is substantial: Deepseek-
v3 achieves a favorable balance between correc-
tion and persistence, while Llama3-8B is far more
likely to be misled by counterfactual context than
corrected by accurate evidence. Within the same
model family, larger models demonstrate improved
arbitration behavior, suggesting that scaling con-
tributes to more reliable prior-context arbitration.
We further find that stable errors can persist even

when accurate evidence is available, and that mod-
els are generally more receptive to acquiring miss-
ing or outdated knowledge than to revising confi-
dent yet incorrect priors. These findings demon-
strate that prior-context arbitration behavior is a sys-
tematic and measurable property of LLM verifiers
that only final accuracy cannot capture. Motivated
by these findings, we propose a lightweight JSD-
based test-time arbitration method that improves
factual reliability without retraining or modifying
the underlying model, achieving best or competi-
tive performance in five out of six evaluated LLM
families'
Our main contributions are fourfold:

* We formulate LL.M-based fact-checking under
PCD as an epistemic conditioned arbitration
problem, shifting evaluation from final verdict
accuracy to how verifiers balance internal priors
and external evidence under source discrepancy.

* We introduce a diagnostic testbed PAVE, includ-
ing a controlled benchmark that induces PCD
through counterfactual and temporally novel sce-
narios, KB stratification for characterizing pre-
evidence epistemic states, and state-conditioned
metrics that measure how verifiers resist, revise,
or over-follow contextual evidence.

* Based on PAVE, we systematically evaluate
seven LLMs under counterfactual and temporally
novel scenarios, revealing distinct arbitration pro-
files and offering practical guidance for model
selection in RAG-based fact-checking.

* We propose a lightweight JSD-based test-time ar-
bitration method that improves factual reliability
without changing the underlying model.

2 Related Work

LLM-based fact-checking. LILMs have demon-
strated strong capabilities in knowledge-intensive
reasoning (Sun et al., 2025; Yu et al., 2024a; Kong
et al., 2025), and have become widely adopted
as automated fact-checking verifiers (Zhang and
Gao, 2023; Tang et al., 2024; Wang et al., 2024;
Kong et al., 2026). Such systems either rely di-
rectly on parametric knowledge (Jiang et al., 2020;
Roberts et al., 2020; Zhao et al., 2023) or augment
the model with retrieved evidence under a RAG

!The data and code are released at https://github.com
/peachch/PAVE.
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framework to compensate for outdated or incom-
plete parametric memory (Zhang et al., 2024; Qin
et al., 2024; Shi et al., 2024; Borgeaud et al., 2022;
Ram et al., 2023; Chang et al., 2025). In both cases,
evaluation has largely centered on final verdict ac-
curacy, leaving how parametric beliefs interact with
retrieved evidence under source conflict underex-
amined.

Prior-context discrepancy in RAG. Retrieved
evidence may be noisy, outdated, or inconsistent
with an LLM’s parametric knowledge (Xie et al.,
2024; Wu et al., 2024; Huang et al., 2025; Zhang
and Gao, 2024; Wang et al., 2025a). Prior work
has studied such discrepancies through controlled
perturbations, including entity substitution (Long-
pre et al., 2021; Wu et al., 2024), negation injec-
tion (Zhou et al., 2023), and LLM-generated coun-
terfactuals (Xie et al., 2024), showing that models
vary in their susceptibility to conflicting evidence
and that confidence can affect whether retrieved
content overrides parametric knowledge (Wu et al.,
2024). However, these studies largely measure sus-
ceptibility in aggregate, without conditioning fail-
ures on the verifier’s epistemic state. Consequently,
they cannot distinguish when a model appropriately
persists in a reliable prior, corrects an unreliable
one, or fails by over-trusting either source. We ad-
dress this gap with an epistemic-state-conditioned
evaluation protocol and arbitration profiles that di-
agnose model-specific behavior under PCD.

Knowledge boundary and uncertainty estima-
tion. Building on metacognition research (Garner
and Alexander, 1989), prior work has studied LLM
knowledge boundaries (Yin et al., 2024) by bench-
marking how well models distinguish facts they are
confident about from those they are uncertain or
wrong (Kadavath et al., 2022; Yin et al., 2024),
and by examining models’ ability to recognize
uncertainty over questions with no definitive an-
swers (Amayuelas et al., 2024; Li et al., 2025). For
estimating parametric confidence without model
internals, output-side consistency methods use pre-
diction variability across repeated generations as a
proxy for epistemic uncertainty (Taubenfeld et al.,
2025; Chen and Mueller, 2024). Building on these
ideas, we formulate KB as an observable character-
ization of a verifier’s pre-evidence epistemic state,
jointly capturing prior-only factual correctness and
parametric confidence. This state characterization
supports both KB-conditioned arbitration evalua-
tion and the JSD-based test-time arbitration signal

used in our method.

3 Evaluation Method

We adopt a consistency-based probing setup to char-
acterize a verifier’s pre-evidence epistemic state.
For each claim c; with ground-truth label y;, we
query the model without retrieved evidence for
N independent runs, obtaining N prior-only ver-
dicts. Confidence is defined by strict consistency:
a claim is KNOWN if all prior-only verdicts are
identical; otherwise it is UNKNOWN. Correctness
defines KNOWS/UNKNOWS: a verdict is KNOWS
if it matches y;; otherwise it is UNKNOWS. Com-
bining the two axes yields four observable states
for each prediction: KNOWN-KNOWS (confident
and correct), KNOWN-UNKNOWS (confident but
incorrect), UNKNOWN-KNOWS (uncertain but cor-
rect), and UNKNOWN-UNKNOWS (uncertain and
incorrect), as shown in Figure 2 (bottom).

3.1 Evaluation Metrics

To comprehensively quantify the dynamics be-
tween internal prior and retrieved context, PAVE
adopts a hierarchical evaluation framework. Build-
ing on the defined correction and persistence sce-
narios, we report two primary performance rates,
Correction Rate (CR) and Persistence Rate (PR),
which capture a model’s adaptability and robust-
ness, respectively. We further introduce derived
metrics, Margin and Odds of Influence, to analyze
the trade-off between these competing behaviors.

Primary Metrics (CR & PR). We first stratify
evaluation based on the model’s prior-only predic-
tion correctness (i.e., KNOWS vS. UNKNOWS).
Consider a fact-checking test set {(c;,vi,e;)},
where c; is the i-th claim to be verified, y; €
{Refute, Support} is its ground-truth label, and
eZgOld is the associated gold evidence. Let Dyyong =
{i | fo(ci) # yi} denote the subset of instances
where a model fy’s prior-only prediction is incor-
rect, and reversely, Deorrect = {7 | fo(ci) = yi}
denote the subset where the prior-only prediction
is correct. The Correction Rate (CR) measures
the model’s ability to rectify the initial errors when
provided with correct external evidence and is com-
puted as the post-retrieval accuracy on Diyrong:

1 Z H[fG(Ci’ezgold):yi.

CR =
|Dwrong‘

ieDwrong

The Persistence Rate (PR), however, measures the
model’s robustness in keeping consistent with the
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Figure 2: Dataset Construction and evaluation pipeline for model behavior analysis under epistemic states.

correct prior prediction when exposed to retrieved
context with counterfactuals (e in §3.2). It is com-
puted as the post-retrieval accuracy on Degprect:

e Xttt
1€Dcorrect

Differential Metric (Margin). To quantify the
benefit of retrieval, we define the Margin as the
gap between the model’s receptiveness to gold evi-
dence and its susceptibility to discrepant yet coun-
terfactual evidence. Specifically, Margin measures
the difference between the rate of desired change

(correction) and undesired change (credulousness,
i.e., 1 — PR):

Margin = CR — (1 — PR) = CR+ PR — 1.

PR

A positive Margin indicates that the model is more
likely to be corrected by accurate evidence than
misled by inaccurate context. Larger Margin val-
ues therefore reflect more desirable behavior, com-
bining stronger correction and greater persistence
capabilities when facing the discrepancies.

Odds of influence (OI). To measure the rela-
tive elasticity of a model’s parametric confidence,
we compare how often it changes versus main-
tains its prior-based prediction when facing dis-
crepant retrieved context. We define OI as the
odds of changing an answer over maintaining it,
computed separately under confident (KNOWN)
and uncertain (UNKNOWN) conditions for the in-
correct (UNKNOWS) and correct (KNOWS) cases:
1) UNKNOWS regime (on D,ong): Since the
rate of change is given by CR, the correspond-

ing odds are defined as: Olgnown = 15557%,

— M 3
Olynknown = T—CRuxknown * 2) KNOWS regime

(on Deorrect): Since the rate of change is given by
(1 — PR), the corresponding odds are: Olgynown =
raksons Olyygnown = “prolio . As a ten-
dency to change an answer, a lower OI for KNOWS
regime is preferred to demonstrate persistence (i.e.,
resisting incorrect context), while a higher OI for
UNKNOWS regime is favored to demonstrate re-
ceptivity (i.e., accepting correct context to rectify

internal errors).

3.2 Dataset Construction

We construct an evaluation dataset for analyzing
LLM’s fact-checking behaviors, controllable test-
ing when internal priors and external evidence dis-
agree. The dataset is developed along two primary
dimensions (see Figure 2(upper)), i.e., counterfac-
tual and temporal, to probe fact-checking behavior
under diverse prior-context discrepancies. Com-
parisons with prior datasets are in §B, with dataset
construction and quality control details in §D.

Dimension 1: Counterfactual. This dimension
evaluates model behavior in the presence of erro-
neous external evidence. We leverage three public
fact-checking benchmarks, Quantemp, PolitiFact,
and Snopes (Venktesh V et al., 2024; Popat et al.,
2018), to construct a consolidated set of 10,866
verifiable claims with ground-truth labels through
controlled counterfactual construction and quality
control.

Counterfactual Construction.  Inspired by
the controllable discrepancy construction method,
like negation injection (Gubelmann and Hand-
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schuh, 2022), entity substitution (Wu et al.,
2024; Longpre et al., 2021; Zhou et al., 2023),
and LLM-generated counterfactual (Xie et al.,
2024), we formally define counterfactual evi-
dence e’ using transformation functions 7~ ap-
plied to the gold evidence e, such that egf =
(T | T € {Tensity Toemantic}}-  Specif-
ically, 1) Counter-entity (7.niy) replaces key
entities in the gold evidence, testing resistance
to fine-grained, token-level factual errors; 2)
Counter-semantic (7gemantic) generates semanti-
cally counterfactual evidence that contradicts the
original content at a broader semantic level. Each
instance in the curated dataset is represented

- _gold _cf_entity _cf semantic cf_entity
as {c;, e}, € , €5 }, where e;

and egf—semamic correspond to the outputs of Tenity
and Tsemantic, respectively.

Quality Control. To ensure a valid evaluation
of persistence, we apply a strict refusal filtering
procedure, excluding instances where the model
abstains (e.g., responses such as “I cannot answer”),
retaining only samples where the model exhibits
a definite prior. This creates a genuine tension
between internal beliefs and discrepant external
context. Counterfactual evidence is generated us-
ing GPT-40 under controlled prompting settings.
See §D for more details.

Dimension 2: Temporality. This dimension
evaluates model behavior when relevant internal
knowledge is obsolete or missing, a key require-
ment for effective RAG-based fact-checking. Tem-
poral PCD is therefore evaluated as a correction
rather than a persistence setting: when a claim con-
cerns post-cutoff events, the relevant prior is by
construction outdated or unavailable, so persisting
in it would not constitute reliable fact-checking.
Data Collection. We collect valid claims about
new events by crawling Wikipedia’s “Current
events” portal?, focusing on entries from 2024 and
2025. Gold evidence is obtained from the corre-
sponding Wikipedia references. To distinguish be-
tween outdated and new knowledge, we compare
each event’s occurrence date with the pre-training
cutoff of each evaluated LLM. A claim is consid-
ered new for a given model if it occurred after
the model’s training cutoff, and therefore lies out-
side its parametric memory. We retain only claims
the model answers incorrectly without external evi-
dence (i.e., using its internal priors). This constraint
enforces a valid acquisition scenario, requiring the

2h’ttps ://en.wikipedia.org/wiki/Portal:Current_events

model to resolve the discrepancy by incorporating
retrieved context rather than persisting in erroneous
priors. The resulting dataset contains 3,995 factu-
ally true claims. Each instance is structured as
{ci, eZgOld, T;}, where ef‘)ld denotes the gold evi-
dence for the claim c; and T; is the event times-
tamp. For each evaluated LLM, we retain only
claims that are considered new with respect to that
model’s knowledge cutoff.

3.3 Evaluated LLMs

We evaluate seven state-of-the-art LLLMs, includ-
ing closed-source models, such as GPT-40-mini
and Gemini-2.5-flash, and open-source models,
such as Mistral-7B (i.e., Mistral-7B-Instruct-v0.2),
Llama3-8B, Phi4, Qwen3-32B, and Deepseek-v3,
spanning a wide range of scales from 7B to 671B
parameters. This diversity enables robust compari-
son across model architectures and capabilities.

4 Evaluation Results

We organize our analysis into three parts: 1) cross-
model arbitration profiles (Observations 1-3),
comparing how different LLMs balance priors and
evidence at the model level. 2) cross-setting arbi-
tration strategies (Observation 4), exposing how
models diverge in handling counterfactual versus
temporally new evidence. 3) modulating factors
and model scale (Observations 5-7), examining
how evidence type, label direction, and scaling
shape arbitration behavior. All primary results are
averaged over ten runs at temperature 0.3; further
analysis (e.g., temperature and iteration effects in
§A.2) and details (e.g., prompts) are in §E and §A.

Observation 1. LLMs exhibit heterogeneous
pre-evidence epistemic states. LLMs display sub-
stantial variation in their internal confidence pro-
files, as manifested by the differing distributions
of KNOWN and UNKNOWN categories. This indi-
cates that each model possesses a distinct internal
epistemic state. In Table 1, several evaluated mod-
els exhibit high confidence, with more than 80%
of claims falling into KNOWN state. In contrast,
Mistral-7B and Phi-4 show significantly higher un-
certainty, with around 90% and 60% of claims
categorized as UNKNOWN, respectively, suggest-
ing limited stability and self-consistency in fact-
checking. Importantly, we analyze the validity of
the KNOWN/UNKNOWN classification in §A.3.

Observation 2. High prior-only accuracy does
not imply reliable arbitration under PCD. Fi-
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Deepseek-v3 Gemini-2.5 Phi-4 Qwen3-32B Mistral-7B GPT-40-mini Llama3-8B
Dimension 1: Counterfactual Setting
Margin 1 +0.235 +0.085 —0.004 —0.115 —0.190 —0.521 —0.661
Il
Persistence — resisting misleadit{g evidence when the prior is correct
KK PR 1 71.70% 56.33% 49.43% 50.59% 71.59% 40.23% 29.95%
A correct drop J ‘ 17.19% 21.83% 11.44% 41.79% 1.55% 36.90% 32.49%
oI | 0.395 0.775 1.023 0.977 0.397 1.486 2.339
Ratio 60.75% 50.00% 22.62% 84.57% 5.45% 61.73% 46.38%
UK PR 1 44.05% 48.50% 48.84% 60.82% 55.76% 25.33% 33.00%
A correct drop J 1.91% 5.15% 10.08% 1.23% 4.11% 1.33% 9.96%
Ol | 1.270 1.062 1.048 0.644 0.793 2.948 2.030
Ratio 3.42% 10.00% 19.71% 3.15% 9.29% 1.78% 14.87%
correct rate (prior) 1 64.17% 60.00% 42.33% 87.72% 14.74% 63.51% 61.25%
correct rate (after intervention) 1 45.06% 33.02% 20.81% 44.70% 9.08% 25.28% 18.80%
Correction — updating from accyrate evidence when the prior is wrong
KU CR 1 40.75% 43.65% 42.76% 29.75% 26.36% 24.73% 30.80%
A wrong reduction 1 13.10% 8.37% 8.26% 3.23% 0.18% 8.39% 8.23%
oIt 0.687 0.776 0.747 0.423 0.358 0.329 0.445
Ratio 32.15% 19.17% 19.31% 10.85% 0.68% 33.92% 26.73%
1010) CR 1 66.99% 60.02% 58.57% 47.37% 27.26% 57.59% 40.16%
A wrong reduction 1 2.47% 12.50% 22.47% 0.68% 23.06% 1.48% 4.83%
oIt 2.030 1.502 1414 0.900 0.375 1.358 0.672
Ratio 3.68% 20.83% 38.36% 1.43% 84.58% 2.57% 12.02%
wrong rate (prior) | 35.83% 40.00% 57.67% 12.28% 85.26% 36.49% 38.75%
wrong rate (after intervention) | 20.26% 19.13% 26.95% 8.37% 62.02% 26.62% 25.69%
Dimension 2: Temporal Setting
Acquisition — updating from accurate evidence when the prior is outdated
KU CR 1 46.58% 28.65% 24.39% 90.90% 27.80% 54.00% 94.81%
A wrong reduction 1 23.71% 13.89% 23.13% 72.17% 9.14% 46.56% 35.74%
oIt 0.872 0.402 0.323 9.989 0.385 1.174 18.268
Ratio 50.91% 48.48% 94.85% 79.39% 32.88% 86.22% 37.70%
1010) CR 1 68.25% 24.35% 27.45% 79.38% 40.50% 68.25% 98.85%
A wrong reduction 1 33.50% 12.55% 1.41% 16.36% 27.18% 9.40% 61.58%
Oy 2.150 0.322 0.378 3.850 0.681 2.150 85.957
Ratio 49.09% 51.52% 5.15% 20.61% 67.12% 13.78% 62.30%
wrong rate (prior) | 100.00% 100.00% 100.00% 100.00% 100.00% 100.00% 100.00%
wrong rate (after intervention) | 42.78% 73.57% 75.45% 11.47% 63.68% 44.04% 2.67%

Table 1: Main arbitration profile of LLM verifiers. Purple highlights Margin, the overall trade-off performance (sum
of Known- and Unknown-state margins). Teal rows show persistence when the prior is correct and counterfactual
evidence is given (KK/UK); PR is persistence rate, Ol is odds of influence, and A correct drop is the correct-rate
loss. Orange rows show correction or acquisition when the prior is wrong or outdated, and gold evidence is given
(KU/UU); CR is correction rate and A wrong reduction is the wrong-rate reduction. Gray rows give aggregate rates
before and after intervention. Ratio reports the percentage of samples falling into each KB condition.

nal accuracy alone cannot reveal how a verifier
reaches its verdict under PCD. Consider Qwen3-
32B and Deepseek-v3: in prior-only evaluation,
Qwen3-32B substantially outperforms Deepseek-
v3 in prior accuracy, positioning it as the stronger
verifier under specific benchmarks. Yet this rank-
ing reverses once prior-context discrepancy is in-
troduced: Qwen3-32B collapses by 43.02 points,
falling below Deepseek-v3 (only a 19.11-point
drop). The Margin captures this reversal precisely
(—0.115 vs. +0.235), where final-verdict metrics
are silent. This reversal is consistent with the vari-
ance analysis in Table 3 (§A.4): Qwen3-32B’s high

prior accuracy is accompanied by high variance
(o0 = 0.2283 for PR-KK), whereas Deepseek-v3
combines moderate prior accuracy with low vari-
ance (o0 = 0.0245). Strong performance in con-
ventional evaluation thus does not guarantee ro-
bustness under PCD, underscoring the need for
prior-aware evaluation that captures how models
arbitrate, not just what they predict.

Observation 3. Model selection is critical for
RAG-based fact-checking. Table 1 illustrates sig-
nificant variation across LLMs in how they arbitrate
internal priors and external evidence, as reflected
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by their Margin values. Models with positive Mar-
gins, such as Deepseek-v3 (+0.235) and Gemini-
2.5-flash (+0.085), demonstrate desirable behavior:
they resist discrepant context when internally cor-
rect, yet remain receptive to corrective evidence
when internally incorrect. In contrast, Gpt-4o-mini,
Llama3-8B, and Mistral-7B exhibit a more “stub-
born” profile, frequently favoring erroneous inter-
nal priors over accurate external evidence (e.g.,
Mistral-7B CR: 26.36%). OI values observed in
Table 1 across KNOwS and UNKNOWS regimes
confirm such an observation, where only Deepseek
and Gemini demonstrate the favored OI patterns.
These results underscore the importance of careful
model selection for RAG-based fact-checking, con-
sidering their distinct PCD handling capabilities.

Observation 4. Temporal acquisition and
counterfactual correction reveal different
evidence-uptake patterns. At the aggregate
level, the OI for acquisition exceeds that for
correction in five of the seven models (e.g., in
the Unknown state, Llama3-8B: 85.96 vs. 0.67;
Qwen3-32B: 3.85 vs. 0.90), suggesting LLMs are
more receptive to new knowledge than to revising
wrong beliefs. However, this aggregate pattern
conceals three distinct strategies. (1) Receptive
models (Llama3-8B, Qwen3-32B) drive the trend
with large positive gaps (e.g., Llama3-8B’s CR:
94.81% temporal vs. 30.80% counterfactual in
KU), readily accepting “new” information but
resisting evidence that contradicts prior knowledge.
(2) Conservative models (Gemini-2.5-flash,
Phi-4) reverse the pattern, with temporal CR
lower than counterfactual CR (e.g., Phi-4: 24.39%
vs. 42.76% in KU), reflecting a cautious stance
toward unfamiliar claims. (3) Balanced models
(Deepseek-v3) maintain near-identical correction
rates across both settings (46.58% vs. 40.75%),
suggesting genuinely evidence-driven arbitration.

Observation 5. LLMs exhibit greater confi-
dence in refuting false claims than in confirm-
ing true ones. Analysis of label distributions in
Figure 3 shows that LLMs are more internally con-
fident when identifying false claims than when val-
idating true statements. Among internally correct
predictions (i.e., KNOWN-KNOWS), Refute cases
dominate (e.g., 86% for Mistral-7B and over 59%
for other models), suggesting that pre-trained re-
liability is more strongly geared toward detecting
falsehoods. In contrast, in the UNKNOWN state,
correct predictions (i.e., UNKNOWN-KNOWS) are
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Figure 3: Support/refute ratios across Known and Un-
known prior categories, separated by whether the inter-
nal prior response is correct or wrong.
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Figure 4: Model Scaling Evaluation. The Correction
rate (CR), persistence rate (PR), and margin results of
Llama3 in various sizes (1B, 3B, 8B, 70B)

predominantly Support cases (e.g., 71% for GPT-
40-mini), indicating heavier reliance on external
evidence for verifying affirmative claims where
their internal knowledge is insufficient.

Observation 6. Larger models exhibit better
arbitration calibration. We analyze how perfor-
mance evolves with model scale using the Llama3
family. As shown in Figure 4, Margin scores in-
crease with model size, with Llama3-70B achiev-
ing a substantial improvement (Margin = 0.50).
This trend indicates that larger models are more
effective at resolving discrepancies. While persis-
tence rate decreases from the 3B to the 8B model,
it recovers at 70B alongside a marked increase in
correction rate. The negative Margins observed for
the 1B and 3B suggest that their behavior reflects
rigid adherence to incorrect priors rather than ro-
bust calibration. This scaling trend suggests that
larger models achieve a more balanced arbitration
profile under PCD, improving correction without
entirely sacrificing persistence.
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Figure 5: Persistence of counter-entity vs. -semantic.

Observation 7. Counter-semantic counterfac-
tual evidence is much more challenging than
counter-entity evidence. As shown in Figure 5,
most models (with the exception of Llama3-8B)
exhibit a notable decrease in persistence rate when
exposed to semantically counterfactual evidence
compared to entity-level counterfactual evidence
(e.g., a 56% drop for Mistral-7B). This trend, con-
sistent with prior findings by Xie et al. (2024), in-
dicates that semantic-level discrepancies pose a
greater challenge to current LLMs and are more
likely to induce incorrect judgments. Consequently,
mitigating such discrepancies may require special-
ized preprocessing or safeguards, as reliance on
internal judgment alone is often insufficient. This
confirms the finding in prior work on the difficulty
of LLMs autonomously handling deceptive or mis-
leading content (Chen and Shu, 2024a; Kamoi et al.,
2024; Chen and Shu, 2024b).

5 Arbitration Method and Result

Building on these insights, we propose a method to
more reliably arbitrate between internal priors and
external context, which shows that the diagnostic
signal identified by PAVE can be operationalized
into a simple test-time intervention. Unlike prior
works (Huang et al., 2025; Yu et al., 2024b) that
ignore variability across runs, particularly when
the model exhibits low internal confidence (i.e.,
the UNKNOWN state), we assess its decision sta-
bility by measuring consistency across multiple
parallel generations. Specifically, we compute a
Jensen-Shannon divergence (JSD)-based metric to
quantify how consistently an LLM favors paramet-
ric knowledge or external evidence, enabling more
robust source selection.

Stability-based Arbitration. Given a test set
Q = {(c,y)}, where c is a claim and y €
{Refute, Support} is the ground-truth label, we use

an LLM fy to repeatedly sample K times of pre-
diction probabilities for the positive-class token
probability (e.g., “Support” / “True”) under exter-
nal evidence e: {pg()t = fo(c,e)},. For each
sample, we define the binary entropy as:

H(pL%) = —pihlogs plr—(1-pL) logy (1—ply)-
We then compute the JSD across the K samples as

follows (1) compute the mean probability pext =

e Zl 1pex)t and its entropy H (Pext); (2) com-

pute the expected individual entropy E[H (pext)] =
e ZZ H (pext) (3) define the stability metric:

JSDex = H(ﬁext) - E[H(pext)]a

Lower JSDqy; indicates higher consistency across
runs given external evidence. Analogously, given
K parametric prediction probabilities {p}(jg)r =
fo(c)}E, for the “True” token without external
evidence, we compute the stability JSD, for the
parametric case: JSDpor = H (Ppar) — E[H (Ppar)]-
Finally, we define the difference A = JSDp, —
JSD.y and compare it against a threshold 7 €
[—0.08, —0.06], calibrated on a held-out validation
set (see §C), to determine the reliable source:

X fo(c),

,_ Jie)
fo(c,e

The full algorithm and implementation details are

in Algorithm 2 and §C.1, with a vote-based JSD
variant for models without logits in §C.2.

ifA<ZT

), otherwise.

Baselines and Implementation. We evaluate
eight baselines grouped into three categories (de-
tails in §C.5): (i) Self-guided methods (Huang et al.,
2025): ImplicitSCR prompts the LLM to assess
evidence reliability before answering, while Ex-
plicitSCR uses CoT reasoning to compare inter-
nal and external context. (ii) Rule-based meth-
ods (Huang et al., 2025): InternalEval and Con-
textEval switch sources based on self-evaluated
response or evidence correctness; InternalConf and
ContextConf use token-level confidence thresholds
to choose between prior-based and retrieval-based
answers (Jiang et al., 2023; Huang et al., 2025);
TPC (Huang et al., 2025; Wu et al., 2024) com-
pares confidence scores using raw or calibrated
probabilities. (iii) Context-based methods: TACS-
LR (Yu et al., 2024b) refines retrieved context using
an LLM-based filter before final generation.
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Baseline Gpt-40-mini Phi-4 Mistral-7B

1IE. CE. OA. IE. CE OA. IE. CE. OA.
ImplicitSCR 45.48 59.88 52.68 50.10 60.80 55.45 34.56 38.83 36.70
ExplicitSCR 54.12 64.35 59.24 41.81 50.84 46.33 10.33 18.77 14.55
InternalEval 51.43 57.60 54.52 47.60 48.80 48.20 6.26 3.08 4.67
ContextEval 55.20 67.03 61.12 52.50 66.60 59.55 27.61 10.33 18.97
ContextConf 47.90 64.70 56.30 52.20 52.20 52.20 15.33 10.33 12.83
InternalConf 47.60 48.40 48.00 46.60 65.20 55.90 34.33 34.33 34.33
TPC 46.90 61.60 54.25 51.14 51.14 51.14 43.33 57.67 50.50
TACS-LR 44.60 54.00 49.30 45.20 51.80 47.15 37.20 47.80 42.50
Ours (K=5) 55.38 67.14 61.26 52.40 63.60 58.00 51.20 62.96 57.08
Baseline Qwen3-32B Gemini-2.5-flash Llama3-8B

1IE. CE. OA. IE. CE. OA. IE. CE. OA.
ImplicitSCR 47.77 60.08 53.93 14.90 21.85 18.38 50.40 60.00 55.20
ExplicitSCR 19.27 23.55 21.41 57.50 66.93 62.22 32.60 38.60 35.60
InternalEval 52.63 59.29 55.96 49.95 55.81 52.88 51.04 58.39 54.72
ContextEval 58.49 64.25 61.47 55.61 38.73 4717 54.92 61.17 58.05
TACS-LR 45.20 51.80 48.50 39.50 53.00 46.25 28.60 34.60 31.60
Ours (K=5) 56.80 69.12 62.97 51.12 65.01 58.07 59.00 65.20 62.10

Table 2: Accuracy (%) under incorrect (IE) and correct evidence (CE), and Overall Accuracy (OA). The results of

our method for setting K = 5.

Metrics. Given a test set @ = {(c,y)}, we
follow (Huang et al., 2025; Yu et al., 2024b)
and evaluate accuracy under three conditions.
Let e, and e, denote correct and incorrect ev-
idence, respectively, and let the model predic-
tion be § = fy(c,e). Using the indicator func-
tion I(-), we define: i) Accuracy with correct evi-
fl.ence (CE): CE = |—g~‘)‘ > (e, yyea lfolc, ec) =y).
1) Accuracy with incorrect evidence (IE): IE =
ﬁ Z(Q )€ I(fo(c,ew) = y). iii) Overall Accu-
racy (OA): OA = CEHE,

Main Results Our method achieves strong per-
formance across a range of LLMs, attaining the
best or competitive overall accuracy in five out
of six evaluations. In Table 2, the largest gains
are observed for smaller models such as Mistral-
7B, where our approach outperforms the second-
best baseline by 6.58 absolute points (57.08% vs.
50.50%). Moreover, unlike methods like ContextE-
val that overly favor either parametric or external
signals, our approach maintains a balanced trade-
off between correct and incorrect evidence across
models, indicating robust arbitration capabilities.
For example, GPT-40-mini achieves strong perfor-
mance in both settings, with IE 55.38% and CE
67.14%, indicating stable arbitration behavior. Re-
sults are reported using K = 5 runs with tempera-
ture set to 1.0. Case studies are provided in §C.4.

Analysis of Efficiency and Temperature. Our
method demonstrates a favorable efficiency-
accuracy trade-off in Figure 6. Increasing the num-
ber of runs beyond K = 5 yields diminishing re-
turns, while even a small budget of K = 3 achieves
competitive performance (e.g., IE = 56.20%) on

t=01 [ t=03 [ t=05 [ t=07 @ t=1.0 3 Gpt-do-mini [ Llama3-88
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Figure 6: Comparison of our method across three met-
rics (IE, CE, and OA) with varying temperature settings
(a) and number of runs K (b).

Llama3-8B. These results underscore the practical-
ity of the approach for deployment scenarios with
limited computational budgets. As for the impact
of temperature, results on Llama3-8B and GPT-4o-
mini show that increasing temperature from 0.1 to
0.5 leads to noticeable performance gains across
IE, CE, and OA while no significant or consistent
improvement is observed continuously.

6 Conclusion

This work presents a principled framework for ana-
lyzing how LLMs arbitrate between internal priors
and retrieved context in fact-checking. We analyze
model’s behavior under its pre-evidence epistemic
states based on Knowledge Boundary, and pro-
pose a lightweight test-time arbitration method that
achieves competitive performance against eight
strong baselines, improving factual reliability un-
der prior-context discrepancy.
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Limitations

We acknowledge that different experimental set-
tings may introduce variability into evaluation out-
comes. We examined three potential sources of
variation: the choice of output token representa-
tion, sampling temperature, and the number of in-
dependent runs (see §A.6 and §A.2). While spe-
cific metrics fluctuate across configurations, the
core findings regarding arbitration profiles remain
relatively stable; detailed sensitivity analyses are
provided in the appendix.

Our study focuses on the discrepancies between
internal priors and retrieved context, assuming re-
trieval has already occurred. Consequently, the sit-
uation of external conflicts within the retrieved evi-
dence and agents that autonomously skip the RAG
process are outside our current scope. We prioritize
discrepancy scenarios, where one source is correct
while the other is not (prior vs. context), because
they directly impact the finality of fact-checking
judgments. Situations where both sources are in-
correct (even if they differ) are excluded, as they do
not facilitate reaching a correct conclusion. While
we recognize the value of “both error” cases for
model explainability, a detailed investigation into
reasoning behavior when all available information
is erroneous is reserved for future work.

We did not include the cases where LLMs cor-
rectly answer new claims. It is difficult to determine
whether these correct answers come from valid rea-
soning (e.g., predicting periodic events like the
2026 World Cup) or simply result from hallucina-
tions. However, we analyze an example where the
LLM correctly predicts future events with halluci-
nation in §A.5. We will leave the analysis of this
seemingly “superior intelligent behavior” for future
work.

While our approach entails a marginal increase
in overhead compared to existing baselines, the em-
pirical results demonstrate that it remains highly
competitive even at K = 3, as shown in §5 “Analy-
sis of Efficiency and Temperature”. At K = 3, the
method remains practical under batched inference,
although it requires repeated stochastic samples
under claim-only and evidence-conditioned inputs.
Even at this reduced cost, the method retains com-
petitive performance, indicating that our method
can strike a practical balance between inference
overhead and scoring reliability.

Ethics Statement

All evaluations were conducted using open-source
datasets and crawled from public websites. We
are committed to fostering Al transparency and
providing the guidelines of RAG in automated fact-
checking systems. Our data sources are all from
objective and neutral facts and do not contain any
personal information and offensive comments di-
rected at individuals or particular groups.

Our counterfactual evidence is generated with
LLM assistance under controlled prompting. While
this enables scalable construction of prior-context
discrepancy scenarios, it may also introduce gener-
ation artifacts, such as stylistic regularities, unnatu-
ral wording, or unintended factual changes beyond
the targeted intervention. To mitigate this risk, we
apply automatic filtering and human validity checks
to remove inconsistent or ill-formed counterfactu-
als. We will release the prompts, filtering rules,
and constructed data to support reproducibility and
facilitate further auditing by the community.
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Appendix

Appendix Roadmap. This appendix provides
supplementary analyses, methodological details,
dataset documentation, and reproducibility materi-
als that support the main paper without interrupting
its core narrative.

* Appendix A: Further Discussion. This section
complements the main results with additional
empirical analyses from four perspectives:

1. Experimental settings discussion. Ap-
pendix A.2 analyzes the effects of tem-
perature and the number of independent
runs, while Appendix A.3 validates the
KNOWN/UNKNOWN split through confidence
and class-token probability distributions.

2. Stability and generality of the evaluation.
Appendix A.4 reports variance and standard
deviation statistics for correction and persis-
tence behaviors across models.

3. Failure analysis on temporally novel claims.
Appendix A.5 presents hallucination cases
where models over-confidently extrapolate be-
yond their verified knowledge boundaries, fur-
ther motivating prior-aware arbitration.

4. Robustness to Output Variation. Ap-
pendix A.6 examines whether different output-
token choices affect the evaluation results and
shows that our findings remain stable across
semantically equivalent verbalizers.

* Appendix B: Related Works. This section posi-
tions our benchmark and our arbitration setting
with respect to prior work on prior-context dis-
crepancy, knowledge conflicts, and uncertainty-
based knowledge-boundary estimation.

* Appendix C: Further Details and Results of
Our Method. Appendix C.1 describes the JSD-
based stability measure, while Appendix C.2
presents the vote-based variant for models with-
out reliable probability access. The remaining
parts provide case studies (App. C.4) and base-
lines definitions (App. C.5).

Appendix D: Dataset Details. This section doc-
uments the dataset construction process, includ-
ing crawled emerging-event claims, public fact-
checking sources, counterfactual evidence gener-
ation, and quality-control procedures.

Appendix E: Evaluation Prompts and Repro-
ducibility. This section lists the evaluation
prompts, counterfactual construction prompts,
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Figure 7: The definitions of the Known-Unknown quad-
rant motivate our evaluation.

and baseline prompts. The final parts report ro-
bustness checks for output-token variations and
provide the LLM usage statement.

A Further Discussion

A.1 Interpreting the Four Categories.

To systematically analyze how internal confidence
interacts with factual correctness, we introduce the
notion of Knowledge Boundary (KB) defined by
pairing parametric confidence with factual correct-
ness, providing a structured lens for analyzing fact-
checking behavior under PCD, as illustrated by
the Known-Unknown Quadrant in Figure 7. Draw-
ing on insights from metacognition (Chen et al.,
2025; Garner and Alexander, 1989; Amayuelas
et al., 2024), we construct an observable KB for
fact-checking. Given a specific LLM and a set
of claims, outcomes are categorized along two
axes: (1) factual correctness (KNOWS vs. UN-
KNOWS), indicating whether the model’s predic-
tion aligns with ground truth, and (2) parametric
confidence (KNOWN vs. UNKNOWN), indicating
the model’s epistemic belief (Chen et al., 2025;
Garner and Alexander, 1989; Amayuelas et al.,
2024). Specifically, parametric confidence is es-
timated via prediction consistency across repeated
stochastic generations, serving as a practical proxy
for epistemic-style stability (Chen and Mueller,
2024; Farquhar et al., 2024). This enables us to
distinguish high- versus low-confidence predic-
tions using consistency-based uncertainty estima-
tion (Taubenfeld et al., 2025; Fu et al., 2026), and
to condition analysis on internal confidence rather
than assuming uniform certainty across claims.
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Figure 8: Probability distributions of class tokens (“Sup-
port”’/“Refute”) predicted by GPT-40-mini.

A.2 Influence of Temperature and # of
Independent Runs

We examine the impact of the # of independent runs
(up to 40) and temperature settings (0.3, 0.5, 1.0)
on the consistency of model outputs and the rela-
tionship between the influence rate (i.e., correction
(CR) and Not persistence (1-PR)) for KNOWN and
UNKNOWN cases. The Figure 9 shows the anal-
ysis of Llama3-8B; the proportion of UNKNOWN
claims stabilizes after approximately 20 runs (con-
sistently across all three temperature settings), in-
dicating a clear saturation point. In the middle
and right panels, the influence rate for KNOWN
cases decreases steadily with more runs, reflecting
growing model confidence, whereas the influence
rate of UNKNOWN cases shows only a negligible
reduction. This confirms that UNKNOWN effec-
tively captures intrinsic model uncertainty—a state
in which further consistency checks do not improve
confidence. Influence Rate of UNKNOWN shows
limited sensitivity to the number (#) of runs).

A.3 Analysis of Known and Unknown
Category

We experiment by prompting an LLM (e.g., GPT-
4o-mini) for binary (Refute/Support) claim verifica-
tion to measure their internal confidence (Tauben-
feld et al., 2025; Fu et al., 2026), which is based on
500 claims, with 5 runs for each one under fixed
temperature 1.0. KNOWN cases (red) cluster near 1,
indicating high certainty, while UNKNOWN cases
(blue) show broader spread, reflecting uncertainty
(Kernel Density Estimation (KDE) smoothing is
applied (p < 0.001)). Our results show that con-
sistent judgments result in a sharp, low-entropy
probability distribution of predicted class tokens,
as illustrated in Figure 8. This indicates the reason-
able category of known and Unknown.

A.4 The Variance of Evaluation Results

For the evaluation results (Table 1), we present
the variance and standard deviation statistics for
the correction rate (CR) and persistence rate (PR)
across several language models, as shown in Ta-
ble 3. Overall, the results reveal clear differences in
the stability of models’ correction and persistence
behaviors across epistemic states. Llama3-8B ex-
hibits particularly low variance and standard devia-
tion in most settings, while Deepseek-v3 achieves
the lowest variance for persistence in the KNOWN-
KNOWS state. In contrast, Qwen3-32B consistently
displays the highest variance and standard devia-
tion across the four epistemic conditions, suggest-
ing substantially greater variability in its arbitration
behavior. Overall, Llama3-8B and Deepseek-v3
stand out as the most stable models among those
evaluated, whereas Qwen3-32B exhibits the great-
est instability.

A.5 Hallucination Analysis

We analyze the results with an explanation based
on GPT-40-mini in novel claims from our bench-
marks and results shown in Table 4. The LLM
response explicitly states a knowledge cutoff date
of October 2023 but proceeds to evaluate a claim
involving a specific future date: May 18, 2025.
This date corresponds to the purported final Ever-
ton F.C. match at Goodison Park. While the model
correctly references Everton’s publicly known sta-
dium relocation plans and the typical timing of the
Premier League season’s conclusion, its concrete
acceptance of May 18, 2025 as a plausible final
match date exceeds verified knowledge boundaries.
Since the model’s stated knowledge cutoff is Octo-
ber 2023, the exact date of Everton’s final match at
Goodison Park was beyond its verified knowledge
at the time. The response frames the date as “plau-
sible” but ultimately judges the claim as “should
be supported,” which risks conflating reasonable
inference with factual confirmation.

This constitutes a form of hallucination, where
the model goes beyond its verified knowledge to
make a detailed prediction without authoritative
backing. Although not fabricated outright, it rep-
resents an overconfident extrapolation that could
mislead users into treating the claim as a confirmed
fact rather than an informed speculation.
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Figure 9: The figure based on the number of independent runs (from O to 40) with different temperatures. The
proportion of UNKNOWN cases plateaus after reaching a certain number of runs (Left). The influence rate of
KNOWN cases decreases more significantly with increasing number of runs when exposed to conflicting evidence,
whereas UNKNOWN cases demonstrate a relatively stable influence rate throughout the process (Middle & Right).

Persistence Performance (PR)

Correction Performance (CR)

Model KNOWN-KNOWS UNKNOWN-KNOWS || KNOWN-UNKNOWNS UNKNOWN-UNKNOWNS
Var Std Var Std Var Std Var Std
GPT-40-mini 0.0034 0.0583 |0.0087 0.0933 0.0093 0.0964 0.0064 0.0800
Deepseek-v3 0.0006 0.0245 [0.0060 0.0775 0.0019 0.0436 0.0034 0.0583
Qwen3-32B 0.0521 0.2283 [0.0569 0.2385 0.0451 0.2124 0.0450 0.2121
Gemini-2.5-flash [0.0024  0.0490 |0.0049 0.0700 0.0129 0.1136 0.0064 0.0800
Mistral-7B 0.0012 0.0346 [0.0009 0.0300 0.0053 0.0728 0.0035 0.0592
Phi-4 0.0046  0.0678 [0.0038 0.0616 0.0050 0.0707 0.0033 0.0574
Llama3-8B 0.0018 0.0424 |0.0003 0.0173 0.0009 0.0300 0.0002 0.0141

Table 3: Variance (Var) and standard deviation (Std) of Persistence Rate (PR) and Correction Rate (CR) across

the four epistemic quadrants.

Claim

LLM Result

On May 18 2025: 2024-25 Premier League
Everton E.C. play their final game at Goodi-
son Park in Walton, Liverpool, England, the
club’s home ground for the last 133 years.
They will transition to Everton Stadium in
Vauxhall starting the 2025-26 season. (BBC

The claim should be supported based on the information available up to

October 2023 . Explanation: Everton FC has been planning to move to a
new stadium known as Everton Stadium which is being constructed in the
Vauxhall area of Liverpool. The club has announced that they intend to
transition to this new stadium, which is expected to be completed in time
for the 2025-26 season. As of my last update, the club had been preparing
for this significant move, which would mark the end of their long history at
Goodison Park, their home since 1892. The specific date mentioned in the

claim (May 18, 2025) aligns with the conclusion of the 2024-25 Premier

League season, making it plausible that this could be the date of their final

game at Goodison Park. Therefore, the claim is consistent with the club’s
announcements and plans regarding their stadium transition.

Table 4: Data instance with response based on GPT-40-mini.

Sport)

Indicator Value
Fleiss’ Kappa 1 0.8856
Observed Agreement (F,) 0.9830
Expected Agreement (F) 0.8517

Number of Samples

465 (after filter)

Number of Raters (Prompts)

10

Table 5: Inter-agreement analysis (Fleiss’ Kappa)

A.6 Robustness to Output Token Variations

Previous studies have noted that model perfor-
mance can exhibit significant variance depending
on the specific input prompts and the chosen out-
put tokens during constrained decoding (Mahaut
et al., 2024). As shown in Table 5 and 6, to rig-
orously evaluate Mistral-7B’s sensitivity to out-
put formats, we conducted a robustness experi-
ment on a 500-sample subset. We designed 10
distinct prompts by varying the output constraints
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Accurate accurate Correct correct True true  Support support Right  right

Accurate - 0.8458 09173  1.0000 0.8458 0.8458  1.0000 0.8458  0.7832 0.7832
accurate 0.8458 - 0.9275  0.8458 1.0000 1.0000  0.8458 0.8632  0.9353 0.9353
Correct 0.9173 0.9275 - 0.9173  0.9275 0.9275 0.9173 0.9275 0.8634 0.8634
correct 1.0000 0.8458 0.9173 - 0.8458 0.8458  1.0000 0.8458  0.7832 0.7832
True 0.8458 1.0000 0.9275  0.8458 - 1.0000  0.8458 0.8632  0.9353 0.9353
true 0.8458 1.0000 0.9275 0.8458  1.0000 - 0.8458 0.8632  0.9353 0.9353
Support 1.0000 0.8458 0.9173 1.0000  0.8458  0.8458 - 0.8458  0.7832 0.7832
support 0.8458 0.8632 09275 0.8458 0.8632 0.8632  0.8458 - 0.8058  0.8058
Right 0.7832 0.9353 0.8634 0.7832  0.9353 0.9353 0.7832 0.8058 - 1.0000
right 0.7832 0.9353 0.8634  0.7832 0.9353 0.9353  0.7832 0.8058  1.0000 -

Table 6: Pairwise Kappa agreement matrix across different output tokens

across five semantic pairs—accurate/inaccurate,
true/false, correct/incorrect, support/refute, and
right/wrong—including their capitalized variants.
With the temperature set to 0.5, we measured inter-
prompt consistency using Fleiss” Kappa. As shown
in Tables 6 and 5, the results indicate a very high
level of agreement. The overall Fleiss’ Kappa
across all 10 prompts reached 0.8856, with all pair-
wise Kappa scores exceeding 0.78 and many sur-
passing 0.95. This demonstrates that the model’s
fact-checking performance is robust and not a
byproduct of specific output token selection.

B Related Works

Knowledge Conflict and Resolution. A closely
related line of research studies discrepancies be-
tween parametric knowledge encoded in LLMs
and contextual knowledge provided at inference
time (Xu et al., 2024). Existing work has investi-
gated both how models select between these com-
peting knowledge sources and how their behavior
can be improved when conflicts arise (Tighidet
et al., 2024).

A prominent approach addresses such conflicts
through adaptive inference. Yuan et al. (2024) pro-
pose COIECD, which detects knowledge conflicts
and adaptively constrains decoding using contex-
tual information entropy. AdaCAD (Wang et al.,
2025b) similarly adjusts decoding according to
the degree of disagreement between contextual
and parametric knowledge, while subsequent ap-
proaches incorporate additional confidence- and
context-aware signals.

Our work considers the broader setting of Prior—
Context Discrepancy (PCD). Rather than treating
adherence to contextual information as the sole
objective, we explicitly characterize the model’s
prior epistemic state and examine whether it can
appropriately arbitrate between parametric knowl-

edge and external evidence. We further investigate
methods for improving such arbitration under PCD.

Datasets of PCD. To the best of our knowledge,
there is currently a lack of datasets specifically de-
signed for fact-checking tasks within the context of
Prior-Context Discrepancy (PCD). To address this
gap, we introduce our benchmarks, a large-scale
dataset engineered to evaluate how models navigate
discrepancies between their internal memory and
external information. While related research has
explored model behavior in other overlapping sce-
narios, our benchmarks provide a more comprehen-
sive and multi-dimensional analysis. Compared to
representative datasets such as ClashEval (Wu et al.,
2024), DynamicQA (Marjanovic et al., 2024) and
(Xie et al., 2024), our benchmarks distinguish them-
selves through their extensive coverage of com-
plex reasoning scenarios. Specifically, it evaluates
model performance on retrieved new events where
internal parametric knowledge is outdated, and sys-
tematically measures the impact of varying counter-
factual context, including both counter-entity (CE)
and counter-semantic (CS) counterfactual. Further-
more, different from (Su et al., 2024; Xie et al.,
2024; Ming et al., 2025; Marjanovic et al., 2024),
our benchmarks are unique in their ability to ver-
ify knowledge correction—evaluating whether a
model can consistently utilize accurate external
knowledge to rectify its erroneous internal priors.
Crucially, all evaluation dimensions within our
benchmarks are validated across the four distinct in-
ternal epistemological states of the model: Known-
Knows, Known-UnKnows, Unknown-Knows, and
Unknown-UnKnows. This allows for a granular
assessment when faced with varying degrees of
epistemic certainty.

Estimation Knowledge Boundary via Uncer-
tainty. In the context of identifying knowledge
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boundaries (Li et al., 2025; Hu et al., 2023), Uncer-
tainty Estimation (UE) serves to quantify a model’s
lack of confidence in its predictions for a given
input (Li et al., 2025; Hu et al., 2023). High un-
certainty typically signifies that the input-related
knowledge lies outside the model’s certain bound-
aries. Specifically, the epistemic uncertainty plays
an important role in UE, which refers to model-
specific uncertainty that quantifies a lack of model
knowledge, a concept directly linked to the Para-
metric Knowledge Boundary (Li et al., 2025).

Current solutions to quantify epistemic uncer-
tainty are broadly classified into model-side and
data-side approaches. Model-side quantification
involves the perturbation of model parameters, con-
figurations, or internal states. Data-side quantifica-
tion encompasses two primary modes: Input-side
clarification and perturbation, adjusting the input
prompts to detect fluctuations in confidence (Gao
et al., 2024; Ling et al., 2024). Output-side varia-
tion estimation, quantifying uncertainty based on
the diversity or inconsistency of generated out-
puts (Yadkori et al., 2024; Aichberger et al., 2024).

Our framework specifically utilizes output-side
variation estimation (Li et al., 2025), a consistency-
based method where the inconsistency among mul-
tiple sampled predictions for a single input is
viewed as the measure of uncertainty. In the special-
ized domain of fact-checking, consistency-based
methods are uniquely sufficient for identifying
knowledge boundaries. Fact-checking tasks tar-
get objective, verifiable truths where, ideally, only
one correct verdict exists. If a model possesses the
necessary parametric knowledge, its reasoning and
final verdict should remain stable across multiple
samplings. It indicates that the model is “guess-
ing” due to a knowledge deficit rather than retriev-
ing a stable fact, thereby making output variation
a robust proxy for mapping the model’s knowl-
edge boundary without requiring access to internal
model logits.

Task-specific retrieval augmentation. Beyond
fact-checking, retrieval augmentation has been spe-
cialized for individual downstream tasks, each im-
posing its own requirement on what the retrieved
context should contain. Compliance-constrained
customer service requires the retrieved context to
satisfy external regulations in addition to being
relevant (Hong et al., 2025); dynamic and memory-
augmented recommendation retrieves interaction
history rather than evidence (Tao et al., 2026; Chen

et al., 2026); iterative retrieval schemes invoke and
control retrieval across multiple steps, either within
areasoning chain (Xiong et al., 2026) or across suc-
cessive rounds over long professional documents
(Zhang et al., 2025); and expert-domain assistance
pairs an LLM with structured knowledge to support
human decisions (Zhou et al., 2026). What these
lines share is an emphasis on controlling what en-
ters the context window, and they largely presume
that a well-chosen context will be used as intended.
Our setting is complementary, and in a sense down-
stream of theirs: the retrieved context is held fixed
by construction, and the question is kow a verifier
arbitrates once that context conflicts with its para-
metric prior—a decision that retrieval-side methods
leave entirely to the model.

C Further Details and Results of Our
Method

C.1 The Implementation Details of JSD

Our method aims to assess the internal consistency
of a model’s answers by leveraging the answer
probability associated with each response and the
algorithm shown in Algorithm 2.

As shown in Table 2, our method achieves com-
petitive performance across six diverse language
models, demonstrating remarkable generalization
capability. It attains the best overall accuracy
on GPT-40-mini, Mistral-7B, Qwen3-32B, and
Llama3-8B, while securing second place on Phi-4.
The most striking advantage emerges on smaller-
scale models: on Mistral-7B, our approach outper-
forms the second-best method by 6.58 absolute per-
centage points, revealing its particular efficacy in
resource-constrained environments. This scalabil-
ity advantage is crucial for practical deployments
where computational efficiency is paramount. Fur-
thermore, our method maintains balanced perfor-
mance between correct evidence (CE) and incorrect
evidence (IE) handling across most models, indicat-
ing robust reasoning capabilities rather than over-
reliance on evidence quality. The sole exception
occurs with Gemini-2.5, where ExplicitSCR per-
forms best, suggesting model-specific optimization
opportunities. We discuss the influence of different
iteration times as follows.

We run train-test experiments three times to set
hyperparameters 7. Each time renders an optimal
7 that ranges in [—0.08, —0.06], in which 7 is de-
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Algorithm 1 Evidence Stability via Vote Entropy (vote-based)

Require: Claim c, Retrieved Evidence e, an LLM fy, iteration times K, Threshold 7
Ensure: Decision: Provide the answer 3 based on voting consistency

—_

. Initialize counters: Kext < 0, kpar < 0

> Count of *True’ labels

2: Initialize label sets: Yext — 0, Ypar < 0
3: fori =1to K do
4: yg()t — fo(c,e) > Generate hard label with evidence
5: yl()Qr +— fo(c) > Generate hard label without evidence
6: if yé;)t € Positive Categories then key < koxt + 1
7: end if
8: if y;()gr € Positive Categories then kpa, < kpar + 1
9: end if
10: end for
11: Compute empirical probabilities: Pext <— k};‘t, Dpar k;g“
12: Compute vote entropy (stability):
13: Vot < Hbinary (ﬁext) = _ﬁext 108;2 (ﬁext) - (1 - f)ext) 10g2(1 - ﬁext)
14: Vpar — Hbinary (ﬁpar) = _ﬁpar 10g2 (ﬁpar) - (1 - ﬁpar) 10g2(1 - ﬁpar)
15: A = Vpar — Vext > Positive A means evidence increases consistency
16: if A < 7 then
17: return y = Majority(Ypar) > Evidence introduces too much disagreement
18: else
19: return §y = Majority(Yext) > Evidence leads to a more stable consensus
20: end if
(a) Answer without evidence (b) Answer with evidence ) A
0.8 0.8 :
% 05 e 0
0.6 . 0.6 g o 8 §
3 % g
Jod | g g é 00— ===
2 : o 2 g
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Correct Answer
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Figure 10: The comparison of our defined JSD with and without evidence.

termined using a small set of held-out validation
data.

As shown in Figure 10, we compare the
Jensen—Shannon Divergence (JSD) JSD =
H(p) — E[H (p)] with correct evidence under two
settings: answering with the claim only (Fig-
ure 10(a)) and answering with both the claim and
external evidence (Figure 10(b)), using GPT-40-
mini under correct and incorrect response condi-
tions. In the claim-only scenario (Figure 10(a)), the
JSD values are similar regardless of whether the
model’s answer is correct or incorrect. In contrast,
when external evidence is provided (Figure 10(b)),
the JSD is noticeably lower when the model’s an-
swer is correct than when it is incorrect. This pat-

tern suggests that GPT-40-mini may possess a cer-
tain capability to discern evidence quality: while
external evidence may still influence the model, it
also introduces greater internal uncertainty, as re-
flected by the elevated JSD in incorrect responses.

C.2 The Vote-based JSD

While our method aims to assess the internal con-
sistency of a model’s answers by leveraging the
answer probability associated with each response,
not all models provide direct access to reliable an-
swer probabilities. To address this limitation, we
introduce a simple variant of our approach that
estimates stability using the results of multiple con-
sistency checks for models that can not access the
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Algorithm 2 Evidence Stability via Jensen-Shannon Divergence (standard)

Require: Claim c, Retrieved Evidence e, an LLM fy, iteration times K, Threshold 7
Ensure: Decision: Provide the answer g by using or not using external evidence e

1: Initialize arrays {pg()t}{il, {pggr K
: fori=1to K do

Doy < falc,e)

Phie < fole)
end for

AT A

function

Compute mean probabilities: Pext % Efi 1 pgx)t, Dpar % Efi 1 pl(,a]r

Compute evidence stability: JSDeyt < H (Pext) — % Zfi H (p(i) )

> Sample with evidence
> Sample without evidence

i)

> Using the binary entropy

ex

(4)

8: Compute parametric stability: JSDpar < H (Ppar) — = Zfi 1 H(ppar) > Using the binary entropy

function
9: A = JSDpy — JSDex;
10: if A < 7 then

11: Do not use evidence, return y = fy(c) > External evidence introduces variability
12: else

13: Use evidence, return gy = fy(c,e)

14: end if

probability directly. the wall-clock latency to about 1.2 seconds.

Specifically, we approximate the external sta-
bility measure JSD = H(p) — E[H(p)] using
vote entropy—a frequency-based entropy com-
puted from hard labels. Formally, given a set
of K labels (in K runs), let ke € [0, K] de-
note the number of labels that belong to any of
the true categories. Then, the empirical proba-
bility is estimated as p = kiye/ K, and the vote
entropy is computed as the binary entropy of p:
Hpinary (p) = —plogy(p) — (1—p) logy (1 —p) This
variant allows us to robustly evaluate stability even
when explicit probability outputs are unavailable.
The algorithm is shown in Algorithm 1.

C.3 Inference Cost and Practicality

We evaluate the inference overhead of our JSD-
based arbitration on GPT-40-mini using 500 ran-
domly sampled examples. For a sampling budget
of K, our method performs K claim-only and K
evidence-conditioned generations, resulting in 2K
model calls per example, the same as consistency-
based baselines that estimate both prior-only and
evidence-conditioned uncertainty.

At K = 5, each example uses approximately
1,160 input tokens and 25 output tokens, corre-
sponding to an average API cost of $1.9 x 1074
per example, or less than $0.20 per 1,000 examples.
The ten calls require approximately 12 seconds un-
der serial execution, while parallel dispatch reduces

Our method is lightweight in the sense that it is
training-free and requires no modification to the
underlying model, although it introduces additional
inference-time sampling. The sampling budget can
also be reduced, e.g., to K = 3, while maintaining
stable performance.

C.4 Case Study

To empirically validate the effectiveness of our
stability-based evidence selection framework, we
present a comprehensive case study analyzing three
distinct factual verification scenarios. These cases
demonstrate how our method dynamically arbi-
trates between parametric knowledge and exter-
nal evidence based on output stability metrics. As
shown in Table 7.

The first case involves a claim regarding high
school arrest statistics and graduation rates, where
the provided external evidence contains internal
contradictions (marked with x). Our method com-
putes a negative A value (—0.2229), correctly iden-
tifying that the evidence introduces substantial vari-
ability (JSDext = 0.2239) compared to the highly
stable parametric responses (JSD,, = 0.0011).
Consequently, the system rejects the conflicting
evidence and maintains the original “support” clas-
sification based solely on parametric knowledge.

In the second case examining trade agree-
ment impacts on employment, the external evi-
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Claim (c)

External Evidence e

Initial Answer fo (9 | ¢;)

Initial Answer Probabilities

Answer with evidence fo (9 | ¢;,€;)
Evidence Probabilities

JSDy,r (claim only)

JS D¢y (claim with conflicting evidence)
A = JSDpy — JSDey

High school students arrested on campus are twice as likely not to graduate and four times less likely to
graduate if they’ve appeared in court.

high school dropouts are three and one-half times more likely than high school graduates to be arrested, and
more than eight times as likely to be incarcerated. 12 pages, seventy-five middle school students who were
under court have been involved in the judicial system, making sure they “complete college”. High school
dropouts are three and one-half times more likely than high school graduates to be arrested, and more than
eight times as likely to be incarcerated. X

“support”, “support”, “support”, “support”, “support”, “support”, “support”, “support”, “support”, “support”
0.9965, 0.9950, 0.9971, 0.9858, 0.9950, 0.9965, 0.9965, 0.9965, 0.9971, 0.9958

“refute”, “refute”, “refute”, “refute”, “refute”, “refute”, “refute”, “refute”, “refute”, “refute”

0.9399, 0.9241, 0.4115, 0.4620, 0.9399, 0.9399, 0.8808, 0.4620, 0.9399, 0.4046

0.0011

0.2239

~ —0.2229 (Choose answer with claim only)

Claim (c)

External Evidence e

Initial Answer (10 times)

Initial Answer Probabilities fo (g | c)
Answer with Evidence fo (9 | ci, e)
Evidence Probabilities

JSDy,: (claim only)

JSD¢y (claim with conflicting evidence)
A = JSDpy — JSDey

Trade agreements like NAFTA and permanent normal trade relations with China, which forced American
workers to compete against people making pennies an hour, has resulted in the loss of 160,000 jobs here in
Michigan.”

trade agreements like NAFTA and permanent normal trade relations with China, which forced

American workers to compete against people making pennies an hour, have resulted in the loss

of 160,000 jobs here in Michigan. The steel industry setbacks account for just a fraction of the

job losses in Michigan’s manufacturing sector, which now employs 55,100 fewer workers than

it did when Trump took office in January 2017, U.S. Labor Department data shows. The state’s
automotive industry accounted for 35% of the manufacturing job losses, according to the st. Louis

fed. Trade agreements like NAFTA and permanent normal trade relations with China, which

forced American workers to compete against people making pennies an hour, have resulted in the

loss of 160,000 jobs here in Michigan.

“refute”, “refute”, “refute”, “refute”, “support”, “refute”, “support”, “support”, “refute”, “support”
0.9193, 0.6770, 0.6183, 0.6171, 0.3707, 0.6770, 0.8121, 0.3707, 0.6199, 0.8121

“support”, “refute”, “support”, “support”, “support”, “support”, “support”, “support”, “support”, “
0.8175, 0.1480, 0.8519, 0.9526, 0.8175, 0.9526, 0.8519, 0.9046, 0.8519, 0.9046

0.1438

0.0165

= 0.1273 (Choose answer with evidence)

support”

Claim (c)

External Evidence (e)

Initial Answer (10 times)

Initial Answer Probabilities fo (9 | c;)
Answer with Evidence fo (3 | c;, ;)
Evidence Probabilities

JSDy, (claim only)
JS D¢y (claim with conflicting evidence)
A = JSDyy — JSDex

Says under President Barack Obama, the debt increased by 23 percent, which was less than under any
president going back to Ronald Reagan.

27 Feb 2023 under President Barack Obama, the national debt grew from $10.63 to $19.96 trillion, a 87.8%
increase. Under President Donald Trump, the ... Oct 7, 2022, Bush nearly matched the amount of debt
accumulated under Reagan, but ... Bush, democratic president barack obama added another $8.34 trillion ...
May 15, 2023, Ronald Reagan and George W. Bush. President Ronald Reagan increased the U.S. debt by
around 1.86 trillion U.S. dollars, or 186.36 percent. this ...

“refute”, “support”, “refute”, “support”, “refute”, “support”, “refute”, “support”, “refute”, “support”
0.3760, 0.8485, 0.3760, 0.6764, 0.3760, 0.6183, 0.3760, 0.8485, 0.4360, 0.7230

“refute”, “refute”, “refute”, “refute”, “refute”, “refute”, “refute”, “refute”, “refute”, “refute”

0.9999973, 0.9999973, 0.9999973, 0.9999971, 0.9999973, 0.9999973, 0.9999981, 0.9999973, 0.9999971,
0.9999971

0.0316

2.5305e-08

= 0.0316 (Choose answer with evidence)

Table 7: Here are examples of our method for selecting answers, with and without supporting evidence, demonstrated
across 10 independent runs. Our approach can successfully identify the correct initial answer even when the external
evidence is inaccurate (indicated by x). Additionally, it selects the answer backed by evidence when that evidence

is correct (indicated by v')

dence provides consistent factual support (marked
with Here, the parametric responses
show significant instability (JSDp,, = 0.1438)
with mixed “refute”/“support” predictions, while
evidence-augmented queries yield stable consen-
sus (JSDeyxt = 0.0165). The positive A (0.1273)
correctly triggers evidence utilization, shifting the
majority prediction from “refute” to “support.”
The third case, concerning national debt growth
under different presidential administrations, fur-
ther illustrates the method’s precision. Despite ini-
tial parametric uncertainty (mixed responses with
JSD,., = 0.0316), the external evidence pro-
duces near-perfect stability (JSDeyy ~ 2.53 X

107%8). The positive A (0.0316) leads to evidence
adoption, resulting in unanimous “refute” decisions
that correctly contradict the original claim.

These cases collectively demonstrate three crit-
ical capabilities: (1) the ability to detect and re-
ject unreliable evidence that introduces instability;
(2) the capacity to identify and utilize high-quality
evidence that enhances prediction consistency; and
(3) the robustness to make appropriate evidence
selection decisions across diverse factual domains
without requiring explicit credibility assessments
of the evidence content. The stability metric A
serves as an effective proxy for evidence quality, en-
abling reliable arbitration between internal knowl-
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Method K=2 K=3 K=4 K=5 K=N
Claim-only / Evidence-only Majority 2 3 4 5 N
Combined Majority 4 6 8 10 2N
Self-Consistency / Entropy Selection 4 6 8 10 2N
JSD Arbitration (ours) 4 6 8 10 2N

Table 8: Number of model calls per example under different sampling budgets.

Claim-only  Evidence Per example
Input tokens 50 177 ~ 1,160
Output tokens 2-3 2-3 ~ 25
Latency 12s 12s ~ 12 sserial / /= 1.2 s parallel
Cost (USD) - - ~$1.9x 1074

Table 9: Per-example inference cost on GPT-40-mini with K = 5, averaged over 500 examples.

edge and external information sources.

C.5 Baseline Methods

Following Huang et al. (2025), we evaluate eight
methods for evidence reliability assessment under
six prominent LLMs, grouped into three categories:
Self-guided methods: 1) ImplicitSCR: The LLM
is prompted with a claim and potentially incorrect
evidence, then judges the reliability of the evidence
before producing a final response. 2) ExplicitSCR:
The LLM generates answers using internal knowl-
edge and external context, performs explicit confi-
dence reasoning via CoT and answer comparison,
and then balances both sources to make a final de-
cision. Rule-based methods: 3) InternalEval: The
LLM evaluates its own initial parametric response;
if deemed correct, it is kept, otherwise a new an-
swer is generated using external evidence. 4) Con-
textEval: The LLM evaluates external evidence;
if correct, the evidence is used, otherwise it re-
sponds only with the claim. 5) InternalConf (Jiang
et al., 2023): The LLM chooses between inter-
nal and evidence-based answers based on token-
level probabilities, using a predefined threshold.
6) ContextConf: Similar to InternalConf but ap-
plied to evidence-first responses, i.e., the selection
is based on prompting with evidence first. 7) TPC:
Compares confidence scores between internal and
context-based answers, using raw probabilities or
calibrated percentiles. Context-based methods: 8)
TACS-LR: Filters unreliable context using LLM-
based removal, then uses the refined context to
generate the final answer Yu et al. (2024b); Huang
et al. (2025). Consequently, these methods are eval-
uated only on GPT-40-mini, Phi-4, and Mistral-7B,
from which such probability data can be obtained.
The comprehensive results are presented in Table 2.

* Implicit Self-Guided Confidence Reasoning

(ImplicitSCR): The model is explicitly in-
structed that the provided context may contain
inaccuracies and must exercise independent judg-
ment to evaluate its reliability before formulating
a response. To prioritize the activation of internal
knowledge, the context is deliberately positioned
after the question. Some works (Huang et al.,
2025) demonstrate that this sequential structure
increases the model’s reliance on prior knowl-
edge, thereby reducing its vulnerability to mis-
leading contextual information. The model subse-
quently engages in implicit confidence reasoning
during its decision process and returns only the
final answer. Prompts shown in Table 17.

Explicit Self-Guided Confidence Reasoning
(ExplicitSCR): In this approach, the model ini-
tially generates distinct responses derived from
its internal knowledge and the provided con-
text, using two separate prompts. It subse-
quently engages in verbalized confidence esti-
mation through a chain-of-thought reasoning pro-
cess. This begins with an evaluation of the confi-
dence in its internally generated answer, includ-
ing reflection on the factual basis underlying that
response. The model then assesses the reliability
of the external context by comparing it against
the facts supporting its internal knowledge. The
final answer is selected through a deliberative rea-
soning process that integrates both internal cer-
tainty and contextual credibility. Prompts shown
in Table 17.

Internal Evaluation (InternalEval): The LLM
assesses the correctness of its internal answer
through self-evaluation using the prompt pro-
vided in Table 18. If the self-evaluation confirms
the answer is correct, the internal answer is re-
tained; otherwise, the context-based answer is
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selected.

Context Evaluation (ContextEval): The model
evaluates the relevance and accuracy of the pro-
vided context in relation to the question (see
Table 18 for the prompt specification). If the
context is judged to be correct and reliable, the
context-based answer is adopted; otherwise, the
model defaults to its internal knowledge-based
response.

Internal Confidence Thresholding (Internal-
Conf): The model selects its internal knowledge-
based answer if its confidence exceeds a pre-
defined threshold; otherwise, it defaults to the
context-based answer. The threshold can be set
to a fixed value (e.g., 0.5) or calibrated on a held-
out dataset when available. Confidence estimates
may be derived from sequence probabilities. Fol-
lowing ActiveRAG (Jiang et al., 2023), Huang
et al. (2025) simplifies to this internal confidence
mechanism (InternalConf) to employ answer-
level probability, yielding modest but consistent
empirical improvements.

Context Confidence Thresholding (Con-
textConf): The model evaluates the reliability
of the external context. If confidence in the
context exceeds a predefined threshold, the
context-based answer is selected; otherwise, the
model defaults to its internal knowledge-based
response. The threshold can be determined using
the same methodology as in Internal Confidence
estimation. Confidence scoring may be derived
from the sequence probability of the answer
given the context.

(Calibrated) Token Probability Correction
(TPC): Following (Wu et al., 2024), compare
the confidence scores—specifically, the mean to-
ken probabilities—of the model’s internal answer
and the context-based answer, selecting the one
with the higher value as the final answer. This
approach is termed token probability correction.

Truth-Aware Context Selection (TACS-LR)
Following (Yu et al., 2024b), who provide Truth-
Aware Context Selection (Yu et al., 2024b), a
context evaluation method, which employs a clas-
sifier to filter out incorrect content at a granular
sentence or token level. Unlike rule-based ap-
proaches that simply choose between internal and
context-based answers, this method reintegrates
the filtered context into the LLM to regenerate

27.1% Categories
Politics and elections (27.1%)

Health and environment (2.6%)

22.4% ions (3.0%)

Sports (7.7%)
2.6% Armed conflicts and attacks (25.9%)
3.0% Disasters and accidents (22.4%)
Law and crime (9.0%)
7.7% Other (2.4%)

25.9%

Figure 11: The categories of our crawled data.

the final answer. Huang et al. (2025) adopts this
to an alternative strategy: the model explicitly
removes untruthful sentences (TACS-LR; see Ta-
ble 19 for the prompt), and the refined context is
used to produce the final answer.

D The Details of Datasets

Content Warning. Some examples below con-
tain descriptions of violence and deliberately fabri-
cated misinformation used solely for evaluation.

To ensure the quality of automatically con-
structed conflicting evidence, we established a
multi-stage quality control process to verify its
plausibility and reliability. The generated evidence
underwent systematic filtering and validation under
multiple constraints: during generation, the LLM
was instructed to ensure that substituted entities
shared the same type as the original and that at
least five key entities could be extracted from the
context to guarantee semantic richness. After auto-
matic construction, we conducted manual sampling
reviews by three human annotators. This rigorous
workflow ensures the high quality and challenging
nature of the final dataset.

Crawled data. Our crawled dataset, which con-
tains 3,995 true claims, is used to analyze LLM per-
formance on unseen emerging events; the examples
are shown in Table 13. Concretely, we collected
new events as claims by crawling the Wikipedia
current events portal in different months in 2024
and 2025 (e.g., https://en.wikipedia.org
/wiki/Portal:Current_events/June_2025).
If one LLM, such as Llama3-8B, which is pub-
lished in April 2024, then the parametric knowl-
edge is deemed to be unseen for the events that
occurred in June 2025. So we annotated the events
which crawled from the web page June 2025 is
new to Llama3-8B. The category distributions are
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displayed in Figure 11, and all the categories are
sourced from Wikipedia.

The data collection.
datasets:

We collect three public

* QuanTemp (Venktesh V et al., 2024) is a di-
verse, multi-domain dataset exclusively fo-
cused on numerical claims. It encompasses
comparative, statistical, interval, and temporal
aspects, and includes detailed metadata along
with a supporting evidence collection.

* Snopes: We use the dataset from (Popat
et al., 2018), which consists of rumors from
the general fact-checking website Snopes
(www.snopes.com). Each instance includes
an editor-assigned credibility label (true or
false), alongside associated reporting articles
and their sources.

* PolitiFact: Popat et al. (2018) extracted a
dataset from PolitiFact (www.politifact.com),
which focuses on claims made by U.S. polit-
ical figures. Our dataset includes all articles
published prior to December 2017, each con-
taining the claim, the speaker, and an official
credibility rating.

Counterfactual data quality control. We pro-
vide additional examples of the constructed coun-
terfactual evidence in Table 11. To improve the
plausibility and reliability of the generated coun-
terfactual evidence, we apply a multi-stage quality
control procedure. During generation, we impose
type and complexity constraints: for entity-level
counterfactuals, the substituted entity must have
the same semantic type as the original entity; for
semantic-level counterfactuals, the generated evi-
dence must remain relevant to the original claim
while introducing a factual conflict. We also require
that at least five key entities can be extracted from
the context, ensuring that the evidence contains suf-
ficient factual structure for controlled intervention.
And the detailed prompts of dataset construction
in 16 and 15.

Human validity audit. Because our counterfac-
tual evidence is generated with LLM assistance, we
conduct a human validity audit to verify that the
constructed evidence induces the intended prior-
context discrepancy, rather than introducing unre-
lated content or obvious generation artifacts.

Criterion Entity-CF  Semantic-CF ~ Overall
Claim relevance 96.0 94.0 95.0
Intervention consistency 94.0 88.0 91.0
Label consistency 90.0 86.0 88.0
Artifact-free plausibility 94.0 90.0 92.0
Fleiss’ k 0.78 0.73 0.76

Table 10: Human audit of counterfactual evidence qual-
ity (M =100, 3 annotators per instance). We report
majority-vote pass rates (%) and inter-annotator agree-
ment (Fleiss’ ). An instance is retained as valid if the
majority vote passes the first three criteria.

The audit was conducted by three student an-
notators. Their participation was part of their reg-
ular research activities covered by their existing
studentships, and no additional task-based compen-
sation was provided. Before annotation, the anno-
tators were informed that their annotations would
be used for research evaluation and reported in this
paper, and all annotators agreed to participate.

We randomly sample M = 100 instances from
the final counterfactual set, stratified by data source
(QuanTemp / PolitiFact / Snopes), counterfactual
type (entity-level / semantic-level), and gold la-
bel (SUPPORT / REFUTE). Annotators were in-
structed to independently assign a binary Pass/Fail
judgment to each instance along four criteria: (i)
claim relevance, whether the evidence still con-
cerns the same claim or event; (ii) intervention con-
sistency, whether it introduces the intended factual
conflict; (iii) label consistency, whether it provides
the intended misleading verification signal for the
original claim; and (iv) artifact-free plausibility,
whether it is fluent and free of obvious generation
artifacts. An instance is counted as valid if the
majority of annotators pass the first three criteria.

As shown in Table 10, the criterion-level pass
rates range from 88.0% for label consistency to
95.0% for claim relevance, with substantial inter-
annotator agreement (Fleiss’ k=0.76). Entity-level
counterfactuals score higher than semantic-level
ones, as entity substitutions are more tightly con-
strained. The lower label consistency rate reflects
cases where the intended factual intervention is
present but does not unambiguously flip the ver-
ification signal, which is a known challenge in
counterfactual data construction (Zmigrod et al.,
2019). Overall, the audit suggests that the bench-
mark largely satisfies its intervention design, while
semantic-level counterfactuals remain more chal-
lenging to construct reliably.

16587



E Evaluation Prompts

Overall, we provide the prompts of basic evalu-
ation Table 14. The detailed prompts of Counter-
entity and Counter-Semantic in Table 16 and 15.
The prompts of baselines are shown in Table 17,
Table 18 and Table 19.

F LLM Usage Claim

In this paper, we used GPT-40 to assist with coun-
terfactual evidence construction under controlled
prompting. All generated counterfactuals were sub-
sequently filtered, with a subset further audited by
human annotators for validity and quality.

In addition to the model usage explicitly de-
scribed in our experimental setup, LLM-based tools
were used during manuscript preparation solely for
language polishing, including improvements to lin-
guistic clarity, coherence, grammar, and style. No
other LLM-assisted functionality was used in the
preparation of the manuscript.
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Claim (c) Label Evidence (e) Constructed Evidence with counter-
factual (€)

— crawled new claims —
On April 6 2025: Russian True | ... In an effort to counter Ukraine’s ... In an effort to counter Poland’s
invasion of Ukraine. 2025 2024 offensive in Kursk, in early 2025 | "2026 offensive" in Voronezh, in
Sumy Oblast incursion Rus- Russian forces launched a cross-border | early 2026 Russian forces launched a
sian troops reportedly cap- offensive from Russia into Ukraine’s "counter-terrorism operation” from Ger-
ture the village of Basivka adjacent Sumy Oblast. ... many into Poland’s adjacent Cherkasy
in Sumy Oblast, Ukraine. Oblast. ...
(Reuters) Kyiv strikes A Rus-
sian airstrike in Darnytskyi
District, Kyiv, Ukraine, kills
one person and injures three
others. (CTV News) Kryvyi
Rih strikes The death toll
from Friday’s missile strike
on Kryvyi Rih, Ukraine, rises
to 20 deaths, including sev-
eral children, and 75 injuries.
(CTV News)
On April 6 2025: Red Sea True | ... In March 2025, the United States ... In March 2026, the United States
crisis March—April 2025 launched a large campaign of air and launched a large campaign of air and
United States attacks in naval strikes against Houthi targets in | naval strikes against Houthi targets
Yemen. Between four and Yemen. Codenamed Operation Rough | in Oman. Codenamed Operation [ron
70 people are killed and at Rider, it has been the largest U.S. mil- | Stallion, it has been the largest U.S.
least 16 others are injured itary operation in the Middle East of military operation in the Middle East of
in overnight U.S. airstrikes President Donald Trump’s second term | President Joe Biden’s second term ...
targeting Houthi forces in
Saada, Yemen. (CTV News)

Table 11: Examples of external evidence with counterfactual (Counter-entity).

Claim (c) Label | Evidence (e) Constructed Evidence with counter-
factual (€)
federal tax code loop- True | ... I also want to close those loopholes | For firms choosing to remain in the
holes giving incentives that are giving incentives for companies | United States, the current tax code pro-
companies shipping that are shipping jobs overseas. Obama | vides significant incentives for compa-
jobs overseas said Wednesday right now you can actu- | nies that invest domestically. Instead of
ally take a deduction for moving a plant | creating disincentives for offshoring, the
overseas... tax structure encourages businesses to
expand their operations within the U.S.
by offering substantial tax credits for job
creation and capital investment.
Mitt Romney gave False | It has been nearly five years since Mas- | ... However, the law has faced signifi-
government health sachusetts gov mitt Romney signed the | cant backlash, with many residents ex-
care bankrupting state state’s landmark health care law... the | pressing dissatisfaction over rising pre-
Massachusetts overhaul is largely seen as a blueprint | miums and limited access to care. Crit-
for the sweeping federal legislation. ics argue that the law has not delivered
on its promises... Brian Rosman has
since distanced himself from the initial
celebration.
Table 12: Examples of external evidence with counterfactual (Counter-semantic).
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Claim

Evidence

Time

Outdated for LLMs

July 31, 2025. The military
junta of Myanmar formally
ends the country’s four-year-
long state of emergency and
declares a December 2025
election for the country’s
new head of government and
legislative members.

...Myanmar’s military govern-
ment plans to hold a general
election for elected seats in
the Amyotha Hluttaw and the
Pyithu Hluttaw of the Assem-
bly of the Union, currently
dissolved, on a date in Decem-
ber 2025 to be determined. The
planned election would be the
first after the 2021 military
coup d’état...

July 31, 2025

Deepseek-v3, GPT-
40-mini, Llama3-8B,
Phi-4, Gemini-2.5-
flash, Mistral-7B

2025 FIFA Club World Cup. In
association football, English
club Chelsea F.C. win the
FIFA Club World Cup for the
second time, defeating French
club Paris Saint-Germain 3-0
in the final. Chelsea winger
Cole Palmer is awarded the
tournament’s Golden Ball.
(FIFA)

The 2025 FIFA Club World
Cup final was the final match
of the 2025 FIFA Club World
Cup, the 21st edition of the
premier competition for men’s
club soccer teams organized by
FIFA. The match was played
at MetLife Stadium at the
Meadowlands Sports Complex
in East Rutherford, New Jersey,
near New York City, on July
13, 2025. It was contested
between English club Chelsea
and French club Paris Saint-
Germain.

July 13, 2025

Deepseek-v3, GPT-
40-mini, Llama3-8B,
Phi-4, Gemini-2.5-
flash, Mistral-7B

2024 Maltese presidential elec-
tion. Myriam Spiteri Debono is
sworn in as President of Malta,
succeeding George Vella and
becoming the third woman

to hold the office. (Times of
Malta)

The 2024 Maltese presiden-
tial election took place on 27
March 2024. Members of the
Parliament of Malta voted in
an indirect election to elect

the next President of Malta
with former parliament speaker
Myriam Spiteri Debono being
the only nominee

April 4, 2024

Mistral-7B, Llama3-8B

Arab-Israeli conflict. Gaza
war. Gaza war hostage cri-

sis. Hamas releases a pro-
paganda video showing Is-
raeli American hostage Edan
Alexander. (CBS News). An
Israeli airstrike on a car in

the Gaza Strip kills five peo-
ple, including employees of
World Central Kitchen. (AP).
Israel-Hezbollah conflict. Two
people are killed and six others
are injured in three airstrikes
by Israel in southern Lebanon.

On 27 November 2024, a
ceasefire agreement was signed
by Israel, Lebanon, and five
mediating countries. The
agreement mandates a 60-day
halt to hostilities, during which
Israel must withdraw its forces
from Southern Lebanon, and
Hezbollah must withdraw its
forces to north of the Litani
River. Since the ceasefire

went into effect, Lebanese
sources claim Israeli attacks
on Lebanon killed at least 83
civilians.

Nov 30, 2024

GPT-40-mini, Llama3-
8B, Mistral-7B

Table 13: We present examples of crawled events with evidence from our benchmarks. This information is new for
some LLMs, indicating that their parametric knowledge is outdated.

16590



[ Parametric or External Knowledge ]

Parametric Knowledge Assessment (Without Evidence)
Based solely on your internal knowledge, determine whether the claim should be supported or refuted. Provide only
"support" or "refute" as the final answer without any explanation.

Task:

Claim: {claim}

Answer:

External Knowledge Integration (With Evidence)

Based on the provided information and your internal knowledge, determine whether the claim should be supported or
refuted. Provide only "support" or "refute" as the final answer without any explanation.

Task:

Claim: {claim}
Information: {evidence}
Answer:

Table 14: The basic prompts of evaluation.

Counterfactual Evidence Generation

True Claim Refutation Prompt
Given a claim labeled as true, generate realistic but fabricated evidence to refute it. Create convincing
fake content that contradicts the true claim.

Task:
Claim: {claim} (label: true)
Evidence:

False Claim Support Prompt
Given a claim labeled as false, generate realistic but fabricated evidence to support it. Create
convincing fake content that validates the false claim.

Task:
Claim: {claim} (label: false)
Evidence:

Table 15: Prompts of counterfactual semantic evidence generation framework. We use the counter-label of claim to
set the prompts.
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Entity Substitution

Step 1: Entity Extraction Prompt
Extract the entities from the following evidence that directly influence the judgment of the claim.

Example:

Claim: On April 6 2025: Red Sea crisis March—April 2025 United States attacks in Yemen. Between
four and 70 people are killed and at least 16 others are injured in overnight U.S. airstrikes targeting
Houthi forces in Saada, Yemen.

Evidence: ... In March 2025, the United States launched a large campaign of air and naval strikes
against Houthi targets in Yemen. Code- named Operation Rough Rider, it has been the largest U.S.
military operation in the Middle East of President Donald Trump’s second term ...

Entities: ...March 2025, Yemen, Rough Rider, Donald Trump’s second term...

Task:
Claim: {claim}
Evidence: {evidence}

Step 2: Replaced Entity Generation Prompt
Given the entity, generate a similar type but a different entity. Only output the new entity.

Example:
Entity: ...March 2025, Yemen, Rough Rider, Donald Trump’s second term...
New Entity: ...March 2026, Oman, Iron Stallion, Joe Biden’s second term

Task:
Entity: {ent}

Table 16: The prompts of Counter-entity construction. We let LLM generate the replaced entity one by one.
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ImplicitSCR

Prompt: You will be given a question and an evidence. The evidence may not be trustworthy. Use
your judgment to assess the reliability of the evidence. Then, based on both your assessment and
your own knowledge, provide the best possible answer.

Question: [question]

Evidence: [evidence]

Answer:

ExplicitSCR

Prompt: Task Overview: You will be given a question along with your internal answer, evidence that
may contain either true or false information, and the evidence’s answer to the same question. Your
task is to evaluate the reliability of the evidence and determine whether the evidence is deceptive or
not.

Steps:

1. Internal Reasoning: Reflect on how you arrived at your internal answer using your own knowl-
edge. Break down your reasoning process and assess the confidence level of your original answer,
explaining why you believe your answer is correct.

2. Evidence Evaluation: Analyze the evidence and cross-reference the information provided with
the known facts you used to form your internal answer. Determine whether the evidence contains
deceptive or unreliable information, considering possible contradictions or inconsistencies.

3. Final Judgment: Based on your analysis, decide which answer (your internal answer or the
evidence’s answer) is more likely to be correct. Clearly state your final answer.

Question: {question}

Your answer: {internal answer}

The evidence to judge: {evidence}

The evidence answer: {evidence answer}

Please provide a detailed reasoning process, followed by your final judgment. Ensure the last line of
your response contains only the final answer without any additional explanation or details.

Table 17: The prompt structures of ImplicitSCR and ExplicitSCR

InternalEval

Prompt: Your task is to evaluate the model’s response to a question. You will be provided with a
question, the model’s answer. Your job is to determine whether the model’s answer is true or false.
Question: [question]

Model Answer: [model answer]

Is the model’s answer true or false?

Return "True" if the model’s answer is correct, and "False" if the model’s answer is incorrect.

ContextEval

Prompt: You will be given a question and evidence that answers the question. Your task is to
evaluate whether the evidence provides a correct answer to the question. If the evidence’s answer is
correct, return "True"; otherwise, return "False".

Question: [question]

Evidence: [doc]

Is the evidence correct?

Return "True" if the evidence’s answer is correct, and "False" if the evidence’s answer is incorrect.

Table 18: The prompt structures of InternalEval and ContextEval
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TACS-LR

Step 1: Evidence Filtering Prompt

You will be given an Evidence and a question. You need to remove the sentence that you think is not
correct. You can only do removal and you can not add any new information or change the existing
information. Only return the filtered evidence as your output.

Example:

Evidence: The Eiffel Tower is located in Paris, France. It is the tallest structure in Paris. The Eiffel
Tower was built in the 19th century and is made of wood.

Question: Where is the Eiffel Tower located?

Filtered Evidence: The Eiffel Tower is located in Paris, France. It is the tallest structure in Paris. The
Eiffel Tower was built in the 19th century.

Task:
Question: {question}
Evidence: {evidence}

Step 2: Final Answer Generation Prompt
Your task is to answer the "Question" based on the provided "Evidence".

Example:

Question: Is the claim *The capital of France is Paris’ true or false? Do not generate the process, just
answer "true" or "false" only!

Evidence: Paris has been the administrative, political, and cultural capital of France since 987 AD
when the Capetian dynasty established their power base there, a status that has remained uninterrupted
for over a thousand years.

Answer: true

Task:
Question: {question}
Evidence: {filtered evidence}

Table 19: The prompt structure of TACS-LR
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