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Abstract

LLMs now sit on every side of evaluation: as
examinees scored on benchmarks, judges of
other models’ outputs, and raters of human-
generated content. Each paradigm can be
viewed as a measurement problem, where a la-
tent property of an object is probed with items
from an instrument (e.g., benchmark) by judges
or raters. Standard evaluation practices often
neglect the contributions of each core compo-
nent to the end result, limiting our understand-
ing of what is being measured. Rasch mea-
surement theory (RMT) is well-suited to this
problem. RMT decomposes ordinal ratings into
separable facets on a common scale. It further
provides a battery of diagnostics that can iden-
tify miscalibrated measurements and rater bi-
ases. We present a case study of RMT applied
to the LLM-as-rater paradigm using the Mea-
suring Hate Speech corpus, whose construct
was itself built under RMT. We fit a series of
many-facet Rasch models to annotations from
nine LLMs spanning families and capability
levels. Our analyses show that LLMs system-
atically differ from human raters in severity,
item-level calibration, question-order robust-
ness, target-identity sensitivity, and rating scale
use, all of which standard evaluation practice
would largely obscure. Overall, we argue that
RMT belongs in the toolkit for evaluating LLM-
as-examinee, -judge, and -rater paradigms.

1 Introduction

LLMs now sit on every side of evaluation. As exam-
inees, they are scored on benchmarks that estimate
their capabilities and character traits (Hendrycks
et al., 2021; Srivastava et al., 2023). As judges, they
evaluate the outputs of other LLMs against rubrics
(Zheng et al., 2023; Li et al., 2024). As raters, they
label human-generated text for specific properties,
like sentiment or hate speech (Gilardi et al., 2023;
Calderon et al., 2025). These paradigms, at their
heart, reflect measurement problems.

From a measurement perspective, an evaluation
requires defining a construct, or the latent property
– a model’s reasoning ability, an LLM’s helpfulness,
or a social media comment’s hatefulness – we aim
to measure. We quantify the construct as a score
by developing a measurement instrument contain-
ing items (or tasks) designed to probe the object
of measurement at various points of the construct.
The responses on each item are tabulated into a
final score, thereby measuring the latent property.
If the instrument is not adequately designed, the
measurement fails, and its scores cannot be trusted
to reflect the construct (Wallach et al., 2025; Wei-
dinger et al., 2025; Zhou et al., 2026). For example,
a software engineering benchmark whose items
are overly simplistic or can be gamed via reward
hacking lacks construct validity, since it does not
adequately measure engineering ability.

Thoughtful measurement design is particularly
important as evaluations move toward subjective
tasks where the LLM may act as examinee, judge,
or rater. LLM-as-judge and LLM-as-rater often
rely on subjective rubrics where respondents can
reasonably disagree (Basile et al., 2021; Plank,
2022). These constructs are typically validated
with annotator agreement metrics on “gold labels”
generated by humans (Röttger et al., 2022). These
reporting practices, however, may obscure prob-
lematic measurement by collapsing different com-
ponents of the measurement (the examinee, the
items, and the rater) into a single score (Salaudeen
et al., 2025). More critically, this superficial treat-
ment avoids answering a deep question: who sets
the measurement scale – via the construct and con-
stituent item design – when designing evaluations?
If humans set the measurement scale, can we be
sure that the same scale translates neatly to LLMs?

Rasch measurement theory (RMT) addresses
both concerns (Rasch, 1993; Andrich, 1988;
Linacre, 1989). RMT decomposes ordinal ratings
(e.g., Likert-style rubrics) into separable contribu-
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tions from the object being measured (here, a so-
cial media comment), the items (the tasks), and the
raters (either LLMs or humans), all placed on a
common measurement scale. It is similar to (and
often overlaps with) item response theory (IRT) and
psychometrics, which have previously been used
in evaluation for LLM-as-examinee settings (Lalor
et al., 2016; Vania et al., 2021; Federiakin, 2025;
Chen et al., 2025; Yao et al., 2025; Ye et al., 2025)
and more recently in the LLM-as-judge and -rater
settings (Giorgi et al., 2025; Choi et al., 2026; Feng
et al., 2026; Chen et al., 2026; Jiao et al., 2026).
However, RMT is distinct in its commitment to
two additional requirements: invariance, which re-
quires that the instrument function the same way
across raters and items, and a principle that the
evaluation data must fit a fixed measurement model
rather than adjusting the model to the data. Fur-
thermore, RMT comes equipped with a battery of
diagnostics allowing practitioners to interrogate the
resulting measurement scale, determining whether
it is suitably calibrated for the construct at hand.

In this work, we present a case study of RMT
applied to the LLM-as-rater paradigm, focusing
on hate speech measurement. We use this domain
because (i) hate speech is highly subjective and
relevant for LLM-as-rater, and (ii) the Measuring
Hate Speech (MHS) corpus – 50,070 comments
labeled by 11,143 annotators on a ten-item instru-
ment – was itself constructed under RMT, giving
us a validated construct against which to compare
LLM annotations (Kennedy et al., 2020; Sachdeva
et al., 2022a). We collect annotations from nine
LLMs spanning families, providers, and capability
levels, and fit a series of many-facet Rasch mea-
surement models in which the measurement scale
is calibrated by humans alone, by LLMs alone, or
anchored to the human scale. Our analyses seek to
answer the following questions:

• RQ1: Can LLM annotations calibrate a mea-
surement scale using a construct developed
and validated only with human annotations?
How does the resulting scale compare with a
human-calibrated scale? (Section 4.1)

• RQ2: Given a human-calibrated measure-
ment scale, how do LLM raters compare to
human raters? (Section 4.2)

• RQ3: How robust are LLM ratings to spe-
cific survey items, question order, and the tar-

get identity described by a comment? (Sec-
tion 4.3)

Our goal is methodological. We offer a case study
of how RMT supplies a principled vocabulary for
interrogating LLM-as-raters, and we argue that the
same vocabulary belongs in the toolkit used to eval-
uate LLMs across the examinee, judge, and rater
paradigms. Across our analyses, we find that LLMs
depart from human raters in structured and inter-
pretable ways, which would be harder to detect
without RMT. We present an overview of RMT in
Section 2, the methods and data we use in Section 3,
and results in Section 4.

2 Rasch Measurement Theory

The goal of measurement theory is to make obser-
vations of some property meaningfully comparable.
In measurement settings, observations are typically
produced by the interaction of three components:
the objects whose latent property is being mea-
sured, the items of a survey instrument that probe
that property, and the raters who use the instrument
to assign ordinal responses. Specific measurement
frameworks allow one to transform these observa-
tions into variables that reflect an underlying scale,
facilitating cross-rater comparisons. Item response
theory (IRT) is one approach that utilizes proba-
bilistic models to extract continuous scales from
ordinal responses such as Likert ratings.

Rasch measurement theory (RMT) is a distinct
methodological tradition that commits to invari-
ance (Rasch, 1993; Andrich, 1988). Invariance
requires that the measurement instrument function
the same way regardless of which raters produce
the responses, which objects are rated, and which
items are used to construct the scale. RMT achieves
invariance in two ways. First, it uses a specific
class of additive IRT models – here, we focus on
the many-facet model – that mathematically guaran-
tees invariance (Linacre, 1989). Second, it requires
that the observational data fit the model rather than
the model fit the data (Bond and Fox, 2015). Thus,
a poor fit should be read as information about the
items, the raters, or the construct, but not as a prob-
lem to be solved by adjusting the model.

Construct Theorization. Constructing a Rasch
measurement scale begins with theorizing a con-
struct: an explicit articulation of the latent property
being measured and how it varies along a contin-
uum (Wallach et al., 2025). For hate speech, the
construct specifies what it means for a comment to
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lie at successive points along the spectrum: from
neutral or supportive speech, through expressions
of disrespect, insult, humiliation, and dehumaniza-
tion, to incitement of violence and calls for geno-
cide. Developing a construct requires careful quali-
tative analysis of constituent examples; it is opera-
tionalized via a survey instrument whose items map
onto distinct regions of the spectrum. We adopt the
construct established by prior work on the Measur-
ing Hate Speech corpus, whose survey instrument
contains ten items discussed further in Section 3.1
(Kennedy et al., 2020; Sachdeva et al., 2022a).

Many-Facet Rasch Model. The many-facet
model recovers a continuous scale from the ordinal
responses on the ten items of the MHS instrument.
It captures the decision to opt for response k (say,
“strongly agree”) versus response k − 1 (“agree”).
Let pnijk be the probability that rater j assigns
comment n a response k on survey item i; similarly
define pnij(k−1) for response k − 1. The model
defines an odds rnijk as:

log rnijk = log
pnijk

pnij(k−1)
= θn−δi−αj−τk. (1)

Items are coded so that higher k always corre-
sponds to greater hatefulness. A larger log-odds,
therefore, indicates that the rater is more inclined
to assign the more-hateful category. The log-odds
depends on four additively separable terms:

• θn, the hate speech score of comment n.
Higher θn indicates a more inherently hate-
ful comment.

• δi, the difficulty of survey item i. Difficul-
ties provide a check on construct validity: we
should expect the fitted values to follow the
ordering of the construct.

• αj , the severity of rater j. Raters with higher
severity are less likely to label comments
as possessing features of hate speech: their
thresholds for “hatefulness” are higher.

• τk, the Rasch-Andrich threshold for re-
sponse k, whose ordering indicates whether
the ordinal responses function appropriately.

Because comments, items, and raters share a com-
mon logit scale, model parameters can be inter-
preted together in the context of the construct.

3 Methods

3.1 The Measuring Hate Speech Corpus

The Measuring Hate Speech corpus consists of
50,070 social media comments labeled by 11,143
human annotators. Annotators rated each comment
using a survey instrument containing ten items
spanning a spectrum of potential hatefulness: Sen-
timent, Respect, Insult, Humiliate, Status, Attack-
/Defend, Dehumanize, Violence, Genocide, and an
overall Hate Speech item. Each item consists of
five Likert-like responses, other than Hate Speech,
which is ternary. The corpus also contains anno-
tations denoting the identity group(s) targeted by
each comment. We focus on identity categories
spanning gender, race/ethnicity, religion, and sexu-
ality.

We obtained the MHS corpus from Hugging
Face in compliance with the authors’ license and
intended use (D-Lab, 2024). We consider two sub-
sets of the MHS dataset for obtaining LLM ratings:
(i) the reference comment set, consisting of 70
comments, each with more than 200 annotations,
that served as the foundation for the original mea-
surement scale, and (ii) the expanded comment
set, consisting of 5,990 comments, each annotated
by at least four human raters, of whom at least 75%
agreed on a single target identity.

3.2 Language Models

We consider two distinct sets of models in our
analysis. First, the primary model set consists
of nine LLMs spanning families, providers, and
capability levels: Claude Opus 4.6, Gemini 3.1
Pro, GPT-5.4, Grok 4.1, DeepSeek V4 Pro, Kimi
K2.5, MiniMax M2.5, GPT-OSS 120B, and Llama
3.3 70B. We queried the primary model set with
both the reference comment set and the expanded
comment set. Second, the full model set consists
of 33 models for which we queried only the ref-
erence comment set. See Appendix B for tables
of the primary model set and the full model set
with additional metadata. We prompted each LLM
with a system prompt that described the task, pro-
vided the survey items verbatim from the MHS
instrument, and specified a JSON response format
(see Appendix G for prompts). We queried each
LLM (default temperature of 1, where applicable)
via batch or asynchronous APIs. Closed models
were accessed through their provider, and open-
weight models through either their developer’s API
or third-party inference providers (OpenRouter, To-
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Section Figure Analysis Equation Comment set Model set

4.1 Fig. 1 Comparison of LLM- and human-calibrated
measurement scales

Eq. 2 Expanded comment set Primary model set

4.1 Fig. 2 LLM rating-scale functioning Eq. 2 Expanded comment set Primary model set
4.2 Fig. 3a LLM severity relative to human raters Eq. 3 Reference comment set Primary model set
4.2 Fig. 3b Association between LLM severity and AA

Intelligence Index
Eq. 3 Reference comment set Full model set

4.3 Fig. 4 Item-level calibration Eq. 4 Reference comment set Primary model set
4.3 Fig. 5 Question-order differential rater functioning Eq. 3 Reference comment set Primary model set
4.3 Fig. 6 Target-identity differential rater functioning Eq. 5 Expanded comment set Primary model set

Table 1: Summary of all analyses presented in the main text, along with corresponding sections, RMT models,
figures, comment sets, and model sets.

gether AI). We used “medium” reasoning for all
models, where applicable.

3.3 Fitting Measurement Models

We fit three classes of measurement models: (i)
human-only, (ii) human-anchored, and (iii) LLM-
only. The human-only measurement model used
the full MHS corpus with a recoding scheme that
improved the calibration of the measurement scale:
Insult and Attack/Defend were collapsed to four
responses, Humiliate to three, and Status, Dehu-
manize, Violence, Genocide, and the ternary Hate
Speech item were binarized. The human-anchored
models had hate speech scores θn and item dif-
ficulties δi anchored to those of the human-only
measurement scale, with the remaining parameters
fit to LLM annotations. The LLM-only measure-
ment model was fit to LLM annotations with no
anchoring. We fit all measurement models using
the Facets software, version 4.5.0 (Linacre, 2026).

4 Results

We organize the results around our three research
questions. Section 4.1 asks whether LLM annota-
tions can calibrate a measurement scale and com-
pares the resulting scale with its human-calibrated
counterpart. Section 4.2 places LLM raters on the
human-calibrated scale. Section 4.3 examines ro-
bustness to specific survey items, question order,
and target identity. Table 1 maps analyses to their
respective measurement model, comment set, and
model set. See Appendix G for system prompts and
Appendix C for the results of all statistical tests.

4.1 Constructing an LLM-Only Scale

In many deployment settings, LLM judges or raters
will set the measurement scale themselves rather
than being placed on a human-calibrated scale.
This raises important questions about whether con-

struct validity and the survey instrument – often
designed with humans in mind – translate well to
the LLM context. Any divergence between LLM-
and human-derived scales would mean that the re-
sulting scores carry different meanings than the
instrument was designed to measure. Thus, we
asked: Can LLM annotations calibrate a measure-
ment scale using a construct developed and vali-
dated only with human annotations?

The MHS corpus is well-suited for comparing
calibrated LLM and human measurement scales on
the same construct. We fit the measurement model

log rnijk = θn − δi − αj − τk (2)

where all of (θn, δi, αj , τk) are free parameters. We
used annotations from the primary model set on
the expanded comment set from the MHS corpus
(up to 53,910 samples total). We then examined
the category functioning (τk values) and compared
the LLM and human measurement scales.

Comparing the LLM and Human Measure-
ment Scales. We first compare the LLM mea-
surement scale with the human measurement scale.
To simplify the comparison, we fit Equation 2 to
the LLM annotations using the human recoding
scheme to ensure both scales operate over identi-
cal response categories (see Section 3.3) and ex-
tracted the comment scores θn, item difficulties
δi, and the nine model severities αj . In general,
comparing two measurement scales is not straight-
forward. We cannot, for example, simply com-
pare the item difficulties between the two scales
directly. We can, however, compare differences
on the logit scale: the difference between, e.g.,
the Sentiment and Respect items is comparable be-
tween the human and LLM scales. We thus applied
a single-anchor additive linking constant (Slinde
and Linn, 1979): we shifted each δHi by a constant
∆ = δH1 − δLLM

1 where δ1 is the item difficulty for
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LLM scale

Human scale

Sentiment
Respect

Attack

Insult

Status

Hate speech
Humiliate Dehumanize

Violence

Genocide

Sentiment
Respect

Attack
Insult

Status

Dehumanize Humiliate

Hate speech

Violence
Genocide

Llama
GPT-OSS
DeepSeek
Grok
Kimi
MiniMax
Claude
Gemini
GPT-5.4

Figure 1: Comparison of LLM and Human Measurement Scales. Horizontal axis denotes measurement scale for
all figure elements. Distribution of comment scores for LLM scale denoted by blue curve. Item markers on top half
(black) refer to LLM difficulties; item markers on bottom half (brown) refer to human difficulties linked to the LLM
scale via Sentiment. Model severities denoted by colored points; jitter added for separability. Legend orders models
according to increasing severity. Thicker vertical gray line denotes zero-line for measurement scale.

Sentiment. We compare the LLM-scale difficulties,
(adjusted) human-scale difficulties, the comment
scores, and the LLM severities in Figure 1.

We find that the lower end of the human con-
struct – Respect, Attack, and Insult – shows similar
relative spacing across the human and LLM scales.
This pattern diverges on the upper end of the con-
struct: Dehumanize, Violence, and Genocide ex-
hibit much greater relative separation, suggesting
that LLMs have a much higher threshold for these
items. Two items also appear in different rank
positions across the two scales: Hate Speech occu-
pies a lower-difficulty position on the LLM scale,
while Dehumanize occupies a higher one. The re-
maining items preserve their human-scale order.
Despite differences in the placement of specific
items, the hate speech scores obtained from each
measurement scale exhibit high agreement in their
order (Spearman correlation ρ = 0.916). Together,
these results show that the LLM-only scale pre-
serves the ordering of comments on the construct
but diverges from the human scale at the upper end,
where LLMs require greater endorsement to regis-
ter severe items – a pattern we examine further with
item-level calibration diagnostics in Section 4.3.

Diagnosing Disordered Response Thresholds
with Rating Scale Functioning. An often over-
looked consideration in evaluations is whether the
rating scales associated with each item – often
Likert-like – are well-constructed. For example,
the Genocide item in MHS originally had five re-
sponses, but was binarized by the corpus authors
after the response thresholds were found to be mis-
calibrated for human raters. Since LLMs have been
shown to exhibit systematic biases in their use of
Likert rating scales (Tjuatja et al., 2024; Salecha
et al., 2024), it is worth leveraging RMT to examine

−4 −2 0 2 4

Rasch-Andrich Threshold (τk)

Sentiment

Respect

Insult

Humiliate

Status

Dehumanize

Violence

Genocide

Attack/Defend

Hate Speech

Ordered step Disordered step

Figure 2: Category functioning to assess response
scale use. The Rasch-Andrich thresholds τk (x-axis)
obtained from the LLM measurement scale for each
item (y-axis). Thresholds are denoted by vertical lines.
Ordered steps, where τk > τk−1, are denoted by green
triangles pointing to the right; disordered steps (τk <
τk−1) are denoted by red triangles pointing to the left.

whether rating scales translate to the LLM context.
We thus assessed the rating scale functioning

of each item via the τk thresholds, often referred
to as Rasch-Andrich thresholds (Andrich, 1978;
Linacre, 2002). Specifically, each item has five
responses (other than the Hate Speech item, which
has three), corresponding to four (or two) thresh-
olds. A well-calibrated rating scale would always
satisfy τk > τk−1: “strongly agree” should have a
higher bar than “agree” in the log-odds. We plot
the Rasch-Andrich thresholds for each item in Fig-
ure 2. We mark ordered steps (where τk > τk−1)
with green arrows pointing right, and disordered
steps (where τk < τk−1) with red arrows pointing
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Figure 3: Measurement models quantify LLM rater thresholds. a. Fitted severity parameters αLLM
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LLMs (horizontal bars; error bars indicate standard error). Top plot compares parameter estimates (dashed colored
lines) to the distribution of human severity parameters (blue curve: kernel density estimate). b. Comparison of
severity estimates (y-axis) to AA Intelligence Index (x-axis) across the full model set (Pearson r = 0.52, p < 10−3).
Black line denotes linear fit. Bar and point colors denote model provider (legend shown panel b).

left. A well-calibrated scale, therefore, would look
like three ordered steps pointing to the right. We
find that some items – like Sentiment, Respect, Hu-
miliate, and Attack – are well-calibrated. Other
rating scales are slightly miscalibrated – Insult
and Status, for example, only have one disordered
step, and thus would likely become calibrated af-
ter collapsing only one or two adjacent responses.
The other three items – Dehumanize, Violence, and
Genocide – have τk values that generally do not
exhibit any global ordering, suggesting they need
stronger interventions. Notably, despite these dis-
ordered thresholds, Krippendorff’s alpha indicated
that most items exhibited high agreement among
LLM raters (e.g., Violence with α = 0.758), sug-
gesting that agreement alone cannot establish a
functioning rating scale (Appendix F). Thus, rat-
ing scale functioning can identify improperly cal-
ibrated ordinal levels in an instrument and guide
their remediation.

4.2 Placing LLM Raters on the
Human-Calibrated Scale

In some settings, practitioners may instead opt to
calibrate a human scale first, and simply anchor
LLM ratings to that scale. Thus, we asked: Given a
human-calibrated measurement scale, how do LLM
raters compare to human raters? As discussed in
Section 3.3, we fit the following model:

log rnijk = θHn − δHi − αLLM
j − τk (3)

where θHn are the hate speech scores and δHi are
the item difficulties, both anchored to the values
produced by the measurement model fit to human
annotations alone. Thus, this model’s only degrees
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Figure 4: Assessing robustness of item calibration to
LLM raters. Heatmap shows individual µij interaction
terms obtained from Equation 4 for items i (y-axis) and
LLM raters j (x-axis). LLMs are sorted from left to
right in increasing order of severity (per Fig. 3). Color
denotes the magnitude and sign of µij : red indicates
the LLM is less severe than expected (more readily
flags); black indicates it is more severe than expected.
Significance markers denote Wald t-test against µij = 0
(∗ : p < 0.1; ∗∗ : p < 0.05; ∗ ∗ ∗ : p < 10−3).

of freedom lie in the severity parameters for LLM
raters αLLM

j and Rasch-Andrich thresholds τk.

We report the fitted severity parameters and com-
pare them to the kernel density estimate of human
severity values in Figure 3a. We find that all LLMs
have lower severity values than the median human
rater (Fig. 3a: negative values). In Equation 3,
lower αj means the rater flags content more readily
than another rater with higher αj . All nine LLMs
fall below the median human, indicating that they
are more likely to label comments as exhibiting
aspects of hatefulness.

Since αj is continuous, we can relate it to exter-
nal model characteristics. We refit Equation 3 to the
full model set (Section 3.2) and correlated the αj
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with the Artificial Analysis (AA) Intelligence Index
(obtained May 2026), a general capability measure
(Artificial Analysis, 2026). Different models from
the same provider could have very different sever-
ity estimates (Fig. 3b: points colored by provider).
At the same time, we find that the severity and
AA Intelligence Index are significantly positively
correlated (Pearson r = 0.52, p < 10−3), sug-
gesting that more capable models tend to have a
higher severity: they are less likely to label com-
ments as exhibiting hatefulness. This pattern could
reflect post-training changes over time, the increas-
ing prevalence of reasoning models, or improved
ability to make nuanced judgments with higher ca-
pability.

4.3 LLM Rater Robustness Diagnostics with
RMT

Finally, using RMT’s suite of diagnostic tools, we
ask: How robust are LLM ratings to specific sur-
vey items, question order, and the target identity
described by a comment?

Item-Level Interaction Terms Diagnose Mis-
calibration. We can extend Equation 3 to incorpo-
rate interaction terms that capture the robustness
of LLM raters. In Section 4.2, we demonstrated
significant differences between LLM and human
raters. We could ask: what items are driving these
differences? We thus consider the measurement
model:

log rnijk = θHn − δHi − αLLM
j − τk − µij (4)

where µij is an interaction term that adjusts the
log-odds for rater j and item i. We can interpret
µij as an item-dependent correction to the severity.
Thus, µij serves as a calibration diagnostic: if µij

is not significantly different from zero, then item
i is well-calibrated for LLM j; if it is greater than
zero, the LLM is more severe than expected when
annotating that item, and vice versa for µij < 0.

We fit Equation 4 to the annotations from the
primary model set and report the individual µij es-
timates in Figure 4. Of the 90 interaction terms (10
items × 9 models), 30 are significant. We identify
a few striking trends: first, the interaction term for
the Hate Speech item is universally negative, sug-
gesting that LLMs are less severe than expected
on the specific task of binary hate speech annota-
tion. On the other hand, the Dehumanize, Violence,
and Genocide interaction terms are generally pos-
itive, suggesting that models are generally more

severe – less likely to give elevated annotations –
than expected. Thus, we can use RMT to diagnose
what items drive the differences in severity between
LLMs and the human baseline.

Qualitative examination of the largest LLM–
human item-level disagreements suggests that
LLMs interpret severe rubric items more literally
while applying the overall Hate Speech label more
broadly. See Appendix E for specific examples.

Differential Rater Functioning to Interrogate
Model Bias. RMT provides a suite of techniques
called differential rater functioning (DRF) which
allow a practitioner to assess whether a rater is
biased toward specific conditions or sub-groups
(Linacre, 1989; Maeda and Lu, 2025; Minatel et al.,
2026). A traditional example from the education
setting is using DRF to interrogate whether judges
are biased toward sub-groups of examinees. Here,
we use different DRF techniques to assess two ef-
fects: question-order bias and target identity sensi-
tivity.

First, we used the DRF technique of separated
measurements to assess whether the LLM raters
suffered from question order bias. We collected
a new set of annotations for the primary model
set in which we reversed the question order in the
prompt (so that Genocide was first and Sentiment
was last). We fit Equation 3 to both the normal
and reversed order, obtaining two severity values
per condition, namely αj and αR

j , respectively. We
compare these values in Figure 5a. We find that, for
most models, reversing the question order increases
the severity, which suggests that the LLM is less
likely to rate comments as exhibiting aspects of
hatefulness. These effects are significant only for
Grok 4.1, MiniMax M2.5, GPT-OSS 120B, and
Llama 3.3 70B, the four lowest models by AA
Intelligence Index.

This order bias can meaningfully impact anno-
tations. We calculated the change in odds ratio
induced by the severity shift, exp(αR

j −αj), which
quantifies how much less likely an LLM is to raise
its rating (e.g., “agree” to “strongly agree”) un-
der the reversed order. We find that odds ratios
vary from 1.31 (MiniMax M2.5) to 1.84 (GPT-
OSS 120B); the latter suggests GPT-OSS 120B is
roughly half as likely to raise its annotation toward
the more hateful end of the spectrum under the
reversed order as under the original order. We ad-
ditionally found that model severities were largely
consistent under item-by-item prompting, with full
results reported in Appendix D.
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calculated on the annotations from the reversed items (open points). b. The change in odds ratio (x-axis) induced by
the adjustment in severity exp(αR
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We next considered whether LLMs exhibited
different labeling patterns as a function of the tar-
get identity: the identity group being targeted by a
comment. Past work has demonstrated annotator
identity sensitivity, where raters exhibit different
labeling patterns if a comment targets a group they
identify with (Sachdeva et al., 2022b). We extend
this analysis to LLMs to quantify target identity
sensitivity. Since the reference comment set cov-
ers only a subset of target identities, we used the
primary model set to annotate the expanded com-
ment set (Section 3.1). The target identities span
four groups (gender, race/ethnicity, religion, and
sexuality) and 14 sub-groups.

We fit the measurement model

log rnijkm = θHn − δHi − αLLM
j − τk − βjm (5)

which includes a new facet m – the target identity –

and an interaction term βjm, describing the adjust-
ment to the severity αLLM

j needed when a comment
targeting identity group m is annotated by rater j.
We present the odds ratios exp(βjm) in Figure 6.
Odds ratios greater than 1 (gray to black) suggest
the LLM rater has a higher “hate threshold” for
comments targeting that identity group: they are
less likely to ascribe aspects of hatefulness to com-
ments than would be expected. Values less than
1 (red) imply a lower hate threshold: when anno-
tating comments targeting this identity group, the
LLM rater is more likely to label them as exhibiting
aspects of hatefulness.

We find that, on the whole, LLM raters have
significant interaction terms (82 of 126 total inter-
action terms are significant; joint Wald chi-square
test: χ2 = 2723, p ≪ 10−3). We identify sev-
eral notable trends. Comments targeting Muslims
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universally have odds ratios below 1, implying
that LLM raters tend to have lower hate thresh-
olds for these comments. Odds ratios for Jewish-
targeting comments are below 1 for most mod-
els. Meanwhile, Gay-targeting comments generally
elicit higher hate thresholds in LLMs (odds ratios
above 1, most of them significant). For race/eth-
nicity, we observe a split for Black-targeting com-
ments: higher-AA Index models generally have
higher hate thresholds, while lower-AA Index mod-
els all have lower hate thresholds. Finally, Llama
3.3 70B and Grok 4.1 show the most significant in-
teraction terms overall, indicating they are the most
sensitive to target identity. Together, these results
demonstrate that RMT can interrogate whether
LLM raters exhibit biases to prompt-level condi-
tions (e.g., question order) and content-level at-
tributes (e.g., target identity), particularly on sub-
jective tasks.

5 Discussion

In this work, we demonstrate how RMT can be
an effective tool for improving LLM evaluation.
We used RMT to answer three main questions: (1)
whether LLMs can calibrate a measurement scale
validated with human ratings; (2) how LLM raters
compare with human raters on a human-anchored
measurement scale; and (3) how robust LLM rat-
ings are across measurement conditions.

We focused on the LLM-as-rater paradigm, but
evaluation invokes two other paradigms – LLM-as-
examinee and LLM-as-judge – that would benefit
from RMT. In LLM-as-examinee, the LLM would
receive an ability score on a benchmark, which
contains items that have their own difficulty scores.
LLM-as-judge is functionally similar to LLM-as-
rater, in that an LLM is used as an evaluator and
thus receives severity values that describe strictness.
They differ in the object of measurement: for LLM-
as-judge, it is another LLM’s generated output,
whereas in LLM-as-rater, it is human-generated
content. To be clear, RMT models can be used in
all three contexts, provided that a construct and
instrument are suitably developed. Each paradigm
shifts which roles the LLM occupies and whether
ability or severity is the parameter of interest.

In all three paradigms, we argue RMT can pro-
vide guidance to improve benchmark and item
design. The greatest gains stem from principled
construct design. RMT offers tools to ensure that
items are appropriately calibrated for a given con-

struct. For example, a practitioner developing an
LLM-as-judge pipeline following the principles
of RMT may (i) theorize a construct, (ii) develop
items that appropriately span that construct, (iii)
run pilot studies with a pool of LLM judges to
fit the measurement scale, and (iv) examine the
resulting RMT models and item diagnostics in or-
der to assess whether the instrument is properly
calibrated. The practitioner might find that Rasch-
Andrich thresholds are disordered and would col-
lapse the offending response categories. They may
alternatively find that the item difficulties do not
follow the ordering the construct intends. Thus,
with RMT diagnostics, they can revise the instru-
ment before deployment.

We conducted a battery of analyses that for-
malize phenomena previously documented in the
evaluation literature (Jiao et al., 2026; Wu et al.,
2026; Jin et al., 2025; Oh and Kim, 2025; Li et al.,
2025; Xu et al., 2026). Severity terms quantify
well-documented differences between LLM and
human raters on subjective tasks. Differential rater
functioning operationalizes an array of LLM bi-
ases, such as question order and prompt sensitivity.
Rating scale functioning provides a diagnostic for
Likert-scale disorder observed in LLM survey re-
sponses. RMT unifies these scattered observations
into a single quantitative framework anchored to
an explicit construct.

A common throughline in our results is a sys-
tematic difference between LLM raters and human
raters. LLMs have lower severities, treat specific
items like Hate Speech and Dehumanize differently,
use rating scale categories inconsistently on the
most severe items, and place items in different po-
sitions when constructing their own measurement
scale. These findings raise an important point in
LLM-as-judge and LLM-as-rater: construct valid-
ity established for human raters may not transfer
to LLM raters using the same instrument. More
broadly, these results suggest that the choice of
who sets the measurement scale is an important
consideration in evaluation design.

Overall, we emphasize that LLM evaluation
should be treated as a measurement problem. We
acknowledge that RMT brings substantial overhead
– e.g., construct theorization, instrument design, and
validation – but the field will benefit by adhering to
principled design practices. The need is pressing,
particularly as LLM evaluation takes on an impor-
tant role at the interplay of AI capabilities, safety,
and governance research.
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Limitations

While we broadly aimed to convey that RMT is rel-
evant for a variety of measurement tasks useful for
LLM evaluation, our specific analysis is restricted
to hate speech via the MHS corpus. We do not em-
pirically validate that RMT can easily be applied
in other contexts – indeed, this will likely require
additional construct and instrument development,
or at least adaptation of existing benchmarks within
a viable RMT framework. In the same vein, we
propose that RMT is useful for LLM-as-judge and
LLM-as-examinee, but do not demonstrate this on
specific datasets, instead opting to spend the space
of this paper on depth of analysis for a single use
case.

Our analysis is restricted to the MHS corpus,
which is largely in English. Thus, for purposes
of contextualizing our results in the hate speech
literature, our results should not be interpreted in
a multilingual context. Additionally, our analyses
were limited to one sample per comment. We did,
however, consider a large number of comments:
up to 5,990 for specific analyses, so it is unlikely
that standard errors would increase substantially if
generation stochasticity were included. Similarly,
while we considered sensitivity to question order,
it is possible that other prompt constructions could
impact the parameter estimates we obtain.

AI Disclosure

We used AI Assistants to support the analyses con-
ducted in this paper:

• We used agentic coding tools to develop most
of the code used to query LLMs, analyze data,
and create plots shown in this paper, under the
guidance of the authors.

• We used LLMs to assist with literature review.

• We used LLMs to provide feedback on word-
ing, tone, and grammar (but all writing was
done by the authors).

Ethical Considerations

We used the Measuring Hate Speech corpus, a
dataset of social media comments often containing
offensive language and slurs. We used the dataset
in compliance with the authors’ intended use. In
particular, personally identifiable information was
removed from all comments.

Our analyses raise the possibility of LLMs re-
placing humans for annotation tasks. For sensitive
topics, like hate speech detection, replacement of
human content moderators may raise questions of
adverse and unintended consequences, particularly
on specific identity groups. Our results are not in-
tended to advocate for replacement of humans for
such tasks; instead, we intend for our results to
demonstrate that such tasks may not transfer well
even if some benchmarks suggest that LLMs are
highly “accurate.”
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A Related Work

Recent work has argued LLM evaluation is a mea-
surement problem requiring attention to construct
validity, scale construction, and score interpreta-
tion (Wallach et al., 2025; Salaudeen et al., 2025;
Zhou et al., 2026). Related IRT and psychomet-
ric approaches have examined issues of item diffi-
culty, model ability, and rater effects in NLP/LLM
evaluation (Lalor et al., 2016; Vania et al., 2021;
Rodriguez et al., 2021; Bachmann et al., 2024; Fed-
eriakin, 2025; Chen et al., 2025; Yao et al., 2025;
Keller et al., 2026; Choi et al., 2026; Feng et al.,
2026; Chen et al., 2026; Jiao et al., 2026; Wu et al.,
2026; Jin et al., 2025). We build on this work by
centering Rasch measurement theory, a related ap-
proach. For hate speech and other data perspectivist
tasks (Cabitza et al., 2023), LLMs are increasingly
used as scalable raters; we directly contribute to
this literature by shedding light on how modern
LLMs behave for these tasks (Sap et al., 2022;
Giorgi et al., 2025; Okpala and Cheng, 2025).

B Exhaustive List of LLMs

See Table 4 for the primary model set and Table 5
for the full model set.

C Full Results of Statistical Tests

Table 6 summarizes the statistical tests presented in
the main text, including the test type, sample size or
number of tests, statistic, degrees of freedom, and
p-value. For families of term-level tests (e.g., indi-
vidual interaction terms), we do not tabulate each
term; the significance markers in the corresponding
figures convey the term-level results.

D Item-by-Item Prompting

Table 2 reports the results of the item-by-item
prompting ablation.

E Qualitative Examples

To characterize differences between the LLM and
human measurement scales, we qualitatively exam-
ined comments with the largest differences between
average human and LLM item responses. We do
not reproduce the comments because of their hate-
ful content, but identify them by their IDs in the
released dataset.

Comment 20029 uses profane language while
telling the target, an immigrant, to “learn the [omit-
ted] language.” Humans were substantially more

Model Original Item-by-item Change

GPT-5.4 −0.18 −0.31 −0.13
Gemini 3.1 Pro −0.26 −0.40 −0.14
Claude Opus 4.6 −0.49 −0.49 0.00
Grok 4.1 −0.71 — —
DeepSeek V4 Pro −0.54 −0.72 −0.18
MiniMax M2.5 −0.40 −1.03 −0.63
Kimi K2.5 −0.43 −0.48 −0.05
GPT-OSS 120B −0.76 −0.67 +0.09
Llama 3.3 70B −1.16 −1.27 −0.11

Severity rank correlation (Spearman’s ρ) 0.854
Severity–AA Intelligence Index correlation (r) 0.546

Table 2: Item-by-item prompting ablation. Severities
under the original joint prompt and under item-by-item
prompting. Grok 4.1 was not available at the time of
item-by-item prompting.

likely to identify the comment as dehumanizing,
with 65.2% responding affirmatively compared
with 22.2% of LLM raters. Meanwhile, Comment
20004 speaks about violent actions on disabled peo-
ple. Both LLMs and humans agreed it was violent
(∼88%) but humans were more likely to say it was
genocidal (75%) versus LLMs (11%). These ex-
amples suggest that the differences between LLM
and human responses likely arise from LLMs hav-
ing a more literal interpretation of severe rubric
items. The lower severity of LLMs on the Hate
Speech task appears to arise from their tendency
to label as hate speech any comment in which neg-
ative language appears in proximity to a targeted
identity group. We hypothesize this arises from
safety training.

F Annotator Agreement Metrics

Table 3 reports two sets of agreement metrics:
(i) within-population ordinal Krippendorff’s α
for both the human raters and nine primary-set
LLMs on the reference comment set, and (ii) the
mean quadratic-weighted Cohen’s κ between each
primary-set LLM and the median human response.

Item Human α LLM α Mean κ

Sentiment 0.779 0.860 0.896
Respect 0.810 0.874 0.920
Insult 0.724 0.842 0.874
Humiliate 0.635 0.820 0.764
Status 0.542 0.734 0.815
Dehumanize 0.553 0.723 0.728
Violence 0.697 0.758 0.872
Genocide 0.640 0.547 0.791
Attack/Defend 0.710 0.759 0.818
Hate Speech 0.662 0.861 0.700

Table 3: Annotator agreement metrics.
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Provider Model Access AA Index Refusal Rate

OpenAI GPT-5.4 Closed 47.9 0.0% (0/5,990)
Google Gemini 3.1 Pro Preview Closed 57.2 0.7% (44/5,990)
Anthropic Claude Opus 4.6 Closed 46.5 0.0% (0/5,990)
xAI Grok 4.1 Fast Reasoning Closed 38.6 0.0% (0/5,990)
DeepSeek DeepSeek V4 Pro Open-Weights 51.5 0.0% (0/5,990)
MiniMax MiniMax M2.5 Open-Weights 41.9 0.0% (0/5,990)
Moonshot AI Kimi K2.5 Open-Weights 46.8 1.7% (104/5,990)
OpenAI GPT-OSS 120B Open-Weights 33.3 0.0% (0/5,990)
Meta Llama 3.3 70B Instruct Turbo Open-Weights 14.5 0.0% (0/5,990)

Table 4: Primary model set. Refusal rate is computed over the 5,990 comments in the expanded comment set.

Provider Model Access AA Index Refusal Rate

OpenAI GPT-4.1 Closed 26.3 0.0% (0/70)
OpenAI GPT-4o Closed 17.3 0.0% (0/70)
OpenAI GPT-5.2 Closed 46.6 0.0% (0/70)
OpenAI GPT-5.4 Closed 47.9 0.0% (0/70)
OpenAI GPT-5.4 Mini Closed 37.7 0.0% (0/70)
OpenAI GPT-5.4 Nano Closed 38.1 0.0% (0/70)
Google Gemini 2.5 Flash Closed 20.6 1.4% (1/70)
Google Gemini 2.5 Pro Closed 34.6 2.9% (2/70)
Google Gemini 3 Flash Preview Closed 46.4 0.0% (0/70)
Google Gemini 3.1 Flash Lite Preview Closed 33.5 0.0% (0/70)
Google Gemini 3.1 Pro Preview Closed 57.2 0.0% (0/70)
Anthropic Claude Haiku 4.5 Closed 31.0 0.0% (0/70)
Anthropic Claude Sonnet 4 Closed 33.0 11.4% (8/70)
Anthropic Claude Sonnet 4.5 Closed 37.1 1.4% (1/70)
Anthropic Claude Sonnet 4.6 Closed 44.4 0.0% (0/70)
Anthropic Claude Opus 4 Closed 33.0 2.9% (2/70)
Anthropic Claude Opus 4.1 Closed 36.0 2.9% (2/70)
Anthropic Claude Opus 4.5 Closed 49.7 0.0% (0/70)
Anthropic Claude Opus 4.6 Closed 46.5 0.0% (0/70)
xAI Grok 3 Closed 25.2 0.0% (0/70)
xAI Grok 4 Fast Non-Reasoning Closed 23.1 0.0% (0/70)
xAI Grok 4 Fast Reasoning Closed 35.1 0.0% (0/70)
xAI Grok 4.1 Fast Non-Reasoning Closed 23.6 0.0% (0/70)
xAI Grok 4.1 Fast Reasoning Closed 38.6 0.0% (0/70)
DeepSeek DeepSeek V3.2 Open-Weights 32.1 0.0% (0/70)
DeepSeek DeepSeek V4 Pro Open-Weights 51.5 0.0% (0/70)
MiniMax MiniMax M2.5 Open-Weights 41.9 0.0% (0/70)
Moonshot AI Kimi K2.5 (direct) Open-Weights 46.8 7.1% (5/70)
Moonshot AI Kimi K2.5 (OpenRouter) Open-Weights 46.8 0.0% (0/70)
OpenAI GPT-OSS 120B Open-Weights 33.3 0.0% (0/70)
Meta Llama 3.3 70B Instruct Turbo Open-Weights 14.5 0.0% (0/70)
Qwen Qwen3.5 122B A10B Open-Weights 41.6 0.0% (0/70)
Xiaomi MiMo V2 Pro Open-Weights 49.2 0.0% (0/70)
Z.ai GLM-5 Turbo Closed 46.8 0.0% (0/70)

Table 5: Full model set used in Figure 3b. Refusal rate is computed over the 70 comments in the reference comment
set. Kimi K2.5 was queried through two access paths, so the 33 models yield 34 raters.
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Section Figure Analysis Test Sample/tests Statistic df p-value

4.1 Fig. 1 Agreement between human-only and
LLM-only comment scores

Spearman correlation 5,990 ρ = 0.9161 — < 10−300

4.2 Fig. 3b Association between AA Intelligence In-
dex and LLM severity

Pearson correlation 34 r = 0.5224; t = 3.4658 32 0.001527

4.3 Fig. 4 Joint significance of rater-by-item interac-
tions

Wald χ2 test 90 χ2 = 499.6 90 4.64× 10−58

4.3 Fig. 4 Individual rater-by-item interactions Wald t-tests 90 Term-specific 64–69 Term-specific
4.3 Fig. 5 Question-order effect for each model Wald z-tests 9 Model-specific — Model-specific
4.3 Fig. 5 Pooled effect of reversed question order Wald χ2 test 2 conditions χ2 = 31.5 1 1.99× 10−8

4.3 Fig. 6 Joint significance of rater-by-target inter-
actions

Wald χ2 test 135 χ2 = 2723.1 135 < 10−300

4.3 Fig. 6 Individual displayed rater-by-target inter-
actions

Wald t-tests 126 Term-specific 529–7,959 Term-specific

Table 6: Statistical tests reported in the paper. Detailed results for all statistical tests presented in the main text,
including their respective locations, figures, and analyses.
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G System Prompts

The default system prompt is provided in Figure 7.
The system prompt used for the reversed question
order scheme is provided in Figure 8.

System Prompt

You are a tool for identifying and characterizing hate
speech.

INSTRUCTIONS:
- Analyze the provided social media comment using the

target-group question and the 10 survey items below.
- The comment may or may not contain hate speech.
- Answer every field using only the allowed lettered

response options.
- For target_groups, return one or more uppercase letters

in a JSON array.
- For sentiment, respect, insult, humiliate, status,

dehumanize, violence, genocide, attack_defend, and
hate_speech, return exactly one uppercase letter.

- Respond only with a single valid JSON object matching
the required schema.

- Do not include explanations, summaries, markdown, or
extra text.

TARGET-GROUP QUESTION:
1. Is the provided comment directed at or about any

individual or groups based on: select one or more

A. Race or ethnicity
B. Religion
C. National origin or citizenship status
D. Gender
E. Sexual orientation
F. Age
G. Disability status
H. Political ideology
I. None of the above

SURVEY ITEMS:
2. How would you describe the sentiment of this comment?
A. Strongly negative
B. Somewhat negative
C. Neutral
D. Somewhat positive
E. Strongly positive

3. Is this comment respectful towards the group(s) you
previously identified?

A. Strongly disrespectful
B. Disrespectful
C. Neutral
D. Respectful
E. Strongly respectful

4. Do you agree or disagree with the following statement?
This comment is insulting towards the group(s) you
previously identified.

A. Strongly disagree
B. Disagree
C. Neither disagree nor agree
D. Agree
E. Strongly agree

5. Do you agree or disagree with the following statement?
This comment is humiliating towards the group(s)
you previously identified.

A. Strongly disagree
B. Disagree
C. Neither disagree nor agree
D. Agree
E. Strongly agree

6. This comment states that the group(s) you previously
identified is:

A. Strongly inferior
B. Inferior
C. Neither superior nor inferior
D. Superior
E. Strongly superior

7. Do you agree or disagree with the following statement?
This comment dehumanizes the group(s) you

previously identified (e.g., by comparing them to an
animal).

A. Strongly disagree
B. Disagree
C. Neither disagree nor agree
D. Agree
E. Strongly agree

8. Do you agree or disagree with the following statement?
This comment calls for using violence against the

group(s) you previously identified.
A. Strongly disagree
B. Disagree
C. Neither disagree nor agree
D. Agree
E. Strongly agree

9. Do you agree or disagree with the following statement?
This comment calls for the deliberate killing of a

large group of people from the group(s) you
previously identified.

A. Strongly disagree
B. Disagree
C. Neither disagree nor agree
D. Agree
E. Strongly agree

10. Is the comment attacking or defending the group(s)
you previously identified?

A. Strongly defending
B. Defending
C. Neither defending nor attacking
D. Attacking
E. Strongly attacking

11. Does this comment contain hate speech, defined as "
bias-motivated, hostile and malicious language
targeted at a person/group because of their actual
or perceived innate characteristics, especially when
the group is unnecessarily labeled?"

A. Yes
B. No
C. Unclear

RESPONSE FORMAT:
{

"target_groups": ["LETTER"],
"sentiment": "LETTER",
"respect": "LETTER",
"insult": "LETTER",
"humiliate": "LETTER",
"status": "LETTER",
"dehumanize": "LETTER",
"violence": "LETTER",
"genocide": "LETTER",
"attack_defend": "LETTER",
"hate_speech": "LETTER"

}

Figure 7: System prompt used for model annotation.

System Prompt

You are a tool for identifying and characterizing hate
speech.

INSTRUCTIONS:
- Analyze the provided social media comment using the

target-group question and the 10 survey items below.
- The comment may or may not contain hate speech.
- Answer every field using only the allowed lettered

response options.
- For target_groups, return one or more uppercase letters

in a JSON array.
- For sentiment, respect, insult, humiliate, status,

dehumanize, violence, genocide, attack_defend, and
hate_speech, return exactly one uppercase letter.

- Respond only with a single valid JSON object matching
the required schema.
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- Do not include explanations, summaries, markdown, or
extra text.

TARGET-GROUP QUESTION:
1. Is the provided comment directed at or about any

individual or groups based on: (select one or more)
A. Race or ethnicity
B. Religion
C. National origin or citizenship status
D. Gender
E. Sexual orientation
F. Age
G. Disability status
H. Political ideology
I. None of the above

SURVEY ITEMS:
2. Do you agree or disagree with the following statement:

This comment calls for the deliberate killing of a
large group of people from the group(s) you
previously identified.

A. Strongly disagree
B. Disagree
C. Neither disagree nor agree
D. Agree
E. Strongly agree

3. Do you agree or disagree with the following statement:
This comment calls for using violence against the
group(s) you previously identified.

A. Strongly disagree
B. Disagree
C. Neither disagree nor agree
D. Agree
E. Strongly agree

4. Do you agree or disagree with the following statement:
This comment dehumanizes the group(s) you
previously identified.

A. Strongly disagree
B. Disagree
C. Neither disagree nor agree
D. Agree
E. Strongly agree

5. This comment states that the group(s) you previously
identified is:

A. Strongly inferior
B. Inferior
C. Neither superior nor inferior
D. Superior
E. Strongly superior

6. Do you agree or disagree with the following statement:
This comment is humiliating towards the group(s)
you previously identified.

A. Strongly disagree
B. Disagree
C. Neither disagree nor agree
D. Agree
E. Strongly agree

7. Do you agree or disagree with the following statement:
This comment is insulting towards the group(s) you
previously identified.

A. Strongly disagree
B. Disagree
C. Neither disagree nor agree
D. Agree
E. Strongly agree

8. Is this comment respectful towards the group(s) you
previously identified?

A. Strongly disrespectful
B. Disrespectful
C. Neutral
D. Respectful
E. Strongly respectful

9. How would you describe the sentiment of this comment?
A. Strongly negative
B. Somewhat negative
C. Neutral
D. Somewhat positive
E. Strongly positive

10. Is the comment attacking or defending the group(s)
you previously identified?

A. Strongly defending
B. Defending
C. Neither defending nor attacking
D. Attacking
E. Strongly attacking

11. Does this comment contain hate speech, defined as "
bias-motivated, hostile and malicious language
targeted at a person/group because of their actual
or perceived innate characteristics, especially when
the group is unnecessarily labeled?"

A. Yes
B. No
C. Unclear

RESPONSE FORMAT:
{

"target_groups": ["LETTER"],
"sentiment": "LETTER",
"respect": "LETTER",
"insult": "LETTER",
"humiliate": "LETTER",
"status": "LETTER",
"dehumanize": "LETTER",
"violence": "LETTER",
"genocide": "LETTER",
"attack_defend": "LETTER",
"hate_speech": "LETTER"

}

Figure 8: System prompt used for model annotation,
with reversed order.
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