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Counterfactual Evaluation of Agentic Visual Evidence in VLMs
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Abstract

Vision-language models (VLMs) often answer
visual questions using learned language and
category priors rather than grounding their pre-
dictions in the image itself. Counterfactual
images provide a natural diagnostic setting
for this failure mode: when visible evidence
contradicts what is usually true, a grounded
model should answer from the pixels, while a
prior-following model will produce a canoni-
cal but visually incorrect response. However,
existing counterfactual benchmarks mainly ask
whether such prior-following behavior exists.
In this paper, we ask a further question moti-
vated by the rise of tool-augmented and agen-
tic vision systems: can additional visual
evidence views help VLMs reason against
their priors? We introduce PriVE-Bench, a
Prior-vs-Visual Evidence Benchmark that
uses paired original and counterfactual im-
ages to distinguish visually grounded answers
from prior-consistent errors. We further intro-
duce PriVE-Tools, a controlled agentic-vision-
inspired extension that evaluates whether tool-
derived visual evidence—including bounding
boxes, crops, zoom panels, and contours—
improves grounding under the same counterfac-
tual conflicts. Across open- and closed-source
VLMs, we compare raw, paired-image, and
tool-conditioned inputs using accuracy, prior-
following error rate, and other-response rate.
Our results show that visual evidence tools can
help in some settings, especially when models
can use localized evidence effectively, but they
are not a universal remedy: several models con-
tinue to follow language and category priors
even when relevant visual evidence is explicitly
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P
Birds are widely known for having one normal pair of wings. Based on
the visible countable body parts, does this image show a count that is
higher than the normal expected count for this subject? Answer only yes or no.

Input Image Agentic Vision

Visual Ewdences

Counterfactual Image Agentlc Vision

(b) Which Agentic Visual Evidence Helps?

Figure 1: Motivation of PriVE-Bench and PriVE-
Tools. Top: Counterfactual images reveal whether
VLMs answer from visible evidence or learned lan-
guage/category priors. Bottom: PriVE-Tools tests
whether controlled agentic-vision-inspired evidence
views help models recover from prior-following errors.

provided. The benchmark and codebase can be
accessed at counterfactual-vlm-benchmark.

1 Introduction

Vision-language models (VLMs) have become a
central interface for visual understanding, enabled
by large-scale image-text alignment, increasingly
capable language backbones, and visual instruction

17595

Proceedings of the 2026 Conference on Empirical Methods in Natural Language Processing, pages 17595-17622
October 24-29, 2026 ©2026 Association for Computational Linguistics


https://github.com/JingyuSunUOE/counterfactual-vlm-benchmark

tuning (Radford et al., 2021; Alayrac et al., 2022;
Li et al., 2023; Liu et al., 2023a). However, the
same training paradigm that gives VLMs broad se-
mantic coverage can also encourage reliance on
language-mediated visual associations. Familiar
categories are strongly correlated with canonical at-
tributes: camels usually have humps, birds usually
have two wings, and basketballs are usually orange.
When such priors agree with the image, high accu-
racy may be indistinguishable from genuine visual
grounding.

Counterfactual images make this distinction
testable. If an image shows an object, count, at-
tribute, or local medical region that violates a famil-
iar prior, a visually grounded model should answer
according to what is actually present in the pix-
els. A prior-following model may instead report
what is typically true of the category, even when
that answer is visibly wrong, as illustrated in Fig-
ure 1. This failure mode is related to long-standing
language-prior and unimodal-shortcut problems
in visual question answering (Antol et al., 2015;
Agrawal et al., 2018; Cadene et al., 2019), and
recent benchmarks show that modern VLMs still
exhibit prior-following behavior under counterfac-
tual or out-of-distribution visual conditions (Lee
et al., 2025; Luo et al., 2024; Vo et al., 2025).

Our goal is not simply to re-establish that VLMs
can be biased by language or category priors. In-
stead, we use counterfactual visual conflicts as a
controlled testbed for a newer question raised by
tool-augmented and agentic vision systems. Recent
multimodal systems increasingly use localization,
segmentation, visual marking, cropping, zooming,
and iterative inspection to expose task-relevant vi-
sual evidence before answering (Yao et al., 2022;
Yang et al., 2023b; Kirillov et al., 2023; Yang et al.,
2023a; Wu et al., 2024; Zhang et al., 2023; Wu and
Xie, 2024; Liu et al., 2024). These operations are
often motivated by the intuition that better visual
access should improve grounding. Yet making rel-
evant evidence available does not guarantee that
a VLM will use it to revise a prior-driven answer.
This motivates our central question: which forms of
agentic visual evidence, if any, help VLMs answer
from what is actually visible?

We introduce PriVE-Bench, a Prior-vs-Visual
Evidence Benchmark for evaluating whether
VLMs answer from visible evidence or learned
language and category priors. PriVE-Bench con-
tains paired original and counterfactual images
across five domains: object existence, count-

ing, fashion attributes, industry/common-object at-
tributes, and medical modality consistency. Each
example defines a visually correct answer and
a prior-consistent biased answer, enabling out-
puts to be categorized as correct, biased, or
other. The benchmark supports yes/no, multiple-
choice, and open-ended questions under original-
only, counterfactual-only, and paired-image input
modes.

We further introduce PriVE-Tools, an agentic-
vision-inspired extension of PriVE-Bench. Rather
than proposing a new autonomous agent or eval-
uating unconstrained tool use, PriVE-Tools con-
verts common visual operations into controlled ev-
idence conditions, including bounding-box over-
lays, crops, zoom panels, and contour overlays. By
keeping the underlying image, question, correct an-
swer, biased answer, and scoring rubric fixed while
varying only the evidence view, PriVE-Tools iso-
lates whether the evidence view itself helps models
reduce prior-following errors.

We evaluate PriVE-Bench and PriVE-Tools on
closed- and open-source VLMs using accuracy,
prior-following error rate, and other-response rate.
Our results show that counterfactual inputs in-
duce systematic prior-following errors rather than
merely ambiguous failures. Paired images can help
by making some interventions more visually com-
parable, but they do not reliably eliminate prior-
following. Tool-derived evidence is similarly con-
ditional: common tools such as crops and zoom
panels improve grounding for the closed-source
models in our evaluation, but have weak or negative
aggregate effects for several open-source models.
Overall, agentic visual evidence can expose rele-
vant information, but current VLMs may still fail
to use that evidence when it conflicts with learned
priors.

Our contributions are as follows:

¢ We introduce PriVE-Bench, a controlled
counterfactual vision-language benchmark
for distinguishing visually grounded answers
from prior-consistent errors across five do-
mains.

* We introduce PriVE-Tools, a controlled
agentic-vision-inspired extension that evalu-
ates whether tool-derived evidence views such
as boxes, crops, zoom panels, and contours
reduce prior-following behavior.

* We evaluate open- and closed-source
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VLMs across raw, paired-image, and tool-
conditioned settings, showing that visual
evidence tools can help in some settings but
do not reliably make VLMs reason against
language and category priors.

2 Related Work

Language priors and counterfactual VLM eval-
uation. Language priors have long been stud-
ied in visual question answering. VQA-CP ex-
poses how models exploit question-answer correla-
tions, while RUBI uses a question-only branch to
reduce unimodal shortcuts (Agrawal et al., 2018;
Cadene et al., 2019). Recent benchmarks show
that similar failures persist in large VLMs. Hal-
lusionBench evaluates entangled language halluci-
nation and visual illusion; MMStar curates vision-
indispensable samples to reduce visual-content ir-
relevance and data leakage; and WHOOPS! uses
synthetic, commonsense-defying images to test vi-
sual commonsense reasoning (Guan et al., 2024;
Chen et al., 2024; Bitton-Guetta et al., 2023). More
directly related to our setting, VLind-Bench, ViLP,
and Vision Language Models are Biased use coun-
terfactual or out-of-distribution visual conditions
to probe whether VLMSs rely on language and cate-
gory priors rather than image evidence (Lee et al.,
2025; Luo et al., 2024; Vo et al., 2025). Words
or Vision further studies modality conflicts, show-
ing that VLMs may disproportionately trust text
when textual and visual signals disagree (Deng
et al., 2025). PriVE-Bench builds on this line of
work by explicitly separating visually correct, prior-
consistent, and ambiguous outputs over paired
original/counterfactual images. More importantly,
PriVE-Tools extends the question from whether
prior-following exists to whether controlled tool-
derived visual evidence can reduce it.

Agentic visual evidence and tool-augmented
MLLMs. A growing line of work augments lan-
guage and multimodal models with tools, visual
prompts, or iterative inspection mechanisms. Re-
Act introduces interleaved reasoning and action for
language models, and multimodal systems such as
MM-REACT extend this idea by coordinating ex-
ternal vision experts for complex visual tasks (Yao
et al., 2022; Yang et al., 2023b). In parallel, visual
prompting methods expose localized evidence to
VLMs: Segment Anything provides promptable
segmentation masks, Set-of-Mark overlays marks,
boxes, and masks to improve visual grounding, and

visual prompting surveys organize a broad range
of visual annotations and prompt-generation strate-
gies (Kirillov et al., 2023; Yang et al., 2023a; Wu
et al., 2024). Other methods use cropping or search
to help models inspect fine details, including Vi-
Crop, V*, and Chain-of-Spot (Zhang et al., 2023;
Wu and Xie, 2024; Liu et al., 2024). These works
motivate the evidence views evaluated in PriVE-
Tools, such as boxes, crops, zoom panels, and con-
tours. However, prior work mainly studies whether
such tools improve perception, grounding, or VQA
performance in general. PriVE-Tools instead evalu-
ates these evidence views under controlled counter-
factual conflicts, asking whether they help models
answer against language and category priors.

3 PriVE-Bench: Counterfactual
Benchmark Construction

Benchmark unit. PriVE-Bench is a controlled
counterfactual vision-language benchmark for test-
ing whether VLMs answer from visible evidence
or from learned language and category priors. Sim-
ilar to recent counterfactual diagnostic benchmarks
for multimodal models (Bitton-Guetta et al., 2023;
Lee et al., 2025; Vo et al., 2025), its core unit is
an original/counterfactual image pair. The original
image depicts an ordinary instance that conforms
to common visual expectations, while the counter-
factual image applies a targeted intervention that
violates a canonical expectation associated with the
object, count, attribute, or imaging context. This
paired construction supports the evaluation proto-
col in Section 5: the original image provides an
answerability check, the counterfactual image cre-
ates a prior—evidence conflict, and the pair enables
direct visual comparison.

Domains and sources. PriVE-Bench spans five
domains: object existence, counting, fashion at-
tributes, industry/common-object attributes, and
medical modality consistency. These domains
cover expected object parts, visible object-part
or instance counts, logo and monogram layouts,
canonical common-object conventions, and tumor-
region MRI modality consistency. For the non-
medical domains, images are drawn from a mix-
ture of web-collected and Al-generated sources;
generated images are produced or edited with GPT
Image 1.5 and Gemini 2.5 Flash Image depending
on the domain and intervention type. This mixture
balances natural visual diversity with controllable
counterfactual editing, without assuming that either
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Original
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Industry Fashion Counting Object existence

Medical modality

Localization Crop
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Figure 2: Representative PriVE-Bench examples and PriVE-Tools visual evidence. Rows correspond to the five
benchmark domains. Columns show the original image, counterfactual image, and three visual-evidence views:

localization, crop, and zoom panel.

web-collected or generated images are guaranteed
unseen or unbiased. Each instance records source
metadata, intervention type, target attribute, visu-
ally correct answer, and prior-consistent biased an-
swer. Detailed source composition, Al-generated
proportions, per-domain statistics, and the human-
validation and filtering protocol are reported in Ap-
pendix A.

Medical modality consistency. The medical-
modality domain is constructed separately from the
natural-image domains using the ASNR-MICCAI-
BraTS2023-GLI Challenge training data, follow-
ing the BraTS multimodal brain tumor segmenta-
tion benchmark setting (Menze et al., 2014; Baid
etal., 2021). Because BraTS provides co-registered
MRI modalities and tumor segmentation labels, we
construct modality-consistency counterfactuals by
replacing the tumor-region intensities in one se-

quence with the corresponding tumor-region in-
tensities from another. The resulting image has
surrounding brain tissue that indicates one modal-
ity, while the tumor region carries the local con-
trast pattern of another. The task is therefore not
clinical diagnosis or tumor typing, but visual con-
sistency judgment: a grounded model should de-
tect the tumor-region/background conflict, while
a prior-following model may answer according to
the dominant global modality. Appendix B pro-
vides the full slice-selection, modality-swap, and
stratified sampling protocol.

Task schema. For each benchmark instance,
PriVE-Bench defines yes/no, multiple-choice, and
open-ended questions. Yes/no questions test di-
rect binary judgments, multiple-choice questions
contrast a visually correct answer with a prior-
consistent distractor, and open-ended questions
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Figure 3: Dataset Generation and Question-Format Design Example for PriVE-Bench and PriVE-Tools.
The same counting counterfactual image is evaluated with three question formats: yes/no, multiple choice, and
open-ended response. All formats share the same target attribute, visible wing count, and the same prior conflict.

test whether models can describe or infer the vis-
ible evidence without fixed options. The bench-
mark is evaluated under three raw input modes:
ORIGINAL-ONLY, COUNTERFACTUAL-ONLY, and
PAIRED-IMAGE. Model responses are later mapped
to correct, biased, or other under the protocol in
Section 5, enabling PriVE-Bench to distinguish
visually incorrect prior-following errors from am-
biguous or unparseable responses. Figure 2 shows
representative examples, and Figure 3 illustrates
the raw task interface.

Human validation and quality control. All
original-counterfactual image pairs, counterfactual
interventions, questions, and instance-specific cor-
rect/biased rubrics in the formal benchmark were
human-validated by two faculty supervisors and
eight PhD students. Assignments were stratified
across the five domains and covered the complete
candidate pool and every final active record. Each
item received a first-pass review by a PhD student
and a second-pass check by the corresponding fac-
ulty supervisor; uncertain or disputed cases were
jointly adjudicated by both supervisors, and more
than 95% of first-pass decisions were confirmed
during supervisory review. Reviewers required the
intended intervention to be clearly visible, the iden-
tity of the original object, subject, or scene to be

preserved, unrelated content to remain unchanged,
artifact-based cues to be absent, and each ques-
tion to support a unique visually grounded answer
clearly separated from the intended prior-consistent
answer. Correctable items were regenerated and re-
reviewed, whereas items that remained ambiguous,
artifact-heavy, or disputed were removed. Across
the four non-medical domains, 328 of 800 initial
candidates (41.0%) were removed or replaced. For
the medical domain, labels were fixed by the known
TIN/T2F swap direction and BraTS mask, while
human review focused on spatial alignment, visual-
ization quality, target-region visibility, and consis-
tency among the constructed swap, question, and
rubrics. Full criteria and filtering statistics are pro-
vided in Appendix A.1.

4 PriVE-Tools: Controlled Agentic Visual
Evidence

PriVE-Bench evaluates whether VLMs rely on vis-
ible evidence or language and category priors un-
der raw-image inputs. PriVE-Tools extends this
setting by asking a complementary question: if a
model is given additional tool-derived visual evi-
dence, does it become less prior-driven? Recent
tool-augmented and agentic multimodal systems
increasingly use operations such as localization,
segmentation, visual marking, cropping, zooming,
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and iterative inspection to expose task-relevant im-
age regions before answering (Yao et al., 2022;
Yang et al., 2023b; Kirillov et al., 2023; Yang et al.,
2023a; Wu et al., 2024; Zhang et al., 2023; Wu and
Xie, 2024; Liu et al., 2024). PriVE-Tools does not
propose a new agentic vision model. Instead, it
converts these commonly used visual operations
into fixed evidence conditions, isolating the effect
of the evidence view itself from tool-selection poli-
cies, planning quality, search trajectories, or model-
specific agent behavior.

For each eligible counterfactual example, PriVE-
Tools compares the raw-image baseline against
controlled tool-derived evidence views, including
bounding-box overlays, crops, zoom panels, and
contour or outline overlays. These conditions are
summarized in Appendix C. Available evidence
types vary by domain because the relevant visual
target differs: object-existence, fashion, and indus-
try examples use localized views around manip-
ulated attributes; counting examples additionally
use outline-style evidence for countable instances;
and medical-modality examples use tumor-region
boxes, contours, crops, and zoom panels derived
from BraTS segmentation labels.

PriVE-Tools is designed as a controlled inter-
vention over model input. For a given example,
the underlying image, question, visually correct an-
swer, prior-consistent biased answer, and scoring
rubric remain fixed; only the evidence condition
changes. The evidence views are intentionally non-
semantic: they do not contain textual labels, edit
descriptions, modality names, arrows explaining
the manipulation, or the correct answer. They only
alter how the relevant visual region is localized,
cropped, or magnified. Thus, improvement under
a tool condition suggests that the model benefits
from better access to visual evidence rather than
from explicit answer leakage.

Evidence generation is domain-specific. For
natural-image domains, evidence is generated from
object-level localization or segmentation outputs
and manually filtered to ensure that the highlighted
region corresponds to the target attribute. For the
medical-modality domain, evidence is derived di-
rectly from BraTS tumor segmentation labels rather
than from generic natural-image segmentation mod-
els, avoiding domain mismatch on MRI images.
Filled masks and difference maps are excluded
from the main experiments because they may ob-
scure the relevant visual signal or directly reveal
the counterfactual manipulation. Section 5 formal-

izes how these evidence conditions are compared
against matched raw-image baselines.

5 Evaluation Protocol

Protocol overview. We evaluate PriVE-Bench
and PriVE-Tools under a unified protocol across all
domains. The goal is to measure whether a VLM
answers from visible evidence or from a learned
language/category prior, and whether paired im-
ages or tool-derived visual evidence changes this
behavior. Metrics are computed over completed
and successfully scored responses. API failures,
server errors, empty responses after retry, and judge
failures are tracked separately and excluded from
the metric denominator rather than merged into the
other category.

Input conditions. PriVE-Bench uses three raw
input modes. In ORIGINAL-ONLY, the model re-
ceives only the original image, serving as an an-
swerability check. In COUNTERFACTUAL-ONLY,
the model receives only the counterfactual image,
making this the primary setting for measuring prior-
following behavior. In PATRED-IMAGE, the model
receives both related images with neutral labels and
compares the target attribute without being told
which image is original or counterfactual. PriVE-
Tools compares raw-image inputs with fixed tool-
derived evidence conditions, including bounding
boxes, crops, zoom panels, and contours or out-
lines. The question, visually correct answer, prior-
consistent biased answer, and scoring rubric remain
fixed across raw and tool conditions; only the visual
input changes. Tool definitions are summarized in
Appendix C.

Prompting and scoring. Formal runs use a
shared prompt policy and deterministic decoding
where supported. In the main prior-conflict setting,
prompts make the relevant canonical prior salient
before asking the visual question; this stress-tests
whether models still ground their answers in vis-
ible evidence when the prior is explicit.To assess
sensitivity to this prompt design, we additionally
evaluate a matched condition that removes only the
separate explicit prior-conflict prefix while keeping
the images, questions, instance-specific rubrics, de-
coding configuration, scoring procedure, and judge
assignment fixed; results are reported under RQ1
and in Appendix E.1. Default decoding, structured-
output, reasoning-control, missing-evidence, and
error-handling settings are reported in Appendix D.
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Multiple-choice responses are scored determinis-
tically by matching the predicted option against
the predefined visually correct and prior-consistent
options. Yes/no and open-ended responses are
scored by a fixed text-only judge within each model
group following rubric-based LLM-as-judge pro-
tocols (Liu et al., 2023b; Zheng et al., 2023). The
judge receives the question, model response, and
question-specific correct/biased rubrics, but not the
image, and returns one of three labels: correct, bi-
ased, or other. Judge model choices are reported
in Appendix D.

Labels and metrics. A correct response matches
the visible evidence in the provided image or im-
age pair. A biased response follows the canonical
category, count, brand, object, or modality prior
despite contradicting the counterfactual evidence.
An other response is ambiguous, off-target, contra-
dictory, noncommittal, unparseable, or not clearly
mappable to either class.

For a run r, let D, be the set of successfully
scored responses and let y; € {corr, bias, other}
be the assigned label for instance 7. For each label
y, we define

1
py(r) === > _ 1y =y. (D
D i€D,
The reported metrics are
ACC(T) = pcorr(r)a (2)
PFER(r) = ppias(r), (3)
Other(r) = pother(7). “4)

Here, PFER denotes Prior-Following Error Rate. It
is most diagnostic in counterfactual settings, where
the visually correct answer and the prior-consistent
answer diverge.

Matched comparisons. For paired-image eval-
uation, we compare the paired-image run rp,ir
against the raw counterfactual-only baseline 7.
For PriVE-Tools, each evidence condition ¢ is com-
pared against a matched raw-image run 7.,y under
the same model, domain, input mode, question
type, prompt policy, quality-control filter, and sam-
ple subset. In the main cross-domain tool analysis,
Traw 1S the corresponding raw counterfactual-only
run. For any metric m € {Acc, PFER, Other},
we compute

Apairm = m(rpair) - m(rcf)v (5)
Aym = m(ry) — m(rraw)- 6)

A useful intervention should ideally increase Acc
and decrease PFER. We also track AOther be-
cause an intervention may reduce prior-following
errors by increasing uncertainty rather than by im-
proving visual grounding. When tool evidence
is unavailable, examples are skipped before infer-
ence; raw-vs-tool deltas are reported on matched
evidence-valid subsets whenever denominators dif-
fer.

6 Experiments and Analysis

Experimental Setup. We evaluate PriVE-Bench
and PriVE-Tools on closed- and open-source
VLMs under the protocol in Section 5. The
closed-source models include GPT-5 and Claude
Sonnet 4.! The open-source models include
Qwen3-VL-8B-Instruct, Qwen3-VL-32B-Instruct,
InternVL3.5-8B, InternVL3.5-38B, Gemma-3-
12B-it, and Gemma-3-27B-it (Bai et al., 2025;
Wang et al., 2025; Kamath et al., 2025). Unless
otherwise stated, results are macro-averaged across
domains, and tool comparisons are computed on
matched evidence-valid subsets. Full raw, paired-
image, and tool-conditioned results are provided in
Appendices E-H.

RQ1: Do VLM:s follow priors under counter-
factual inputs? We first examine whether VLMs
follow learned priors when visual evidence con-
tradicts canonical expectations. Original-only ac-
curacy serves as an answerability check, while
counterfactual-only accuracy, PFER, and Other
Rate diagnose whether failures are visually incor-
rect, prior-consistent, or ambiguous. Table 1 re-
ports macro-averaged results, with full domain-
level results in Appendix E.

Counterfactual inputs substantially reduce accu-
racy and shift errors toward prior-following. GPT-5
drops from 78.3% original-only accuracy to 46.7%
counterfactual-only accuracy, while Claude Son-
net 4 drops from 70.7% to 46.6%. Open-source
models show similar or larger gaps; Qwen3-VL-
8B-Instruct and InternVL3.5-8B drop by 49.7 and
52.3 percentage points, respectively. More impor-
tantly, PFER is much larger than Other Rate for
nearly all models, indicating that models usually
commit to prior-consistent answers rather than re-
fusing or producing ambiguous responses. Count-

'We initially considered Gemini 3.1 Pro Preview, but ex-
clude it from the formal comparison because available API
quotas did not allow complete matched evaluation across do-
mains, input modes, and tool conditions.
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Model Orig. CF Acc CF PFER CF Other Pair A A/P Top Common Tool Tool A A/P/O
Closed-source VLMs

GPT-5 78.3 46.7 513 2.0 +7.8/-8.2 Crop +4.5/-43/-02

Claude Sonnet 4 70.7 46.6 51.0 2.3 +0.7/-1.7 Zoom +11.8/-10.6/-1.1
Open-source VLMs

Qwen3-VL-8B-Instruct 81.3 31.6 66.2 2.2 +10.1/-18.7 Zoom -1.4/+12/+0.3

Qwen3-VL-32B-Instruct 83.7 40.3 58.8 0.9 +9.5/-14.7 Crop -22/+429/-0.7

InternVL3.5-8B 79.8 27.5 68.6 3.8 +4.4/-33 Zoom +0.5/-58/+52

InternVL3.5-38B 73.1 375 59.7 2.7 +4.0/-42 Crop -5.771-287+8.5

Gemma-3-12B-it 60.9 39.7 53.9 6.4 -8.0/46.9 Zoom -5.2/+46.6/-1.5

Gemma-3-27B-it 68.2 30.5 61.1 8.4 +11.4/-9.4 Zoom -0.7/+42.8/-2.1

Table 1: Main PriVE-Bench and PriVE-Tools results, macro-averaged across domains. All values are
percentages or percentage-point deltas. Orig. is raw original-only accuracy; CF denotes raw counterfactual-only
results. Pair A A/P reports AAcc/APFER relative to counterfactual-only inputs. Top Common Tool is selected by
the largest macro-averaged accuracy gain among common tool conditions evaluated across all domains. Tool A
A/P/O reports AAcc/APFER/AOther relative to the matched raw counterfactual baseline.

ing and fashion are the strongest stress tests, reach-
ing 77.9% and 68.4% PFER averaged over models.
Thus, RQ1 shows that counterfactual images ex-
pose a systematic prior-following failure mode, not
merely a drop in generic visual accuracy.

Robustness to the explicit prior-conflict prefix.
To test whether the RQ1 pattern is induced by
the separate prefix that makes the canonical prior
salient, we repeat the counterfactual evaluation af-
ter removing only this prefix while holding the
images, questions, instance-specific rubrics, decod-
ing configuration, scoring procedure, and judge
assignment fixed. Across GPT-5, Claude Sonnet
4.5, Qwen3-VL-8B-Instruct, and InternVL3.5-8B,
retaining only responses valid under both prompt
conditions yields 5,681 matched response pairs
over 20 model-domain cells. Defining deltas as
prefix-off minus prefix-on and macro-averaging
cell-level metrics, prefix removal changes PFER by
+3.31 percentage points (95% CI [1.70, 4.96]), Ac-
curacy by —3.45 points (95% CI [—4.92, —2.02]),
and Other Rate by only +0.14 points (95% CI
[—0.46,0.74]). PFER remains 63.92% without the
prefix, and cell-level PFER is strongly preserved
across conditions (Spearman p = 0.86; Pearson
r = 0.85). Thus, prior-following is not solely
created by the explicit prefix. The effect is het-
erogeneous, however: Fashion improves after pre-
fix removal, whereas Object Existence degrades.
We therefore describe this condition as explicit
prior-conflict prefix removal rather than fully prior-
free prompting. Full results are reported in Ap-
pendix E.1.

RQ2: Do paired images help models reason
against priors? We next evaluate whether direct
visual comparison helps models reason against pri-

ors. In the paired-image setting, the model receives
both the original and counterfactual image with
neutral labels and must compare the target visual
attribute. Table 1 reports AAcc/APFER relative to
the counterfactual-only baseline, with full paired-
image results in Appendix F.

Paired images help many models, but only par-
tially. Seven of the eight evaluated models improve
in macro accuracy: GPT-5 gains 7.8 points while
reducing PFER by 8.2 points, and Gemma-3-27B-
it, Qwen3-VL-8B-Instruct, and Qwen3-VL-32B-
Instruct show the largest accuracy gains. However,
the effect is not uniform. Claude Sonnet 4 changes
little, and Gemma-3-12B-it becomes worse, with
AAcc of —8.0 and APFER of +6.9. Domain-level
results also reveal a split: counting, fashion, in-
dustry, and medical modality benefit from paired
comparison, whereas object existence becomes
harder. Thus, paired images can make counterfac-
tual changes more salient, but they also introduce
a comparison burden and do not reliably eliminate
prior-following behavior.

RQ3: Do agentic visual evidence tools improve
grounding? We then test whether tool-derived
visual evidence improves grounding relative to raw
counterfactual inputs. For the main cross-domain
comparison, we focus on the two common evi-
dence conditions available across all five domains:
Crop and Zoom panel. A useful evidence condition
should increase accuracy while reducing PFER;
we also track Other Rate because a tool may re-
duce prior-following errors by increasing uncer-
tainty rather than by improving visual grounding.
As shown in Table 1 and Appendix G, the aggre-
gate effect across all models is mixed. Crop slightly
decreases accuracy by 0.9 points and slightly in-
creases PFER by 0.2 points, while Zoom panel has
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nearly no effect on accuracy, with AAcc of —0.2,
and reduces PFER by only 1.1 points while increas-
ing Other Rate by 1.3 points. This aggregate masks
a clear model-family split: for the two closed-
source VLMs, both common tools improve accu-
racy and reduce PFER, whereas the same views are
weak or negative on average for open-source mod-
els. Thus, RQ3 shows that agentic visual evidence
can help some models, but exposing localized or
magnified evidence is not sufficient by itself.

RQ4: Which tools help which models and do-
mains? Finally, we analyze whether tool effec-
tiveness depends on the model and domain. The
Top Common Tool column in Table 1 summarizes
the best common evidence view for each model,
while Appendix H provides the full domain- and
model-level breakdown. We focus on displayed ev-
idence views that are directly interpretable across
the benchmark: bounding-box overlays, crops, and
zoom panels. Because Fashion and Industry bbox
runs were not completed for all open-source mod-
els, those cells are left blank rather than treated as
complete evidence.

Tool effectiveness varies substantially across do-
mains. Industry/common-object attributes benefit
most clearly from localized evidence: Crop im-
proves accuracy by 4.4 points and reduces PFER
by 4.1 points. Medical modality consistency also
benefits from Zoom panel evidence, with AAcc
of +5.3 and APFER of —10.5, although its 5.2-
point increase in Other Rate suggests that some
responses shift from prior-following to uncertainty.
In contrast, object existence, counting, and fash-
ion show weak or negative gains under displayed
evidence views. Counting is especially revealing:
even the best displayed tool, Zoom panel, decreases
accuracy by 3.1 points and increases PFER by 1.0
point, indicating that localization or magnification
alone does not solve enumeration.

The model-level breakdown shows the same
specificity. Closed-source models use tool evidence
more consistently, while many open-source mod-
els do not reliably convert localized evidence into
grounded answers. For example, Qwen3-VL-8B-
Instruct’s best common tool still yields negative
accuracy gain, and InternVL3.5-38B illustrates a
different failure mode: Crop reduces PFER but de-
creases accuracy and increases Other Rate, suggest-
ing a shift from biased answers toward uncertainty
rather than correct grounding. Overall, RQ4 shows
that PriVE-Tools does not identify a universally

best visual evidence view; tool usefulness depends
on both the counterfactual conflict and the model’s
ability to use localized evidence.

7 Conclusion

We introduced PriVE-Bench, a controlled coun-
terfactual benchmark for distinguishing visually
grounded answers from prior-consistent errors, and
PriVE-Tools, an agentic-vision-inspired extension
for evaluating whether tool-derived visual evidence
helps VLMs reason against learned priors. Our ex-
periments show that VLMs often follow language
and category priors when counterfactual evidence
contradicts canonical expectations. Paired images
and tool-derived evidence can improve ground-
ing in some settings, but their benefits are uneven
across models, domains, and evidence types. Over-
all, our findings highlight a key challenge for agen-
tic vision systems: exposing additional visual evi-
dence does not guarantee that a VLM will use it to
answer from what is actually visible.

8 Limitations

PriVE-Tools is not a complete agentic vision frame-
work. It evaluates controlled, pre-computed evi-
dence views inspired by agentic systems, but does
not measure adaptive tool selection, iterative in-
spection, planning, or self-correction. Some ev-
idence is also partly oracle-like: boxes, crops,
contours, and zoom panels are generated around
known target regions, and medical evidence is de-
rived from BraTS tumor segmentation labels. Our
results therefore measure the usefulness of specific
evidence views, not the end-to-end capability of
autonomous visual agents.

Our tool coverage is not uniform across all do-
mains and models. The main cross-domain com-
parison focuses on common evidence views, such
as crops and zoom panels, while some domain-
specific or partially completed conditions, such
as bounding boxes, contours, and outlines, are re-
ported separately. As a result, PriVE-Tools should
be interpreted as a controlled diagnostic evaluation
of selected evidence views rather than an exhaus-
tive study of all possible visual tools.

Counterfactual construction may introduce arti-
facts. Non-medical examples can contain editing
or generation artifacts, and Al-generated images
may inherit the priors of the models used to create
them. Web-collected images, in turn, may overlap
with data seen during VLM pretraining. Although
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all formal benchmark items undergo human valida-
tion and filtering as described in Appendix A.1, we
cannot fully rule out artifact-based behavior.

The medical-modality task is a controlled
modality-consistency test rather than a clinical di-
agnosis task. Tumor-region signal is swapped be-
tween co-registered T1N and T2F slices to create a
local contrast conflict, which is useful for testing
visual grounding but does not simulate real MRI
acquisition or pathology. The main medical evalua-
tion also uses a single 2D axial slice and a stratified
subset of the constructed pool, limiting coverage
of full 3D radiological context.

Our model coverage is also limited. We evaluate
representative closed- and open-source VLMs, but
quota and cost constraints prevent a complete com-
parison across all current frontier systems. In par-
ticular, some models initially considered for evalu-
ation could not be included in the formal matched
comparison. Finally, yes/no and open-ended re-
sponses are scored by validated text-only LLM
judges. Although agreement was close to 100% in
the pilot validation and remained above 90% under
full response review, residual classification errors
remain possible, particularly for hedged, internally
inconsistent, or otherwise borderline responses.
Multiple-choice responses are scored determinis-
tically and do not depend on an LLM judge. The
main setting also uses an explicitly prior-inducing
prompt, making PriVE-Bench a stress test of vi-
sual grounding under salient priors rather than a
complete characterization of all natural VLM in-
teractions. The main setting intentionally uses an
explicit prior-conflict prefix and should therefore
be interpreted as a controlled stress test of visual
grounding under salient priors. A matched removal
ablation shows that PFER remains high without
this prefix, but the effect of removal is heteroge-
neous and some question formulations still refer to
normal or expected attributes. We therefore do not
interpret the prefix-off condition as a fully prior-
free characterization of natural VLM interactions.
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Appendix

A Dataset Statistics, Source Composition,
and Human Validation

Appendix A summarizes the dataset composition
used in our formal evaluation. For non-medical do-
mains, Originals denotes unique original images,
while CF pairs denotes active counterfactual evalu-
ation records. These counts are not always identi-
cal: a single original image may support multiple
counterfactual interventions, such as modifying a
logo layout, changing an object color, removing a
visual attribute, or altering a countable part.

We also report the source composition of orig-
inal images. The non-medical domains combine
web-collected or real images with Al-generated
images. This mixed construction is intentional.
Web-collected images preserve natural visual di-
versity and realistic object appearances, but may
overlap with data seen during VLM pretraining.
Al-generated images provide a more controllable
source for constructing targeted counterfactual at-
tributes, but may themselves reflect the visual pri-
ors of the image-generation models used to create
them. We therefore record source metadata and
report the Al-generated proportion for each non-
medical domain, rather than treating either source
type as fully unbiased or guaranteed unseen.

The medical-modality domain is handled sep-
arately. It is derived from the ASNR-MICCAI-
BraTS2023-GLI training data, following the BraTS
multimodal brain tumor segmentation benchmark
setting (Menze et al., 2014; Baid et al., 2021). Al-
though we construct a full clean pool of modality-
swapped counterfactual examples, the main experi-
ments use a stratified 10% subset to reduce evalu-
ation cost while preserving coverage across cases
and swap directions. Therefore, Table 3 reports
both the formal evaluation subset and the full con-
structed counterfactual pool. Figures 4 and 5 visu-
alize the same metadata statistics.

A.1 Human Validation and Candidate
Filtering

Validation team and coverage. The validation
team consisted of two faculty supervisors and eight
PhD students, organized into two teams, each con-
taining one supervisor and four students. Validation
assignments were stratified across the five bench-
mark domains and covered the complete candidate
pool as well as every final active benchmark record.

The validation covered the original-counterfactual
image pair, the intended intervention, all associated
question formats, and the instance-specific correct
and biased answer rubrics.

Review workflow. Each candidate item first un-
derwent a first-pass review by a PhD student. The
corresponding faculty supervisor then checked
every first-pass decision. Cases involving dis-
agreement, uncertainty, or insufficient evidence
were jointly adjudicated by the two supervisors.
Correctable items were regenerated using revised
image-generation or editing prompts and then
passed through the same review procedure again.
Items that remained ambiguous, artifact-heavy, or
disputed after revision were removed rather than
retained merely to preserve nominal domain bal-
ance. More than 95% of first-pass decisions were
confirmed during supervisory review.

Image-level acceptance criteria. For an
original-counterfactual image pair to be retained,
reviewers required that: (i) the intended counter-
factual intervention was clearly visible; (ii) the
identity of the original object, subject, or scene
was preserved; (iii) visual content unrelated to
the target intervention remained unchanged; (iv)
no generation or editing artifact provided an
unintended cue to the answer; (v) the intervention
contradicted a recognizable real-world or category-
level prior; and (vi) the resulting image supported
a unique visually grounded answer. Items were
rejected or regenerated when the intervention was
too weak to identify reliably, when the editing
process altered unrelated content or the identity
of the depicted instance, or when visible artifacts
could reveal the intended manipulation.

Question- and rubric-level acceptance criteria.
For each question and its associated scoring rubrics,
reviewers required: (i) a uniquely supported vi-
sually correct answer; (ii) a biased answer corre-
sponding to the intended canonical prior; (iii) clear
semantic separation between the correct and biased
answers; (iv) unambiguous wording that referred to
the intended visual attribute; and (v), for multiple-
choice questions, semantically distinct distractors
that could not reasonably be interpreted as equiva-
lent to either the correct or biased option. Questions
or rubrics that did not satisfy these conditions were
revised and reviewed again or removed.
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Candidate filtering outcomes. Each of the
four non-medical domains initially contained 200
unique-original candidates. Table 2 reports the
number of candidates retained after validation and
the number of active counterfactual evaluation
records produced from the retained originals. A
retained original can support multiple distinct coun-
terfactual interventions; therefore, the number of
active counterfactual records can exceed the num-
ber of retained originals.

In total, 328 of the 800 initial non-medical candi-
dates were removed or replaced, corresponding to a
candidate-level non-retention rate of 41.0%. Fash-
ion and Industry accounted for 266 of these cases,
or 81.1% of all non-retained candidates. These two
domains were particularly affected by generator-
side safety, policy, and brand-related constraints,
as well as instruction-following failures involving
traffic signs, logos, and monograms. We regener-
ated or removed these cases rather than lowering
the validation threshold to equalize the number of
retained originals across domains.

The reported 41.0% is a candidate-level non-
retention rate rather than an edit-attempt rejection
rate. A retained original may support several in-
dependently generated and validated interventions,
while a single candidate may require multiple gen-
eration or editing attempts before either being re-
tained or removed. This distinction explains why
the Fashion and Industry domains contain substan-
tially more active counterfactual records than re-
tained originals.

Question and rubric filtering. Fewer than 10%
of the initial question drafts were flagged for re-
jection or substantive revision. The most com-
mon issues were ambiguous wording, insufficient
separation between the visually correct and prior-
consistent rubrics, or distractors that were not se-
mantically distinct. Most flagged drafts were cor-
rected and accepted after a second review; drafts
that remained ambiguous were excluded.

Medical-domain validation. The medical-
modality domain followed a separate validation
procedure because its counterfactual labels were
determined by the known T1N/T2F swap direction
and the BraTS whole-tumor segmentation mask
rather than by subjective visual annotation. Human
reviewers therefore did not redefine the correct
label based on their own interpretation of the image.
Instead, they verified the spatial alignment of the
swapped region, the quality and consistency of

the standardized visualization, the visibility of the
relevant tumor region, and the consistency among
the constructed modality swap, the associated
question, and the instance-specific correct and
biased rubrics.

Representative rejection patterns. Representa-
tive rejection patterns included counterfactual inter-
ventions that were insufficiently visible to support
a unique answer, edits that changed the identity of
the original object or altered unrelated scene con-
tent, generation artifacts that provided unintended
answer cues, and instruction-following failures in-
volving traffic signs, logos, or monograms. At the
question level, rejected or revised cases primarily
involved ambiguous wording, insufficiently cali-
brated correct/biased rubrics, or multiple-choice
distractors that were semantically overlapping.

B Medical Modality Sampling and
Counterfactual Construction

Data source. The medical-modality subset of
PriVE-Bench is constructed from the ASNR-
MICCAI-BraTS2023-GLI Challenge training data,
following the BraTS multimodal brain tumor seg-
mentation benchmark setting (Menze et al., 2014;
Baid et al., 2021; Li et al., 2024). Each case con-
tains co-registered multi-modal brain MRI volumes
and a dense tumor segmentation label. We use the
native T1-weighted MRI (T1N), T2-FLAIR MRI
(T2F), and the provided segmentation mask. The
segmentation mask is used only to define the tumor
region for controlled counterfactual construction
and, in PriVE-Tools, to generate localization-based
visual evidence. It is not shown to the model as
a semantic tumor label in the raw PriVE-Bench
setting.

Unlike the non-medical domains, the medical
subset is not based on web-collected or text-to-
image generated pictures. It is derived from real
multi-modal MRI data in which different imaging
sequences are spatially aligned for the same pa-
tient case. This property makes BraTS suitable
for controlled modality-consistency counterfactu-
als: local tumor-region signal can be exchanged
between modalities while preserving patient iden-
tity, slice location, tumor shape, and surrounding
anatomy.

Slice selection and standardized visualization.
For each patient case, we select one axial slice for
evaluation. The selected slice is the slice with the

17607



Domain Initial candidates Retained originals Active CF records Removed or replaced Non-retention rate (%)

Object existence 200 160 160 40 20.0
Counting 200 178 256 22 11.0
Fashion 200 76 455 124 62.0
Industry 200 58 348 142 71.0
Total 800 472 1,219 328 41.0

Table 2: Candidate-level filtering for the four non-medical PriVE-Bench domains. Initial candidates, retained
originals, and removed or replaced items are counted at the unique-original candidate level. Active CF records
denote the final counterfactual evaluation records produced from the retained originals and can exceed the number
of retained originals because one original may support multiple distinct validated interventions. The non-retention
rate is computed as the number of removed or replaced candidates divided by the number of initial candidates.

Domain Orig. Eval. CF Full CF Original source Notes

Object existence 160 160 160 80 web / 80 AI (50.0%) Expected object parts removed

Counting 178 256 256 128 web / 50 AI (28.1%) Some originals reused across
edits

Fashion 76 455 455 39 web / 37 Al (48.7%) Filtered logo and monogram
edits

Industry 58 348 348 30 web /28 Al (48.3%) Filtered common-object edits

Medical modality 250 250 2,502 250 BraTS MRI Stratified 10% subset of modal-
ity swaps

Total 722 1,469 3,721 - -

Table 3: Dataset composition used in PriVE-Bench. Counts are computed from active benchmark metadata rather
than raw directory scans. Orig. denotes unique original images for non-medical domains and standardized MRI
source views for the medical evaluation subset. Eval. CF denotes counterfactual records used in formal evaluation,
while Full CF denotes all constructed counterfactual records before medical subsampling. Al percentages are
computed only for non-medical originals.

B Original images/views B Counterfactual pairs/images
A. Non-medical domains B. Medical domain

455
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400 A

348 200 -

300 A
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o
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=)
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Object existence Counting Fashion Industry Medical modality

Figure 4: Original and counterfactual counts by domain in the formal evaluation set. Counts are computed from
active benchmark metadata. Counting reuses some originals across multiple edits, while medical modality reports
the stratified evaluation subset; the full constructed medical pool contains 2,502 counterfactual modality-swap
records.

largest whole-tumor area, where the whole-tumor  is absent or too small to support reliable visual
mask is defined as all non-zero BraTS segmentation ~ judgment.
labels. This avoids using slices in which the tumor

For the selected slice, we extract the correspond-
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Figure 5: Source composition of original images. Non-medical domains combine web-collected or real images
with Al-generated images to balance natural visual diversity and controllable counterfactual construction. Medical
examples are derived from BraTS2023 MRI data and are reported separately as dataset-derived medical images.

ing TIN and T2F images. Each slice is normalized
using the non-zero brain region, with intensities
clipped and scaled by robust percentile statistics,
and saved as a grayscale PNG. The main bench-
mark uses the CLEAN visualization version: neither
the original nor the counterfactual image contains
a colored tumor overlay. This ensures that the task
tests whether the model can infer modality consis-
tency from visible MRI signal, rather than exploit-
ing an explicit mask or annotation.

Counterfactual modality swap. The core inter-
vention is a local tumor-region modality swap. Let
IT™N and I™F denote the aligned TIN and T2F
slices from the same patient case, and let M be
the binary whole-tumor mask for the selected slice.
We construct two directional counterfactuals:

CTIN(*TQF _ (1 . M) o ITlN + M ® IT2F,
(7

—M) @ITQF —|—M®IT1N.
3

CT2FTIN _ (1

In the first direction, the image retains the global
TIN background, but pixels inside the tumor mask
are replaced with the corresponding T2F tumor-
region pixels. In the second direction, the image
retains the global T2F background, but the tumor
region is replaced with the corresponding TIN
tumor-region pixels. Because the modalities are
co-registered, the replacement is spatially aligned
and does not require an external generative model.

Imaging-sequence rationale. This intervention
creates a controlled conflict between global modal-
ity appearance and local tumor-region contrast. In
a physically consistent MRI slice, the tumor region
and surrounding tissue are acquired under the same
imaging sequence, even though their intensities
may differ due to tissue properties. Our counter-
factual images deliberately violate this consistency:
the surrounding brain tissue indicates one MRI se-
quence, while the tumor region carries the local
contrast pattern of another sequence.

The task is therefore not clinical diagnosis, tu-
mor typing, or a realistic simulation of MRI ac-
quisition. It is a controlled visual counterfactual
for testing modality-consistency judgment. A visu-
ally grounded model should detect that the tumor-
region contrast conflicts with the surrounding se-
quence. A prior-following model may instead an-
swer according to the dominant global modality
appearance and assume that the tumor region is
consistent with the rest of the slice.

Sampling protocol. The full constructed clean
pool contains 1,251 BraTS2023 cases and two
modality-swap directions per case, yielding 2,502
counterfactual records. For the main evaluation, we
use a stratified 10% subset to reduce evaluation cost
while preserving balance across swap directions.
Sampling is performed before question expan-
sion. The sampling strata are defined by dataset,
visualization version, and swap direction. In the
main setting, all samples come from BraTS2023
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with the CLEAN visualization, so the two effective
strata correspond to the two swap directions: T1N-
background/T2F-tumor and T2F-background/T1N-
tumor. We sample 125 records from each direction,
yielding 250 medical counterfactual records for
formal evaluation. The random seed is fixed in
the evaluation code, and the selected pair keys are
recorded in the run configuration through a digest,
enabling runs to be audited and reproduced.

Label-derived visual evidence for PriVE-Tools.
For PriVE-Tools, the medical subset uses label-
derived visual evidence rather than natural-image
segmentation outputs. This avoids applying a
generic segmentation model to MRI images, where
domain mismatch could introduce unstable or clin-
ically meaningless masks. The BraTS tumor seg-
mentation label provides a consistent localization
source for constructing controlled evidence views.

From the same whole-tumor mask, we generate
four medical evidence conditions: bounding-box
overlay, contour overlay, tumor crop, and zoom
panel. The bounding box and contour provide thin
localization cues without filling or recoloring the
tumor region. The crop and zoom panel magnify
the same tumor-region pixels while preserving the
raw image context as part of the model input. We
exclude filled mask overlays and difference maps
from the main experiments because they could ei-
ther obscure the tumor intensity pattern or directly
reveal the intervention, turning the task into mask
interpretation rather than visual evidence ground-

ing.
C PriVE-Tools Evidence Conditions

PriVE-Tools evaluates controlled tool-derived evi-
dence conditions inspired by common operations
in agentic or tool-augmented vision systems. These
conditions modify how the relevant visual region
is presented to the model while keeping the under-
lying question, target attribute, correct answer, bi-
ased answer, and scoring rubric fixed. They do not
include textual labels, edit descriptions, arrows in-
dicating the manipulation, or explicit answer cues.

For natural-image domains, evidence is gener-
ated from object-level localization or segmenta-
tion outputs and manually filtered where neces-
sary. Counting examples may use contour-style
evidence to highlight countable instances. Medical-
modality examples use label-derived evidence from
the BraTS tumor segmentation mask, avoiding
generic natural-image segmentation models on

Condition Purpose

BBox Localizes the target object or region with-
out changing image content.

Crop Magnifies the relevant region and reduces
irrelevant context.

Zoom panel Preserves the full image while adding an
enlarged local view.

Contour Highlights a boundary without filling or
recoloring the region.

Tool bundle Provides multiple complementary evi-

dence views together.

Table 4: Tool-derived evidence conditions in PriVE-
Tools. Available conditions vary by domain according
to the target attribute and evidence source.

MRI data. We exclude filled masks and difference
maps from the main evaluation because they may
obscure the relevant visual signal or directly reveal
the counterfactual manipulation.

D Evaluation Configuration

Table 5 summarizes the default configuration used
for formal PriVE-Bench and PriVE-Tools evalua-
tions. These settings are chosen to reduce decod-
ing randomness, standardize judge behavior, and
make raw-image and tool-evidence comparisons
as controlled as possible. Unless otherwise stated,
provider-specific fallbacks are recorded in the run
metadata. The selection, human validation, and
cross-condition consistency of the text-only judges
are described in Appendix D.1.

Decoding and output budgets. Formal runs
use temperature 0 wherever supported. When a
provider does not expose exact deterministic de-
coding, we use the closest supported configuration
and record the provider-specific settings. The back-
bone output budget is set to 2048 tokens. Although
most benchmark answers are short, this budget re-
duces empty-output and output-limit failures for
models that prepend formatting, safety text, or brief
explanations. The judge budget is set to 512 tokens
because the judge is only required to output a label
and a short rationale.

Prior-conflict prompting. The explicit prior-
conflict prefix is enabled in the main formal evalua-
tion. PriVE-Bench is designed to test whether mod-
els can ground their answers in visible evidence
when a relevant language or category prior is made
salient. Applying the same prior-inducing context
across models makes the conflict controlled rather
than relying on incidental differences in implicit
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Setting

Default

Rationale

Temperature

Explicit prior-conflict pre-
fix

Backbone max output to-

kens

Multiple-choice option or-
der

Text-only judge

Judge max output tokens
Judge structured output
Closed-form structured
output

Reasoning or extended
thinking

Missing evidence policy

Error handling

0

On in the main setting; re-
moved in the matched abla-
tion

2048

Randomized

GPT-40-mini for closed-
source VLM runs; Qwen3-
8B for open-source VLM
runs

512
Auto
Auto
Off; minimal only if re-

quired
Skip

Excluded from denomina-
tor; reported separately

Uses deterministic decoding where supported, reducing run-to-
run variation.

Makes the relevant canonical prior explicit and consistent across
models in the main evaluation setting. The matched ablation
removes only this separate prefix to test whether the observed
prior-following behavior depends on explicit prior activation.
Provides sufficient budget for short answers, formatting, brief
explanations, and provider overhead without encouraging unre-
stricted long-form responses.

Avoids a fixed answer-position convention. Multiple-choice
responses are scored through deterministic option matching and
do not use an LLM judge.

Uses the candidate judges selected after pilot human validation.
For each evaluated model, the assigned judge is held fixed across
raw-image, paired-image, tool-conditioned, and prompt-ablation
conditions. The judge receives the question, completed response,
and predefined correct/biased rubrics, but not the image.

The judge only needs to return a constrained label and a short
rationale.

Requests a constrained three-way judge output where supported,
with repair and fallback parsing for malformed outputs.
Requests constrained yes/no answers or multiple-choice option
identifiers where supported.

Avoids enabling model-specific deliberation as an uncontrolled
advantage.

Tool-condition examples without the required evidence are
skipped before inference rather than mixed with raw-image in-
puts.

API, server, quota, authentication, empty-response, and unre-
coverable judge failures are not treated as model answers. A
completed response mapped to other remains distinct from an
infrastructure or judge failure.

Table 5: Default evaluation configuration for formal PriVE-Bench and PriVE-Tools runs. Provider-specific
deviations and fallbacks are recorded in the run metadata. The text-only judge is used only to classify completed
yes/no and open-ended responses according to the predefined correct/biased/other rubrics. Candidate judges are
selected through pilot human validation and held fixed across all input conditions for each evaluated model.

prompt effects. We additionally evaluate a matched
prefix-removal condition in which only this sepa-
rate prefix is removed, while the images, questions,
instance-specific answer rubrics, decoding config-
uration, scoring procedure, and judge assignment
remain fixed. Because some benchmark questions
still refer to a normal or expected attribute, we
characterize this condition as explicit prior-conflict
prefix removal rather than fully prior-free prompt-
ing. The complete ablation results are reported in
Appendix E.1.

Structured outputs and reasoning controls.
Structured output is requested automatically where
supported. For judged questions, structured output
makes the judge label easier to parse and audit. For
closed-form questions, it encourages models to re-
turn a constrained yes/no answer or option letter. If
a provider does not support structured output, the
runner falls back to text parsing and records the
fallback reason. Reasoning or extended-thinking

controls are disabled by default, because the bench-
mark is intended to compare visual grounding un-
der the same input evidence rather than compare
different levels of model-specific deliberation. If a
provider requires a minimal reasoning setting, we
use the minimum supported mode and record it.

Missing evidence and matched comparisons.
For PriVE-Tools, missing evidence is handled with
a skip policy. If a required crop, bounding box,
contour, outline, or zoom panel is unavailable, the
example is not sent to the model. This avoids mix-
ing raw-image behavior with incomplete tool-input
behavior. When raw and tool runs have different
eligible subsets, tool deltas should either report
the denominator difference or be computed on the
matched evidence-valid subset.

Error handling. Infrastructure and provider fail-
ures are excluded from the metric denominator and
reported separately. These include API quota er-
rors, authentication failures, server startup failures,
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network errors, empty responses after retry, and
judge failures. Such events are not merged into
the other category, because other is reserved for
completed model responses that are ambiguous, off-
target, contradictory, or unparseable with respect
to the task rubric.

D.1 Automatic-Judge Validation

Role and scope of the judge. The automatic
judge performs response classification rather than
visual annotation. The visually correct and prior-
consistent biased labels are fixed at the instance
level during benchmark validation. For each com-
pleted yes/no or open-ended response, the judge
receives the question, the model response, and the
corresponding instance-specific correct and biased
rubrics, and maps the response to one of three la-
bels: correct, biased, or other. The image is de-
liberately withheld from the judge so that scoring
does not introduce a second visual interpretation
that could conflict with the validated benchmark
labels.

Multiple-choice responses are not scored by an
LLM judge. Their option ordering is randomized,
and the predicted option is matched deterministi-
cally against the predefined visually correct and
prior-consistent options. The judge-validation anal-
ysis therefore concerns only yes/no and open-ended
responses.

Two-stage validation protocol. We validated the
candidate judges in two stages: a pilot validation
conducted before fixing the formal judge configura-
tion, followed by a manual review of the complete
set of outputs scored by the selected judges. Ta-
ble 6 summarizes the coverage and outcomes of
the two stages.

Pilot validation. The pilot subset was stratified
by benchmark domain and selected to cover all eval-
uated models and both question formats requiring
judge-based scoring. For every sampled response,
human reviewers checked whether the three-way
label and accompanying rationale were consistent
with the completed model response and the cor-
responding instance-specific rubric. GPT-40-mini
and Qwen3-8B both showed agreement close to
100% with manual verification, and we observed
no material difference between their response-
classification quality.

Based on these pilot results, GPT-40-mini was
fixed as the judge for closed-source VLM runs,
while Qwen3-8B was fixed for open-source VLM

runs. The assignment was made before the formal
result comparison and was not changed according
to model performance, domain, question type, or
input condition.

Full response review. After fixing the formal
judge assignments, human reviewers examined the
complete set of judged response outputs. Human—
judge agreement remained above 90%. The remain-
ing disagreements were concentrated in borderline
responses exhibiting one or more of the follow-
ing patterns: hedging between alternative answers,
a short answer followed by an explanation that
contradicted it, or wording that could plausibly be
mapped to more than one rubric. These cases are
intrinsically more difficult to classify than direct
responses that clearly match either the visually cor-
rect or prior-consistent rubric.

Consistency across evaluation conditions. For
a given evaluated VLM, the same judge is used
across all of its raw-image, paired-image, tool-
conditioned, and prompt-ablation runs. Conse-
quently, comparisons between conditions for the
same evaluated model are always scored by the
same classifier. This prevents judge switching from
acting as a confounder in within-model changes in
Accuracy, PFER, or Other Rate. The pilot compari-
son between GPT-40-mini and Qwen3-8B further
found no material difference in their classification
quality.

Structured outputs and parsing safeguards.
The judge is constrained to return one of the three
predefined labels: correct, biased, or other. Struc-
tured judge outputs are requested where supported.
When the returned output is malformed, the evalua-
tion runner applies repair and fallback parsing and
retries the judge request when necessary. If a valid
judge label still cannot be obtained after retry, the
event is recorded as a judge failure and excluded
from the metric denominator.

This failure handling is intentionally separated
from the other category. A completed model re-
sponse is labeled other when it is ambiguous, off-
target, contradictory, noncommittal, or not clearly
mappable to either the correct or biased rubric. By
contrast, an unrecoverable judge or infrastructure
failure indicates that no valid classification was pro-
duced and is therefore reported separately rather
than being counted as a model-level other response.
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Validation stage  Coverage

Judges evaluated

Human verification and outcome

Domain-stratified 10% subset of
judge-scored responses, covering all
evaluated models and both judge-
scored question formats

Pilot validation

Full response re-
view

Complete set of judged response
outputs from the formal evaluation

GPT-40-mini and
Qwen3-8B

Fixed judge assigned to
each evaluated model

group

Human reviewers checked each as-
signed label and rationale against the
completed response and its instance-
specific rubric. Agreement with manual
verification was close to 100% for both
candidate judges, with no material dif-
ference in classification quality.
Human reviewers examined the as-
signed classifications for all judged
outputs. Human—judge agreement re-
mained above 90%; disagreements were
concentrated in hedged, internally in-
consistent, or otherwise borderline re-
sponses.

Table 6: Two-stage validation of the text-only automatic judges. The pilot stage compares both candidate judges
on a domain-stratified subset before the formal judge assignment is fixed. The full-review stage evaluates the
selected judge assignments over the complete set of yes/no and open-ended responses that required rubric-based

classification.

E Full Raw PriVE-Bench Results

This appendix reports the raw-image results sup-
porting RQ1. We focus on the two input modes
most directly relevant to prior-following behavior:
ORIGINAL-ONLY and COUNTERFACTUAL-
ONLY. The original-only setting checks whether
the unedited images and questions are answerable,
while the counterfactual-only setting tests whether
models answer from visible evidence when the im-
age violates a canonical expectation. The final
subsection additionally reports a matched prompt-
sensitivity ablation that removes the separate ex-
plicit prior-conflict prefix while holding the remain-
ing evaluation configuration fixed.

All metrics are computed over valid, success-
fully scored model responses. Query errors and
judge errors are excluded from the metric denom-
inator and reported separately in experiment logs.
When runs are resumed after transient failures, du-
plicate task signatures are resolved by retaining the
successful record when available. Unless otherwise
stated, values are percentages.

Counterfactual-only results. Table 7 reports
raw counterfactual-only performance by model
and domain. Each cell reports Accuracy / PFER
/ Other Rate. Accuracy measures visually correct
responses, PFER measures prior-consistent errors,
and Other Rate captures ambiguous, noncommittal,
or otherwise uncategorizable responses.

Table 7 shows that counterfactual failures are
often not random uncertainty. Across many mod-
els and domains, PFER is substantially larger than
Other Rate, indicating that errors frequently pre-

serve the learned prior rather than avoid commit-
ment. Counting and fashion are especially strong
stress tests, suggesting that canonical expectations
about object counts and visual-design patterns can
override edited visual evidence.

Original-only sanity check. Table 8 reports
original-only accuracy by model and domain.
These results verify that the unedited images and
question templates are generally answerable before
counterfactual interventions are introduced.

The original-only results are generally higher
than the corresponding counterfactual-only results,
supporting the interpretation that many counterfac-
tual failures are not solely due to unanswerable
questions or poor baseline recognition. The med-
ical domain is more difficult even in the original-
only setting, so medical results should be inter-
preted as a stronger stress test of local modality-
consistency reasoning rather than as a standard
recognition task.

Domain-level summary. Table 9 reports domain-
level macro-averages over models. This table sup-
ports the domain-level analysis in Section 6. Count-
ing shows the largest original-to-counterfactual
drop and the highest PFER, while fashion also
produces strong prior-following behavior. Med-
ical modality consistency has lower original-only
accuracy, but still shows substantial PFER under
counterfactual inputs.

Original versus counterfactual performance.
Figure 6 summarizes the model-level pattern. Panel
A compares macro-averaged original-only and
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Model Existence Counting Fashion Industry Medical

GPT-5 57.7136.5/5.8 15.1/84.5/0.4 44.3/54.5/1.2 85.1/14.5/0.4 31.5/66.3/2.3
Claude Sonnet 4 62.3/36.2/1.5 19.5/73.7/6.8 42.6/56.0/1.3 67.3/32.3/0.4 41.5/56.8/1.7
Qwen3-VL-8B-Instruct 31.9/62.1/6.0 14.8/83.2/2.0 32.5/65.7/1.8 51.7/48.1/0.3 27.2/72.1/0.7
Qwen3-VL-32B-Instruct 74.4/23.1/2.5 13.0/85.8/1.2 27.3/72.6/0.1 53.6/46.1/0.3 33.1/66.4/0.5
InternVL3.5-8B 31.0/65.6/3.3 5.1/94.1/0.8 25.2/73.1/1.7 56.4/43.2/0.4 19.9/67.2/12.9
InternVL3.5-38B 53.1/45.8/1.0 4.0/85.0/10.9 27.0/71.9/1.1 65.9/33.7/0.4 37.7/62.3/0.0
Gemma-3-12B-it 46.7/44.6/8.8 36.8/52.7/10.4 18.7/74.4/6.8 29.7/68.4/1.9 66.8/29.3/3.9
Gemma-3-27B-it 65.6/32.5/1.9 27.6/63.9/8.5 18.5/78.7/2.9 21.6/77.4/1.0 19.2/53.1/27.7

Table 7: Raw counterfactual-only results by model and domain. Each cell reports Acc/PFER/Other, in percent.
High PFER indicates prior-consistent errors under counterfactual visual evidence.

Model Existence Counting Fashion Industry Medical
GPT-5 97.1 93.2 67.8 72.6 60.8
Claude Sonnet 4 88.8 84.1 55.5 71.7 47.6
Qwen3-VL-8B-Instruct 99.6 88.3 67.9 93.4 57.2
Qwen3-VL-32B-Instruct 94.6 94.4 71.7 88.1 63.5
InternVL3.5-8B 68.5 95.8 69.6 92.7 72.4
InternVL3.5-38B 81.2 85.5 62.6 88.0 48.4
Gemma-3-12B-it 69.6 54.0 63.1 86.9 31.1
Gemma-3-27B-it 73.8 69.8 64.9 86.4 46.1

Table 8: Original-only sanity-check accuracy by model and domain, in percent. High original-only accuracy
indicates that the unedited images and questions are generally answerable.

counterfactual-only accuracy. Panel B decomposes
counterfactual-only responses into correct, prior-
following, and other labels.

Together, these results provide the raw evidence
for RQ1. Original-only performance establishes
baseline answerability, while counterfactual-only
performance reveals a systematic shift toward prior-
consistent errors. This supports the conclusion that
current VLMs often fall back on learned category
or modality priors when visible evidence contra-
dicts what is usually true.

E.1 Explicit Prior-Conflict Prefix Ablation

Motivation and controlled setup. The main
PriVE-Bench configuration includes a separate ex-
plicit prior-conflict prefix that makes the relevant
canonical expectation salient before the visual ques-
tion. To determine whether the prior-following be-
havior observed in RQ1 is created primarily by this
prefix, we construct a matched prefix-off condition.
The prefix-off condition removes only this separate
prompt component while keeping the benchmark
images, questions, instance-specific correct and
biased rubrics, decoding configuration, response-
scoring procedure, and automatic-judge assign-
ment fixed.

We evaluate four representative models—GPT-5,
Claude Sonnet 4.5, Qwen3-VL-8B-Instruct, and
InternVL3.5-8B—across all five benchmark do-
mains. We retain only tasks for which a valid,
successfully scored response is available under
both prompt conditions, yielding 5,681 matched

response pairs across 20 model-domain cells. Met-
rics are first computed separately within each
model-domain cell and then macro-averaged, so ev-
ery cell contributes equally to the aggregate result.
Because the analysis is restricted to the matched
valid-response subset, the prefix-on values reported
in this subsection are recomputed on that subset and
may differ slightly from the corresponding full-run
values reported elsewhere.

Let mqn and mqg denote a metric under the
prefix-on and prefix-off conditions, respectively.
For each metric m € {Acc, PFER, Other}, we
define

Am = meg — Mon.-

€))

Accordingly, a positive APFER indicates more
prior-following after removing the explicit prefix,
a positive AAcc indicates higher visual accuracy
after removal, and a positive AOther indicates a
larger proportion of ambiguous, contradictory, or
otherwise uncategorizable responses.

Overall and model-level results. Table 10 re-
ports the aggregate and model-level results. The
overall row is the macro-average over all 20 model—
domain cells, while each model row is macro-
averaged over the five benchmark domains.
Removing the prefix increases macro-averaged
PFER from 60.61% to 63.92%, corresponding to
APFER = +3.31 percentage points. At the same
time, Accuracy decreases by 3.45 points, while
Other Rate changes by only 0.14 points. The cor-
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Domain Orig. Acc CF Acc CF PFER CF Other Drop
Existence 84.2 52.8 433 39 31.3
Counting 83.1 17.0 77.9 5.1 66.2
Fashion 66.1 29.5 68.4 2.1 36.6
Industry 85.7 539 455 0.6 31.8
Medical 534 34.6 59.2 6.2 18.8

Table 9: Domain-level macro-averages over models for RQ1. Drop is the difference between original-only
accuracy and counterfactual-only accuracy. Counting and fashion are the strongest prior-following stress tests, while
medical modality consistency remains challenging even in the original-only setting.
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Figure 6: Original-only and counterfactual-only raw-image performance. Panel A compares answerability
under original images with performance under counterfactual images. Panel B decomposes counterfactual-only
responses into correct, prior-following, and other labels. The large PFER component shows that counterfactual
failures are often prior-consistent rather than merely ambiguous.

responding aggregate cluster-bootstrap estimates
are APFER = +3.31 with 95% CI [1.70,4.96],
AAcc = —3.45 with 95% CI [—4.92, —2.02], and
AOther = +0.14 with 95% CI [—0.46,0.74].
Thus, removing the explicit prefix does not elim-
inate prior-following; instead, prior-consistent re-
sponses increase on average, visually correct re-
sponses decrease, and the aggregate frequency of
Other responses remains nearly unchanged.

The effect differs across models. GPT-5 and
Claude Sonnet 4.5 show the largest increases in
PFER and corresponding decreases in Accuracy.
Qwen3-VL-8B-Instruct changes little in PFER and
slightly improves Accuracy, while InternVL3.5-
8B reduces PFER but does not improve Accuracy
because its Other Rate increases. These results
illustrate why a reduction in PFER should not be
interpreted as improved grounding without jointly
examining Accuracy and Other Rate.

Domain-level results. Table 11 reports domain-
level macro-averages over the four evaluated mod-
els.

Stability of relative prior susceptibility. Al-
though the magnitude of the prompt effect varies,
relative susceptibility to prior-following is largely
preserved across the 20 model-domain cells. PFER
under the prefix-on and prefix-off conditions has
Spearman correlation p = 0.86 and Pearson cor-
relation » = 0.85. Thus, model-domain combina-
tions that are more prior-driven in the main con-
figuration generally remain more prior-driven after
the separate prefix is removed. This stability sup-
ports the interpretation that the benchmark captures
an underlying prior-following tendency rather than
only a response to one specific prompt prefix.

Matched label transitions. The matched re-
sponse transitions show the same aggregate direc-
tion. Across the pooled matched pairs, 726 re-
sponses change from correct under prefix-on to bi-
ased under prefix-off, whereas 351 change from bi-
ased to correct. Correct-to-biased transitions there-
fore occur more than twice as often as biased-to-
correct recoveries. In comparison, 107 responses
change from biased to other, and 86 change from
other to biased; these two directions are approxi-
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Scope PFER on (%) PFERoff (%) APFER (pp) AAcc(pp) AOther (pp)
Overall 60.61 63.92 +3.31 -3.45 +0.14
GPT-5 52.44 57.49 +5.05 -5.24 +0.19
Claude Sonnet 4.5 51.42 61.51 +10.09 -8.73 -1.36
Qwen3-VL-8B-Instruct 68.24 68.90 +0.66 +0.67 -1.33
InternVL3.5-8B 70.34 67.79 -2.55 -0.51 +3.06

Table 10: Explicit prior-conflict prefix ablation by model. PFER on denotes the main prefix-on configuration, and
PFER off denotes the matched condition in which only the separate explicit prior-conflict prefix is removed. Deltas
are defined as prefix-off minus prefix-on and are reported in percentage points. The Overall row macro-averages the
20 model-domain cells; model rows macro-average the five domains.

Domain PFER on (%) PFER off (%) APFER (pp) AAcc(pp) AOther (pp)
Object existence 50.10 62.14 +12.03 -11.30 -0.73
Counting 85.29 86.46 +1.17 -5.73 +4.56
Fashion 62.70 58.15 -4.56 +5.08 -0.52
Industry/common-object 38.19 41.84 +3.65 -3.47 -0.17
Medical modality 66.77 71.03 +4.27 -1.83 -2.43

Table 11: Explicit prior-conflict prefix ablation by domain, macro-averaged over the four evaluated models. Deltas
are prefix-off minus prefix-on and are reported in percentage points. Positive APFER indicates more prior-following
after removing the prefix, whereas positive AAcc indicates higher visual accuracy.

mately balanced. This pattern explains why aggre-
gate PFER increases and Accuracy decreases while
Other Rate changes very little. These pooled tran-
sition counts are descriptive; the headline deltas
remain macro-averaged over the 20 model-domain
cells.

Heterogeneous effects and joint improvement
criterion. The effect of prefix removal is hetero-
geneous rather than uniformly beneficial. Twelve
of the 20 model-domain cells have APFER > 0,
indicating increased prior-following, and 13 have
AAcc < 0, indicating reduced visual accuracy.
Eight cells reduce PFER, but only four simultane-
ously satisfy

AAcc > 0, APFER < 0, AOther < 0.
(10)

The four jointly improving cells are Claude
Sonnet 4.5 on Fashion, Qwen3-VL-8B-Instruct
on Fashion, Qwen3-VL-8B-Instruct on Industry,
and Qwen3-VL-8B-Instruct on Medical modal-
ity. The joint criterion is important because lower
PFER alone may indicate greater uncertainty rather
than stronger visual grounding. For example,
InternVL3.5-8B on Counting reduces PFER by
16.67 points after prefix removal, but its Other
Rate increases by 18.23 points and its Accuracy de-
creases by 1.56 points. The model therefore shifts
from prior-consistent answers toward uncertain or

unclassifiable responses rather than toward visually

correct answers.

Domain-level interpretation. Fashion is the
clearest exception to the aggregate pattern. Prefix
removal increases Accuracy by 5.08 points, with
95% CI [1.69, 8.35], and reduces PFER by 4.56
points, with 95% CI [-8.07, —1.05]. In this do-
main, the removed prefix directly states a canonical
brand or visual-layout expectation, so removing it
plausibly reduces explicit activation of that prior.

Object Existence moves in the opposite direc-
tion: PFER increases by 12.03 points and Accuracy
decreases by 11.30 points. One plausible explana-
tion is that the original prefix contains not only a
canonical-prior statement but also an instruction
to answer from visible evidence. Removing the
complete prefix may therefore remove a ground-
ing reminder that partially counteracts the induced
prior.

Counting remains highly prior-driven under both
configurations, reaching 86.46% PFER without the
explicit prefix. Medical-modality PFER likewise
remains high at 71.03%. These results indicate that
the corresponding prior-consistent errors do not
depend on an explicitly stated prior sentence.

Scope of the ablation. We describe this condi-
tion as explicit prior-conflict prefix removal rather
than fully prior-free prompting. Some benchmark
questions necessarily refer to whether an attribute
is normal, expected, or consistent with a familiar
category or imaging context, and therefore may
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still activate the relevant prior through the question
itself. In addition, the removed prefix may contain
both a canonical-prior statement and an instruction
to rely on visible evidence. The main prefix-on set-
ting should therefore be interpreted as a controlled
stress test of visual grounding under salient priors,
while the prefix-off setting measures sensitivity to
the separate explicit prefix rather than eliminating
every source of prior activation.

F Paired-Image Analysis

This appendix reports the full paired-image results
used to support RQ2. In the paired-image setting,
each model receives both the original and counter-
factual image with neutral labels and is asked to
compare the target visual attribute. This setting
tests whether direct visual comparison helps mod-
els detect the counterfactual intervention, rather
than answering from the prior associated with the
object, category, or modality.

All metrics are computed over valid, success-
fully scored responses. Query and judge errors are
excluded from metric denominators and tracked
separately in experiment logs. Unless otherwise
stated, values are percentages for absolute results
and percentage points for deltas.

Absolute paired-image results. Table 12 reports
paired-image performance by model and domain.
Each cell reports Accuracy / PFER / Other Rate.
Accuracy measures visually correct answers, PFER
measures prior-consistent but visually incorrect an-
swers, and Other Rate captures ambiguous, non-
committal, or otherwise uncategorizable responses.

Table 12 shows that paired-image inputs do not
uniformly solve prior-following behavior. In sev-
eral domains, models still produce high PFER even
when the original image is available for comparison.
This indicates that simply presenting a reference
image does not guarantee that the model identifies
the task-relevant counterfactual change.

Paired-image deltas. Table 13 reports paired-
image deltas relative to the counterfactual-only
raw-image baseline. Positive AAcc indicates im-
proved visual correctness, while negative APFER
indicates reduced prior-following. We also report
AOther because paired inputs may reduce biased
answers by increasing uncertainty rather than by
improving visual grounding.

The delta table highlights two patterns. First,
paired images often improve performance when

the counterfactual change can be directly compared
across images, such as counts, visual layouts, or
local modality appearance. Second, the paired
setting can also hurt performance, especially in
object-existence examples, where the presence of
the canonical original may increase the salience of
the normal object prior.

Model-level summary. Table 14 reports model-
level macro-averaged paired-image deltas across
domains. Seven of the eight evaluated models
improve in accuracy, but the gains vary substan-
tially. Gemma-3-12B-it is the clearest negative
case, showing reduced accuracy and increased
PFER under paired inputs.

The model-level summary shows that paired
comparison is usually helpful, but not uniformly
so. Some models convert paired visual informa-
tion into higher accuracy and lower PFER, while
others show only small changes or even become
more prior-driven. This suggests that providing a
reference image helps only when the model can
identify and use the task-relevant difference.

Domain-level summary. Table 15 reports
domain-level macro-averaged paired-image deltas
over models. Counting, fashion, industry/common
objects, and medical modality generally benefit
from paired comparison. Object existence is the
main negative case, suggesting that showing the
original object alongside the counterfactual can
make the canonical object prior more salient or
increase comparison difficulty.

The domain-level summary shows that paired im-
ages are most useful when the target difference can
be compared directly, such as a count, local layout,
visual design feature, or MRI contrast pattern. In
contrast, object-existence examples become harder
under paired inputs, suggesting that direct compari-
son may sometimes distract the model or reinforce
the canonical object prior.

Heatmap visualization. Figure 7 visualizes
paired-image deltas by model and domain. Panel
A shows AAcc and Panel B shows APFER. The
paired setting is beneficial when accuracy increases
while PFER decreases. This pattern appears in
several domains, especially counting, fashion, in-
dustry/common objects, and parts of the medical
modality setting. However, the gains are not uni-
form: object-existence examples often show lower
accuracy and higher PFER under paired inputs.
Overall, paired images provide a useful but lim-
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Model Existence Counting Fashion Industry Medical

GPT-5 65.0/25.6/9.4 26.7/72.7/0.7 54.8/44.7/0.4 86.3/13.2/0.6 39.9/58.8/1.3
Claude Sonnet 4 54.2/35.0/10.8 28.5/68.1/3.4 42.3/57.6/0.2 75.7/24.2/0.1 36.1/62.0/1.9
Qwen3-VL-8B-Instruct 20.6/67.9/11.5 14.3/59.6/26.0 36.4/63.6/0.0 72.9/27.1/0.0 64.4/19.7/15.9
Qwen3-VL-32B-Instruct 57.5/31.5/11.0 35.9/45.1/19.0 35.1/64.9/0.0 67.3/32.6/0.1 52.9/46.8/0.3
InternVL3.5-8B 1.2/88.3/10.4 32.7/64.2/3.1 32.3/67.4/0.3 66.1/33.9/0.0 27.1/72.9/0.0

InternVL3.5-38B
Gemma-3-12B-it
Gemma-3-27B-it

26.5/69.0/4.6
27.5/61.9/10.6
30.8/57.1/12.1

32.6/57.719.8

29.9/43.5/26.6
32.0/49.5/18.5

39.5/60.5/0.0
33.6/66.4/0.0
41.2/58.7/0.1

71.0/28.9/0.1
31.3/68.7/0.0
61.4/38.6/0.0

38.4/61.6/0.0
36.4/63.5/0.1
44.0/54.7/1.3

Table 12: Paired-image results by model and domain. Each cell reports Acc/PFER/Other, in percent, when
models compare original and counterfactual images with neutral labels.

Model Existence Counting Fashion Industry Medical
GPT-5 +7.3/-10.8/+3.5 +11.6/-11.8/+0.3 +10.5/-9.7/-0.8 +1.2/-1.4/+0.1 +8.4/-7.5/-0.9
Claude Sonnet 4 -8.1/-1.3/+9.4 +9.0/-5.6/-3.4 -0.4/+1.5/-1.2 +8.4/-8.1/-0.3 -5.3/+5.2/+0.1
Qwen3-VL-8B-Instruct -11.2/+45.8/+5.4 -0.5/-23.6/+24.1 +3.9/-2.1/-1.8 +21.3/-21.0/-0.3 +37.2/-52.4/+15.2
Qwen3-VL-32B-Instruct -16.9/+8.3/+8.5 +22.9/-40.8/+17.8 +7.9/-7.7/-0.1 +13.7/-13.5/-0.2 +19.9/-19.6/-0.3
InternVL3.5-8B -29.8/+22.7/+17.1 +27.6/-29.9/+2.3 +7.1/-5.7/-1.4 +9.7/-9.3/-0.4 +7.2/+5.7/-12.9
InternVL3.5-38B -26.7/+23.1/+3.5 +28.5/-27.3/-1.2 +12.5/-11.4/-1.1 +5.1/-4.8/-0.3 +0.7/-0.7/+0.0

Gemma-3-12B-it
Gemma-3-27B-it

-19.2/+17.3/+1.9
-34.8/+24.6/+10.2

-6.9/-9.2/+16.1

+4.4/-14.5/+10.0

+14.8/-8.0/-6.8
+22.7/-19.9/-2.7

+1.6/40.3/-1.9
+39.8/-38.8/-1.0

-30.4/+34.1/-3.7
+24.8/+1.6/-26.4

Table 13: Paired-image deltas relative to counterfactual-only inputs. Each cell reports AAcc/APFER/AOther,
in percentage points. Positive AAcc and negative APFER indicate improved visual grounding through direct

comparison.

Model AAcc  APFER  AOther
GPT-5 +7.8 -8.2 +0.4
Claude Sonnet 4 +0.7 -1.7 +0.9
Qwen3-VL-8B-Instruct +10.1 -18.7 +8.5
Qwen3-VL-32B-Instruct +9.5 -14.7 +5.1
InternVL3.5-8B +4.4 -33 -1.1
InternVL3.5-38B +4.0 -4.2 +0.2
Gemma-3-12B-it -8.0 +6.9 +1.1
Gemma-3-27B-it +11.4 -9.4 -2.0

Table 14: Model-level macro-averaged paired-image
deltas across domains. Values are percentage points
relative to counterfactual-only inputs.

Domain AAcc APFER AOther
Existence -17.4 +11.2 +6.2
Counting +12.1 -20.3 +8.3
Fashion +9.9 -7.9 2.0
Industry +12.6 -12.1 -0.5
Medical +7.8 -4.2 -3.6

Table 15: Domain-level macro-averaged paired-
image deltas over models. Values are percentage points
relative to counterfactual-only inputs.

ited intervention. They often make counterfac-
tual changes more salient, leading to higher accu-
racy and lower PFER, but they do not consistently
eliminate prior-following behavior. In some cases,
paired comparison increases Other Rate or even
strengthens prior-following errors, indicating that
adding a reference image is not equivalent to reli-
able visual grounding.

G PriVE-Tools Aggregate Results

This appendix reports aggregate PriVE-Tools re-
sults used to support RQ3. PriVE-Tools evaluates
fixed tool-derived evidence views rather than allow-
ing models to freely call tools. Each tool condition
is compared against the matched raw counterfac-
tual baseline for the same model and domain. We
report AAcc, APFER, and AOther. Positive AAcc
and negative APFER indicate improved grounding,
while changes in AOther help distinguish genuine
correction from increased ambiguity or uncertainty.

For the main cross-domain tool analysis, we
focus on the two common evidence conditions
available across all five domains: Crop and Zoom
panel. This avoids comparing tools with differ-
ent domain coverage. Table 16 reports aggregate
deltas for all models, closed-source models, and
open-source models. Table 17 provides the corre-
sponding model-level breakdown and supports the
Top Common Tool column in Table 1.

Table 16 shows that common evidence views do
not uniformly improve grounding. Across all eval-
vated models, Crop and Zoom panel have small or
negative effects on accuracy. However, this aggre-
gate pattern masks a strong group-level split: the
same evidence views improve accuracy and reduce
PFER for closed-source models, but are weak or
negative on average for open-source models.

Model-level common tool deltas. Table 17 re-
ports common tool-condition deltas for each model.
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Figure 7: Heatmap of paired-image deltas by model and domain. Panel A reports AAcc and Panel B reports
APFER relative to counterfactual-only inputs. Positive AAcc and negative APFER indicate improved visual
grounding through direct comparison.

Tool Coverage All models Closed-source Open-source
Crop 5 domains / 8 models -0.9/+0.2/+40.7 +7.3/-69/-0.4 -3.6/+2.6/+1.0
Zoom panel 5 domains / 8 models -0.2/-1.1/+1.3 +8.0/-7.5/-0.4 -3.0/+1.1/+1.9

Table 16: Aggregate PriVE-Tools deltas for common evidence conditions available across all five domains.
Each metric cell reports AAcc / APFER / AOther, in percentage points, relative to the matched raw counterfactual
baseline. A useful evidence condition should increase accuracy and decrease PFER without substantially increasing

Other.

These values are macro-averaged across the five
domains and computed relative to each model’s
matched raw counterfactual baseline. The table
supports the Top Common Tool column in Table 1,
where the best common tool is selected by the
largest macro-averaged accuracy gain among Crop
and Zoom panel.

Table 17 shows that the same evidence condition
can have different effects across models. GPT-
5 and Claude Sonnet 4 both benefit from com-
mon tool views, especially Claude Sonnet 4 under
Zoom panel evidence. In contrast, several open-
source models show negative AAcc even under
their better common tool condition. Some models
reduce PFER while increasing Other Rate, indicat-
ing that tool evidence may shift responses from
prior-following to uncertainty rather than to correct
visual grounding.

Aggregate visualization. Figure 8§ visualizes the
aggregate effects of the common tool conditions.
The figure separates all models, closed-source mod-
els, and open-source models. Positive AAcc and
negative APFER indicate improved grounding.
Figure 8 reinforces the main RQ3 finding: com-

mon tool-derived evidence is beneficial for closed-
source models in our evaluation, but weak or neg-
ative on average for open-source models. This
suggests that providing localized or magnified evi-
dence is not sufficient by itself; the model must also
be able to integrate that evidence into the answer.

Partially covered and domain-specific tools.
Some PriVE-Tools evidence conditions are domain-
specific or only partially covered in the current
experiments. Counting includes outline overlays,
medical modality includes contour overlays, and
bounding-box overlays are incomplete for Fashion
and Industry because the open-source bbox runs
were not completed. We therefore report these re-
sults separately in Table 18 rather than using them
for the main cross-domain Top Common Tool se-
lection.

Table 18 shows that some domain-specific evi-
dence views can be useful, especially for closed-
source models. For example, Contour evidence
in the medical domain substantially improves the
closed-source aggregate, while its open-source ef-
fect is weaker and accompanied by increased Other
Rate. Because these tools do not share uniform
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Model

Crop Zoom panel

Closed-source VLMs
GPT-5
Claude Sonnet 4

+4.5/-437-0.2
+10.1/-9.5/-0.6

+4.2/-447+0.2
+11.8/-10.6/-1.1

Open-source VLMs

Qwen3-VL-8B-Instruct -25/+434/-09 -1.4/+12/+0.3
Qwen3-VL-32B-Instruct -2.2/+429/7-0.7 -2.8/+3.3/-0.5
InternVL3.5-8B -24/7-08/+3.2 +0.5/-5.8/+5.2
InternVL3.5-38B -5.77-2.8/+8.5 -8.3/-1.8/+10.1
Gemma-3-12B-it -7.2/+49.2/-2.0 -5.2/+6.6/-1.5
Gemma-3-27B-it -1.6/+3.6/-2.0 -0.7/+2.8/-2.1

Table 17: Common tool-condition deltas by model. Each cell reports AAcc / APFER / AOther, in percentage
points, macro-averaged across the five domains and computed relative to the matched raw counterfactual baseline.
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Figure 8: Macro-averaged effects of common PriVE-Tools evidence conditions across models and domains.
Bars report AAcc, APFER, and AOther relative to matched raw counterfactual baselines. Positive AAcc and

negative APFER indicate improved grounding.

coverage across all domains and models, we treat
them as supplementary evidence rather than as the
basis for the main cross-domain tool comparison.

Overall, these aggregate results support a cau-
tious interpretation of PriVE-Tools. Tool-derived
evidence can improve grounding, especially for
stronger closed-source models and for some
domain-specific evidence views. However, tools
do not consistently convert prior-following errors
into correct answers. In several open-source set-
tings, tool views reduce accuracy, increase PFER,
or increase Other Rate. This motivates the domain-
and model-specific analysis in RQ4.

H Domain- and Model-Specific Tool
Analysis

This appendix provides the domain- and model-
level PriVE-Tools analysis used to support RQ4.
While Appendix G reports aggregate tool effects,
this section examines where those effects come
from. We focus on displayed evidence conditions
that are directly interpretable across the benchmark:
bounding-box overlays, object crops, and zoom
panels. All deltas are computed relative to the
matched raw counterfactual baseline for the same

model and domain.

Because the Fashion and Industry bbox runs
were not completed for all open-source models,
those cells are left blank in the domain-level anal-
ysis rather than treated as complete evidence. For
model-level bbox summaries, we macro-average
only over domains with complete bbox coverage
across all eight main models: object existence,
counting, and medical modality. This keeps model-
level comparisons consistent.

Best displayed tool by domain. Table 19 re-
ports the best displayed tool by domain, selected by
macro-averaged AAcc among available displayed
evidence views. The corresponding APFER and
AOther values indicate whether the gain reflects
improved grounding, reduced prior-following, or
increased uncertainty.

Table 19 shows that no evidence view domi-
nates across domains. Local crops are most use-
ful for industry/common-object attributes, where
the manipulated property is localized and visually
inspectable. Zoom panels help medical modality
consistency by exposing local tumor-region con-
trast, but the increased Other Rate suggests that
some models become uncertain rather than fully
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Tool Coverage Domains All models Closed-source Open-source

BBox 28 model-domain pairs Counting, Existence, Fashion, -2.0/-0.1/7+2.1 +5.5/-5.6/+0.2 -6.1/+429/+43.2
Industry, Medical

Outline 8 model-domain pairs Counting -4.71+27741.9 +0.7/-2.7/7+2.1 -6.5/+4.6/+1.9

Contour 8 model-domain pairs Medical +3.0/-7.3/+43 +14.3/-13.1/-1.2 -0.8/-54/+6.2

Table 18: Domain-specific or partially covered PriVE-Tools deltas. Outline is counting-specific and Contour
is medical-specific. Each metric cell reports AAcc / APFER / AOther relative to the matched raw counterfactual

baseline.

Domain Best displayed tool AAcc APFER AOther Interpretation

Existence Crop -4.3 +5.3 -1.0 Common displayed tools do not improve object-existence judg-
ments on average; localized views can still leave models anchored
to category priors.

Counting Zoom panel -3.1 +1.0 +2.1 Magnified evidence does not by itself solve enumeration, and can
shift some prior-following errors into uncertainty.

Fashion Zoom panel -2.5 +3.0 -0.5 Fine-grained logo and element edits remain prior-sensitive on
average, even when local visual evidence is provided.

Industry Crop +4.4 -4.1 -0.2 Local crops help most clearly for common-object attribute
changes, where the manipulated object can be inspected directly.

Medical Zoom panel +5.3 -10.5 +5.2 Zoom panels reduce modality-prior errors, but the increased Other

rate shows that some gains reflect uncertainty around local con-
trast.

Table 19: Best-performing displayed tool condition by domain. The best tool is selected by macro-averaged
AAcc among available displayed tools, with corresponding changes in PFER and Other reported to indicate whether
improvements reflect better grounding or increased uncertainty. Deltas are relative to matched raw counterfactual
baselines. Fashion and Industry BBox cells are excluded because open-source bbox runs were not completed.

grounded. Object existence, counting, and fashion
remain challenging even when the relevant region
is localized or magnified.

Domain-level heatmaps. Figure 9 visualizes
domain-level tool effects. Panel A reports AAcc
and Panel B reports APFER relative to matched
raw counterfactual baselines. The strongest posi-
tive displayed-tool effects appear in Industry and
Medical. By contrast, object existence, counting,
and fashion show weak or negative gains under the
displayed evidence views, indicating that localized
evidence alone does not solve absence reasoning,
enumeration, or fine-grained prior-resistant recog-
nition.

Model-level heatmaps. Figure 10 shows the cor-
responding model-level pattern. Closed-source
models benefit more consistently from localized ev-
idence: GPT-5 and Claude Sonnet 4 show positive
accuracy gains and reduced PFER under Crop and
Zoom panel. Several open-source models, however,
show negative accuracy changes, increased PFER,
or increased Other Rate under the same evidence
conditions. This indicates that tool usefulness de-
pends not only on whether relevant visual evidence
is visible, but also on whether the model can use
that evidence against learned priors.

Summary. Together, these results show that
PriVE-Tools effects are both domain-specific and

model-specific. Local crops are most useful for
common-object attribute changes, zoom panels
help expose medical modality conflicts but may
increase uncertainty, and bounding boxes do not
uniformly help object-existence or counting tasks.
The same evidence view can therefore help one
model or domain while degrading another. This
supports the main conclusion that agentic visual
evidence is not a universal remedy: it exposes rel-
evant evidence, but VLMs still need the ability to
interpret and use that evidence correctly.
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Figure 9: Domain-by-tool heatmaps for displayed PriVE-Tools evidence conditions. Panel A reports AAcc and
Panel B reports APFER relative to matched raw counterfactual baselines. Fashion and Industry BBox cells are left
blank because open-source bbox runs were not completed.
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Figure 10: Model-by-tool heatmaps for displayed PriVE-Tools evidence conditions. Panel A reports AAcc and

Panel B reports APFER. BBox values are macro-averaged over domains with complete bbox coverage across all
models.
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