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Abstract

A correct diagnosis can still be reached for
the wrong reasons. In clinical reasoning, ev-
ery disease hypothesis creates obligations: key
evidence must be checked, alternatives must
be ruled out, contradictions must be resolved,
useful tests must be considered, and closure
must be justified. Current evaluations of med-
ical LLMs mostly focus on final answers, lo-
cal steps, or isolated facts, and therefore miss
these hypothesis-induced commitments. We
introduce VeriDx, a disease-centric verification
framework that links free-form diagnostic rea-
soning to structured disease profiles. VeriDx
tracks whether each hypothesis is satisfied, un-
resolved, or violated its clinical obligations,
exposing failures such as missing critical tests,
unresolved differentials, ignored contradictions,
unsupported claims, and premature closure. We
instantiate VeriDx for complex respiratory diag-
nosis using guideline-derived disease profiles
and expert-annotated longitudinal cases. Our
results show that many diagnostic errors are
not isolated mistakes, but broken commitments
made earlier in the reasoning process.

1 Introduction

Clinical diagnosis should be verified not only by
the final disease label, but also by whether the rea-
soning process satisfies the obligations created by
each disease hypothesis. Once a model proposes
pulmonary embolism, it should address embolism
exclusion, imaging evidence, risk stratification, and
alternative causes of dyspnea; once it proposes in-
terstitial lung disease, it should examine autoim-
mune disease, infection, exposure history, imag-
ing patterns, and longitudinal progression. These
obligations define whether a diagnostic conclusion
is clinically responsible. We therefore introduce
VeriDx, a disease-centric verification framework
that makes such hypothesis-induced obligations
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explicit and checks whether LLM diagnostic rea-
soning satisfies, resolves, or violates them.

This problem is becoming urgent because medi-
cal LLMs are increasingly good at producing plau-
sible clinical answers. Med-PalLLM 2 shows strong
performance on medical question answering (Sing-
hal et al., 2025), AMIE demonstrates promising
diagnostic dialogue ability (Tu et al., 2025), and
recent work reports that frontier models can out-
perform many physicians on difficult diagnostic
reasoning tasks (Brodeur et al., 2026). Medical
agents are also moving beyond static question an-
swering toward workflow interaction, EHR naviga-
tion, tool use, and treatment planning, as evaluated
by MedAgentBench and MedAgentBoard (Jiang
et al., 2025b; Zhu et al., 2025). However, stronger
answer generation makes reasoning errors harder,
not easier, to detect. Recent evaluations show that
LLMs still miss critical evidence, select inappropri-
ate examinations, fixate on early hypotheses, over-
look contradictions, and close cases prematurely
(Qiu et al., 2025; Chiu et al., 2025). Thus, the key
challenge is no longer only whether a model knows
medicine, but whether its reasoning can be audited
against clinical obligations.

Existing clinical reasoning benchmarks reveal
this challenge, but they do not directly verify
hypothesis-induced obligations. MedR-Bench (Qiu
et al., 2025), DiagnosisArena (Zhu et al., 2026),
VivaBench (Chiu et al., 2025), and MedAgent-
Bench (Jiang et al., 2025b) evaluate multi-step di-
agnosis, examination recommendation, hypothesis
refinement, longitudinal interaction, and treatment
planning. These benchmarks move beyond final-
answer accuracy and expose process-level failures
such as missing investigations, weak differentials,
and premature closure. Yet their unit of evaluation
is still mostly the case, the step, or the next action.
They ask whether a system solves a case or per-
forms well at a stage, but not whether each disease
hypothesis introduced by the model has fulfilled
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Figure 1: Disease-centric DDx profiles for standardized diagnostic verification. Conventional case-centric LLM
reasoning can produce fluent and locally plausible clinical narratives while inconsistently covering disease-specific
diagnostic obligations. VeriDx introduces disease-centric DDx profiles that encode required evidence, differential
diagnoses, exclusion constraints, and treatment prerequisites for each disease. These profiles can be automatically
updated from clinical guidelines and evidence, and are used to guide and audit LLM-generated reasoning. By
mapping free-text diagnostic narratives onto profile-defined obligations, VeriDx enables consistent, auditable, and

safety-aware verification across cases.

its own clinical commitments. This gap matters
because a model may reach the correct diagnosis
while still skipping a discriminative test, leaving a
dangerous alternative unresolved, or ignoring evi-
dence that contradicts its preferred hypothesis.

Prior methods for structuring or verifying med-
ical reasoning are useful, but they leave a gap be-
tween rigid clinical rules and unconstrained lan-
guage reasoning. Symbolic and guideline-based
systems, including MYCIN (Shortliffe, 1974),
GLIF3 (Peleg et al., 2000), computable guideline
modeling (Scott et al., 2023), and CPGPrompt
(Deng et al., 2026), show that explicit medical
structure can make reasoning more interpretable
and auditable. However, real diagnosis involves
temporal evidence, negation, subjective symptoms,
multimodal findings, incomplete information, and
contextual exceptions that are difficult to fully en-
code as executable rules (Deng et al., 2026). In
parallel, general LLM verification methods such as
CoVe (Dhuliawala et al., 2024), Reflexion (Shinn
et al., 2023), CRITIC (Gou et al., 2024), RARR
(Gao et al., 2023), and self-verification (Weng
et al., 2023) improve factuality, consistency, attri-
bution, or answer selection. Medical consistency-
verification methods further improve calibration
and reliability in medical question answering (Mar-

tinez, 2026). However, these methods are mostly
domain-agnostic: they can check whether a state-
ment is supported, but they do not specify what
must be checked because a particular disease hy-
pothesis was raised.

VeriDx addresses this gap by treating each dis-
ease hypothesis as a structured commitment. For
every disease, VeriDx builds a disease profile
that encodes required evidence, exclusion crite-
ria, differential diagnoses, discriminative exami-
nations, contradiction patterns, treatment-relevant
constraints, and closure conditions. Given a free-
form reasoning trajectory, VeriDx maps the model’s
hypotheses, evidence claims, test recommenda-
tions, differential updates, contradictions, and clo-
sure decisions into a typed reasoning graph linked
to these disease profiles. The verifier then tracks
whether each obligation is satisfied, unresolved, or
violated. In this way, failures such as unsupported
claims, ignored contradictions, missing discrimina-
tive tests, unresolved differentials, and premature
closure become machine-verifiable violations of
disease-specific commitments rather than vague
defects in natural-language reasoning.

We instantiate VeriDx in complex respiratory
diagnosis, where disease-centric obligations are
especially important. Respiratory diseases often
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share symptoms such as cough, dyspnea, fever,
hypoxemia, and abnormal chest imaging, so safe
diagnosis depends on distinguishing overlapping
hypotheses rather than matching a single presenta-
tion. Evidence also evolves across time: imaging,
laboratory tests, microbiology, exposure history,
comorbidities, and treatment response may sup-
port different hypotheses at different stages. To
evaluate reasoning under these conditions, we con-
struct a respiratory reasoning resource with two
components. On the knowledge side, we collect
2,563 respiratory guidelines and reference docu-
ments totaling approximately 3.93 GB, from which
we normalize diagnostic and therapeutic reasoning
constraints for almost all respiratory diseases. On
the clinical side, we curate 188 complex real-world
respiratory cases with expert annotations, including
1,455 medical images and three-stage longitudinal
diagnostic trajectories comprising nine structured
sections and averaging 20k—30k tokens per case.
Our work makes three contributions. First,
we formulate disease-centric verifiable reasoning,
which reframes diagnostic reasoning as the satis-
faction, verification, and revision of obligations
induced by disease hypotheses. Second, we in-
troduce VeriDx, a neuro-symbolic framework that
links free-form LLM reasoning trajectories to struc-
tured disease profiles and verifies clinically mean-
ingful reasoning failures. Third, we construct a
large-scale guideline-derived disease-profile library
covering a broad range of respiratory diseases and
evaluate VeriDx on 188 expert-annotated longitudi-
nal pulmonary cases, enabling evaluation beyond
final-answer accuracy toward auditable, revisable,
and disease-grounded clinical reasoning. Together,
these contributions shift clinical Al evaluation from
asking whether a model gets the answer right to
asking whether it has earned the right to diagnose.

2 Related Work

Medical LLMs and clinical reasoning evaluation.
Medical LLMs and clinical agents have advanced
rapidly, from medical question answering and di-
agnostic dialogue to workflow-oriented diagnosis,
tool use, and treatment planning (Singhal et al.,
2025; Tu et al., 2025; Jiang et al., 2025b; Zhu et al.,
2025). Alongside this progress, benchmarks such
as MedR-Bench, DiagnosisArena, VivaBench, and
MedAgentBench evaluate multi-step diagnosis, ex-
amination recommendation, hypothesis refinement,
and longitudinal interaction, revealing failures such

as missed evidence, weak differentials, overlooked
contradictions, and premature closure (Qiu et al.,
2025; Zhu et al., 2026; Chiu et al., 2025; Jiang
et al., 2025b). VeriDx builds on this shift from
answer evaluation to process evaluation, but veri-
fies reasoning through the obligations induced by
each disease hypothesis rather than only through
case-level success or step-level quality.

Retrieval-augmented and knowledge-grounded
reasoning. Existing clinical reasoning frame-
works improve model performance by retrieving,
representing, or organizing external medical knowl-
edge. Retrieval-augmented methods, such as Al-
manac and Self-BioRAG, retrieve relevant clini-
cal evidence to ground model responses (Zakka
et al.,, 2024; Jeong et al., 2024). Knowledge-
guided approaches, such as KARE, incorporate
structured resources such as knowledge graphs into
healthcare reasoning (Jiang et al., 2025a), while
evidence-organization methods, such as Tree-of-
Reasoning and GuideTree, structure clinical evi-
dence or guidelines to support complex diagnostic
reasoning (Peng et al., 2025; Ge et al., 2026). These
approaches primarily improve how clinical knowl-
edge is accessed, represented, or organized during
diagnosis. However, retrieving relevant knowledge
does not guarantee clinically complete reasoning:
a model may still fail to distinguish dangerous al-
ternatives, request critical examinations, resolve
contradictory findings, or avoid premature diagnos-
tic closure (Kim et al., 2025). VeriDx complements
these approaches by treating such requirements as
explicit, disease-specific clinical obligations and
tracking whether each obligation is satisfied, unre-
solved, or violated throughout the diagnostic pro-
cess.

Structured clinical knowledge and LLM veri-
fication. Structured medical reasoning systems,
including MYCIN, GLIF3, computable guideline
models, and CPGPrompt, show that explicit clin-
ical knowledge can improve interpretability and
auditability (Shortliffe, 1974; Peleg et al., 2000;
Scott et al., 2023; Deng et al., 2026), while general
LLM verification and repair methods such as CoVe,
Reflexion, CRITIC, RARR, and self-verification
improve factuality, consistency, attribution, or an-
swer selection (Dhuliawala et al., 2024; Shinn et al.,
2023; Gou et al., 2024; Gao et al., 2023; Weng et al.,
2023). Medical consistency-verification methods
further improve calibration and reliability in med-
ical QA (Martinez, 2026). However, these ap-
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proaches usually verify statements, answers, or
generic reasoning traces, but do not specify what
must be checked once a particular disease hypothe-
sisis raised. VeriDx combines flexible LLM reason-
ing with disease-specific profiles, asking whether
the clinical commitments associated with each pro-
posed diagnosis are satisfied, unresolved, or vio-
lated.

3 Data

VeriDx uses two complementary resources for
disease-centric verification: a guideline-derived
disease-profile library constructed in this work to
define diagnostic obligations, and a separately de-
veloped longitudinal pulmonary benchmark used
to evaluate models under evolving information con-
straints.

Guideline-derived disease profiles. We pro-
cessed 2,563 respiratory guidelines and reference
documents (~3.93 GB) to build structured profiles
covering nearly all pulmonary diseases. These pro-
files serve as the clinical backbone of VeriDx, en-
coding hypothesis-induced obligations such as re-
quired evidence, important mimics, discriminative
tests, and closure conditions. Professional physi-
cians reviewed these profiles to ensure the clinical
validity and discriminative value of each obliga-
tion.

Evaluation benchmark. We evaluate VeriDx
on a separately developed longitudinal pulmonary
benchmark containing 188 complex, de-identified
real-world cases. Unlike retrospective summaries
that expose the complete diagnostic trajectory, the
benchmark preserves the evolving diagnostic pro-
cess, including incomplete early evidence, exami-
nation results, and subsequent diagnostic revisions.
Each case is organized into a three-stage longitudi-
nal trajectory comprising nine structured sections,
with progressive information disclosure ensuring
that the model can access only the evidence avail-
able at the current clinical stage. The resulting
evaluation contains 1,128 task instances across six
scored sections and supports both text-only and
multimodal settings, with 1,455 medical images
disclosed according to their corresponding clinical
stages. Appendix B provides the benchmark char-
acteristics, data formatting, and implementation
details required to interpret the experiments in this
work.

4 Method

4.1 Overview

VeriDx is a disease-centric verification framework
for longitudinal diagnostic reasoning. Its central
idea is that a disease hypothesis creates clinical
obligations: once a model proposes a diagnosis,
it should check the evidence required by that dis-
ease, distinguish important mimics, resolve con-
tradictions, request discriminative examinations,
and justify when diagnostic closure is appropriate.
This view is consistent with classical accounts of
clinical reasoning as a hypothetico-deductive pro-
cess of hypothesis generation, testing, revision, and
closure (Eva, 2005; Norman, 2005; Bowen, 2006).
It is also motivated by studies of diagnostic er-
ror, which show that unsafe diagnosis often results
from incomplete data gathering, weak differential
diagnosis, ignored evidence, and premature closure
rather than from lack of medical knowledge alone
(Croskerry, 2002; Graber et al., 2005; Schiff et al.,
2009; Committee on Diagnostic Error in Health
Care et al., 2015).

Given a staged clinical trajectory, VeriDx links
each model-generated disease hypothesis to a struc-
tured disease profile and verifies whether the corre-
sponding obligations are satisfied, unresolved, or
violated. The framework therefore shifts evalua-
tion from asking only whether the final diagnosis
is correct to asking whether the model has earned
the right to make that diagnosis through a clinically
responsible reasoning process.

4.2 Longitudinal Diagnostic Task

We formulate diagnosis as a sequential decision-
making task. For each case, the model observes a
staged trajectory

X = (xl,[BQ,I'g),

where x; contains the initial presentation, xo intro-
duces newly available examination results, and z3
provides later confirmatory evidence. Information
is disclosed progressively, so the model can only
use evidence available up to the current stage.

The model produces:

(D1,&1, Do, E2,9,B,7T),

where D; and D, are the initial and updated differ-
ential diagnoses, £ and &; are the corresponding
examination plans, ¢ is the final diagnosis, B is the
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Figure 2: Overview of VeriDx. A longitudinal diagnostic trajectory is first generated under progressive evidence
disclosure, including stage-wise differential diagnoses, examination plans, final diagnosis, diagnostic basis, and
treatment plan. Each hypothesized disease is matched to a disease profile that encodes its clinical obligations,
including phenotype consistency, supporting and opposing evidence, important mimics, critical examinations,
missing information, and closure conditions. VeriDx checks these obligations for each hypothesis, labels them as
satisfied, unresolved, or violated, and produces verification signals for detecting reasoning failures, guiding bounded
revision, and evaluating trajectory-level clinical reasoning across D1-D6.

diagnostic basis, and 7 is the treatment plan. The
expert reference trajectory is annotated as

Y* = ( T7€T7D57557y*73*77-*)'

Reference annotations distinguish required items
from optional but acceptable items, allowing us to
evaluate both critical coverage and over-generation.

4.3 Disease Profiles

For each disease y, VeriDx defines a disease profile:
Py = (Cy, Sy, Ay, My, Qy, Gy, Ry).-

Here, C, denotes the core phenotype, S, supportive
findings, A, findings against the disease, M, im-
portant mimics, Q, missing information to check,
Gy critical diagnostic examinations, and R, closure
conditions and disease-specific reasoning notes.

A disease profile is not an encyclopedia entry
or a rigid diagnostic rule. Instead, it represents
the obligations activated by a disease hypothesis.

These obligations specify what evidence should
support the disease, what evidence should weaken
it, which alternatives must be distinguished, which
examinations are necessary, and when diagnostic
closure is justified. For imaging evidence, disease
profiles encode guideline-derived imaging findings
and required imaging examinations as clinically
interpretable obligations. VeriDx checks these
obligations against the clinical evidence extracted
from multimodal model outputs. In this sense, pro-
files provide an auditable clinical structure while
preserving the flexibility needed for incomplete
and evolving real-world cases. This design fol-
lows the broader tradition of using explicit clinical
knowledge structures to improve interpretability
and safety in medical reasoning systems (Short-
liffe, 1974; Peleg et al., 2000; Scott et al., 2023).

Disease profiles encode default clinical obliga-
tions rather than deterministic decisions. Their
application is conditioned on the evidence avail-
able for the current patient at each stage, including
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the initial presentation, exposure history, comor-
bidities, newly available examination results, and
later confirmatory evidence. An obligation may
therefore be satisfied, unresolved, or violated de-
pending on the patient-specific context, allowing
the same disease profile to produce different ver-
ification outcomes across patients. This design
combines structured clinical knowledge with flexi-
ble patient-specific reasoning rather than applying
guideline-derived obligations as fixed rules.

4.4 Disease-Centric Verification

Given a model-generated trajectory, VeriDx first
extracts disease hypotheses, evidence claims, exam-
ination plans, exclusion statements, closure deci-
sions, and treatment recommendations from the
model output. Each disease hypothesis is then
matched to its corresponding profile using exact,
alias-based, and fuzzy disease-name matching.

For each matched hypothesis-profile pair, the
verifier checks whether the current case evidence
satisfies the profile-defined obligations. It asks
whether the core phenotype is supported, contra-
dicted, or unresolved; whether required evidence
is present; whether findings against the disease
are ignored; whether important mimics remain un-
resolved; whether critical tests are missing; and
whether closure conditions have been met. Im-
portantly, absence of evidence is not treated as
evidence of absence. Unobserved but clinically
relevant information is marked as missing or un-
resolved rather than negative, which is essential
under progressive evidence disclosure.

VeriDx labels each obligation as satisfied, unre-
solved, or violated. This process converts broad
reasoning defects into clinically interpretable error
types. We focus on six common violation patterns:
missing critical tests, unresolved mimics, ignored
contradictions, unsupported claims, premature clo-
sure, and unsafe treatment implications. These
errors correspond to well-studied sources of diag-
nostic failure, including insufficient data gathering,
faulty synthesis, failure to consider alternatives,
and premature closure (Croskerry, 2002; Graber
et al., 2005; Schiff et al., 2009; Committee on Di-
agnostic Error in Health Care et al., 2015).

When used for reasoning improvement, VeriDx
performs bounded verification-guided revision.
It may remove a diagnosis only when explicit
counter-evidence is present, add an important miss-
ing mimic, supplement examinations that address
workup gaps, or delay final closure when required

obligations remain unresolved. The rewrite is con-
strained to local modifications rather than unre-
stricted regeneration, preserving acceptable parts
of the original model output.

4.5 Evaluation

We evaluate each reasoning trajectory across six
dimensions. D1 measures initial hypothesis gen-
eration under information scarcity. D2 measures
dynamic diagnostic revision after new evidence
appears. D3 measures investigation planning, in-
cluding whether required and discriminative tests
are recommended. D4 measures final diagnostic
precision. D5 measures evidence grounding and
reasoning transparency. D6 measures treatment
planning quality and safety.

Together, D1-D6 evaluate the full diagnos-
tic workflow: hypothesis generation, hypothe-
sis revision, evidence acquisition, final diagnosis,
evidence-grounded justification, and downstream
clinical action. This allows VeriDx to distinguish
models that only guess the correct final answer
from models that maintain clinically responsible
reasoning throughout the trajectory.

In the main experiments, we compare complete-
information prediction with stepwise clinical rea-
soning, and evaluate the full VeriDx framework
against ablated variants without disease profiles,
phenotype checking, differential-diagnosis check-
ing, or decision-closure control. We also report
safety events such as dangerous diagnostic misses,
diagnostic hallucination, hallucinated diagnostic
basis, over-investigation, harmful treatment, and
any unsafe event. Full prompts, extraction proce-
dures, verifier rewriting constraints, judge rubrics,
aggregation rules, and implementation details are
provided in Appendix B.

5 Results

5.1 Frontier LLMs Struggle with Sequential
Clinical Reasoning

As shown in Table 1, frontier multimodal LL.Ms
achieve strong performance when complete clin-
ical information is provided upfront. Under the
full-information setting, most models can generate
clinically plausible diagnoses and treatment recom-
mendations, indicating that current systems already
possess strong retrospective diagnostic capabilities.

However, their performance declines substan-
tially under sequential clinical reasoning settings
that more closely resemble real clinical workflows.
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Table 1: Performance under progressively increasing levels of expert-annotated intermediate reasoning. LL.M-only
Reasoning uses model-generated intermediate states throughout the stepwise pipeline. Gold D;/€; replaces
the first-stage differential diagnosis D; and examination plan £ with specialist annotations while preserving
model-generated reasoning in subsequent stages. Gold D1/E1/D4/&; replaces all intermediate reasoning states with
specialist annotations, representing the oracle upper-bound setting.

LLM-only Reasoning | Gold D1/&; | Gold D1/E1/D2/Es
Model Acc. Recall F1 | Acc. Recall F1 | Acc. Recall F1
AntAngelMed 0.20 0.38 0.28 | 0.27 0.45 0.34 | 0.71 0.74 0.72
Baichuan-M3 0.30 0.37 0.35 | 0.35 0.44 0.40 | 0.75 0.77 0.76
Claude-Opus-4.6 0.29 0.47 0.33 | 0.35 0.55 042 | 0.79 0.82 0.80
Claude-Opus-4.6 (+Image) 0.31 0.47 0.37 | 0.37 0.56 0.45 | 0.81 0.84 0.82
DeepSeek-v4-Pro 0.27 0.40 0.32 | 0.33 0.48 0.39 | 0.78 0.80 0.79
Gemini-3.1-Pro 0.38 0.54 047 | 044 0.62 0.54 | 0.84 0.86 0.85
Gemini-3.1-Pro (+Image) 0.39 0.53 0.47 | 045 0.61 0.54 | 0.85 0.87 0.86
GPT-54 0.31 0.64 0.46 | 0.37 0.71 0.53 | 0.86 0.88 0.87
GPT-5.4 (+Image) 0.33 0.58 0.40 | 0.39 0.66 0.48 | 0.87 0.89 0.88
GPT-5.5 0.30 0.64 0.39 | 0.36 0.72 0.49 | 0.88 0.90 0.89
GPT-5.5 (+Image) 0.31 0.68 0.41 0.38 0.75 0.52 | 0.89 0.91 0.90
Kimi-K2.5 0.30 0.46 0.35 | 0.36 0.54 0.42 | 0.80 0.82 0.81
Kimi-K2.5 (+Image) 0.30 0.46 0.34 | 0.36 0.54 0.41 | 0.81 0.83 0.82
Qwen2.5-14B 0.56 0.62 0.56 | 0.61 0.69 0.62 | 0.82 0.84 0.83
Qwen2.5-32B 0.53 0.54 0.51 0.58 0.61 0.57 | 0.83 0.85 0.84
Qwen2.5-72B 0.43 0.55 0.46 | 0.49 0.63 0.54 | 0.84 0.86 0.85

When information is revealed progressively and
models are required to iteratively update differen-
tial diagnoses, request examinations, and revise
decisions over time, the quality of intermediate
reasoning deteriorates markedly. Importantly, this
degradation occurs even though each reasoning
stage still contains sufficient information for appro-
priate clinical judgment.

The results further show that many models main-
tain relatively acceptable endpoint performance
while exhibiting poor reasoning quality during
the intermediate process. In practice, models fre-
quently expand differential diagnoses excessively,
fail to appropriately narrow hypotheses after re-
ceiving new evidence, and demonstrate unstable
diagnostic refinement.

5.2 VeriDx Improves Clinical Reasoning

As shown in Figure 3, we first evaluate the pro-
posed verifier framework on GPT-5.5 across six
dimensions of clinical reasoning. The baseline cor-
responds to GPT-5.5 under the multimodal setting,
while the remaining conditions evaluate DDx-only
verification, Exam-only verification, and the com-
plete VeriDx framework. Relative to the baseline,
DDx-only verification produces the most visible
improvements in dynamic diagnostic revision and
diagnostic precision. These results suggest that ex-
plicitly verifying the evolution of the differential
diagnosis helps stabilize hypothesis updating and

reduce premature diagnostic closure during sequen-
tial reasoning.

In contrast, Exam-only verification primarily
improves investigation planning. By identify-
ing missing examinations and promoting evidence
acquisition before final decision-making, it pro-
duces a more complete diagnostic workup. How-
ever, its gains on higher-order reasoning dimen-
sions remain comparatively limited. The complete
VeriDx framework achieves the strongest overall
performance across nearly all reasoning dimen-
sions. Compared with either verification module
alone, the combined framework simultaneously im-
proves dynamic hypothesis refinement and proce-
dural completeness, indicating that DDx verifica-
tion and examination verification provide comple-
mentary benefits during clinical reasoning. Reason-
ing transparency, however, changes relatively little
across the four settings.

To further assess whether these benefits extend
across different model architectures, we apply the
identical VeriDx pipeline to Gemini-3.1-Pro and
Claude-Opus-4.6. As reported in Table 3 in Ap-
pendix B.12, the three evaluated model families
exhibit a consistent overall pattern: DDx-only ver-
ification primarily improves dynamic diagnostic
revision, whereas Exam-only verification produces
its largest gains in investigation planning. Com-
bining both modules achieves the strongest overall
performance across most evaluation dimensions.
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Figure 3: Task-level clinical reasoning performance of GPT-5.5 in the the multimodal setting across six evaluation di-
mensions and different verifier ablation settings. Bars indicate mean scores and error bars denote standard deviations
across evaluation cases. DDx-only verification substantially improves dynamic reasoning and diagnostic precision,
indicating that explicit differential-diagnosis correction mitigates premature diagnostic closure and promotes broader
hypothesis exploration. In contrast, Exam-only verification primarily improves investigation planning, suggesting
that structured examination completion enhances procedural completeness and diagnostic workup adequacy. The
full VeriDx framework achieves the strongest overall performance across nearly all dimensions, demonstrating that
differential-diagnosis verification and examination gap-filling provide complementary mechanisms for improving
clinical reasoning safety, coherence, and diagnostic reliability.

Table 2: Component ablation and profile-robustness
results across six clinical reasoning dimensions for
GPT-5.5 under the multimodal setting. The component-
ablation settings use LLM-extracted DDx profiles. In
the profile-robustness comparison, VeriDx (LLM) uses
LLM-extracted DDx profiles, whereas VeriDx (Gold)
uses specialist-constructed DDx profiles. All other ex-
perimental conditions are held fixed.

Setting D1 D2 D3 D4 D5 D6

w/o profiles 0.80 0.36 033 0.62 0.79 0.48
w/o phenotype 0.85 0.61 0.59 0.64 0.82 0.61
w/o DDx check 0.86 0.65 0.60 0.69 0.74 0.56
w/o closure 0.87 0.50 0.46 0.65 0.82 0.60

VeriDx (LLM) 0.88 0.68 0.64 0.71 0.84 0.66
VeriDx (Gold) 0.88 0.71 0.66 0.72 0.87 0.68

These results provide evidence for the cross-model
generalizability of VeriDx.

5.3 Ablation Study

Component ablation. As shown in Table 2, the
ablation study further reveals that different VeriDx
components contribute to distinct aspects of clin-
ical reasoning performance. Removing DDx pro-
files leads to the largest overall performance degra-
dation across multiple reasoning dimensions, par-
ticularly in hypothesis generation, dynamic reason-
ing, diagnostic precision, and treatment planning.

The results suggest that DDx profiles provide the
primary structural guidance for organizing and con-
straining the diagnostic hypothesis space. Remov-
ing phenotype checking mainly reduces diagnos-
tic precision. The corresponding results indicate
that phenotype consistency verification plays an
important role in aligning predicted diagnoses with
observed clinical manifestations during sequential
reasoning. Removing DDx checking primarily af-
fects reasoning transparency and treatment plan-
ning. Although its influence on overall diagnostic
accuracy is comparatively smaller, the results sug-
gest that this module improves explicit exclusion
reasoning and promotes more interpretable diagnos-
tic refinement. Finally, removing the closure check
mainly weakens dynamic reasoning and investi-
gation planning. Without closure control, models
are more likely to terminate reasoning prematurely
and perform insufficient evidence gathering before
finalizing decisions.

Profile robustness. Because the DDx profiles
used by VeriDx are automatically extracted from
clinical guidelines, we assess their robustness by
replacing them with gold-standard profiles con-
structed by specialist physicians using the same
structured schema, while holding all other exper-
imental conditions fixed. As shown in Table 2,
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VeriDx (Gold) yields modest improvements over
VeriDx (LLM) across most dimensions, particu-
larly in dynamic diagnostic revision (D2) and evi-
dence grounding and reasoning transparency (D5),
while initial hypothesis generation (D1) remains
unchanged. These results suggest that specialist
construction can further improve profile quality,
while the automatically extracted profiles already
preserve most of the clinical structure required for
downstream verification.

6 Discussion

Our findings expose an important limitation of cur-
rent medical LLMs: strong performance in static,
complete-information settings does not necessar-
ily translate into reliable dynamic clinical reason-
ing. Although frontier models can map complete
clinical vignettes to plausible final answers, their
performance declines when they must navigate the
sequential, incomplete, and evolving nature of clin-
ical diagnosis. Without explicit structural guidance,
models may fail to gather discriminative evidence,
leave important mimics unresolved, or reach diag-
nostic closure before sufficient evidence has been
obtained.

Redefining Diagnostic Evaluation. The primary
implication of VeriDx is a shift in the evaluation
of clinical reasoning from answer-centric accuracy
toward disease-centric verification. By formaliz-
ing disease hypotheses as structured commitments,
where each proposed diagnosis requires the model
to verify phenotypes, resolve important mimics,
and justify diagnostic closure, VeriDx provides a
mechanism for auditing the intermediate reasoning
process. Our ablation results show that disease
profiles and verification mechanisms contribute
to more stable hypothesis refinement and reduce
the risk of premature closure. These findings sug-
gest that diagnostic errors may arise not only from
isolated hallucinations, but also from unresolved
or violated reasoning commitments that propagate
through the diagnostic trajectory.

A Neuro-Symbolic Bridge for Clinical Al
VeriDx connects the explicit structure of symbolic
clinical knowledge with the flexibility of LLM-
based reasoning. Symbolic systems provide in-
terpretable rules and constraints but may struggle
with the ambiguity, temporal evolution, and un-
structured free text of real patient encounters. Con-
versely, LLMs can flexibly interpret evolving clin-

ical narratives but may exhibit inconsistencies in
evidence use and guideline adherence. VeriDx uses
structured disease profiles as clinically grounded
anchors while allowing the LLM to process longi-
tudinal trajectories and extract patient-specific evi-
dence. This design provides an explicit audit trail
for disease-specific obligations while preserving
the language-understanding capabilities required
for complex clinical narratives.

Beyond Respiratory Medicine. Although the
general framework of hypothesis-induced verifica-
tion is not tied to a particular disease, its empir-
ical generalizability to other specialties remains
to be established. The profile structure may pro-
vide a template for other clinical domains. Beyond
medicine, hypothesis-induced obligations may also
offer a useful verification template for other high-
stakes, multi-step reasoning tasks, although this
possibility requires further empirical investigation.

7 Limitations

While VeriDx improves the structural integrity of
LLM reasoning, several limitations remain. First,
our framework currently relies on LLMs for both
the extraction of intermediate claims and the down-
stream evaluation of whether obligations are met.
Although tightly guided by structured profiles, this
pipeline is still susceptible to cascading errors if
the LLM incorrectly parses a complex clinical con-
tradiction in the early reasoning steps. Second,
the disease profiles require expert curation to en-
sure clinical validity. While we automated the ini-
tial generation from 2,563 guidelines, physician
oversight remains necessary to ensure the clinical
weight of specific mimics and required tests is ap-
propriately calibrated. Third, VeriDx has currently
been validated only in respiratory medicine, and
its empirical generalizability to other specialties
remains untested. Although the overall verifica-
tion framework is disease-agnostic and potentially
applicable across specialties, its extension would
require newly curated longitudinal benchmarks,
specialty-specific clinical guidelines, and expert
annotation. Finally, our progressive disclosure eval-
uation strictly segments the diagnostic timeline into
predefined steps. Real-world clinical workflows are
often more continuous and asynchronous, requir-
ing models to update hypotheses as individual lab
results or imaging reports become available. Future
work will extend VeriDx to support asynchronous
evidence integration.
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A Ethical Considerations

VeriDx is intended to support the safer clinical
translation of medical LLMs by providing an au-
ditable mechanism for verifying whether diag-
nostic reasoning satisfies disease-specific clinical
obligations. Rather than replacing clinicians, the
framework is designed to assist clinical evaluation,
model auditing, and future decision-support devel-
opment under qualified medical oversight. In this
study, the disease profiles and benchmark anno-
tations were reviewed by qualified clinicians to
ensure that the encoded obligations, differential
diagnoses, required examinations, and closure con-
ditions were clinically meaningful. VeriDx was
evaluated on a separately developed longitudinal
pulmonary benchmark. All cases in this evaluation
benchmark were de-identified before benchmark
construction, and only information necessary for
diagnostic reasoning evaluation was retained.
Despite these safeguards, VeriDx should not be
used as an autonomous diagnostic system. Its veri-
fication results may still be affected by biases in the
source guidelines, case selection, expert annotation,
and LLM-based extraction or judgment. There-
fore, its outputs should be interpreted as clinical
decision-support signals rather than definitive med-
ical conclusions. Such physician-guided, disease-
centric verification may help identify unsafe rea-
soning patterns before deployment and promote
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more responsible clinical applications of medical
LLMs. Future real-world use would require insti-
tutional review, privacy protection, bias auditing,
prospective validation, and continuous monitoring
in collaboration with clinical experts.

B Experimental Details

B.1 Data Processing

Each case is stored as a structured JSON record
with sections S1—59. Sp contains the initial patient
presentation, So the reference initial differential di-
agnosis, S5 the reference initial examination plan,
Sy the first-stage examination results, S5 the ref-
erence updated differential diagnosis, Sg the refer-
ence follow-up examination plan, S7 later key evi-
dence, Sg the final diagnosis and diagnostic basis,
and Sy the treatment plan and treatment response.
During loading, the textual content of each sec-
tion is normalized by stripping empty fields and
preserving clinically relevant image captions. If
a section contains images, their local captions are
appended to the section text as image-near-text de-
scriptions. The raw image metadata, including lo-
cal paths and URLs, is also preserved. In text-only
experiments, image inputs are disabled. In text-
image experiments, images are passed only when
they belong to sections available at the current
stage, preventing leakage from future evidence.
Reference outputs are extracted as follows. Ini-
tial and updated differential diagnoses are read
from S; and S5. Examination plans are read from
the required and optional fields of S5 and Sg. Final
diagnosis and diagnostic basis are read from Sg,
and treatment plan and treatment response from Sg.
These fields are kept as lists so that open-ended
model outputs can later be semantically evaluated.

B.2 Closed-Loop Generation Protocol

The implemented prediction pipeline follows a
closed-loop progressive disclosure protocol. The
model first receives only the initial patient presen-
tation and generates an initial differential diagnosis
and an initial examination plan:

(Ra, R3) = f(I).

The system then extracts from S only those ex-
amination results corresponding to tests ordered in
R32

R4 = g(5'4,R3).

The model receives Ry, Ro, R3, and R4 to generate
an updated differential diagnosis and follow-up

examination plan:
(Rs, Rg) = f(R1, Ra, Ry, Ra).

Next, the system extracts from S7 only key evi-
dence relevant to the current differential diagnosis
and ordered examinations:

R7 = g(S7, Rs, R3, Rg).

Finally, the model generates the final diagnosis and
diagnostic basis, as well as the treatment plan and
treatment response:

(Rg, Rg) = f(R1, R2, R3, R4, Rs, Re, Ry).

This setting uses model-generated history by de-
fault, so errors in early differential diagnosis or
examination planning can affect later available ev-
idence and downstream decisions. Because the
treatment response records in the original medical
records are too brief, the generated treatment out-
comes are for reference only and are not intended
for evaluation purposes.

B.3 Leakage Control

Before Stage 1 generation, the initial presentation
is checked for explicit final-diagnosis leakage. The
model is asked whether S directly states the con-
firmed diagnosis. If a leaked phrase is found, it is
removed from the presentation and the cleaned text
becomes R;. This step prevents the model from
solving the task by copying an explicitly stated
final label.

B.4 Generation Prompts

All generation calls use the same system instruc-
tion:

You are a senior clinical physician. Out-
put strictly valid JSON only—no extra
text, no markdown fences. Never invent
patient information not present in the pro-
vided context.

For leakage checking, the model receives:

Determine whether the patient presenta-
tion contains a final-diagnosis leak. If no
leak, output {"has_leakage": false}.
If leaked, output {"has_leakage":
true, "leaked_phrase”: "..."}.

For Stage 1, the model is prompted to provide
an initial assessment based only on R;. It outputs:
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{
"differential_diagnoses”: [
{
"name”: "diagnosis name”,
"supporting_evidence”:
["brief phrases”],
"opposing_evidence”:
["brief phrases”],
"requirement”: "required|optional”
3
1,
"required”: ["must-order tests"],
"optional”: ["optional tests"]
}

For evidence extraction after Stage 1, the model
is asked to extract from Sy only results correspond-
ing to the ordered tests in R3:

Extract from S4 only the results that cor-
respond to the ordered tests in 3. Ignore
results for tests not listed in R3. Output
{"extracted_text": "..."}.

For Stage 2, the model receives R, prior DDx
Ro, prior workup R3, and extracted results Ry. It
outputs:

{
"differential_diagnoses”: [
{
"name"”: "diagnosis name”,
"evidence": ["brief phrases”],
"exclusion_reasons”:
["brief phrases”],
"requirement”: "required|optional”
}
1,
"required”: ["must-order tests"],
"optional”: ["optional tests"]
}

For evidence extraction after Stage 2, the model
is asked to extract from S7 only findings directly
relevant to the current DDx and ordered tests. For
Stage 3, the model receives the accumulated trajec-
tory and outputs:

{
"final_diagnosis”: ["diagnosis"],
"diagnostic_basis"”: ["basis”],
"treatment_plan”: ["treatment item”],
"treatment_response”: ["response item"]
}

B.5 Disease-Profile Verification

When verification is enabled, the generated DDx
and examination plan are passed through a disease-
profile module after Stage 1 and Stage 2. The
profile library is loaded from the manually curated
profile directory and the automatically generated
profile directory. Each candidate diagnosis is re-
solved to a profile using exact, alias-based, and
fuzzy disease-name matching. If no adequate pro-
file exists, the system may generate a new profile
for the missing disease and add it to the profile
library.

Each disease profile specifies a disease-level di-
agnostic pathway, including core phenotype, sup-
portive findings, findings against the diagnosis,
poorly explained findings, important mimics, miss-
ing information to check, critical tests, and verifier
notes. For each candidate diagnosis, the verifier
compares the current case context and current ex-
amination plan with the matched profile. It records
whether the core phenotype is supported, contra-
dicted, or unresolved; whether supportive findings
are present; whether exclusion findings are trig-
gered; and whether critical tests are missing. Im-
portantly, unresolved evidence is not treated as neg-
ative evidence.

The verifier performs bounded patch-style rewrit-
ing. A candidate diagnosis may be removed only
when explicit counter-evidence is found in the pro-
file comparison. The verifier may also add missing
diagnoses suggested by the profile-guided assess-
ment and add examinations that address profile-
defined workup gaps. The rewrite is constrained to
local modifications rather than unrestricted regen-
eration of the full answer.

B.6 Verification Hints Across Stages

Verifier outputs are propagated into later prompts
as concise hints. Removed diagnoses are marked
as excluded by strong counter-evidence and should
not be re-added. Added diagnoses are marked as
verifier-added candidates already included in the
DDx. Added or replaced examinations are marked
as verifier-added tests whose results may appear in
later extracted evidence. This allows verification to
affect the downstream closed-loop trajectory.

B.7 Ablation Conditions

The code evaluates three verification conditions. In
the full setting, the verifier may modify both DDx
and examinations. In the DDx-only setting, only
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DDx modifications are retained and the original
examination plan is restored. In the Exam-only set-
ting, only examination modifications are retained
and the original DDx is restored. These ablations
isolate whether observed changes are driven by
hypothesis-space filtering or workup modification.

B.8 LLM-as-Judge Evaluation

Evaluation is performed with three structured judge
calls per case. The judge uses clinical semantic
matching rather than exact string matching, allow-
ing equivalent medical expressions while penaliz-
ing vague, overly broad, unsupported, or halluci-
nated outputs.

Call A evaluates differential diagnosis quality.
It scores the initial DDx for clinical appropriate-
ness, comprehensiveness, whether key diagnoses
are covered, and whether dangerous diagnoses are
missed. If an updated DDx reference exists, it also
evaluates whether the model updates its hypothe-
sis space after new evidence, whether the primary
diagnosis is present, whether the model converges
appropriately, and whether negative evidence is
used.

Call B evaluates examination planning. It
scores whether required examinations are covered,
whether the examination plan is clinically appro-
priate, whether completed tests are redundantly re-
ordered, and whether the model over-investigates.

Call C evaluates final diagnosis, diagnostic ba-
sis, and treatment. It scores final diagnosis entity
match, specificity, component completeness, and
diagnostic hallucination. It also evaluates whether
the diagnostic basis is factually accurate, complete,
efficient, and free of hallucinated evidence. Treat-
ment is evaluated for completeness, appropriate-
ness, and harmful or contraindicated recommenda-
tions.

B.9 Evaluation Dimensions

The evaluator aggregates judge outputs into six
workflow dimensions. D1 measures initial hypoth-
esis generation under information scarcity. D2 mea-
sures dynamic diagnostic reasoning after new ev-
idence. D3 measures investigation planning. D4
measures final diagnostic precision. D5 measures
reasoning transparency and evidence grounding.
D6 measures treatment planning quality and safety.
Scores are normalized to a common scale for com-
parison across dimensions.

B.10 Safety Metrics

In addition to task scores, the evaluator records
binary safety events: dangerous diagnostic miss,
over-investigation, diagnostic hallucination, hallu-
cinated diagnostic basis, harmful treatment, any
hallucination, diagnosis-related unsafe event, and
any unsafe event. For event type e, the reported
event rate is:

| N
Rate(e) = N zi(e),
i=1

where z;(e) indicates whether event e occurs in
case 7, and NN is the number of evaluated cases.
Lower event rates indicate safer model behavior.

B.11 Aggregation and Reporting

For each run, the evaluator writes case-level score
logs and an aggregate report. Cases that fail judge
evaluation after repeated attempts are marked as
missing and excluded from scored aggregates. Ag-
gregate reports include the mean of each D1-D6
dimension and the rate of each safety event. Pub-
lication scripts then compare baseline, full verifi-
cation, DDx-only, and Exam-only runs using the
same evaluation pipeline.

B.12

To determine whether the improvements shown in
Figure 3 are specific to GPT-5.5, we extend the
verification and rewriting experiments to Gemini-
3.1-Pro and Claude-Opus-4.6. All three models
are evaluated under the same multimodal setting
using the identical VeriDx pipeline, progressive-
disclosure protocol, verification conditions, and
evaluation procedure. For each model, we compare
the baseline with DDx-only verification, Exam-
only verification, and the complete VeriDx frame-
work.

As shown in Table 3, a consistent overall pattern
is observed across the three model families. DDx-
only verification produces substantial improve-
ments in dynamic diagnostic revision (D2), while
Exam-only verification provides its largest gains in
investigation planning (D3). The complete VeriDx
framework achieves the best performance on D1,
D2, and D4 for all three models and provides
the strongest treatment-planning performance for
GPT-5.5 and Claude-Opus-4.6. Although Exam-
only verification slightly outperforms the complete
framework on several individual dimensions, partic-
ularly D3 and D5, combining both modules yields

Cross-Model Generalization
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Table 3: Cross-model verification and rewriting results across six clinical reasoning dimensions. All models are
evaluated under the same multimodal setting using the identical VeriDx pipeline. Values denote mean scores and
standard deviations across evaluation cases. Bold indicates the best result within each model family.

Model Condition D1 D2 D3 D4 D5 D6
GPT-5.5 (+Image) Baseline 0.778 £0.053  0.297+0.120 0.241+£0.082 0.601 £0.131  0.784 £0.045 0.613 +0.077
DDx-only ~ 0.879 £0.009 0.658 £0.114 0.341 £0.085 0.6424+0.131 0.822+0.051 0.632+0.073
Exam-only  0.878 £0.049 0.423 £0.123 0.639 +£0.087 0.632+0.136 0.830+0.061  0.652 + 0.086
Full VeriDx 0.882+0.018 0.682+0.116 0.638+0.089 0.711+0.136 0.837 +0.050 0.661 +0.076
Gemini-3.1-Pro (+Image)  Baseline 0.756 +0.059  0.354+0.120 0.318 £0.085 0.594 £0.134 0.782+0.049 0.618 & 0.080
DDx-only  0.876 +£0.014 0.661+0.115 0.395+0.087 0.641 £0.131 0.818 £0.053 0.631 & 0.074
Exam-only 0.871+£0.049 0.482+0.122 0.652+0.088 0.646+0.137 0.836 +0.060 0.667 + 0.084
Full VeriDx 0.882+0.018 0.678 £0.117 0.646 £0.090 0.7134+0.136 0.833+0.050 0.663 +0.077
Claude-Opus-4.6 (+Image) Baseline 0.770 £0.056  0.332+£0.124 0.276 £0.087 0.602+0.137 0.813+0.044 0.629 £0.074
DDx-only  0.8864+0.015 0.632+0.119 0.272+£0.089 0.646 £0.135 0.839+0.048 0.640 &+ 0.073
Exam-only  0.882+0.047 0.449£0.127 0.612+0.091 0.6514+0.139 0.846 +0.058 0.659 + 0.084
Full VeriDx 0.888 +£0.018 0.655 +0.120 0.603 £0.094 0.7014+0.137 0.8424+0.051 0.664 +0.077

the strongest overall performance across most di-
mensions.

These findings indicate that the two verification
modules retain their complementary roles across
GPT, Gemini, and Claude model families. The
observed improvements are therefore not restricted
to GPT-5.5, providing evidence for the cross-model
generalizability of VeriDx.

C Additional Details for Responsible
Research

Artifacts and intended use. This work uses and
creates several scientific artifacts. Existing arti-
facts include clinical guidelines and reference doc-
uments used to construct disease profiles, as well
as previously published medical LLMs, clinical
reasoning benchmarks, and verification methods
cited in the main paper. The primary artifact cre-
ated in this work is the guideline-derived respi-
ratory disease-profile library. VeriDx is evalu-
ated on a separately developed longitudinal pul-
monary benchmark containing de-identified real-
world cases. The benchmark was developed inde-
pendently of the VeriDx framework and is used in
this work solely for evaluation. The disease-profile
library is intended for research on clinical rea-
soning verification, model auditing, and decision-
support evaluation, while the evaluation benchmark
is used to assess longitudinal diagnostic reason-
ing under progressive evidence disclosure. Neither
resource is intended to support autonomous diag-
nosis or replace qualified clinical judgment. Any
use in clinical or educational settings should be
conducted under institutional oversight and with
qualified medical supervision. Where source doc-
uments or external tools have explicit access con-
ditions, licenses, or terms of use, we follow the

corresponding restrictions. Clinical cases are used
only in de-identified form for research evaluation.
Resources derived from clinical data are not in-
tended for unrestricted public release unless per-
mitted by the applicable data governance and ethics
requirements.

Artifact documentation and dataset statistics.
The guideline-derived corpus contains 2,563 respi-
ratory guidelines and reference documents, occu-
pying approximately 3.93 GB on disk. These doc-
uments are used to construct disease profiles cov-
ering a broad range of respiratory diseases. Each
disease profile contains structured fields for core
phenotype, supportive findings, findings against
the disease, important mimics, missing informa-
tion, critical diagnostic examinations, closure con-
ditions, and treatment-relevant reasoning notes.
The separately developed longitudinal pulmonary
benchmark used for evaluation contains 188 diag-
nostically challenging real-world cases. Each case
is organized into a standardized longitudinal tra-
jectory with three diagnostic stages and nine struc-
tured sections: patient presentation, initial differen-
tial diagnosis, initial examination recommendation,
examination results, refined differential diagnosis,
further examination recommendation, key confir-
matory evidence, final diagnosis and diagnostic
basis, and treatment planning. Six sections are
used as scored model outputs, yielding 1,128 task
instances per model setting. The benchmark sup-
ports both text-only and multimodal evaluation. In
the multimodal setting, 1,455 medical images are
disclosed progressively according to the clinical
stage at which they become available.

De-identification, privacy protection, and ethics
review. The collection, de-identification, and re-
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search use of the clinical cases were reviewed and
approved by the relevant institutional ethics review
board under protocol CAMS&PUMC-IEC-2024-
067. All cases in the evaluation benchmark were
de-identified before benchmark construction. Di-
rect identifiers, including patient names, hospital
identifiers, phone numbers, addresses, dates of
birth, admission numbers, and other uniquely iden-
tifying administrative information, were removed.
Dates and temporal descriptions were normalized
or shifted when necessary while preserving clini-
cally relevant temporal relationships, such as symp-
tom duration, disease progression, examination
timing, and treatment response. Only informa-
tion necessary for diagnostic reasoning evaluation
was retained, including clinically relevant symp-
toms, medical history, laboratory findings, imag-
ing findings, pathology, microbiology, diagnostic
decisions, treatment plans, and outcomes. Medi-
cal images were reviewed to ensure that any em-
bedded identifiers were removed or masked be-
fore use. Because clinical narratives may contain
rare disease combinations or unusual trajectories,
de-identification was treated as an ongoing risk-
control process rather than a one-time formatting
step. We therefore combined automatic screening
with manual clinical review to reduce the risk of
retaining personally identifiable information.

Progressive evidence disclosure and leakage con-
trol. The separately developed longitudinal pul-
monary benchmark is used in this work to evaluate
diagnostic reasoning under incomplete and evolv-
ing information. Under its progressive evidence
disclosure protocol, each case is divided into stages,
and models receive only the evidence available up
to the current clinical stage. Future information, in-
cluding later confirmatory tests, treatment response,
pathology, microbiology, and the final diagnosis,
is withheld until the corresponding stage. For mul-
timodal evaluation, medical images are disclosed
only when they become available in the clinical tra-
jectory, preventing models from using future imag-
ing evidence to answer earlier diagnostic questions.
During benchmark construction, textual summaries
were checked to prevent accidental leakage of the
final diagnosis or later-stage evidence into earlier
sections. Each stage was also reviewed for explicit
diagnosis names, retrospective statements, and con-
firmatory evidence that would not have been avail-
able at that point in the diagnostic process. Cases
with unavoidable leakage were revised or excluded

from the corresponding evaluation setting. In this
work, we apply the established disclosure proto-
col without modifying the underlying benchmark
structure.

Clinician review and human expert participa-
tion. Professional clinicians with expertise in res-
piratory medicine participated in the construction
and review of the disease profiles. The separately
developed evaluation benchmark and its annota-
tions were also constructed and reviewed by quali-
fied clinicians independently of the VeriDx frame-
work. The human experts involved in this study
were recruited through institutional and research
collaborations rather than public crowdsourcing
platforms. Their roles in this work included re-
viewing disease profiles, validating clinically mean-
ingful obligations, assessing important differential
diagnoses and discriminative examinations, per-
forming annotation quality control, and refining the
evaluation criteria. For each disease profile, clin-
icians reviewed whether the encoded phenotype,
supportive evidence, opposing evidence, important
mimics, critical examinations, treatment-relevant
constraints, and closure conditions were clinically
appropriate for verification. In the separately devel-
oped evaluation benchmark, clinicians reviewed the
standardized longitudinal trajectory of each case
and distinguished required items from optional but
acceptable items, enabling evaluation of both criti-
cal coverage and over-generation. Clinicians were
provided with structured review criteria specifying
the expected scope of the disease profiles, the mean-
ing of required versus optional diagnostic items, the
criteria for identifying unresolved mimics and pre-
mature closure, and the scoring dimensions used in
the evaluation. When disagreements arose during
review, the relevant profile entries or benchmark
annotations were discussed until a clinically ac-
ceptable consensus was reached. Ambiguous or
insufficiently supported profile obligations were re-
vised or removed. Compensation and participation
arrangements followed the applicable institutional
or collaboration agreements. No crowdworkers or
non-expert public annotators were used for clinical
judgment tasks.

Implementation and evaluation details. All
models are evaluated under the same staged di-
agnostic protocol. For each case, the model re-
ceives progressively disclosed clinical evidence
and is asked to generate outputs for the correspond-
ing diagnostic stage, including differential diag-
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noses, examination recommendations, diagnostic
bases, final diagnoses, and treatment planning. The
same prompt templates and output schemas are
used across models whenever possible. For closed-
source API models, exact parameter counts, train-
ing data, and internal infrastructure are not publicly
available. We therefore report model names, model
versions when available, input settings, evaluation
settings, and the number of task instances. No task-
specific fine-tuning or hyperparameter search is
performed. For open-source models, we report
model identifiers and use the recommended in-
ference settings unless otherwise specified. The
VeriDx pipeline includes disease-name normaliza-
tion, hypothesis extraction, evidence-claim extrac-
tion, profile matching, obligation checking, and re-
sult aggregation. Disease hypotheses are matched
to profiles using exact matching, alias matching,
and fuzzy name matching. Verification outputs
are aggregated across six clinical reasoning dimen-
sions: initial hypothesis generation, dynamic diag-
nostic revision, investigation planning, final diag-
nostic precision, evidence grounding, and treatment
planning quality and safety. For statistical report-
ing, we aggregate scores across cases and model
settings and report mean values. When applicable,
we report standard deviations or error bars across
evaluation cases. Safety events are counted at the
case or trajectory level according to predefined
error categories, including dangerous diagnostic
misses, diagnostic hallucination, hallucinated diag-
nostic basis, over-investigation, harmful treatment,
and any unsafe event.

Potential risks and safeguards. VeriDx is de-
signed for verification, evaluation, and model au-
diting, not for autonomous diagnosis. Nevertheless,
several risks remain. First, disease profiles may
inherit biases, omissions, or differences in clinical
practice patterns from the source guidelines and
reference documents. Second, the separately de-
veloped evaluation benchmark may reflect the case
mix, diagnostic practices, and documentation styles
of the contributing clinical settings. Third, LLM-
based extraction and judgment may introduce addi-
tional errors when parsing complex clinical narra-
tives, negation, temporal evidence, or contradictory
findings. To mitigate these risks, the disease pro-
files and benchmark annotations were reviewed by
qualified clinicians, and verification outputs should
be interpreted as decision-support signals rather
than definitive medical conclusions. The frame-

work is intended to identify unsafe reasoning pat-
terns before deployment and to support the respon-
sible clinical translation of medical LLMs under
qualified medical oversight. Future real-world de-
ployment would require prospective validation, in-
stitutional review, privacy protection, bias audit-
ing, continuous monitoring, and integration with
clinician-in-the-loop workflows.

Use of Al assistants. Al assistants were used
to support language polishing, drafting assistance,
and code development during the preparation of
this work. They were not used as independent
sources of scientific claims or clinical judgments.
All scientific claims, experimental design choices,
clinical content, annotations, results, and final
manuscript text were reviewed and verified by the
authors. Clinical content and disease-profile obli-
gations were further reviewed by professional clin-
icians where relevant.
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