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Abstract

The rapid progress of reasoning and agentic
large language models (LLMs) has increased
the demand for long-context inference, but
self-attention (SA) scales quadratically with
context length. To address this, we study
SWARR (Sliding-Window Attention with Re-
inforced Adaptation for Math Reasoning), a
practical recipe for adapting SWA models to
mathematical reasoning. SWARR has two
stages: (1) efficient conversion from a pre-
trained SA model to SWA with supervised fine-
tuning (SFT), which avoids pretraining a new
base model, and (2) policy adaptation with re-
inforcement learning (RL). We find that SWA
still underperforms SA after SFT, and we hy-
pothesize that this gap is caused in part by a
data-architecture mismatch: most SFT data are
prepared for SA models and may contain long-
range dependencies that are difficult for SWA
to model. Because on-policy RL optimizes
self-generated trajectories under the SWA con-
straint, it can adapt trajectories to better match
SWA. Experiments on mathematical reasoning
benchmarks show that this recipe substantially
narrows the gap between SWA and SA, recov-
ering much of the accuracy lost during SWA
conversion while preserving the efficiency ben-
efits of linear-complexity attention. Our cen-
tral contribution is the empirical finding that
RL changes the conclusion one would draw
from conversion and SFT alone about SWA’s
viability for math reasoning.

1 Introduction

Large language models (LLMs) have made sub-
stantial progress in reasoning and agentic capabili-
ties. ChatGPT-o1 (OpenAI et al., 2026) exceeds
human PhD-level accuracy on GPQA, a bench-
mark of physics, biology, and chemistry problems,
by using long chain-of-thought (CoT) reason-
ing (Wei et al., 2022). Recent code agents (Team
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chenkai@pjlab.org.cn.

et al., 2025a; Chen et al., 2025a) can solve
complex software engineering problems (Jimenez
et al., 2024) through multi-turn interactions. These
capabilities increasingly rely on long contexts,
creating a fundamental efficiency challenge for
transformer-based LLMs because self-attention
(SA) has quadratic computational complexity and
linear space requirements (Vaswani et al., 2017).

Linear-complexity attention mechanisms offer
a promising direction for scaling long-context in-
ference. Representative approaches include re-
current neural networks (RNNs) (Gu and Dao,
2024; Dao and Gu, 2024; Yang et al., 2024b) and
sliding-window attention (SWA) (Beltagy et al.,
2020). Recent architectural innovations (Gu and
Dao, 2024; Peng et al., 2025; Yang et al., 2024b)
have substantially improved RNNs, making them
competitive with SA on short-context tasks such
as general language understanding (Waleffe et al.,
2024). However, because these models compress
or restrict accessible memory, they still struggle
to match SA on long-context tasks. Other work,
such as SmoothReading (Liu et al., 2025b), im-
proves linear-complexity models on long-context
understanding (long input, short output) through
agentic inference. In contrast, short-input, long-
generation tasks, such as mathematical reasoning,
remain challenging because the model must gener-
ate extended trajectories while retaining the infor-
mation needed for later reasoning steps. This pa-
per therefore studies whether larger-window SWA
can become competitive with SA on mathemati-
cal reasoning, a representative short-input, long-
generation reasoning task.

The first challenge is obtaining a strong linear-
complexity base model. High-performance linear-
complexity checkpoints are rare, and pretraining
them from scratch is costly. We therefore revisit
SWA as a practical architecture for math reason-
ing. SWA shares the same weight structure as
SA, remains architecturally close to it, and can
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Figure 1: Overview of the SWARR pipeline. Stage 1: Efficient conversion with architecture-agnostic SFT, avoiding
costly pretraining. Because current SFT data are mainly collected for SA models, they may contain long-range
dependencies that are difficult for SWA to model. Stage 2: RL policy adaptation under the SWA constraint, which
may mitigate the resulting data-architecture mismatch.

use efficient kernels such as FlashAttention (Dao
et al., 2022). This makes it natural to convert a
pretrained SA model to SWA by replacing global
attention with a local sliding window and then ap-
plying supervised fine-tuning (SFT) (Zhang et al.,
2025). In our experiments, this conversion stage is
efficient and provides a reasonable starting point.

The second challenge is that SWA still trails
SA after conversion and SFT, especially with
smaller windows. A natural conclusion would be
that SWA is unsuitable for long-generation reason-
ing. We propose a complementary explanation:
a data-architecture mismatch. Standard SFT is
architecture-agnostic, while most reasoning data
are prepared for SA models and may contain long-
range dependencies that are difficult for SWA to
reproduce. This suggests that adapting the train-
ing trajectories to better match the SWA constraint
could improve performance. Reinforcement learn-
ing (RL) (Schulman et al., 2017) is well suited
to this adaptation because on-policy optimization
uses trajectories generated by the current model
under its own architectural constraint. In this
descriptive sense, RL is architecture-conditioned.
This motivates SWARR (Sliding-Window Atten-
tion with Reinforced Adaptation for Math Reason-
ing), a practical two-stage recipe including SA-
to-SWA conversion with SFT and subsequent RL
adaptation. On Qwen2.5-Math-1.5B-Base (Yang
et al., 2024a), SFT leaves SWA8k-SFT, SWA4k-
SFT, and SWA2k-SFT 6.1, 9.0, and 17.8 points

below SA-SFT, respectively. After RL, SWA8k
comes within 0.4 points of SA under equal-
step training, SWA4k becomes competitive under
equal-time training, and SWA2k still lags behind,
though the gap narrows to 2.5 points. The pipeline
is shown in Figure 1.

To better understand this improvement, we de-
sign locality metrics for generated trajectories and
conduct a controlled cross-SFT experiment us-
ing both SA- and SWA-generated data. The re-
sults show that RL is associated with more local
generation that better fits the SWA architecture.
In addition, SA-generated SFT data hurt SWA
more than architecture-matched SWA-generated
data, substantially narrowing the gap and sup-
porting the data-architecture mismatch hypothesis.
Our central contribution is therefore empirical: RL
changes the conclusion one would draw from con-
version and SFT alone about the viability of larger-
window SWA for math reasoning. In summary,
our contributions are as follows:

• We revisit SWA as an efficient linear-
complexity architecture for math reasoning
and show that converting a pretrained SA
model with SFT provides a reasonable start-
ing point.

• We present SWARR as a practical recipe for
adapting SWA models to mathematical rea-
soning, and show that larger-window SWA
substantially narrows the gap to SA.
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• We provide analyses showing that RL is
associated with more local generation and
that architecture-matched SFT data improve
SWA, consistent with the data-architecture
mismatch hypothesis.

2 Related Work

2.1 Linear-Complexity LLMs

Linear-complexity LLMs aim to reduce the
quadratic cost of self-attention in transformer-
based models. Representative approaches re-
place global self-attention with more efficient
mechanisms, including recurrent neural networks
(RNNs) (Katharopoulos et al., 2020; Choromanski
et al., 2020; Qin et al., 2024a; Chou et al., 2024;
Yang et al., 2024c, 2023; Liu et al., 2025a) and
sliding-window attention (SWA) (Beltagy et al.,
2020; Jiang et al., 2023). Although they improve
efficiency, they typically restrict accessible con-
text and therefore still struggle on tasks that re-
quire long-range dependency modeling.

Prior work mainly addresses this limitation in
two ways. Architecture-level optimization im-
proves memory capacity through new architec-
tures such as S4 (Gu et al., 2021), Mamba (Gu
and Dao, 2024), RWKV (Peng et al., 2025, 2024),
RetNet (Sun et al., 2023), TTT (Sun et al., 2024),
HGRN (Qin et al., 2023, 2024b), Longhorn (Liu
et al., 2024), and GatedDeltaNet (Yang et al.,
2024b). Data-level optimization instead re-
duces the amount of long-range dependency re-
quired by the input or generation. For exam-
ple, SmoothReading (Liu et al., 2025b) uses agen-
tic multi-round inference to avoid feeding the en-
tire context at once, improving linear-complexity
LLMs on long-context understanding (long input,
short output). Data-level and architecture-level op-
timization are complementary. Our work extends
this data-level perspective to short-input, long-
generation reasoning by using RL to adapt gener-
ated trajectories to better match SWA.

Other efficient architectures. Beyond linear-
complexity attention, hybrid attention mecha-
nisms (Lieber et al., 2024; Chen et al., 2025a;
Agarwal et al., 2025; Team et al., 2025b; Blake-
man et al., 2025; Basant et al., 2025; Gu et al.,
2025; Wang et al., 2025a,b) combine multiple
attention patterns to balance efficiency and per-
formance, while dynamic sparse attention (Yuan
et al., 2025; Lu et al., 2025; Xiao et al., 2024) re-
stricts the attended keys through sparse patterns.

These approaches are related in goal but retain
higher complexity than the linear-complexity mod-
els studied here: hybrid attention still includes
quadratic components, and dynamic sparse atten-
tion has sub-quadratic computation with linear
space requirements. We therefore do not treat
them as primary baselines.

2.2 Reinforcement Learning for LLMs
Reinforcement learning with verifiable rewards
(RLVR) has become an effective approach for
improving LLM reasoning. DeepSeek-R1 (Guo
et al., 2025), for example, applies GRPO (Shao
et al., 2024) to a SA model and reports strong
gains on reasoning benchmarks. Following this
line, DAPO (Yu et al., 2025), GRESO (Zheng
et al., 2025), SimpleRL-Zoo (Zeng et al., 2025),
and Seed-GRPO (Chen et al., 2025b) further im-
prove RL training recipes for reasoning models.
Most existing RLVR studies mainly focus on im-
proving the RL objective or training recipe, assum-
ing a fixed underlying architecture, which is typi-
cally self-attention.

The interaction between RLVR and attention ar-
chitecture remains underexplored. We introduce
SWA as a new optional architecture for RLVR and
analyze the architecture-conditioned property of
RL: because RL optimizes trajectories generated
by the model itself, the optimization process is
constrained by the model architecture and can shift
the training distribution toward patterns that better
fit the underlying attention mechanism.

2.3 Math Reasoning
Mathematical reasoning benchmarks such as
AIME24 and AIME25 (MAA, 2024, 2025) require
models to generate extended reasoning trajectories
before producing final answers, making them rep-
resentative short-input, long-generation reasoning
tasks. Because these trajectories can be long, the
strong memory capacity of SA is often viewed as
a key factor behind its success.

Our results provide a complementary perspec-
tive: with RL adaptation, larger-window SWA can
achieve performance comparable to SA on mathe-
matical reasoning tasks, indicating that effective
reasoning does not always require unrestricted
long-range attention. Instead, the generated trajec-
tories can become more local in ways that better
fit the SWA architecture. This finding is consis-
tent with the “locality of thought” phenomenon
reported by Prystawski et al. (2023), which sug-
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gests that CoT reasoning often benefits from lo-
cality in the high-level structure of the reasoning
graph. Our work complements this perspective by
showing that locality can also be beneficial at the
low-level token sequence: effective reasoning can
still emerge when the model relies on more local
token dependencies.

3 Method

This section presents SWARR, a two-stage em-
pirical recipe that converts a pretrained self-
attention transformer into an efficient sliding-
window model and then adapts its reasoning trajec-
tories to the new attention constraint. The overall
pipeline is illustrated in Figure 1.

3.1 Stage 1: Efficient Conversion with SFT

The first stage initializes SWA from a pretrained
SA model. Because SWA keeps the same param-
eter structure as SA, we directly reuse the pre-
trained parameters, such as the query, key, and
value (QKV) projections. The main architectural
change is replacing global attention with localized
sliding-window attention, which restricts each to-
ken to attend only to a fixed-size neighborhood.

This change alters the model’s inductive bias
and therefore requires adaptation. We perform
SFT on mathematical reasoning data so that the
converted model can recover from the attention re-
placement and learn to reason under its local re-
ceptive field. For a question q and target reasoning
trajectory o = (o1, . . . , oL), the objective is the
standard cross-entropy loss:

CE(θ) = E(q,o)∼DSFT

[
−

L∑

t=1

log πSWA(ot|q, o<t)

]
(1)

For fair comparison, we apply the same SFT data
and training settings to the SA baseline.

Architecture-agnostic nature of SFT. SFT
uses fixed target trajectories, so the data remain
unchanged regardless of the underlying attention
mechanism. Existing SFT datasets are typically
prepared for SA models and may contain depen-
dencies that extend beyond the SWA window. As
a result, SWA is asked to imitate trajectories that
may require information unavailable under its lo-
cal attention pattern, leading to suboptimal perfor-
mance after SFT. This data-architecture mismatch
motivates the second stage, where RL may adapt
the generation process to better fit SWA.

3.2 Stage 2: Policy Adaptation with RL
Starting from the SFT-converted SWA model, we
apply RL to improve mathematical reasoning and
shift the model toward trajectories that are eas-
ier to generate with local attention. We use the
CISPO (Chen et al., 2025a) loss:

JCISPO(θ) = E(q), {oi}Gi=1

[
1∑G

i=1 |oi|

G∑

i=1

|oi|∑

t=1

sg(r̂i,t(θ)) Âi,t log πθ(oi,t | q, oi,<t)

]

where (q, a)∼D, {oi}Gi=1∼πold(· | q),
r̂i,t(θ) = clip

(
ri,t(θ), 1− ϵISlow, 1 + ϵIShigh

)

(2)

Here, q denotes a question, {oi}Gi=1 are sam-
pled trajectories from the old policy, r̂i,t(θ) is the
clipped importance-sampling ratio, and Âi,t is the
group-normalized advantage.

Architecture-conditioned characteristic of
RL. Unlike SFT, RL trains on outputs sampled
from the current model, o ∼ πold(·|q), rather than
fixed trajectories o ∼ DSFT. Therefore, the train-
ing distribution changes with the model architec-
ture and policy. For SWA, this property allows RL
to reinforce successful trajectories sampled under
the sliding-window constraint, which may favor
more local dependencies that better fit the archi-
tecture. This adaptation may help mitigate the per-
formance drop caused by the mismatch between
SA-oriented SFT data and the SWA architecture.

3.3 Measuring Locality of Generation
To verify the hypothesis that RL adaptation leads
to more local generation, we design metrics to
measure the locality of generated trajectories. To
measure how much predictive information lies
within a fixed window, we compute a probability-
based information gap. For a token sequence x1:T
and window size w, we define

gt(w) = p(xt | x<t)− p(xt | xt−w:t−1) t > w. (3)

Here, probability p is measured by a reference
model. The first term uses the full prefix, while the
second uses only the recent w tokens. gt(w) mea-
sures the information gap between full-context and
local-window for next-token prediction. Smaller
gt(w) indicates that the local window captures
more predictive information. We then define the
sequence-level locality as:

L(w) = 1− 1

T − w

T∑

t=w+1

gt(w). (4)
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Table 1: Main results and compute cost. The table is organized into three blocks: the first compares SA and SWA
models after SFT, the second compares models trained for the same number of RL steps, and the third compares
models trained for similar RL training time. TTrain reports SFT GPU hours in the SFT block and additional RL
GPU hours in the RL blocks; the total training cost of an RL model is the sum of its SFT cost and the reported RL
cost. TEval denotes the evaluation GPU hours for one full benchmark run. Accuracy is reported as score±h, where
h is the half-width of the 95% bootstrap confidence interval.

Model TTrain TEval Math500 AMC Olymp Aime24 Aime25 Avg Gap

SFT Models

SA-SFT 615 10.44 75.0±1.4 50.3±2.1 45.5±1.2 40.1±2.2 32.3±2.0 48.6±0.8 baseline

SWA8k-SFT 560 5.54 68.9±1.6 41.3±2.2 41.8±1.2 34.2±2.3 26.4±2.0 42.5±0.8 -6.1
SWA4k-SFT 528 4.70 70.3±1.6 42.0±2.2 41.5±1.2 22.4±2.0 21.8±1.9 39.6±0.8 -9.0
SWA2k-SFT 507 4.20 63.1±1.5 32.7±2.0 33.2±1.1 13.8±1.8 11.1±1.6 30.8±0.7 -17.8

RL Models with 900 Steps

SA-RL-900 498 2.81 89.1±0.8 72.4±2.1 61.4±1.0 56.6±2.2 50.2±2.1 65.9±0.8 baseline

SWA8k-RL-900 337 2.11 89.4±0.9 71.1±2.2 61.3±1.0 56.6±2.2 49.3±2.2 65.5±0.8 -0.4
SWA4k-RL-900 285 1.84 88.6±0.9 70.2±2.1 61.6±1.0 53.0±2.2 44.2±2.1 63.5±0.8 -2.4
SWA2k-RL-900 225 1.46 87.1±1.0 66.1±1.9 59.0±1.0 46.8±2.2 39.2±2.0 59.6±0.8 -6.3

RL Models with about 500 GPU Hours RL Training

SWA8k-RL-1200 466 2.23 89.3±0.8 71.4±2.0 63.1±1.1 60.3±2.2 49.1±2.1 66.6±0.8 +0.7
SWA4k-RL-1400 474 1.87 89.4±0.8 74.5±2.0 62.1±1.0 57.5±2.1 46.4±2.0 66.0±0.8 +0.1
SWA2k-RL-1700 470 1.33 88.5±0.9 71.7±2.1 61.0±1.0 52.4±2.1 43.5±2.0 63.4±0.8 -2.5

L(w) measures how much predictive information
is captured by a local window relative to the full
context. Higher values indicate greater reliance
on local context and hence better alignment with
SWA. For efficiency, when using stride s > 1,
we group s consecutive target tokens into one seg-
ment; this slightly expands the available context
within each group and therefore yields a lower-
bound approximation of the exact locality gap.

4 Experiments

4.1 Experimental Setup
Model. We use Qwen2.5-Math-1.5B-Base (Yang
et al., 2024a) as the SA base model, denoted
SA-Base. We convert the same checkpoint into
SWA2k/4k/8k-Base. Unless noted otherwise, all
models are 1.5B. For fair comparison, SA and
SWA share the same SFT and RL recipes; the only
intended difference is the attention architecture.

SFT settings. We use a 42B-token math-heavy
dataset and train for one epoch with batch size
1M tokens (42,426 steps), learning rate 8 × 10−5,
weight decay 0.1, cosine decay, 3% warmup, and
128k maximum sequence length.

RL settings. We use AceReason-Math (Liu
et al., 2025c) (49k samples), a batch size of 128
prompts with 8 rollouts each, a learning rate of
10−6, weight decay 0.1, and 4 optimization up-
dates per rollout batch, with asymmetric clipping

set to h-clip=0.28 and l-clip=0.2.
Evaluation. We evaluate on AMC (LI

et al., 2024), MATH500 (Hendrycks et al.,
2021b), OlympiadBench (He et al., 2024),
AIME24 (MAA, 2024), and AIME25 (MAA,
2025). These benchmarks are repeated 8, 2, 2, 32,
and 32 times, yielding 664, 1000, 1348, 960, and
960 samples, respectively.

The maximum generation length is 64k for both
RL training and evaluation. More details on the
experimental setup are provided in Appendix A.3.

4.2 Results After SFT

We first train SA-Base, SWA2k-Base, SWA4k-
Base, and SWA8k-Base with the same SFT recipe.
The results are shown in the first block of Table 1.

Finding 1: SWA achieves reasonable mathe-
matical reasoning performance after SFT, but
still underperforms SA, and the gap increases
as the window size decreases. SWA8k-SFT still
reaches 42.5% average accuracy after conversion
and SFT, providing a strong starting point. How-
ever, SWA remains below SA, and the gap widens
as the window shrinks: SWA8k-SFT, SWA4k-SFT,
and SWA2k-SFT trail SA by 6.1, 9.0, and 17.8
points, respectively. This monotonic trend sug-
gests that smaller windows make SA-oriented SFT
trajectories harder to imitate.

Finding 2: SWA models are more efficient
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Figure 2: RL training curves for SA and SWA models. Panel (left) reports accuracy as a function of RL steps,
while panel (right) reports accuracy as a function of actual training time, highlighting the efficiency advantage of
SWA.

than SA. SWA reduces both training and evalua-
tion cost. For example, SWA8k-SFT cuts evalua-
tion time from 10.44 to 5.54 GPU hours relative to
SA-SFT, and smaller windows reduce cost further.

4.3 Results After RL
The RL results are shown in the second and third
blocks of Table 1 with training curves in Figure 2.
We report two complementary comparisons: the
second block controls for the number of RL up-
dates by training all models for the same 900 RL
steps, while the third block controls for RL train-
ing time by training SWA models for about 500
GPU hours, which is a practical situation in which
the training budget is limited.

Finding 3: SWA models can train more steps
within the same training-time budget because
of cheaper rollouts. Because SWA rollouts are
cheaper, the similar-time setting allows more RL
steps. Under this comparison, SWA8k-RL-1200
and SWA4k-RL-1400 are trained for about 500
GPU hours, which is 33% and 56% more steps
than SA-RL-900, respectively. This advantage
gives SWA more RL adaptation within the same
training-time budget.

Finding 4: RL substantially improves
SWA, making larger-window models compet-
itive with SA while smaller-window models
remain more constrained. Under the same-
step comparison, SWA8k-RL-900 achieves perfor-
mance comparable to SA-RL-900, with an average
accuracy gap of only -0.4%. Under the similar-
time comparison, SWA4k-RL-1400 also reaches
comparable performance to SA-RL-900, with a
small positive gap of +0.1%. We do not interpret

small positive gaps such as +0.7 and +0.1 as evi-
dence of clear superiority, because they are within
repeated-evaluation uncertainty. In contrast, the
gap of SWA2k decreases to -6.3% under the same-
step comparison and -2.5% under the similar-time
comparison, but it still underperforms SA, suggest-
ing that very small windows impose a memory
constraint that is harder to overcome with RL.

5 Analysis

To understand why RL narrows the SA-SWA
gap, we analyze SWA generation, test the data-
architecture mismatch hypothesis through a cross-
SFT experiment, ablate SWA conversion, and
study the inference efficiency of SWA.

5.1 Characteristics of SWA Generation

5.1.1 Generation Length
Finding 5: SWA generates shorter trajecto-
ries than SA, but correct SWA trajectories can
still extend far beyond the attention window.
We measure the mean output length of trajecto-
ries and the percentage of correct samples whose
output length exceeds the SWA window size on
AIME24, as shown in Table 2. Mean output length
decreases for all models during RL, but more
sharply for SWA. At step 900, the mean lengths
are 14,669, 12,601, 12,628, and 10,731 for SA-
RL-900, SWA8k-RL-900, SWA4k-RL-900, and
SWA2k-RL-900, respectively. Smaller windows
therefore appear to favor shorter trajectories. At
the same time, many correct SWA samples still ex-
ceed the attention window: 42.91%, 78.98%, and
99.78% for SWA8k/4k/2k-RL-900, respectively.
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Table 2: Generation-length analysis. Lengthn denotes
the mean output length at the n-th RL step, and R>w de-
notes the percentage of correct samples whose output
length exceeds the SWA window size. R>w is calcu-
lated at the 900th RL step.

Model Length0 Length900 R>w

SA 36382 14669 /
SWA8k 36532 12601 42.91%
SWA4k 39284 12628 78.98%
SWA2k 38913 10731 99.78%

Table 3: Probability-based locality gap L(w) on
AIME24 under matched length distributions. Larger
values indicate that a fixed local window captures more
of the predictive information needed for next-token pre-
diction.

Trajectory L(2048) L(4096) L(8192)

SA-RL-900 94.12 95.97 98.35

SWA8k-RL-900 95.88 97.55 99.29
SWA4k-RL-900 96.71 98.42 99.61
SWA2k-RL-900 97.65 99.00 99.90

This suggests that SWA can still sustain long rea-
soning chains.

5.1.2 Locality of Generation
To compare locality independent of length, we
keep correct trajectories longer than 8k tokens and
resample them so that all models have the same
length distributions. We use SA-SFT as the ref-
erence model to measure the locality L(w) of tra-
jectories from all models; the results are shown
in Table 3. Finding 6: SWA trajectories after
RL are more local than SA trajectories under
matched length distributions. SWA trajectories
are more local than SA trajectories, and smaller
windows lead to higher locality. This is consis-
tent with SWA favoring more local dependencies.
The results also suggest that long-range dependen-
cies are not strictly necessary for correct reason-
ing, and that SWA can learn to rely more on local
context to achieve strong performance.

5.2 Does SFT Always Cause a Drop?
We test whether the SFT drop is caused by a mis-
match between SA-oriented trajectories and the
SWA architecture. To do so, we collect 3.3B-
token SFT datasets from RL-trained SA, SWA8k,
and SWA4k models. To reduce simple confounds,
we keep only correct trajectories and resample the
datasets so that they have the same length distribu-
tion with a 1k-token bin size. We then train SA-

Table 4: Performance comparison under different
training-data settings. DSA, DSWA8k, and DSWA4k
datasets are generated from SA-RL-1300, SWA8k-RL-
1500, and SWA4k-RL-2200 respectively, with only cor-
rect trajectories and matched length distributions via
resampling. All source models are best-performing
checkpoints for their respective architectures within
2500 RL steps, achieving similar performance with
68.1, 68.6, and 68.2 average accuracy.

DSA vs DSWA8k

Base Model DSA DSWA8k

SA-Base 55.5±0.7 57.7±0.7

SWA8k-Base 53.8±0.8 58.2±0.7

Gap (SWA8k − SA) -1.7 +0.5

DSA vs DSWA4k

Base Model DSA DSWA4k

SA-Base 55.5±0.7 57.5±0.7

SWA4k-Base 49.1±0.7 56.8±0.7

Gap (SWA4k − SA) -6.4 -0.7

Table 5: Comparison of conversion strategies for
SWA2k. Math Avg denotes average accuracy across
mathematical reasoning benchmarks.

Model Base Param SFT Math Avg

SWA2k-Random Random Yes 3.00
SWA2k-No-SFT SA-SFT No 20.5

SWA2k-SFT SA-Base Yes 30.8

Base, SWA8k-Base, and SWA4k-Base on these
datasets in a cross-setting for 13,000 steps with a
batch size of 256k tokens. Results are shown in Ta-
ble 4. Finding 7: SA-generated SFT data hurt
SWA more, while architecture-matched SWA-
generated data substantially narrow the gap.
When trained on the SA-generated SFT dataset,
SWA8k and SWA4k underperform SA by -1.7%
and -6.4%, respectively. In contrast, when trained
on SWA-generated SFT datasets, the gaps shrink
to +0.5% for SWA8k data and -0.7% for SWA4k
data. Overall, the results are consistent with
our hypothesis that SA-generated trajectories con-
tain dependencies that are less suitable for SWA,
whereas architecture-matched SWA-generated tra-
jectories better fit the local attention constraint.

5.3 Effectiveness of Conversion from SA

We further evaluate the effectiveness of convert-
ing from a pretrained SA model for SWA train-
ing. We compare SWA2k-SFT with two baselines:
(1) SWA2k-Random, which trains an SWA2k
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Figure 3: Efficiency comparison of SA and SWA4k. (a) Throughput as a function of context length. (b) Maximum
batch size supported under a 65GB memory constraint. (c) Throughput as a function of batch size, where larger
batch size leads to higher kernel efficiency. (d) Throughput with the maximum supported batch size, showing that
SWA4k achieves an approximately 6.2× speedup over SA at 32k context length.

model from random initialization without loading
pretrained SA weights, and (2) SWA2k-No-SFT,
which converts from SA-SFT but does not perform
additional SFT after conversion. The results are
shown in Table 5. Finding 8: Conversion from
a pretrained SA model is essential for effec-
tive SWA training. SWA2k-Random reaches only
3.0% average accuracy, far below SWA2k-SFT at
30.8%. SWA2k-No-SFT achieves 20.5%, which is
also much lower than SWA2k-SFT. These results
show that reusing pretrained SA weights provides
a stronger initialization than training SWA from
scratch, and additional SFT after conversion fur-
ther improves SWA performance.

5.4 Efficiency Analysis

Decoding dominates RL rollout cost for long-
generation reasoning, so we compare SWA4k and
SA under the same hardware, decoding stack,
batching configuration, and kernel implementa-
tion. The only intended difference is the attention
mechanism and cache policy. For SWA evaluation
and timing, we use a true sliding KV cache. Fig-
ure 3 shows two main advantages of SWA. Com-
putational efficiency. As shown in Figure 3(a),
SWA maintains high throughput as context length
increases because its attention computation is lo-
cal rather than global. Memory efficiency. Under
a fixed 65GB memory budget, SWA4k supports a
substantially larger maximum batch size than SA.
As shown in Figure 3(b), the maximum batch size
of SA drops by a factor of 8, from 512 to 64,
as context length grows, whereas SWA4k remains
largely unaffected. Figure 3(c) further shows that
SWA4k throughput increases steadily with larger
batch sizes, because of higher kernel efficiency
and better GPU utilization. Figure 3(d) compares
throughput at the maximum supported batch sizes,

SWA4k achieves an approximately 6.2× speedup
over SA at 32k context length.

End-to-end speedup decomposition. The
6.2× figure above measures the peak-throughput
advantage of SWA at a fixed context length. In
actual RL deployments, the total speedup is com-
pounded by shorter generated trajectories: RL pro-
duces more concise outputs for SWA, so decod-
ing fewer tokens amplifies the efficiency benefit.
To separate the two factors, we measure end-to-
end inference of the RL-trained models on a single
GPU (Table 6). SA-RL-900 generates a mean out-
put length of 10,022 tokens across the five bench-
marks, whereas SWA4k-RL-900 generates 8,450
tokens. Holding the mean length fixed, changing
only the architecture from SA to SWA4k yields a
2.1× speedup; further reducing the mean length
to 8,450 raises the speedup to 2.5×. Under this de-
composition, the architecture change contributes
87.6% of the total time saving, while length reduc-
tion contributes 12.4%, confirming that the domi-
nant efficiency gain comes from SWA’s lower per-
token attention cost rather than from shorter gener-
ations.

5.4.1 More Experiments
Additional experiments in Appendix A.2 further
support the main conclusions.

• Appendix A.2.1 provides a text-level local-
ity analysis showing that SWA trajectories ex-
hibit less long-range reuse than SA trajecto-
ries under matched length distributions, con-
sistent with the locality results in the main
text.

• Appendix A.2.2 further provides a qualitative
case study comparing SA and SWA trajecto-
ries.
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Model Mean Length Infer. GPU Hours Speedup Contribution

SA 10,022 (SA-RL-900) 1.46 1× —
SWA4k 10,022 (SA-RL-900) 0.69 2.1× 87.6% (change arch.)
SWA4k 8,450 (SWA4k-RL-900) 0.58 2.5× 12.4% (reduce length)

Table 6: End-to-end inference speedup decomposition of SWA4k over SA. Mean lengths are averaged over the five
benchmarks for SA-RL-900 and SWA4k-RL-900, and inference is measured on a single GPU; the contribution
column reports each factor’s share of the total time saving.

• Appendix A.2.3 shows that the same SFT-to-
RL trend persists at 4B scale, suggesting that
the benefits of architecture-conditioned RL
extend across model sizes.

• Appendix A.2.4 evaluates SWA on other do-
mains beyond mathematical reasoning, dis-
cussing the potential and challenges of SWA
for broader tasks.

• Appendix A.2.5 shows that the performance
gap does not shrink when the SA SFT model
performs worse than the SWA SFT model,
ruling out the possibility that the observed
gap is due to a ceiling effect.

• Appendix A.2.6 shows that the gap-shrinking
trend also appears under plain GRPO with-
out the stabilization stack, indicating that the
trend is a general property of architecture-
conditioned RL rather than an artifact of the
stabilization techniques.

• Appendix A.2.7 compares on-policy and off-
policy RL, showing that on-policy RL sub-
stantially outperforms off-policy RL for SWA
and supporting the view that architecture-
conditioned trajectories are important for
SWA.

• Appendix A.2.8 further shows that this trend
generalizes across datasets: on the public Ac-
eReason math SFT data (Liu et al., 2025c),
SWA2k trails SA by 4.2 points after SFT, and
after 500 RL steps it reaches 46.6%, slightly
above SA (46.2%).

6 Conclusion

We present SWARR as a practical empirical recipe
for adapting SWA to mathematical reasoning
through SA-to-SWA conversion followed by RL
adaptation. SFT alone leaves a substantial gap be-
tween SWA and SA, but RL makes larger-window
SWA competitive while preserving its efficiency

advantages. We view the gap-shrinking trend it-
self as a robust empirical finding. Our analyses
are consistent with a data-architecture matching
explanation: RL produces shorter, more local tra-
jectories, and controlled cross-SFT experiments
show that architecture-matched SWA-generated
data substantially narrow the gap. Overall, our
main contribution is the empirical finding that RL
changes the conclusion one would draw from con-
version and SFT alone about the viability of larger-
window SWA for long-generation math reasoning.

Limitations

Our study focuses on mathematical reasoning,
which provides a clean setting for short-input,
long-generation behavior. This task scope is im-
portant because different tasks may require differ-
ent optimization strategies, data mixtures, or infer-
ence procedures. As a result, our results provide
evidence for mathematical reasoning, but should
not be viewed as a universal recipe for all tasks.
As an academic study, we evaluate 1.5B and 4B
models. We also note that validation at larger
scale and on additional domains is ongoing; pre-
liminary results along these lines are encourag-
ing, and we leave their systematic study to fu-
ture work. Finally, we restrict our study to pure
sliding-window attention without global tokens.
Adding a small number of global (attention-sink
style) tokens would provide a lightweight global
view of the context, partially relaxing the locality
constraint and potentially narrowing the remaining
gap while supporting even smaller window sizes;
such hybrid variants would introduce additional
design choices and evaluation complexity, and we
leave their investigation to future work.

References
Sandhini Agarwal, Lama Ahmad, Jason Ai, Sam Alt-

man, Andy Applebaum, Edwin Arbus, Rahul K
Arora, Yu Bai, Bowen Baker, Haiming Bao, and 1
others. 2025. gpt-oss-120b & gpt-oss-20b model
card. arXiv preprint arXiv:2508.10925.

19721



Yushi Bai, Xin Lv, Jiajie Zhang, Hongchang Lyu,
Jiankai Tang, Zhidian Huang, Zhengxiao Du, Xiao
Liu, Aohan Zeng, Lei Hou, Yuxiao Dong, Jie Tang,
and Juanzi Li. 2024. Longbench: A bilingual, mul-
titask benchmark for long context understanding.
Preprint, arXiv:2308.14508.

Aarti Basant, Abhijit Khairnar, Abhijit Paithankar, Ab-
hinav Khattar, Adithya Renduchintala, Aditya Malte,
Akhiad Bercovich, Akshay Hazare, Alejandra Rico,
Aleksander Ficek, and 1 others. 2025. Nvidia
nemotron nano 2: An accurate and efficient hy-
brid mamba-transformer reasoning model. arXiv
preprint arXiv:2508.14444.

Iz Beltagy, Matthew E Peters, and Arman Cohan.
2020. Longformer: The long-document transformer.
arXiv preprint arXiv:2004.05150.

Aaron Blakeman, Aarti Basant, Abhinav Khattar,
Adithya Renduchintala, Akhiad Bercovich, Alek-
sander Ficek, Alexis Bjorlin, Ali Taghibakhshi,
Amala Sanjay Deshmukh, Ameya Sunil Maha-
baleshwarkar, and 1 others. 2025. Nemotron-
h: A family of accurate and efficient hy-
brid mamba-transformer models. arXiv preprint
arXiv:2504.03624.

Aili Chen, Aonian Li, Bangwei Gong, Binyang Jiang,
Bo Fei, Bo Yang, Boji Shan, Changqing Yu, Chao
Wang, Cheng Zhu, and 1 others. 2025a. Minimax-
m1: Scaling test-time compute efficiently with light-
ning attention. arXiv preprint arXiv:2506.13585.

Minghan Chen, Guikun Chen, Wenguan Wang, and
Yi Yang. 2025b. Seed-grpo: Semantic entropy en-
hanced grpo for uncertainty-aware policy optimiza-
tion. arXiv preprint arXiv:2505.12346.

Krzysztof Choromanski, Valerii Likhosherstov, David
Dohan, Xingyou Song, Andreea Gane, Tamas Sar-
los, Peter Hawkins, Jared Davis, Afroz Mohiud-
din, Lukasz Kaiser, and 1 others. 2020. Re-
thinking attention with performers. arXiv preprint
arXiv:2009.14794.

Yuhong Chou, Man Yao, Kexin Wang, Yuqi Pan, Rui-
Jie Zhu, Jibin Wu, Yiran Zhong, Yu Qiao, Bo Xu,
and Guoqi Li. 2024. Metala: Unified optimal lin-
ear approximation to softmax attention map. Ad-
vances in Neural Information Processing Systems,
37:71034–71067.

Karl Cobbe, Vineet Kosaraju, Mohammad Bavarian,
Mark Chen, Heewoo Jun, Lukasz Kaiser, Matthias
Plappert, Jerry Tworek, Jacob Hilton, Reiichiro
Nakano, and 1 others. 2021. Training verifiers
to solve math word problems. arXiv preprint
arXiv:2110.14168.

XTuner Contributors. 2023. Xtuner: A toolkit for effi-
ciently fine-tuning llm.

Tri Dao, Dan Fu, Stefano Ermon, Atri Rudra, and
Christopher Ré. 2022. Flashattention: Fast and
memory-efficient exact attention with io-awareness.

Advances in neural information processing systems,
35:16344–16359.

Tri Dao and Albert Gu. 2024. Transformers are ssms:
Generalized models and efficient algorithms through
structured state space duality. arXiv preprint
arXiv:2405.21060.

Wei Fu, Jiaxuan Gao, Xujie Shen, Chen Zhu, Zhiyu
Mei, Chuyi He, Shusheng Xu, Guo Wei, Jun Mei, Ji-
ashu Wang, and 1 others. 2025. Areal: A large-scale
asynchronous reinforcement learning system for lan-
guage reasoning. arXiv preprint arXiv:2505.24298.

Albert Gu and Tri Dao. 2024. Mamba: Linear-time
sequence modeling with selective state spaces. In
First conference on language modeling.

Albert Gu, Karan Goel, and Christopher Ré. 2021. Ef-
ficiently modeling long sequences with structured
state spaces. arXiv preprint arXiv:2111.00396.

Yuxian Gu, Qinghao Hu, Shang Yang, Haocheng
Xi, Junyu Chen, Song Han, and Han Cai. 2025.
Jet-nemotron: Efficient language model with
post neural architecture search. arXiv preprint
arXiv:2508.15884.

Daya Guo, Dejian Yang, Haowei Zhang, Junxiao Song,
Peiyi Wang, Qihao Zhu, Runxin Xu, Ruoyu Zhang,
Shirong Ma, Xiao Bi, and 1 others. 2025. Deepseek-
r1 incentivizes reasoning in llms through reinforce-
ment learning. Nature, 645(8081):633–638.

Chaoqun He, Renjie Luo, Yuzhuo Bai, Shengding
Hu, Zhen Thai, Junhao Shen, Jinyi Hu, Xu Han,
Yujie Huang, Yuxiang Zhang, and 1 others. 2024.
Olympiadbench: A challenging benchmark for pro-
moting agi with olympiad-level bilingual multi-
modal scientific problems. In Proceedings of the
62nd Annual Meeting of the Association for Compu-
tational Linguistics (Volume 1: Long Papers), pages
3828–3850.

Dan Hendrycks, Collin Burns, Steven Basart, Andy
Zou, Mantas Mazeika, Dawn Song, and Jacob Stein-
hardt. 2021a. Measuring massive multitask lan-
guage understanding. Preprint, arXiv:2009.03300.

Dan Hendrycks, Collin Burns, Saurav Kadavath, Akul
Arora, Steven Basart, Eric Tang, Dawn Song, and
Jacob Steinhardt. 2021b. Measuring mathemati-
cal problem solving with the math dataset. arXiv
preprint arXiv:2103.03874.

Cheng-Ping Hsieh, Simeng Sun, Samuel Kriman, Shan-
tanu Acharya, Dima Rekesh, Fei Jia, Yang Zhang,
and Boris Ginsburg. 2024. Ruler: What’s the real
context size of your long-context language models?
Preprint, arXiv:2404.06654.

Albert Q. Jiang, Alexandre Sablayrolles, Arthur Men-
sch, Chris Bamford, Devendra Singh Chaplot, Diego
de las Casas, Florian Bressand, Gianna Lengyel,
Guillaume Lample, Lucile Saulnier, Lélio Re-
nard Lavaud, Marie-Anne Lachaux, Pierre Stock,

19722

https://arxiv.org/abs/2308.14508
https://arxiv.org/abs/2308.14508
https://arxiv.org/abs/2009.03300
https://arxiv.org/abs/2009.03300
https://arxiv.org/abs/2404.06654
https://arxiv.org/abs/2404.06654


Teven Le Scao, Thibaut Lavril, Thomas Wang, Tim-
othée Lacroix, and William El Sayed. 2023. Mistral
7b.

Carlos E. Jimenez, John Yang, Alexander Wettig,
Shunyu Yao, Kexin Pei, Ofir Press, and Karthik
Narasimhan. 2024. Swe-bench: Can language mod-
els resolve real-world github issues? Preprint,
arXiv:2310.06770.

Angelos Katharopoulos, Apoorv Vyas, Nikolaos Pap-
pas, and François Fleuret. 2020. Transformers are
rnns: Fast autoregressive transformers with linear
attention. In International conference on machine
learning, pages 5156–5165. PMLR.

Devvrit Khatri, Lovish Madaan, Rishabh Tiwari,
Rachit Bansal, Sai Surya Duvvuri, Manzil Za-
heer, Inderjit S Dhillon, David Brandfonbrener, and
Rishabh Agarwal. 2025. The art of scaling rein-
forcement learning compute for llms. arXiv preprint
arXiv:2510.13786.

Woosuk Kwon, Zhuohan Li, Siyuan Zhuang, Ying
Sheng, Lianmin Zheng, Cody Hao Yu, Joseph Gon-
zalez, Hao Zhang, and Ion Stoica. 2023. Efficient
memory management for large language model serv-
ing with pagedattention. In Proceedings of the 29th
symposium on operating systems principles, pages
611–626.
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A.2 More Experiments
A.2.1 Locality Analysis on Text-level
To examine whether RL is associated with changes
in generated reasoning traces, we measure the lo-
cality of repeated content in model outputs. For a
decoded token sequence x1:T and a fixed n-gram
size n, define each n-gram as

gi = (xi, xi+1, . . . , xi+n−1), i = 1, . . . , T − n+ 1.
(5)

If gi previously appeared at position j < i, its re-
currence gap is

∆i = i− j. (6)

Long@k. We measure the frequency with which
a model reuses content after more than d tokens:

Long@d =
1000

T

∑

i

1[∆i > d], (7)

This metric counts repeated n-grams whose recur-
rence gap exceeds d, normalized per 1k gener-
ated tokens. We report thresholds such as d ∈
{2048, 4096, . . . }. Lower Long@d values indi-
cate less long-range reuse and therefore better
alignment with SWA’s local attention pattern.

Gap statistics. We further summarize the recur-
rence gaps using their median and mean:

gap(med) = median({∆i}),
gap(mean) = mean({∆i}).

(8)

Smaller gap statistics likewise indicate more local
reuse and better alignment with SWA.

Table 7: Locality of generation for SA-RL-900 and
SWA2k-RL-900 under matched length distributions.
We measure long-range dependence in generated tra-
jectories on AIME24. We keep only samples with cor-
rect final answers and output lengths longer than 8k
tokens, then resample them so that SA and SWA2k
have the same length distributions with a 1k-token bin
size. Lower Long@w and smaller gap statistics indi-
cate more local reuse.

Model SA-RL-900 SWA2k-RL-900

length(mean) 12518 12555

Long@2048 41.64 34.16
Long@4096 17.81 13.78

gap(med) 201.42 183.20
gap(mean) 884.29 804.56

The results are shown in Table 7. SWA2k-RL-
900 has lower Long@2048 and Long@4096 val-
ues than SA-RL-900, with 34.16 vs. 41.64 and
13.78 vs. 17.81, respectively. It also has smaller
recurrence gaps, with 183.20 vs. 201.42 for
gap(med) and 804.56 vs. 884.29 for gap(mean).
These results indicate that SWA relies less on
long-range reuse and more on local dependencies,
which is consistent with its sliding-window atten-
tion pattern.

A.2.2 Case Study of Generated Trajectories
Here, we provide a qualitative case study of gen-
erated trajectories to further illustrate the differ-
ences between SA and SWA. Tracing long gener-
ations directly is difficult, so we introduce a sim-
ple visualization based on magic-number injection.
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Figure 4: Case study comparing trajectories from
SA-RL-1300 and SWA2k-RL-1500 on AIME24 with
magic-number injection, matched by length distribu-
tion.

Given an original question, we construct a mod-
ified prompt that asks the model to add a fixed
magic number to the final answer: “[original ques-
tion] Then add the result and [magic number] to
obtain the final answer, and place it in \boxed{}.”
Because the magic-number addition is explicitly
requested at the end, we can trace where the model
reintroduces this final constraint by locating the
magic number in the generated trajectory. We col-
lect trajectories from SA-RL-1300 and SWA2k-
RL-1500 on AIME24 using magic number 7898,
keeping only correct cases with matched length
distributions. We first visualize the position of the
magic number in each trajectory, as shown in Fig-
ure 4. The magic number appears more frequently
near the end of SA-RL-1300 trajectories, while it
is distributed more evenly throughout SWA2k-RL-
1500 trajectories. Manual inspection suggests that
SWA2k-RL-1500 more often restates the final con-
straint during intermediate reasoning, for example
“The problem is to find the sum of squares, and
then add 7898.” and “Perhaps I can calculate
the sum of squares for the list, and it should be
a number, and when I add 7898, it gives the an-
swer.” These repetitions appear natural and may
help the model keep the final requirement active
during reasoning, which is qualitatively consistent
with SWA’s local attention pattern. Similar repe-
titions are also observed in SA-RL-1300, but less
frequently. We emphasize that this case study is
illustrative rather than causal, and we leave more
systematic analysis to future work.

A.2.3 Experiments with 4B scale

To further evaluate SWA at larger scales, we con-
duct experiments with 4B-parameter models. The

Table 8: Experiments with 4B-parameter models. Math
Avg denotes average accuracy across mathematical rea-
soning benchmarks, and Gap is the difference in Math
Avg between SA and SWA. Higher Math Avg is bet-
ter, and smaller-magnitude gaps indicate that SWA is
closer to SA.

Model Teval Math Avg Gap

SA-4B-SFT 19.6 84.1 baseline
SWA12k-4B-SFT 11.0 80.2 -3.9

SA-4B-RL-2200 13.4 88.1 baseline
SWA12k-4B-RL-2500 6.3 87.1 -1.0

base model is Qwen3-4B-Base (Yang et al., 2025),
and the results are shown in Table 8. SWA12k-4B-
SFT achieves 80.2% average accuracy, 3.9 points
below SA-4B-SFT at 84.1%. After RL, SWA12k-
4B-RL-2500 reaches 87.1%, only 1 points below
SA-4B-RL-2200 at 88.1%. These results suggest
that RL can further narrow the gap between SA
and SWA at larger scales, consistent with our find-
ings at 1.5B.

A.2.4 Comparison of SA and SWA on Other
Domains

To further examine how far the main findings ex-
tend beyond math reasoning, we compare SA and
SWA on a range of additional tasks. Note that
these tasks are not the main focus of this paper,
and we do not present SWARR as a recipe for them.
We divide mature LLM tasks into three main cate-
gories according to their input–output lengths: (1)
general chat: short input and short output; (2) long-
generation reasoning: short input and long genera-
tion; and (3) long-context understanding: long in-
put and short output. Tasks with both long input
and long output are not yet mature enough to eval-
uate reliably, so we do not consider them here.

Math Reasoning (Short Input and Long Gen-
eration): We select the best-performing 1.5B
checkpoints within 2500 RL steps for this com-
parison: SA-RL-1300, SWA8k-RL-1500, SWA4k-
RL-2200, and SWA2k-RL-1500. As shown in
Table 9, SWA8k-RL-1500 and SWA4k-RL-2200
achieve math reasoning performance comparable
to SA-RL-1300, with average gaps of +0.5 and
+0.1 points, respectively. However, SWA2k-RL-
1500 still lags behind SA-RL-1300 by 4.7 points.

General Chat (Short Input and Output): We
evaluate the above models on general chat ability
using language understanding MMLU (Hendrycks
et al., 2021a), MMLU Pro (Wang et al., 2024), and
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Table 9: Comparison of SA and SWA on math reason-
ing tasks. Math Avg denotes average accuracy across
mathematical reasoning benchmarks, and Gap is the
difference in Math Avg between SA and SWA. Higher
Math Avg is better, and smaller-magnitude gaps indi-
cate that SWA is closer to SA.

Model Math Avg Gap

SA-RL-1300 68.1±0.8 baseline

SWA8k-RL-1500 68.6±0.8 +0.5
SWA4k-RL-2200 68.2±0.7 +0.1
SWA2k-RL-1500 63.4±0.8 -4.7

Table 10: Comparison of SA and SWA on general chat
tasks. Avg denotes the average score across MMLU,
MMLU Pro, and IFEval. Higher scores are better.

Model MMLU MMLU Pro IFEval Avg

SA-RL-1300 49.2 29.7 64.7 47.9

SWA8k-RL-1500 49.6 29.4 63.8 47.6
SWA4k-RL-2200 48.9 31.6 66.4 48.9
SWA2k-RL-1500 50.3 32.1 64.0 48.8

instruction following IFEval (Zhou et al., 2023).
Results are summarized in Table 10. All SWA
models achieve performance comparable to SA-
RL-1300, with average scores within 1.0 point
across the three benchmarks. Notably, SWA2k-
RL-1500 remains comparable to SA-RL-1300 on
general chat tasks even though it lags behind on
math reasoning by 4.7 points.

Long-Context Understanding (Long Input
and Short Output): Long-context understand-
ing is challenging for SWA because limited mem-
ory makes retrieval and evidence integration over
long inputs more difficult. Smooth Reading (Liu
et al., 2025b) proposes a multi-round agentic infer-
ence method that processes long inputs chunk by
chunk, helping SWA aggregate information with-
out overwhelming memory. We evaluate SA-RL-
1300, SWA4k-RL-2200, and SWA4k-RL-2200-
SR (with Smooth Reading) on LongBench (Bai
et al., 2024) and needle-in-the-haystack tasks with
8k and 16k context lengths (Hsieh et al., 2024).
Results are summarized in Table 11. Without
Smooth Reading, SWA4k-RL-2200 lags behind
SA-RL-1300 by 26.24 points on average across
the three benchmarks. With Smooth Reading,
SWA4k-RL-2200-SR becomes comparable to SA-
RL-1300, with an average score within one point.

These results suggest that SWA has potential be-
yond math reasoning. However, they also show
that both the SA–SWA gap and the methods

Table 11: Comparison of SA and SWA on long-context
understanding tasks. LB denotes LongBench (Bai
et al., 2024), and N-8k and N-16k denote needle-in-the-
haystack tasks with 8k and 16k context lengths (Hsieh
et al., 2024). SWA4k-RL-2200-SR is the SWA4k-RL-
2200 model with Smooth Reading (Liu et al., 2025b).
Higher scores are better.

Model LB N-8k N-16k Avg

SA-RL-1300 36.0 100.0 100.0 78.7

SWA4k-RL-2200 33.4 92.0 32.0 52.46
SWA4k-RL-2200-SR 39.2 99.0 100.0 79.39

Table 12: Matched-start ceiling control at 200 RL steps.
SA-Low is an SA model trained with fewer SFT steps
so that it starts from a lower accuracy (37.5%) than
SWA8k-SFT (42.5%). Despite the lower starting point,
SA-Low improves less than SWA8k after RL, suggest-
ing that the gap shrink is not caused by SWA having
more room to improve from a lower starting accuracy.

Model Setting Accuracy Gap

SWA8k-SFT SFT 42.5 Baseline
SA-SFT SFT 48.6 +6.1
SA-Low-SFT SFT 37.5 -5.0

SWA8k-RL-200 RL 58.4 Baseline
SA-RL-200 RL 59.1 +0.7
SA-Low-RL-200 RL 48.2 -10.2

needed to close it vary across domains, suggest-
ing that SWA may require task-specific adaptation
to reach its full potential. In this paper, we focus
on math reasoning as a representative domain for
in-depth analysis and provide an empirical recipe
for that setting. We leave broader cross-domain
exploration to future work.

A.2.5 Excluding Ceiling-Effect Explanation
for Gap Shrink

We further rule out a ceiling-effect explanation for
the gap shrink with a matched-start control, as
shown in Table 12. We introduce SA-Low, an
SA model trained with fewer SFT steps so that it
starts from a lower accuracy (37.5%) than SWA8k-
SFT (42.5%). If the gap shrink were caused by
SWA starting from a lower accuracy and having
more room to improve, the lower-starting SA-Low
would be expected to improve more. Instead, af-
ter 200 RL steps SA-Low improves by only +10.7
points (to 48.2%), while SWA8k improves by
+15.9 points (to 58.4%). The gap between SA-
Low and SWA8k widens to -10.2% after RL, This
suggests that the observed gap shrink is not caused
by different starting accuracies.
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Table 13: Plain GRPO without the stabilization stack
(125 RL steps). The gap-shrinking trend already ap-
pears under plain GRPO, while the stabilization tech-
niques mainly improve training stability and final per-
formance (SA reaches 68.1% at 1500 RL steps with the
full stack).

Model RL Setting Accuracy Gap

SA-SFT SFT 48.6 Baseline
SWA8k-SFT SFT 42.5 -6.1
SA-RL-125 GRPO 53.7 Baseline
SWA8k-RL-125 GRPO 54.2 +0.5

A.2.6 Gap Shrink under Plain GRPO
We verify that the gap-shrinking trend does not de-
pend on the stabilization techniques by running
plain GRPO without any of the additional stabi-
lization components, as shown in Table 13. Under
plain GRPO with 125 RL steps, SWA8k improves
from 42.5% after SFT to 54.2%, slightly surpass-
ing SA (53.7%) and reproducing the gap-shrinking
trend of the main experiments. In contrast, the sta-
bilization techniques mainly contribute to training
stability and final performance: SA trained with
the full stabilization stack reaches 68.1% (its best
checkpoint after convergence, at 1500 RL steps),
substantially above the 53.7% of plain GRPO at
125 steps. We therefore conclude that the stabi-
lization stack allows longer, more stable RL train-
ing and stronger absolute performance, while the
architecture-conditioned gap-shrinking trend is a
more general phenomenon that already appears
without it.

A.2.7 On-policy vs. Off-policy RL
We further examine the role of architecture-
conditioned trajectories by comparing on-policy
RL with off-policy RL, as shown in Table 14. Off-
policy RL is implemented by training SWA on tra-
jectories generated by SA. Under 100 RL steps,
on-policy RL reaches 54.0%, substantially above
off-policy RL (49.2%). On-policy RL is therefore
more effective for SWA, supporting the view that
architecture-conditioned trajectories are important
for SWA’s performance.

A.2.8 Reproduction with a Public SFT
Dataset

To examine whether the gap-shrinking trend gen-
eralizes across SFT datasets, we repeat the main
SFT-to-RL pipeline with the public AceReason
math SFT dataset (Liu et al., 2025c). As shown
in Table 15, after SFT SWA2k trails SA by 4.2

Table 14: On-policy vs. off-policy RL for SWA8k at
100 RL steps. Off-policy RL is implemented by train-
ing SWA on trajectories generated by SA. On-policy
RL substantially outperforms off-policy RL, support-
ing the view that architecture-conditioned trajectories
are important for SWA’s performance.

Model RL Setting Accuracy

SWA8k-RL-100 on-policy 54.0
SWA8k-RL-100 off-policy 49.2

Table 15: Reproduction of the SFT-to-RL pipeline on
the public AceReason math SFT dataset (Liu et al.,
2025c). The same gap-shrinking trend appears as with
the internal SFT dataset, although absolute accuracies
are lower because this dataset is smaller and of lower
quality. Accuracy denotes the average across the math-
ematical reasoning benchmarks.

Model Accuracy Gap (SWA2k − SA)

SA-SFT 40.6 Baseline
SWA2k-SFT 36.4 −4.2

SA-RL-500 46.2 Baseline
SWA2k-RL-500 46.6 +0.4

points (36.4 vs. 40.6). After 500 RL steps, SWA2k
reaches 46.6%, slightly above SA (46.2%), repro-
ducing the gap-shrinking trend observed with our
internal SFT dataset, although absolute accuracies
are lower because the AceReason SFT dataset is
smaller and of lower quality than our internal math
SFT corpus.

A.3 Details of Experiments

A.3.1 Training Datasets
For training, we use two data sources. The SFT
stage uses a math-heavy internal research dataset
of 42B tokens, which is not publicly released. Of
these, 28B tokens (67%) are math tokens, drawn
from 3.83M question–answer pairs with a mean
length of 7,211 tokens. Math prompts are sourced
from the am-thinking (Tian et al., 2025), and an-
swers are generated by state-of-the-art LLMs with
self-attention. The prompt pool is cleaned with
deduplication, strict filtering, and contamination
removal against public benchmarks (Tian et al.,
2025). The RL stage uses AceReason-Math (Liu
et al., 2025c), which contains about 49k mathemat-
ical reasoning problems. For evaluation, we use
public mathematical reasoning benchmarks in the
main paper and additional public benchmarks in
the appendix. The corresponding sample counts
used in our evaluation are reported in the main pa-
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per and appendix.

A.3.2 Evaluation Details
During evaluation on math reasoning tasks, we
set temperature to 0.6, top-p to 1.0, and top-k to
40 for all models. We extract the answer from
the model output by taking the last match of the
pattern \boxed{answer} and compare it with the
ground truth using math-verify (Kydlíček). We
report normal-approximation confidence intervals
estimated from repeated-evaluation bootstrap sam-
ples. For a benchmark with n prompts and m re-
peated generations per prompt, let xij ∈ {0, 1}
denote whether the j-th generation for prompt i is
correct. For each bootstrap trial, we sample one
generation xi,ji from {xij}mj=1 for every prompt
and compute

â∗ =
1

n

n∑

i=1

xi,ji . (9)

We repeat this process for B = 2000 trials to ob-
tain bootstrap accuracy estimates {â∗(b)}Bb=1. In
tables, a±h denotes the mean accuracy a and the
half-width h = 1.96 · Stdb(â∗(b)) of the normal-
approximation 95% confidence interval. These in-
tervals summarize repeated-evaluation uncertainty
for each model individually. Very small differ-
ences whose magnitude is comparable to the re-
ported half-widths should be interpreted as com-
parable performance rather than strong evidence
that one model is better in a given comparison.

A.3.3 RL Details
We follow Khatri et al. (2025) to implement our
RL pipeline. For clarity, we separate the descrip-
tion into core components (following Khatri et al.
(2025)) and additional stabilization techniques.
The stabilization techniques are also used in the
main experiments, and we further validate their ef-
fect in a separate GSM8k ablation with Qwen2.5-
0.5B-Instruct.

Core components used in the main experi-
ments. Our main RL runs use: 1) the CISPO
loss (Chen et al., 2025a); 2) FP32 logits for policy-
loss computation; 3) reward normalization by the
batch-level reward standard deviation; 4) filter-
ing of groups with zero reward variance; 5) adap-
tive prompt filtering, where prompts that pass in
all repeated evaluations are removed from future
sampling; and 6) asynchronous rollout (Fu et al.,
2025), where optimization can consume rollouts

generated by recent previous policy versions to re-
duce long-tail rollout stalls.

Additional stabilization techniques. We fur-
ther use three stabilization techniques to improve
stability and efficiency.

Advantage Normalization. Large negative ad-
vantages can destabilize optimization. To reduce
their magnitude while preserving their sign, we
compute a step-level scaling factor

s = min

(
1,

∑N
i=1

∑T
t=1 max(Ai,t, 0)

ϵ+
∑N

i=1

∑T
t=1 max(−Ai,t, 0)

)
, (10)

where N is the number of samples in the optimiza-
tion step, T is the number of tokens per sample,
and ϵ is a small constant for numerical stability.
We apply this factor only to negative advantages:

Ãi,t =

{
Ai,t, Ai,t ≥ 0,

sAi,t, Ai,t < 0.
(11)

Small Entropy Penalty Loss. During RL,
we observe an increasing number of extremely
low-entropy tokens, which can lead to over-
exploitation. For token t, let

Hi,t = −
∑

v

pi,t,v log pi,t,v (12)

denote the token entropy. We stop gradients on
tokens that are already above the entropy target:

H̃i,t =

{
Hi,t, Hi,t < τ,

sg(Hi,t), Hi,t ≥ τ,
(13)

where sg(·) denotes stop-gradient. Let

H̄ =
1

NT

N∑

i=1

T∑

t=1

H̃i,t (14)

be the global mean entropy over the current op-
timization step. The entropy penalty is activated
only when H̄ < τ :

Lent = 1[H̄ < τ ]λ(H̄ − τ)2 (15)

Since H̄ − τ < 0 when the penalty is active, mini-
mizing this term increases entropy for low-entropy
tokens, while tokens already above the target do
not receive entropy gradients. In the main experi-
ments, we set τ = 0.3 and λ = 0.1.

High-Entropy Filtering and Early Stop. We
also observe occasional high-entropy gibberish
outputs. These outputs may obtain the correct fi-
nal answer by chance, but their reasoning traces
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Table 16: RL hyperparameters used in the main experi-
ments.

Hyperparameter Value

CISPO high clip (h-clip) 0.28
CISPO low clip (l-clip) 0.20
Rollouts per prompt 8
Optimization updates per rollout batch 4
Entropy target τ 0.3
Entropy penalty weight λ 0.1
High-entropy rejection threshold 4.0

are unreliable. Therefore, if a rollout exceeds a
high-entropy threshold, we mark it as incorrect re-
gardless of answer extraction. Such outputs are
also usually long and can dominate rollout time,
so we stop generation early once the entropy of the
latest tokens exceeds the threshold. In the main ex-
periments, the high-entropy threshold is 4.0.

We validate these stabilization tech-
niques by training Qwen2.5-0.5B-Instruct on
GSM8k (Cobbe et al., 2021), as shown in Ta-
ble 17. The baseline consists of the core RL
components without the additional stabilization
techniques, and also excludes all-pass sample fil-
tering because GSM8k has relatively few training
samples. Without these techniques, training di-
verges at step 400, with a final accuracy of 60.3%.
With advantage normalization, the model remains
stable until step 1800 and reaches 63.5%. With
both advantage normalization and entropy penalty,
the model stays stable for the full 2500 steps and
improves further to 65.1%. With high-entropy
filtering alone, the model also remains stable for
2000 steps and reaches 64.9%. These results show
that the stabilization techniques substantially
improve both stability and final performance.

We further verify that the gap-shrinking trend
does not depend on these stabilization techniques
and that architecture-conditioned trajectories are
important for SWA; these analyses are presented
in Appendix Appendix A.2.6 and Appendix A.2.7.

In our main experiments, we tune the RL recipe
on the SA model and then apply the same recipe
to all SWA models without further tuning. There-
fore, the stabilization techniques are not overfit to
SWA. All RL hyperparameters are summarized in
Table 16.

A.3.4 Infrastructure
Integrated Inference and Training System. Our
RL training pipeline, AlloyLM (Liu, 2026), is
built on XTuner (Contributors, 2023), which is

Table 17: Ablation of RL stabilization techniques on
GSM8k with Qwen2.5-0.5B-Instruct. We train for
2500 RL steps and report the final accuracy and the
number of steps until the first divergence (defined as a
drop of more than 20 points from the previous best ac-
curacy).

Method Step Gsm8k

Baseline 400 60.3

AdvNorm 1800 63.5
AdvNorm + Entropy Penalty >2500 65.1

High-Entropy Filtering 2000 64.9

designed for efficient fine-tuning of large lan-
guage models with Fully Sharded Data Parallel
(FSDP) (Zhao et al., 2023). Instead of using sep-
arate systems for inference and training, we im-
plement an integrated system that combines both
components. Inference and training share the
same model weights. Specifically, we append gen-
eration kernels to the model and implement a sim-
ple LLM service within the training process. This
design avoids a separate inference engine, making
the system lighter and easier to maintain. The in-
tegrated design also makes it easy to implement
techniques such as our entropy-based early stop.
For SWA evaluation and timing, we use a true slid-
ing KV cache: keys and values older than the con-
figured window are discarded rather than retained
and masked. Our implementation follows widely
used efficient decoding and serving techniques, in-
cluding FlashAttention (Dao et al., 2022), contin-
uous batching (Yu et al., 2022), paged KV-cache
management (Kwon et al., 2023), asynchronous
rollout (Fu et al., 2025), and the single-controller
token-in token-out design of Sheng et al. (2025).

A.3.5 Responsible Research Statement
Excluding our own training framework and private
SFT dataset, all datasets, benchmarks, pretrained
models, and software libraries used in this work
are publicly available and are used in accordance
with their respective licenses and terms of use. All
datasets we used are used only for research and
does not contain personally identifiable informa-
tion or offensive content. This paper was edited
with the assistance of LLMs for grammar correc-
tion, formatting, and language polishing.

A.4 Impact Statement

This paper studies a training recipe for efficient
long-generation reasoning models rather than a de-
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ployed decision-making system. A potential posi-
tive impact is reducing the cost of long-generation
reasoning research and making experimentation
with efficient architectures more accessible. We
view SWARR as a research recipe rather than a
deployment recommendation, especially in high-
stakes settings where outputs require careful veri-
fication.
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