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Abstract

Token selection is pivotal for effective LLM
post-training. However, existing methods
mostly rely on local token-level heuristics,
while response-token selection in post-training
lacks an optimization-guided valuation proxy.
We introduce AlphaToken, a response token
valuation framework that decouples valuation
into adaptation (promoting target-task learn-
ing) and stability (preserving pre-trained capa-
bilities), and makes each objective path-aware
by combining the direct-path signal from local
token gradients with the downstream causal-
path signal in autoregressive generation. Since
retention data are typically unavailable, Alpha-
Token approximates stability via a Fisher-drift
proxy anchored at the pre-trained reference
model. For efficient computation, we extend
Ghost Dot-Product to token-level valuation. Al-
phaToken masks low-value response tokens
during fine-tuning and preference optimization,
concentrating training signals on more valuable
positions. Experiments show that AlphaToken
improves post-training performance and miti-
gates catastrophic forgetting. Code at https:
//github.com/luciabcd/Alphatoken.

1 Introduction

Large language models (LLMs) are increasingly
adapted through post-training to meet evolving
domain needs and alignment goals. In practice,
supervised fine-tuning (SFT) and preference op-
timization (PO) have become the dominant adap-
tation paradigms (Ouyang et al., 2022; Rafailov
et al., 2023). Recent work has shown that data
utility matters for adaptation, from sample valua-
tion and selection (Liu et al., 2024; Wang et al.,
2025a) to emerging token-wise methods that fil-
ter tokens for efficiency or robustness (Pang et al.,
2025; Simoulin et al., 2024).

Classical formulations build on influence func-
tions and Data Shapley, which estimate each train-
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ing sample’s marginal contribution to validation
performance (Koh and Liang, 2017; Ghorbani and
Zou, 2019). Recent work has improved the scala-
bility of this line for LLM training pipelines. In-
Run Data Shapley estimates Shapley-style contri-
butions within a single training trajectory (Wang
et al., 2025a), trajectory-aware influence estima-
tion accounts for when a datum appears during op-
timization (Wang et al., 2025b), and GREATS per-
forms online selection of high-quality batches dur-
ing LLM training (Wang et al., 2024). While these
advances substantially improve scalability, they re-
main sample-level and cannot capture the heteroge-
neous contributions that individual response tokens
make within a single sequence.

Emerging token selection methods begin to
address this issue (Pang et al., 2025; Simoulin
et al., 2024). Existing methods typically rely on
teacher—student loss gaps, low-perplexity masking,
or alignment-specific token weighting (Pang et al.,
2025; Wu et al., 2025; Yang et al., 2026a). These
criteria are efficient but largely heuristic and single-
objective. Although Shapley-style token attribu-
tion methods provide an optimization-motivated
view of token importance, they primarily focus
on input-side context attribution and model inter-
pretation (Horovicz and Goldshmidt, 2024; Xiao
et al., 2025). This leaves open how to construct
an optimization-motivated valuation framework for
response tokens in LLM post-training.

We propose AlphaToken, a fine-grained re-
sponse token valuation framework for LLM post-
training. It decouples the valuation objective into
target adaptation and retention stability. Alpha-
Token achieves path-aware valuation by jointly
modeling a response token’s direct-path update
signal and its downstream causal-path influence
on later predictions in autoregressive generation.
Since retention data are typically unavailable in
practical post-training, it estimates retention stabil-
ity with a Fisher-drift proxy anchored at the pre-
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trained reference model, enabling stability-aware
valuation when no retention examples are avail-
able. For efficient computation, we extend Ghost
Dot-Product (GDP) to token-level valuation. The
composite token values are used to mask low-value
response tokens during fine-tuning and preference
optimization, concentrating training on positions
that better support adaptive and stable post-training.
Our key contributions are summarized as follows:

* We formulate response token valuation by de-
coupling adaptation and retention stability, and
make it path-aware by modeling local update and
downstream causal signals. We replace inacces-
sible retention gradients with a Fisher-weighted
drift proxy anchored at the pre-trained model.

* Building on GDP for sample-level gradient align-
ment, we extend it to token-level valuation
by supporting causal cross-position alignment
through a Value-Propagation approximation and
Fisher-drift stability through a new Activation-
Parameter contraction.

» Using composite values, we develop a token se-
lection method for post-training scenarios that
masks low-utility response tokens in SFT and
PO, improving Overall by at least 1.54 points.

2 Related Work

2.1 Data Valuation and Influence Estimation.

Data valuation studies each training example’s con-
tribution to a target metric. Classical approaches
center on Data Shapley and scalable variants, in-
cluding Monte Carlo estimation, acceleration, and
semivalue relaxations such as Beta Shapley and
Banzhaf values (Ghorbani and Zou, 2019; Jia et al.,
2019b; Mitchell et al., 2022; Okhrati and Lipani,
2021; Kwon and Zou, 2022; Wang and Jia, 2023; Li
and Yu, 2023). Parallel lines pursue cheaper influ-
ence approximations, Bayesian uncertainty formu-
lations, and scalable surrogates such as KNN, dis-
tributional, and federated variants (Koh and Liang,
2017; Basu et al., 2021; Nguyen et al., 2023; Jia
et al., 2019a; Ghorbani et al., 2020; Wang et al.,
2020). Recent work models trajectory dependence
through data value embeddings and adaptive ref-
erence points for real-time valuation (Wang et al.,
2025b; Xu et al., 2025). Although some studies ex-
tend Shapley attribution to token-level prompt inter-
pretation, applying such ideas directly to training-
time token valuation remains computationally chal-
lenging (Horovicz and Goldshmidt, 2024; Xiao

etal., 2025). In-Run Data Shapley mitigates retrain-
ing cost by accumulating per-step gradient interac-
tions along a single trajectory (Wang et al., 2025a).
In contrast, we estimate objective-aligned token
values in one run through gradient alignment with
validation utility and a data-free stability proxy.

2.2 Token Selection & Reweighting.

Token-level data selection and reweighting of-
fer an alternative to sample-level filtering for im-
proving post-training efficiency and robustness.
Most methods rely on local token heuristics, such
as loss- or probability-based scoring, excess-loss
and attention-based relevance, regime-aware joint
pruning, and perplexity-based masking; similar
ideas appear in pretraining and multimodal train-
ing (Pang et al., 2025; Liu et al., 2026; Qin et al.,
2026; Nagaraj et al., 2026; Wang et al., 2026;
Wu et al., 2025; Lin et al., 2024; Peng et al,,
2025). Other lines explore memory-efficient selec-
tive backprop, task-structure-aware token weight-
ing, and alignment-oriented token reweighting
(Simoulin et al., 2024; Shi et al., 2025; Yang et al.,
2026a; Le et al., 2025). In contrast, our method
scores tokens using gradient alignment to valida-
tion utility and a data-free stability proxy, produc-
ing objective-consistent signals for selection.

3 Methodology

3.1 Preliminaries and Problem Formulation

Consider a causal language model parameterized
by 6. Let a training instance consist of a prompt
x =|[z1,...,zp|and aresponse y = [y1,...,yr|.
The training loss L4in can be either the SFT cross-
entropy loss or a preference-optimization loss, with
DPO as a representative instantiation. In both
instantiations, the loss can be expressed through
response-token contributions, allowing us to de-
fine a token-level loss ¢; for SFT and a token-level
pseudo-loss Ef for DPO. We assign a scalar val-
uation ®(y;) to each response token to quantify
its marginal generalization contribution. Let Dtvgatl
and DY denote target-domain and retention valida-
tion sets. Balancing target adaptation and retention
stability, we define a composite objective

Jual(0) = Jigt(8; Digt) + A - Jret(8; D3t), (1)

where Jig and Jie; denote target and retention val-
idation losses, and A controls retention strength.
Building on the sample-level in-run Shapley view
of Wang et al. (2025a), we extend the argument

20029



Input information

Target response tokens
()

Target validation samples

Sample 2 Sample 3 Sample M
.

Adaptation
target-task utility

0&)

Direct-Path Causal-Path

Token valuation

Composite values guide selection

Top-p threshold
[ L

Token value ®(y;)

Stability value
Keep more

retention utility
valuable tokens
T

Token Density

\
Aggregated target gradient
Retention data-free proxy (8%, 8)

Error-signal dot product

Ghost Dot Product — efficient token-level inner products

D+ i -8

Composite token value

Direct-Path Causal-Path Binary mask — high-value tokens reinforced
! Y1 Y2 Ya| || X || Y1
Activation dot product
00
(hffv hf,) 4 supervised fine- preference
7 tuning == == optimization
s/

Pre-trained Model  Fisher Information  Proxy Gradient

[<r>(yt> = D) + DY) + A[PUE00) + <1>f,¢z<yt)]}

Target Retention Overall

Figure 1: Overview of the AlphaToken framework for selecting high-value response tokens in post-training.

to token-level masking in App. A and define each
response token’s value as proportional to the align-
ment between its training gradient and the compos-
ite validation gradient. The valuation thus decom-
poses into plasticity and stability terms:
®(ys) < (Voly, Vodg) + AN Voly, Vo). (2)
Directly applying Eq. (2) to token valuation
faces three obstacles. First, the local gradient V g/
undercounts ¥;’s influence, omitting its effect on
later predictions through autoregressive context.
Second, Vg J;t depends on the retention valida-
tion set D3], which is typically unavailable in post-
training. Third, the parameter-space gradient inner
products must be computed per response token,
prohibitive if token-level gradients are formed.

3.2 Causal Gradient Decomposition

In autoregressive Transformers, a token y; plays
two roles. As a label, it generates the immediate
loss ¢; at position t. As context, its hidden state
influences all future tokens y; (k > t) through self-
attention. Routing the loss of each future token
backward through the layer-/ cross-position trans-
fer from position ¢ to position k£ and isolating the
self-term k=t yields

ol Oht onl!
Voli + Z Zghz onl-1 00 (3)
k=t+11=1

VG Z;Ot

Eq. (3) isolates the dominant Value-Propagation
channel from £ to k, derived in App. B.1 by routing
each future loss through the cross-position Jacobian
and decomposing its attention derivative into the
value path. The same chain-rule argument applies
to both SFT and DPO losses.

3.3 Data-Free Retention Gradient Proxy

The composite objective in Eq. (2) requires the
retention validation gradient VgJi. In realistic
post-training, however, the pre-training corpus is
unavailable to downstream practitioners due to li-
censing constraints and closed-source release poli-
cies (Kirkpatrick et al., 2017; Sanyal et al., 2025).
Thus, we adopt a setting where retention data are
unavailable, with access limited to the pre-trained
parameters 6r and the target dataset Dyg,.

Let L.¢(@) denote the unobserved retention loss.
Expanding around Os:

[fret(e) ~ Eret(aref) + %(0 - eref)THret(e - eref)v (4)

where the first-order term is small to the extent
that Ot approximates a stationary point of L
(we bound the residual in App. B.4), and H
coincides with the Fisher information at 0f un-
der the maximum-likelihood calibration condi-
tion (Martens, 2020). Replacing H ¢ with a model-
side Fisher Fi.f that requires no retention data
yields the data-free retention proxy:

Jprx(e) - %(0 - oref)TE'ef (9 - gref)- (5)

The Fisher information characterizes the likeli-
hood geometry of O,.;, depending on the reference
model and prompt distribution rather than retention
labels/samples. Here, X’ denotes the prompt distri-
bution for Monte-Carlo Fisher construction, instan-
tiated by prompts from Dyy. To avoid the bias of
the empirical Fisher far from a local optimum (Kun-
stner et al., 2019), we adopt the Monte-Carlo Fisher
with labels self-sampled from pg,_,:

Fres = Diag (g g, (1) [ Vo log po (812) ] )

Fl.r is computed once before training and cached.
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Differentiating Eq. (5) gives

Gprx = vGJprx(a) = ref(o_eref)a (6)

which acts as a virtual retention validation gradient:
substituting gpx for Vg Jier in Eq. (2) preserves the
alignment formulation while removing retention
data dependency. Tokens whose training gradients
align with g, contract the Fisher-weighted drift
from O, and are therefore retention-friendly. The
corresponding retention valuation reads

(I)er(yt) £ <V0£;0t7 gprx>- (7)

By the linearity of the inner product and the di-
rect/causal split of Vgl in Eq. (3), Pprx(y¢) =
(I)dlr ( ) (I)cau( )

prx prx
3.4 Ghost Dot-Product Approximation

Realizing Eq. (2) requires token-level inner prod-
ucts for direct target alignment, causal future-
token alignment, and retention alignment with gpy.
Naively materializing per-token parameter gradi-
ents costs O(T'|0|), which is prohibitive at LLM
scale. We compute all three with a unified GDP
family: the direct activation—activation (A—A) form
adapts the example-level construction of Wang et al.
(2025a) to tokens, while the causal A—A form and
the activation—parameter (A—P) proxy form are new.
Scores are aggregated over the last K layers S.

Direct token alignment (A-A). For a linear
layer W', the token-level loss yields a rank-1
weight gradient V14, = 6! ® hl with input ac-
tivation h. and output error 6’ Oty /Oht. Fol-
lowing Wang et al. (2025a), the Frobenius inner
product factorizes into two activation-space dot
products. Concatenating a small fixed validation
batch with the training batch in a single backward
pass (Wang et al., 2024) yields per-token training
signals (4!, hl) and per-validation-token target sig-
nals (6!, hi))vey‘g[ from the same cache, where Vig
denotes the held-out target validation token set.
Summing over layers and averaging over Vi, the
direct target valuation reads

<I>d1r Z Z (sl 5l
{gl |Vlg[‘ vVt ZGS tr v

Causal token alignment (A-A causal). The
cross-position Jacobian is dense; we approximate it
by retaining only linear Value-Propagation through
W{, and omitting nonlinear Score-Propagation,
whose magnitude decays as O(1/+/dy,) under sat-
urated attention, where dj, is the attention-head

ht’ h£1> (8)

dimension (App. B.3). This yields VW‘z/ by =
ol (6L ®h!™) with attention weight o _, . The
activation-space factorization, averaged over Vg,
gives the causal target valuation

D' (yr) =

33 aba(ol 8 (LR, (9)

|Vtgt‘ vV lES, k

with k € (¢, min(t+ W, T')] for causal window W.

Retention proxy (A-P). The retention gradient
gprx 1s a fixed parameter-space vector and is not
the back-propagation output of any sample-level
loss; it admits no activation-only factorization. We
instead contract the rank-1 token gradient against
gprx directly. For each linear layer, define

V2 Py o (W -WL), (10
the layer-/ slice of gpx, where Fyn £
Diag(Frer)|y and refresh once per training step.
Exploiting the rank-1 form of Vyy144,

= (&))" V'hy,

(Vily, V), (11)

which evaluates as a single matrix—vector prod-
uct per layer per token without ever forming a
model-sized intermediate. Stacking the activations
of T tokens into H' € RT*%n and the errors into
Al e RT*dow_a]1 T scores collapse to one GEMM
H'(VHT ¢ RT*dow followed by an element-wise
product with A, costing O(T'd;,doy)—identical
in order to the activation—activation case and far
below the O(T'|@)|) baseline. The direct proxy term
follows Eq. (11), while replacing ! and h! with
ol ,, 8L and h!=! gives i (y+) analogously to
Eq. (9) (see App. B.2).

Total token valuation. Substituting the path-
aware gradient Vo/{" and the retention proxy gprx
into the valuation template Eq. (2), we obtain the
AlphaToken valuation:

(12)

D(ye) = P (ye) + PER () + A[RI () + DL ()]

By Eq. (7), the retention bracket is (V g/, gprx ).
All four scores reuse one cached forward/backward
pass; the extra cost is evaluating the fixed validation
batch in the joint forward/backward pass to obtain
(81, hL)yevi.» plus one GEMM per linear layer for
A-P contraction with V.

3.5 Value-Aware Post-Training

Given the per-token value ®(y;), AlphaToken al-
locates gradient flow to the most informative re-
sponse tokens via binary masking.
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Algorithm 1 Value-Aware Post-Tuning

Require: Dataset D{ﬁ“in, pre-trained B¢, Fisher

F}¢s, validation set Dtvgatl, ratio p, layer set S,
learning rate 7, weight A\, window W.
Ensure: Optimized parameters 6*.
1: for each training step do
Sample minibatch B ~ D",
Compute ®{ by Egs. (8), (9).
Refresh V! =Fy© (WI-WL)).
Compute @g};’cau via Eq. (11).
Aggregate ®(y,) via Eq. (12); mask m; =
I[®(y:) > 7,] at within-batch top-p.
7: Form £ = Lapha-srr by Eq. (13) or
L Apha-ppPo by Eq. (14).
0+ 06— an,C.
9: end for
10: return 6*.

AN A S

Supervised Fine-tuning (SFT). With a within-
batch top-p threshold 7,, the value-aware loss is

T
Lapha-ser(0) = Y T[®(y,) > 7,] £4(8),

t=1

(13)

with 04(0) = —log g (y:|x, y<¢). Low-utility to-
kens are skipped; gradient compute is reallocated
to high-value positions.

Direct preference optimization (DPQO). Ex-
tending the mask to DPO requires unrolling the
sequence-level loss to per-token contributions.
Given triplet (x,y ™,y ™), with s and w2 Bo(—s)
as in standard DPO (Rafailov et al., 2023),

Vg (PPO — w(Vg[—IOg mo(yt|x)] — Vg[—lOgWB(y_|m)D7

so the layer-wise error signal scales linearly as
6§Z)i = fw 5§Z)i, where 6! is the standard SFT-
style error signal. We then compute ® (") via
Eq. (12) using the scaled égl)i, and gate gradient
flow with detached masks mi® = sg(I[®(y;") >
T;t]) and detached weight ws, =sg(w), where sg(+)
denotes the stop-gradient operator:

Laphappo(0) =E |wee Y (m/ ¢/ (0) —my ¢;7(0)) |, (14)
t

with £ (0) = —log 7 (y;t |, y£,). The sequence-
level DPO coefficient is computed from the un-
masked preference logit and detached, so mask-
ing applies only to the per-token surrogate update.
High-value tokens in y™ are reinforced, while
selected tokens in y~ provide focused negative

evidence whose likelihood is reduced, mitigating
alignment tax without an explicit regularizer. Al-
gorithm 1 summarizes the unified procedure.

4 Theoretical Analysis

We justify the two approximations underlying Al-
phaToken: the Value-Propagation simplification of
cross-position Jacobians and the data-free Fisher-
drift proxy for retention stability. Complete bounds
and proofs are in Appendix B.

Value-Propagation approximation. The exact
causal gradient requires back-propagating through
the full softmax attention score matrix. Retain-
ing only the dominant linear value-projection path
incurs a controlled O(1/ V/dp,) operator-norm er-
ror, ||Jllc,t - Jli,t”Op < (C/Vdn) oy llve — o,
that vanishes under both sparse and saturated atten-
tion: small attention weights suppress the prefactor,
while saturated attention forces the output to col-
lapse to the value vector. See Appendix B.3.

Data-free retention bound. The Fisher-drift
proxy approximates the true retention gradient
without any retention data. Their discrepancy
is bounded by three terms, ||7rg|| + ||[Hret —
Fre]|[|AG]| + 22(|AB]%: (D) a first-order resid-
ual at the reference checkpoint; (II) a Fisher—
Hessian mismatch decomposing into a calibra-
tion gap (Martens, 2020) and a Wasserstein dis-
tance (Kunstner et al., 2019), both controllable
without retention data; and (III) a third-order re-
mainder suppressed by value-aware masking be-
cause it limits parameter drift. None requires expec-
tations over the unobserved retention dataset Diet.
See Appendix B.4.

S Experiments

We design a series of experiments to answer the
following four questions: @ Does AlphaToken im-
prove the trade-off between target adaptation and
stability under both SFT and preference optimiza-
tion? @ Do the estimated token values provide
an informative ranking for token selection? @
How much does each factorized component con-
tribute, including adaptation vs. stability and direct
vs. causal paths? @ How sensitive is AlphaToken
to its key design choices, and what computational
overhead does it introduce?
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General Capability Acc. (%) Target (%) Overall
Model Method
ARC-C HellaSwag MMLU GSMSK Avg. HE Avg.

Pre-trained 43.00i0‘00 55482:&0_00 56.54:&0‘00 27,45i0‘00 45470:&0_00 28,66:&0‘00 37.18:&0,00

Standard FT 39.9740.47 52.4540.34 48.2310.43 20.58+0.34 40.3140.20 44.60£0.48 424610 .26

& LoRA ICLR 2022 41.6240.30 533240.31 50424035 21.0040.30 41594015 | 41.4640.40 | 41.5340.22
& LESS ICML 2024 42621030 54624030 5357101 22611003  433640.15 | 42241034 | 42.8010.10
& Token Cleaning ICML 2025 41.77i0,37 52420:&0.21 53.94:&0,33 26.00;&0}24 43.48;&0, 15 40-93i0.36 42.21:&0,19
E STM NeurlPS 2025 42,02i0‘35 54.61i0_34 55.30:&0,30 26,22i0_34 44454:&0_17 41,54;&0,35 43.04:&0,19
= XTF ICLR 2026 40471041  52.0340.20 50.6910.36 22.5840.20 4ld4dig17 | 42.0240.30 | 41734001
ssTOKEN ICLR 2026 41944037 53371031  S53.1040.33  253840.32  434540.17 | 429340.38 | 43.1940.20
AlphaToken 42,76 +0.31 55481026 56.2240.28  27.4040.31 454740.15 | 43.9840.40 | 44.7340.21

Pre-trained 514540.00 56.8610.00 59.6040.00 37.0010.00 51.2340.00 | 35.3640.00 | 43.3010.00

Standard FT 50.17i0,45 52463:&0.33 53.87:&0,40 24-12i0,28 45.20;&0,19 58,79i0‘49 5200:&0.26

=) LoRA ICLR 2022 49.1940.36 55.81+0.28 56.71+0.32 31.4440.42 48.2940.17 54.62+40.51 51.4640.27
!':'1 LESS ICML 2024 50-77j:0.34 56445i[)_;;(] 54.26i0_29 31.98i0_37 48.37:(:0_16 57.17j:0.44 52'77i0.23
g Token Cleaning ICML 2025 50.8540.38 55.8440.23 55.9440.34 33.00+0.38 48.9140.17 57.12+40.44 53.0240.23
g STM NeurIPS 2025 50301040 56194034  57.3040.27 36211038 50001018 | 54011051 | 52.0140.27
O XTF ICLR 2026 48.70410.30 53.8840.35 563310.33 34441030 48341015 | 56641052 | 52491008
ssTOKEN ICLR 2026 50.5840.37 S543110.31 573410314 352010.40 49361015 | 57451051 | 53411007
AlphaToken 51.1040.30  55.1240.29 58.2240.28 36.5840.46 50.2640.17 62.1540.34 56.2140.19

Pre-trained 54.27i0_00 59.67i0_00 72.62i0_00 86.20i0_00 68.19i0_00 60.96i0_00 64.58i0_00

Standard FT 49.25410.41 542140 33 66.24 10 36 77.9240.31 619141018 75.9440.41 68.9310.22

&2 LoRA ICLR 2022 512710.35 56401032 69.6040.20 81971024 64811015 | 7020410.24 | 67.5140.14
) LESS ICML 2024 50241030 ST.1110.31  69.68410.26 81.2310.37 64571016 | 72.8240.35 | 68.7040.10
2 Token Cleaning ICML 2025 52,76i0‘35 55402:&0_34 68.91:&0‘31 83,54i0‘44 65406:&0_ 18 73,58;&0,32 69.32:&0,18
g STM NeurIPS 2025 52-65j:0.28 57.43i0.32 7063:&0_25 82.87j:0_41 65-90i0.16 71-93i0.46 68.92i0_24
=4 XTF ICLR 2026 5256+0.36 57.6140.34 70514030 83.59+0.43  66.0740.18 | 73.6140.41 | 69.8440.22
ssTOKEN ICLR 2026 513910.37 55171035 70.5240.31 82724042 64951018 | 75214041 | 70.0840.22
AlphaToken 53.134+0.27 57.71+0.31 71.2040.25 83.1440.39 66.30+0.15 78.88+0.34 72.59+0.19

Table 1: Fine-Tuning main results. Pre-trained models are excluded from color ranking. The best and second-best

results are highlighted in red and blue, respectively.
5.1 Setup

Models and training pipelines. We evaluate three
representative pre-trained backbones of different
scales: Llama-3.2-3B (Grattafiori et al., 2024),
Gemma-3-4B (Team et al., 2025), and Qwen-3.5-
9B (Qwen Team, 2026). For SFT, each model is
directly fine-tuned on the target corpus. For prefer-
ence optimization, we first perform a uniform SFT
warm-up on UltraChat-200k (Ding et al., 2023) to
obtain a chat-capable reference model, and then op-
timize on UltraFeedback (Bartolome et al., 2023).
Implementation details are provided in App. C.4.

Datasets & Evaluation Metrics. For SFT, we
use Magicoder (Wei et al., 2024) as the target
corpus and evaluate target-task adaptation on Hu-
manEval (Chen et al., 2021). For preference op-
timization, we train on UltraFeedback and evalu-
ate preference learning on AlpacaEval 2 (Li et al.,
2023) and Arena-Hard v0.1 (Tianle Li*, 2024). Re-
tention is measured by general-capability accuracy
on ARC-C (Clark et al., 2018), HellaSwag (Zellers
et al., 2019), MMLU (Hendrycks et al., 2021), and
GSMS8K (Cobbe et al., 2021). Overall denotes
the average of the target-side and retention-side
scores (Sanyal et al., 2025).

Baselines & Implementation Details. For
SFT, we compare against Standard FT, LoRA (Hu

et al.,, 2022), LESS (Xia et al., 2024), Token
Cleaning (Pang et al., 2025), STM (Wu et al.,
2025), XTF (Yang et al., 2026b), and ssTO-
KEN (Qin et al., 2026). For PO, we compare
against DPO (Rafailov et al., 2023), SePO (Yang
et al., 2025), TI-DPO (Yang et al., 2026a), and
ConfPO (Yoon et al., 2025). All baselines are
implemented under the matched backbone, data
split, training budget, tokenizer, optimizer, sched-
uler, and evaluation protocol. For AlphaToken, we
set the selection ratio p=0.5, the stability weight
A=1.5, the causal window W=32, and use the
last K'=3 Transformer layers for GDP across all
backbones. All results are averaged over three
seeds, with stds reported where shown. Full hyper-
parameters and baseline reproduction details are
reported in App. C. All experiments are conducted
on 4xNVIDIA A100 GPUs.

Validation and Monte-Carlo Fisher construc-
tion. For each target training set D;¢, we randomly
hold out a 32-sample target-validation subset Dtvgatl
prior to training. In addition, 1,000 prompts are
sampled from Dy to construct the diagonal Monte-
Carlo Fisher F..¢; these prompts are excluded from
training to avoid any parameter updates. The train-
ing pool is therefore

D™ = Dy \ (DR UDEE™™),

ref
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Method General Capability Acc. (%) Preference Win Rate (%) Overall
etho
ARC-C HellaSwag MMLU GSMSK Avg. AE2 A-Hard Avg. Avg.
Llama-3.2-3B
Base 41.1940.00 53.76+0.00 48.99+0.00 23.68+0.00 41.91+0.00 | 4.1040.00  2.10+0.00  3.10+0.00 | 22.51+0.00
DPO NeurlPS 2023 39.84j:0.52 52-20:{:0_50 47-62j:0.38 2105:(:0.68 40.18:(:0,49 l2.86i0_38 9.40:(:0_47 11'13ﬂ:0-30 25.66:(:0_29
ConfPO ICML 2025 | 40.68+0.63 51.024+0.490 474840.38 22.6540.74 404641050 | 16.8340.49 13.30+0.36 15.07+0.30 | 27.77+0.29
SePO EMNLP 2025 | 37.154+0.50 50.4840.48 46.014+0.40 20.72+0.70 38.59%+0.50 | 17.954+0.44 13.90+0.41 15934+0.30 | 27.26+0.29
TI-DPO ICLR 2026 | 40.42+0.55 52.77+0.51 4825+0.39 222640.72 4093+0.50 | 15.59+0.33 12.2040.48 13.90+0.20 | 27.4240.29
AlphaToken 40.95+0.65 53.3610.47 48.0310.39 23.1510.71 41.3740.40 | 19441047 1580+0.30 17.6210.31 | 29.50+0.29
Gemma-3-4B
Base 50.66i0_00 51.60i0_00 52.86i0_00 25.42i0,00 45.14i0,00 10.87:{:0_00 6.30ig_00 8.59:(:0_00 26.87i0_00
DPO NeurlIPS 2023 494241051 50.58+0.50 S51.3540.40 22.8640.77 43.55+0.51 | 22.4840.41 19.404+0.35 20.9410.27 | 32.2540.29
ConfPO ICML 2025 | 50.20+0.61 51.2840.51 52.344+0.40 23.3840.82 44.30+0.51 | 284540.48 24.904+0.37 26.68+0.30 | 35.49+0.30
SePO EMNLP 2025 | 47.784+0.53 48.8240.48 50.7240.41 2345+0.79 42.69+0.51 | 27.83+0.34 2540+0.49 26.624+0.30 | 34.66+0.30
TI-DPO ICLR 2026 | 50.02+0.49 51.0540.49 52.1040.30 23.96+0.80 44.2840.51 | 26.77+0.45 23.2040.31 24.99410.27 | 34.6410.29
AlphaToken 50.48:0,5‘1 5'.4():&0,17 51.68i0.39 24.06i(},31 44-42i().51 31.861()_49 27.40:0_41 29.63:0.32 37403:&0.30
Qwen-3.5-9B
Base 50.41;&0,00 54,18;&0,00 67,27i0‘00 78.18i0‘00 62.51:&0‘00 15.84;&0,00 12.40:&0‘00 14.12:&0‘00 38432:&0_00
DPO NeurIPS 2023 49.02+0.52 52.8440.49 657140.36 75.6240.89 060.80+0.45 | 344140.42 29.80+0.36 32.11+0.28 | 46.4640.27
ConfPO ICML 2025 | 49.85+0.56 53.7240.49 66.0240.34 76.36+40.93 61494046 | 35.844+0.47 31.804+0.40 33.82+0.31 | 47.6640.28
SePO EMNLP 2025 | 48.3410.50 52.154£0.50 65.0540.35 753l10.91 602140.45 | 36.4610.30 31.60+£0.48 34.0310.31 | 47.1240.27
TI-DPO ICLR 2026 | 49.621+0.62 5348+0.48 00384+0.36 76941092 61.61+0.45 | 34.1640.33 30.504+0.45 32.33+0.28 | 46.97+0.26
AlphaToken 50.1840.54 54.0240.48 67.05+0.35 77.9240.90 62.2940.45 | 38.7640.49 34.6010.37 36.68+10.31 | 4949410 27

Table 2: Preference Optimization main results. Base denotes the UltraChat-200k warm-started reference before
preference optimization. The best and second-best results are highlighted in red and blue, respectively.

where Diifs'her denotes the 1,000 prompts randomly
sampled for Fisher matrix construction. The target-
validation samples are used only to compute target-
side gradients for token valuation and do not di-

rectly contribute to the masked training loss.

5.2 Main Results

Supervised fine-tuning. Table 1 reports SFT re-
sults. AlphaToken achieves the best Overall across
three backbones, improving over the strongest base-
line by 1.54, 2.80, and 2.51 points on Llama-3.2-
3B, Gemma-3-4B, and Qwen-3.5-9B, respectively.
These gains do not come at the cost of target adap-
tation: AlphaToken ranks first on HumanEval for
Gemma-3-4B and Qwen-3.5-9B and second on
Llama-3.2-3B, while matching or exceeding the
strongest competitor on General Capability Avg.
Baselines such as Token Cleaning and STM rely
on a local heuristic that entangles adaptation and
retention. AlphaToken constructs an optimization-
motivated response-token valuation ®(y;) through
gradient alignment with the validation objective,
separately accounting for adaptation and retention
when determining the token mask.

Preference optimization. Table 2 reports the
DPO comparison after UltraChat-200k warm-up.
AlphaToken attains the best Overall score on all
three backbones, improving over the strongest com-
peting baseline by 1.73, 1.54, and 1.83 points. The
improvement is two-sided: Preference Avg. rises
by 2.55, 2.95, and 2.86 points, while General Ca-
pability Avg. rises by 0.91, 0.12, and 0.80 points.
This contrasts with the standard DPO row, where

preference-side gains incur visible retention regres-
sion, and with ConfPO, SePO, and TI-DPO, which
mitigate the alignment tax only on one side. Al-
phaToken instead masks both branches by the com-
posite valuation ®(y;), yielding the two-sided gain
observed above.

5.3 Token Ranking Effectiveness

We test whether the value score ® induces a mean-
ingful token ranking. On Gemma-3-4B/SFT, we
compare the default Top-p policy with two con-
trols under the same retained-token ratio: Random-
p, which selects tokens at random, and Bottom-p,
which selects the lowest-scored tokens. As shown
in Fig. 2, Top-p substantially outperforms both con-
trols. It improves the Overall score by 13.62 points
over Bottom-p and by 7.40 points over Random-p,
with consistent gains in retention and target accu-
racy. This clearly verifies that AlphaToken’s score
is not merely a masking heuristic: high-scored to-
kens are indeed more beneficial for training than
low-scored or randomly selected tokens.

5.4 Analysis of the Fisher-Drift Proxy

AlphaToken replaces the inaccessible retention-
validation gradient with a Fisher-drift proxy. To
verify whether this proxy provides a meaning-
ful retention-aware ranking signal, we construct
a small oracle retention set with 32 held-out ex-
amples and compare each response token’s proxy
score with its oracle retention-gradient score. For
visualization only, both scores are linearly normal-
ized to [—1, 1], which preserves the token ranking
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Figure 2: Token-policy intervention on Gemma-3-
4B/SFT. All policies use the same p=0.5.
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Figure 3: Left: correlation between normalized proxy
and oracle retention scores. Right: Top-p overlap be-
tween proxy- and oracle-selected tokens.

used in the Top-p analysis.

As shown in Fig. 3, the Fisher-drift proxy
is strongly correlated with the oracle retention-
gradient scores and achieves substantially higher
Top-p overlap than random selection. These results
support the Fisher proxy as a reliable ranking signal
for retention-aware response-token selection. De-
tailed experimental setup and additional analyses,
including the comparison between diagonal and
Kronecker Fisher approximations, are provided in
Appendix D.1.

5.5 Component Ablations

Table 3 ablates AlphaToken on Gemma-3-4B/SFT
along two axes: the objective axis (adaptation vs.
stability) specifies what a token’s value rewards,
and the path axis (direct vs. causal) specifies how
that value is attributed along the trajectory. The
full design attains an Overall score of 56.21, above
every single-axis variant. On the objective axis,
Adaptation-only gains +3.33 on Target HE but
loses —3.62 on Gen., while Stability-only shows
the mirror pattern (+1.92/—3.43). The oppositely
signed shifts indicate that the two terms encode
opposing update directions, toward the target vs.
preserving the pretraining distribution, so only their
combination yields a balanced point. On the path
axis, Direct-only lowers Overall by 1.49 with the
loss concentrated on Target HE, whereas Causal-

Ablation Axis Variant Gen. Target HE Overall
Full design Full AlphaToken | 50.26 62.15 56.21
L Adaptation-only | 46.64 65.48 56.06
Objective Stability-only | 52.18 5872 | 5545
Path Direct-only 50.38 59.06 54.72
Causal-only 49.54 56.34 52.94

Table 3: Component ablations on Gemma-3-4B/SFT.
AlphaToken decomposes token value along two axes:
the objective axis, i.e., adaptation vs. stability, and the
path axis, i.e., direct vs. causal.

(@ Selection Ratio (o) (b)
16

Stability Weight () (0 Causal Window (W)

3

A
& A

Accuracy

03 o4 05 06 07 06 09 12 15 18 1 B 16 32 64
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IS g s 16 32 o1
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Retention Adaptation Overall —— Time: Window W Time: Last-K —s— Time: Val. size By,

Figure 4: Parameter sensitivity of AlphaToken on
Llama-3.2-3B/SFT and relative time along W, K, By,).

only degrades it by 3.27, hurting both, indicating
the direct signal is a low-variance backbone and
the causal signal supplies long-range credit assign-
ment, and only their combination recovers 56.21.

5.6 Sensitivity and Computational Cost

Figure 4 studies AlphaToken’s key hyperparame-
ters (p, A\, W, K, By,1) and per-step cost on Llama-
3.2-3B/SFT. For the selection ratio p, retention de-
creases and adaptation increases monotonically as
p grows, and overall score peaks at p=0.5. The sta-
bility weight A trades retention against adaptation,
with overall score peaking at A=1.5. For the causal
window, indicators plateau around W=32; further
enlargement still improves accuracy marginally but
incurs additional compute. For the scoring depth,
K =3 marks a clear knee beyond which gains di-
minish while step time keeps growing roughly lin-
early in K. For the target-validation batch, perfor-
mance gains saturate at By, =32.

5.7 Component-wise Token Attribution

We visualize the four AlphaToken scoring compo-
nents on a representative dynamic-programming
explanation from the Last Stone Weight II task.
Scores are normalized within the same response
segment, with darker colors indicating higher rel-
ative importance. Figure 5 shows that the compo-
nents capture distinct token-level signals. The adap-
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Figure 5: Component-wise token attribution on a
dynamic-programming explanation. The same response
segment is visualized under four components.

tation direct path highlights task-relevant tokens
such as stones, sums, dp table, and weight, while
the adaptation causal path emphasizes reasoning-
organizing tokens such as iterate, backwards, and
avoid double counting. The retention-proxy com-
ponents similarly focus on stable algorithmic con-
cepts and structural reasoning tokens. This case
study suggests that the four components are not
redundant and that direct and causal paths provide
distinguishable valuation signals.

Additional robustness analyses. App. D.1 ana-
lyzes the Fisher-drift proxy; App. D.2 diagnoses
the value-propagation approximation. Apps. D.3—
D.5 provide token coverage, representation stabil-
ity, and attribution analyses. Apps. D.6-D.9 re-
port efficiency, additional dataset and baselines,
preference-optimization ablations, and sensitivity.

6 Conclusion

We introduce AlphaToken, a response-token val-
uation framework for LLM post-training. Alpha-
Token decouples token value into two objectives,
target adaptation and retention stability, and splits
each objective along two paths by combining the
direct signal with its downstream causal-path influ-
ence. As retention data are typically unavailable
in practice, a Fisher-drift proxy anchored at the
pre-trained reference replaces the inaccessible re-
tention gradient, and a Ghost Dot-Product family
extended to token-level computes all four scores at
activation-space cost. Experiments on SFT and PO
across 3B to 9B backbones confirm that AlphaTo-

ken improves the adaptation and retention trade-off
while mitigating catastrophic forgetting.

Limitations

We discuss limitations. (i) Computational over-
head. Under default K=3, W =32, and B,,=32,
per-step overhead remains modest. Nevertheless,
the scoring cost grows with the number of scored
layers, causal window, and validation batch size, so
K, W, and B,, may need re-budgeting for deeper
models or longer contexts. (ii) Retention-proxy
assumptions. The Fisher-drift proxy is tight when
the reference checkpoint is near-stationary for in-
accessible retention loss and the Fisher—Hessian
mismatch is small. For under-trained or heavily
domain-specialized checkpoints, residual and cali-
bration gap may increase, making the proxy nois-
ier. (iii) Hard masking. We instantiate AlphaTo-
ken with a binary top-p mask. Although this is
simple and efficient, it discretizes continuous to-
ken values into hard keep/drop decisions. Soft
reweighting, value-conditioned learning rates, and
schedules over p are left to future work. We do not
foresee ethical risks beyond those inherent to LLM
adaptation.

Ethical Considerations

All datasets used in this work are publicly available
and released under permissive licenses that permit
academic research use. We strictly adhere to their
original licensing terms and citation requirements.
Our experiments rely exclusively on these estab-
lished public benchmarks, avoiding the collection
or processing of any proprietary or sensitive user
information.
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A Token Valuation via In-Run Shapley
from an Optimal Masking View

Setup: fine-tuning as optimal masking. We
reframe token-level data selection as an optimal
masking problem that controls which token-level
losses contribute gradients during optimization, a
perspective shared by selective training and prun-
ing schemes for LLM adaptation (Simoulin et al.,
2024; Pang et al., 2025; Wu et al., 2025). Let
Digain = { (@, y)} be the training corpus with

= [ygl), . ,y%)]. We attach a bi-
nary mask m( € {0,1}” indicating whether to-
ken ylfz) contributes to the gradient. The collection
M = {m®} instantiates token selection as a dis-
crete control variable. The goal is an optimal M*
minimizing a validation loss Ly, on a held-out set

Dya = {(20,y0) }:

response y(?)

H]{/i[n [fval(anyO;g*)a (15)

s.t. " =arg mgn‘ ; E(w(i), y(i) @m(i); 0).
1€ Dirain

(16)

Here y(© © m(® implies the loss is computed only
on unmasked positions, equivalently, masked to-
kens contribute zero gradient—a selective back-
propagation that reallocates compute toward high-
value signals (Simoulin et al., 2024). This is a
token-level analogue of example reweighting and
subset selection (Paul et al., 2021; Killamsetty et al.,
2021).

Token-player utility. For each example
(), y®) define token players u = (i,t) with
token-level loss ¢, (0) (e.g., teacher-forced nega-
tive log-likelihood). Following the Data Shapley
convention, we take the to-be-maximised global
utility to be the negative validation loss of the
trained model,

UM) = — Loa(xo,y0;0*(M)).  (17)
Exact token-level Shapley values under I/ are com-
putationally prohibitive because the per-sequence
player count is large (Ghorbani and Zou, 2019),
motivating an in-run surrogate.

In-run local utility along a single trajectory.
Following Wang et al. (2025a), we replace U (M)
by a sum of local utilities along one optimization
trajectory. Let 8 be the parameters at iteration s,
B, the player set induced by the minibatch, and
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Ss C B; the retained subset. The masked one-step
update is

Os—i-l(ss) = 05 — s Z v9€u(05)7
UESS

(18)
and the local utility is the induced validation-loss
decrease,

As(Ss) = ‘Cval(as) - Eval(03+l(ss))'

The global effect of token retention is approximated
by accumulating A; across steps.

19)

Closed-form token value via first-order lin-
earization. A first-order Taylor expansion of
La1(05+1(Ss)) around 05 gives

AS(SS) ~ _veﬁval(es)T(05+1(Ss) - 95)

=17Ns Z <v0cval(05)7 Vofu(as»-
UES,
(20)
Since Ay(Ss) = 1753 e, au,s is additive in Sy,
the Shapley value of player u at step s collapses to
its individual contribution,

Gu,s = 778<V9£va1(05>7 Veeu(08)>

Within a single training step 7, is shared across
tokens and absorbed into the threshold 7,,; we there-
fore drop it from the main-text ®(y;) formula. Ac-
cumulating across steps, when desired, would sim-
ply weight steps by 7.

2D

Alignment-stability decomposition. AlphaTo-
ken uses a composite validation objective

Eval(a) = Ealign(a) + Aﬁstab(e)a

with L,};n encoding target-task (or preference) util-
ity and L. encoding retention/stability. By inner-
product linearity, Eq. (21) decomposes as

¢u,s =1Ts <V£align(05)a VEu(as»
+ 773)\ <v£stab(05)a Vgu(as»

When retention validation data are unavailable,
Lstap may be replaced by any differentiable proxy;
the derivation only requires V Lgi.p to be com-
putable.

(22)

(23)

Autoregressive downstream influence. Replac-
ing ¢,, with an augmented term ¢, whose gradient
aggregates the position-¢ direct contribution and the
propagation to later positions preserves additivity,
so Eq. (21) generalises to ¢, s = 7}3<Vﬁva1, Vfu>,
unifying immediate learning benefit and down-
stream predictive influence within the same in-run
Shapley framework.

Position relative to prior work. Egs. (15)-(16)
expose existing token-level methods as restricted
families of masks: low-perplexity token learn-
ing constrains m(?) via perplexity profiles (Wu
et al., 2025); Token Cleaning uses token-wise loss
disparity (Pang et al., 2025); explainable filter-
ing applies novelty/reasoning priors (Yang et al.,
2026b); SePO, TI-DPO, and ConfPO impose token
masks or weights to modulate preference gradi-
ents (Christopoulou et al., 2025; Yang et al., 2026a;
Yoon et al., 2025). These designs each optimize a
single proxy signal and are not derived as objective-
aligned solutions to L], leaving systematic con-
trol of plasticity vs. stability ad hoc (Kirkpatrick
et al., 2017; Li and Hoiem, 2018). Our derivation
supplies the missing link.

B Theoretical Analysis

This appendix consolidates every derivation and
proof deferred from the main text. We organise
the material into four parts. App. B.1 sets up the
causal gradient decomposition, derives the analyti-
cal form of the cross-position Jacobian, and proves
universality across SFT and DPO. App. B.2 estab-
lishes the three GDP factorizations. App. B.3 gives
the complete proof of the Value-Propagation ap-
proximation bound. App. B.4 gives the complete
proof of the retention proxy bound, including a
fine-grained decomposition of the Fisher—Hessian
gap. Notation matches Sec. 3 and Sec. 4.

B.1 Causal Gradient Decomposition
B.1.1 Notation

A decoder-only Transformer is parameterised by
6={6'}L . For input = and length-T response y,
the layer-/ hidden state at position ¢ is hl € RY, with
hio) the input embedding. The training objective
factorizes as £(0) = Zgzl 01,(0). Causal masking
enforces that h! depends strictly on {h!™'},<y,
so any token y; enters L both directly via ¢; and
indirectly via every £ with k>t.

B.1.2 Direct and Causal Components

Define Vo L" as the gradient component causally
attributable to position ¢ through the immediate
self-term and the single-hop cross-position trans-
fer. Routing each future loss ¢ (k >t) backward
through the layer-/ attention transfer J ,i , and iso-
lating the self-term k=t yields 7

T L
Vol =Voli+ > Y 8.Ji,0 " (24)
k=t+1 I=1
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with &), £ 9(,,/Oh}, € R™4, J} £ Oh Johi™",
and ®/71 2 9h!=1/96. Eq. (24) reproduces
Eq. (3). Each additional cross-position hop intro-
duces one further Jacobian factor J _l,., so an m-hop
path decays as O(d,:m/ 2) in the score-propagation
component (App. B.3); the single-hop transfer is
the dominant channel under saturated and sparse
attention regimes.

B.1.3 Cross-Position Jacobian

At layer [, attention projects h'"! via
Wé)? W}O W‘l/, producing weights
softmax;(q (k!)"/\/d,) and output
ol =>4 aiﬂfvé. Differentiating o}, w.r.t. b}~
for t < k separates two channels:

1
O =

l
80%71»

502 Lol l
-1 kit \4 -1 1
oh! N Zi — Oh}

(25)

Value-Propagation

Score-Propagation

Applying 8a§€7i/86§€’t = afai(&it—a%’t) with efm =
qL.(k!)" /+/d}, collapses the Score-Propagation to

o
P athScore =

kte 1 1 l INT
—=(v;—0})®(qr.(W . (206)
\/@( t kz) ( k( K) )
Combining,
1
Q.
Tir=al Wit (v—oh) o (e (W), (27)

where the Score-Propagation inherits a 1/+/dj, at-
tenuation directly from dot-product attention, jus-
tifying the Value-Propagation approximation in
App. B.3.

B.1.4 Universality across SFT and DPO
Eq. (24) is independent of the choice of .

SFT. With Lggr = Ek fp, and f, =
—log mo(yk|x, Yy<r), summing Eq. (24) over ¢ triv-
ially recovers Vo Lsrr=>_, Vol

DPO. The sequence-level objective
Lppo = —logo(s) unrolls via V[—logo(s)] =
—o(—s) into  per-position  pseudo-losses
Ef =4w(—log Wg(y,ﬂw, yfk)) with w2 Bo(—s).
Define the formal token-routing notation

L
Vol lu, 2 D 0LJL, 0 (28)
=1

i.e., the contribution of fz that backpropagates
through position ¢’s hidden state at layer [. In a

causal LM, V(! = D i<k Vgﬁ,j |via ¢ Substituting
and swapping the order of summation,

[yt & ly*| ly |
szgzz‘vialzz(vﬂztﬂviaﬁ‘r Z Velevia l)- (29)
k=1t=1 t=1 k=t+1

The summand inside the parenthesis matches
Eq. (24) term-for-term; the rejected branch follows
symmetrically with the sign of w reversed.

B.2 Ghost Dot-Product Factorizations

We prove the three GDP identities used in Sec. 3.4.
Two elementary facts: every token-level linear-
layer gradient is rank-1,

Vwily = 6 @hl; (30)
and the Frobenius inner product of two rank-1 ten-
sors decouples,

(u@v, v/'e@v)p = (u,d)(v,v'). (31
We never materialize full parameter gradients in
any of the three forms below.

B.2.1 Direct Token Alignment (A-A)

For each validation token v € Vg, the per-token
gradient V14, = 8, ®h! is rank-1, so applying
Eq. (31) to Eq. (30) gives

(Vwily, Vygily) o =(8;,8,Xhi, hl).  (32)
Averaging over Vi keeps the score scale invariant
to validation batch size; summing further over [
yields ®dir(y,). This A—A factorization follows the

tgt
construction of Wang et al. (2025a).

B.2.2 Causal Token Alignment (A-A causal)
Under the Value-Propagation approximation J ,lg =
aiﬁkW{/, where aiﬁ\k = a%t, the cross-
position contribution becomes rank-1 in the value-
projection parameters,
~ Al ! -1

Vwi bsk =y, (0,@hy ), (33)
with the shorthand ozi N aﬁc ;- For each valida-
tion token v € Vg, applying Eq. (31) once more
gives

<VWé,ZHk, Vwilo)p = (81, 8,) (R R (34)

Averaging this quantity over v € Vi and summing
cau

over [ € S and future positions k yields @3 (v:).
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B.2.3 Activation—-Parameter GDP for the
Retention Proxy (A-P)

The retention proxy gpm = Fref(0 — Orer) is a
fixed parameter-space vector and is not the back-
propagated output of any sample-level loss; it
cannot be expressed as dyay ® hya, so Eq. (31)
does not apply. We exploit only the rank-1 form
Eq. (30) of the token gradient. Writing V! £
Fyp ©(W!-WL,), where Fyy1 £ Diag(Fref) |y
is the layer- slice of the diagonal Fisher (refreshed
once per training step), and using the trace identity
(u@v, M)p=u'Mwv,

<vwlzt,vl>F = BHT" ViRl (35)

Stacking activations for 7' tokens into H' &
RT*din and errors into A! € RT*dout ]l T scores
collapse to one GEMM H! (V)T ¢ RT*dout_ fo]-
lowed by an element-wise product with Al and
summation over the output dimension, with com-
plexity O(T'dindont). We apply this factorization
to all linear layers in attention and MLP blocks;
embedding and Im_head layers are excluded from
the scoring layer set S. For LoRA-adapted lay-
ers, Fyy: is computed and contracted on the LoRA
factors A, B separately; the cache is small. The
same construction with o ., 8% and h!~1 gives the
causal proxy term analogously to Eq. (34).

B.3 Value-Propagation Approximation Bound

We prove the bound on the residual between
the exact cross-position Jacobian and its Value-
Propagation approximation J, }C,t = ol Wi.
From Eq. (27), the residual equals the Score-
Propagation component exactly:
l
A «

Rucons £ T} =Ty =72 (v —0) © (ak(Wo)'),
where O‘f: N 0‘5« ; €10, 1] denotes the scalar atten-
tion weight by which future position % attends to
source position .

(36)

Operator-norm bound. For any rank-1 outer
product, [lu @ vllop = [[ullz|v]l2.  Applying
this to Eq. (36) and bounding gL (Wk)"|]2 <
i 12 Wi llop.

Rucorllop < 22 f =4zl [ Wy

Vi

Letting Q £ supy; [|q}[l2 and C' £ Q [W||op.
both finite for any well-defined Transformer,

(37

C
||RscoreHop < \/T—hai_)k H'Uzlf_oggHQ' 38)

Saturation analysis. Eq. (38) vanishes at both
extremes of the attention regime:

» Sparse attention (ai _ — 0): the prefactor drives
the residual to zero directly.

e Saturated attention (ai _ — 1): the output 02, =
l l l l l
>_; Q. ;v; collapses to vy, so [[v; — 0y [l2— 0.

Combined with O(1/+/dy), this proves Rgcore 1S
small in both regimes. An empirical verification is
given in App. D.2.

B.4 Fisher Drift Proxy without Retention
Data

We prove the data-free retention proxy bound
and decompose its Fisher—Hessian-gap term into
individually controllable pieces. Let L (0) £
E(2,y)~Del—10g o (y|T)] be the unobserved reten-
tion loss, and define

Gideal éVB»Cret(a)v gprxéEef(o_eref)a (39)

with F.s the Monte-Carlo Fisher of Sec. 3.3. Our
goal is a bound on || gidea—gpr« || that never evaluates
expectations on Dyy.

B.4.1 Second-Order Taylor Expansion

Assume L € C? on a neighbourhood containing
both O, and 6, and let A@ 2  — O,.;. Taylor’s
theorem with mean-value remainder gives

Gideal =70 + H A0 + %V?’[,ret(ﬁ)[AH, AG], (40)
for some & € [Orer, 8], Where 79 = V Ly (Orer) and
Hyi £ V?L(Orf). Subtracting prx = FretAO
and applying the triangle inequality,

gideat—Gor | < [[7oll + | Huea— Fre- | A0] + 221 20)%, (41)

where Mgésupge[e 6] V2 Liet(€) [l op-

Remark on ||7y||. The retention loss is defined
over a (potentially heterogeneous) collection of
downstream tasks, and pre-training is performed on
a different, language-modelling distribution. We
therefore do not claim ||rg|| = 0; rather, ||ro|| is
small to the extent that retention performance inher-
its the pre-training optimum, and is upper-bounded
empirically by measuring the gradient norm of the
reference checkpoint on a held-out probe.

ref

B.4.2 Decomposing the Fisher-Hessian Gap

As Fis is diagonal by construction (Sec. 3.3), we
decompose || Hyet — Fref|| into a diagonalisation
residual, a calibration gap, and a Fisher transfer

20043



error. We introduce the auxiliary diagonal reten-
tion Fisher

Fy 2 Ding( B o, [Volozpo (312)°7] ). (42)

which uses retention prompts but model-sampled
labels and serves purely as an analytical object. By
the triangle inequality,

| Hret — Frefl| < || Hret — Diag(Hyed) || +||Diag(Hrer) —F,LH+HF,L —Fef| -
—_———

Aoft Al Fisher transfer

Diagonalisation residual Ayg. This term cap-
tures the off-diagonal mass of H . and reflects the
standard diagonal-Fisher modeling choice adopted
by EWC (Kirkpatrick et al., 2017) and related meth-
ods. It depends only on the local curvature of L
at O and is independent of the input distribu-
tion used to construct Fier. Since gpy = FetAO
acts only through the diagonal subspace, A is
absorbed multiplicatively by ||A@||, which value-
aware masking actively keeps small throughout
training.

Calibration gap Ac;. Under the maximum-
likelihood condition—i.e., when pg_ (y|x)
matches the conditional law of D,,—the Fisher
information equals the negative log-likelihood Hes-
sian (Martens, 2020), yielding F;Lt = Diag(Het)
and A, =0. For a publicly released checkpoint,
A is upper-bounded by the residual KL diver-
gence between the model’s predictive distribution
and the data-generating conditional, which is small
for well-calibrated pre-trained models.

Fisher transfer error. Both FrTet and Fir eval-
uate at the same O, and use labels drawn
from the same conditional pg_(-|x); they dif-
fer only in the input distribution. Letting L,
be the Lipschitz constant of the map = —

Diag(Egp,_(|x)Volog po.(glx)“?]).

|FL—Fetl] < Ly Wapp (), palz)). (43)

This bound depends only on the linguistic represen-
tativeness of X'. Reusing Dy prompts as X keeps
the Wasserstein distance small in practice, as both
share the surface morphology of natural language.

B.4.3 Final Bound and Data-Free Reliability

Combining the residual, Fisher—Hessian mismatch,
diagonalization, and higher-order terms, we obtain

lIgidear = Gpex | < [[70l] + (Dofr+ Dcar+LgWa)- [ AO] + 32 AO*.

Each of {||7¢]|, Acat, LgW2, M3} is controlled un-
der conditions our framework already enforces or
that public checkpoints already satisfy, while the
diagonalisation residual A follows the standard
diagonal-Fisher modeling choice and is absorbed
multiplicatively through ||A@||, which value-aware
masking keeps small throughout training. The
decomposition introduces Dy only as an analyti-
cal object for bounding the approximation error—
AlphaToken never evaluates these expectations or
accesses retention examples during training, and
only uses Fi.r constructed from X'.

C Experiment Details

C.1 Baseline Details

We compare AlphaToken with representative base-
lines for supervised fine-tuning and preference op-
timization.

Supervised fine-tuning baselines. For SFT,
we compare against full fine-tuning, parameter-
efficient tuning, sample selection, token selection,
and forgetting-resistant methods.

e Pre-trained: The original backbone before
target-task fine-tuning, used as the reference
point for measuring adaptation and forgetting.

e Standard FT: Full-parameter fine-tuning with
the standard response-token cross-entropy loss.

* LoRA (Hu et al., 2022): A parameter-efficient
baseline that freezes the backbone and updates
low-rank adapter parameters.

* LESS (Xia et al., 2024): A sample-level selec-
tion baseline that selects training examples by
gradient similarity to a target validation set.

* Token Cleaning (Pang et al., 2025): A token-
filtering baseline that masks low-quality tokens
using token-wise loss-discrepancy signals.

e STM (Wu et al., 2025): A token-masking base-
line that selects response tokens according to
local likelihood or perplexity-based statistics to
mitigate forgetting.

* XTF (Yang et al., 2026b): An explainable token-
filtering baseline that scores tokens by task rele-
vance, novelty, or reasoning-related criteria.

e sSTOKEN (Qin et al., 2026): A selective
response-token training baseline under a fixed
retained-token budget.
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* Wise-FT (Wortsman et al., 2022): A forgetting-
resistant baseline that interpolates pre-trained and
fine-tuned weights.

* FLOW (Sanyal et al., 2025): A conservative fine-
tuning baseline that upweights easier or more
stable samples to reduce forgetting.

* TALR (Lin et al., 2026): A token-level reweight-
ing baseline that suppresses unstable token up-
dates during fine-tuning.

Preference-alignment baselines. For preference
optimization, all methods start from the same
UltraChat-200k SFT warm-start checkpoint and
train on the same UltraFeedback preference data.

* Base: The UltraChat-200k warm-started model
before preference optimization.

* DPO (Rafailov et al., 2023): The standard
sequence-level preference-optimization baseline.

¢ ConfPO (Yoon et al., 2025): A confidence-aware
preference-optimization baseline that down-
weights uncertain preference signals.

* SePO (Yang et al., 2025): A selective preference-
optimization baseline that applies preference gra-
dients to more informative response parts.

* TI-DPO (Yang et al.,, 2026a): A token-
importance-based DPO baseline that reweights
or selects influential tokens in preference pairs.

AlphaToken differs from these baselines by es-
timating response-token value through gradient
alignment, decomposing it into adaptation and
stability terms, and further separating direct and
causal-path effects.

C.2 Training Data Details

We use separate training data for supervised fine-
tuning and preference optimization. For supervised
fine-tuning, we use Magicoder (Wei et al., 2024) as
the target-task corpus. Magicoder is an instruction-
code dataset designed for code generation, where
each instance contains a natural-language program-
ming instruction and a reference solution. We
train SFT models by applying the standard causal
language-modeling objective only on response to-
kens, with AlphaToken or the corresponding base-
line deciding which response-token losses are re-
tained when token selection is used.

For preference optimization, we follow a two-
stage training pipeline. First, each pre-trained back-
bone is warm-started with supervised fine-tuning

Dataset Usage Size

75K instructions
200K conversations
63.6K preference pairs

Magicoder
UltraChat-200k
UltraFeedback

SFT target-task training for code generation
SFT warm-start for preference optimization
Preference optimization

Table 4: Summary of training datasets used in our ex-
periments.

on UltraChat-200k (Ding et al., 2023), which pro-
vides multi-turn instruction-following conversa-
tions and converts the base model into a chat-
capable reference model. Second, preference op-
timization is performed on UltraFeedback (Bar-
tolome et al., 2023). We use the binarized prefer-
ence format, where each instance pairs a prompt
with a preferred response and a rejected response,
enabling DPO-style objectives to increase the rela-
tive likelihood of the preferred response over the re-
jected one. All preference-alignment baselines and
AlphaToken use the same warm-start checkpoint
and preference-training split. Table 4 summarizes
the training datasets used in our experiments.

C.3 Evaluation Details

We evaluate model performance from two perspec-
tives: general capability retention and post-training
target performance. For supervised fine-tuning,
HumanEval (Chen et al., 2021) is used as the
target-task benchmark for code generation, while
ARC-C (Clark et al., 2018), HellaSwag (Zellers
et al.,, 2019), MMLU (Hendrycks et al., 2021),
and GSM8K (Cobbe et al., 2021) evaluate gen-
eral capability retention. For preference optimiza-
tion, AlpacaEval 2 (Li et al., 2023) and Arena-
Hard v0.1 (Tianle Li*, 2024) are used to evalu-
ate instruction-following preference performance,
while the same four general benchmarks, ARC-
C (Clark et al., 2018), HellaSwag (Zellers et al.,
2019), MMLU (Hendrycks et al., 2021), and
GSMBS8K (Cobbe et al., 2021), are used to measure
retention. All reported numbers are percentages.
General Capability Avg. is the arithmetic mean
over ARC-C, HellaSwag, MMLU, and GSM8K.
For SFT, Overall is the arithmetic mean of Gen-
eral Capability Avg. and HumanEval PASS@1.
For preference optimization, Preference Avg. is
the arithmetic mean of AlpacaEval 2 and Arena-
Hard v0.1, and Overall is the arithmetic mean of
General Capability Avg. and Preference Avg. Ta-
ble 5 summarizes the evaluation benchmarks and
metrics.

* ARC-C (Clark et al., 2018): ARC-Challenge
is a multiple-choice science QA benchmark for
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Benchmark Aspect Metric Setting
ARC-C General capability retention | Accuracy 0-shot
HellaSwag General capability retention | Accuracy 0-shot

MMLU General capability retention | Accuracy 5-shot
GSMBK General capability retention | Exact-match accuracy | 5-shot
HumanEval SFT target-task adaptation | PASS@1 0-shot
AlpacaEval 2 Preference optimization Win rate Standard judge
Arena-Hard v0.1 | Preference optimization Win rate Standard judge

Table 5: Evaluation benchmarks and detailed settings.

grade-school scientific reasoning. Each question
requires selecting the correct answer from several
candidates. We report Accuracy.

HellaSwag (Zellers et al., 2019): HellaSwag
evaluates commonsense natural language infer-
ence. Given an event description or partial con-
text, the model selects the most plausible contin-
uation from candidates. We report Accuracy.

MMLU (Hendrycks et al., 2021): Massive Mul-
titask Language Understanding evaluates knowl-
edge and reasoning across domains, including
STEM, humanities, social sciences, and profes-
sional knowledge. We report 5-shot Accuracy.

GSMSK (Cobbe et al., 2021): GSMSK evaluates
mathematical reasoning on grade-school word
problems. The model must generate a numerical
answer after multi-step reasoning. We report
exact-match accuracy after answer extraction.

HumanEval (Chen et al., 2021): HumanEval
evaluates correctness for code generation. Each
problem provides a Python function signature
and natural-language description, and the solu-
tion is judged by hidden unit tests. We report
PASS @1 with one solution per problem.

* AlpacaEval 2 (Li et al., 2023): AlpacaEval 2
evaluates instruction-following through pairwise
automatic judging. The judge compares model
responses against reference or baseline responses
under the official protocol. We report win rate.

¢ Arena-Hard v0.1 (Tianle Li*, 2024): Arena-
Hard v0.1 is a challenging instruction-following
benchmark designed to better separate strong
aligned models. It uses pairwise automatic judg-
ing on hard user queries. We report win rate.

We use the following metrics in our experiments.

* Accuracy (ACC) measures the proportion of cor-
rect predictions across examples. For multiple-
choice benchmarks, the prediction is correct if

the selected option matches the reference answer:

N
1 X
ACC= L) 1[G €], (44)

=1

where N is the number of evaluation examples,
7; is the model prediction, and ); is the set of
acceptable answers for the ¢-th example.

¢ Exact Match (EM) measures whether the nor-
malized prediction exactly matches the normal-
ized reference answer:

N
EM — % ; 1[norm(y;) = norm(y;)], (45)

where y; is the reference answer and norm(-)
denotes the benchmark-specific answer normal-
ization function.

* PASS@1 measures whether a single generated
program passes all unit tests for a HumanEval
problem:

N
1 R
PASS@1 = N El L[tests(é;) = 1],  (46)

where ¢; is the generated code for the ¢-th prob-
lem and tests(¢;) = 1 indicates that all associ-
ated unit tests are passed.

* Win Rate (WR) measures the pairwise prefer-
ence performance on AlpacaEval 2 and Arena-
Hard vO0.1:

_ Nwin +0.5 Ntie

W
R N ,

(47)
where Nyin, and N denote the number of wins
and ties assigned by the automatic judge, and N
is the total number of judged examples.

C.4 Implementation Details

All methods are implemented under a unified post-
training setup and optimized with AdamW using
a cosine learning-rate scheduler. We use bfloat16
mixed-precision training and gradient checkpoint-
ing for all backbones. For supervised fine-tuning on
Magicoder (Wei et al., 2024), we use a global batch
size of 64, a maximum sequence length of 4096,
and train for 3 epochs. For preference optimization,
we first warm-start each pre-trained backbone on
UltraChat-200k (Ding et al., 2023) with a global
batch size of 128, a maximum sequence length of
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2048, and 2 epochs of SFT. We then perform pref-
erence optimization on UltraFeedback (Bartolome
et al., 2023) with a global batch size of 64 prefer-
ence pairs, maximum prompt length 1024, maxi-
mum response length 1024, and 3 training epochs.
The peak learning rate is 2 x 10~° for Llama-3.2-3B
and Gemma-3-4B, and 1x107° for Qwen-3.5-9B.

For preference optimization training, the SFT
warm-start checkpoint is used as the reference
model. We set the DPO temperature coefficient
to f = 0.1. The peak learning rate is 2x1076
for Llama-3.2-3B and Gemma-3-4B, and 1x 106
for Qwen-3.5-9B. Hyperparameters are selected
according to the target validation split and used for
the final run. The same tokenizer, chat template,
optimizer, scheduler, batch construction, and eval-
uation protocol are used for all methods under the
same backbone. Package versions, preprocessing
scripts, decoding parameters, judge settings, and
answer-extraction rules are provided in the anony-
mous code repository.

For LoRA (Hu et al., 2022), we insert low-rank
adapters into the attention and MLP projection lay-
ers and tune only the adapter parameters. For
data-selection and token-selection baselines, in-
cluding LESS (Xia et al., 2024), Token Clean-
ing (Pang et al., 2025), STM (Wu et al., 2025),
XTF (Yang et al., 2026b), ssTOKEN (Qin et al.,
2026), ConfPO (Yoon et al., 2025), SePO (Yang
et al., 2025), and TI-DPO (Yang et al., 2026a),
we follow the official implementation and rec-
ommended settings. When a method requires a
retained-token ratio, we use the same retained ra-
tio as AlphaToken to ensure a matched effective
token budget. All experiments are conducted on
4xNVIDIA A100 GPUs.

C.5 Training and Validation Setup

AlphaToken requires two auxiliary signals during
training: a target-side validation gradient and a
data-free retention proxy. For the target-side signal,
we hold out a validation subset of size By, = 32
from the training corpus. For SFT, this subset is
sampled from Magicoder (Wei et al., 2024); for
preference optimization, it is sampled from Ultra-
Feedback (Bartolome et al., 2023). These valida-
tion examples are used only to compute the target-
side gradient signal in Eq. (8) and Eq. (9); they are
excluded from parameter optimization.

During AlphaToken training, we concatenate
the fixed target-validation mini-batch with each
training mini-batch and obtain the validation-

side activation and error signals in the same for-
ward/backward pass. The validation-side token sig-
nals are averaged over validation tokens to keep the
scale independent of B,,;. By default, AlphaToken
scores response tokens using the last K = 3 Trans-
former layers, causal window W = 32, retained-
token ratio p = 0.5, and stability weight A = 1.5.
The threshold 7, is computed within each train-
ing batch, so that each batch retains the top-p re-
sponse tokens according to the composite value in
Eq. (12).

For the retention proxy, we construct the diago-
nal Monte-Carlo Fisher once before training from
1,000 prompts sampled from the current training
distribution. For SFT, the reference checkpoint @,¢¢
is the original pre-trained backbone. For preference
optimization, 0, is the UltraChat-200k warm-start
checkpoint before DPO optimization. Labels used
in the Monte-Carlo Fisher are self-sampled from
De,.;» SO no retention validation data or old-task
examples are required. The resulting diagonal
Fisher is cached throughout training. At each step,
AlphaToken refreshes the layer-wise proxy slice
Vi = Fy © (W — W!,) and computes the
activation—parameter contraction in Eq. (11).

For Alpha-DPO, token values are computed sep-
arately for the chosen and rejected responses us-
ing the DPO-scaled token-level error signals. The
sequence-level DPO coefficient is computed from
the unmasked preference logit and detached from
the token mask. The chosen and rejected branches
use separate within-branch top-p thresholds, pro-
ducing masks m;" and m; . These masks are de-
tached before the final loss computation, so Alpha-
Token changes only which response-token losses
receive gradients and does not introduce second-
order gradients through the valuation procedure.

D Extended Experimental Analysis

D.1 Additional Analysis of the Fisher-Drift
Proxy

This appendix provides the detailed setup and ad-
ditional results for the Fisher-drift proxy analysis
summarized in Sec. 5.4.

For diagnosis, we build a small oracle retention
set with 32 held-out examples, including 8 exam-
ples from each of ARC-C, HellaSwag, MMLU,
and GSMSK. These examples are used only for
this analysis and are excluded from training, Fisher
construction, hyperparameter tuning, and model
selection.
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Variant Retention Avg. HE Overall Rel. Time
No Fisher proxy 43.18 44.36 43.77 0.94 x
Diagonal Fisher 45.47 43.98 44.73 1.00 x
Kronecker Fisher 45.56 44.02 44.79 1.28x

Table 6: Fisher comparison on Llama-3.2-3B/SFT.

For each response token, we compare its Fisher
proxy score with its oracle retention-gradient score
computed from the held-out retention set. Since
raw gradient inner products are scale-dependent
and heavy-tailed, both scores are linearly normal-
ized to [—1, 1] for visualization only, preserving
the token ranking used in the Top-p analysis.

We further study whether the diagonal Fisher
approximation used in AlphaToken is sufficient for
the data-free retention proxy on Llama-3.2-3B/SFT.
Table 6 compares the default diagonal Fisher with a
more expensive Kronecker-factored approximation,
while keeping all other settings fixed.

The Kronecker Fisher brings only a small im-
provement over the diagonal approximation while
substantially increasing scoring cost. In contrast,
diagonal Fisher achieves nearly the same retention
and overall performance with much lower overhead.
Removing the Fisher proxy yields slightly higher
target adaptation but noticeably weaker retention,
confirming the importance of the Fisher-weighted
drift signal. These results support diagonal Fisher
as a practical default for AlphaToken.

D.2 Value-Propagation Approximation
Diagnostics

We provide two complementary diagnostics for
the Value-Propagation approximation used in the
causal path. First, we directly compare the approx-
imate propagation score with the full propagation
score that retains the score-propagation term. On
Llama-3.2-3B under SFT, we sample 2,000 causal-
window token pairs from the scoring layers of train-
ing batches and compute both scores for each pair.
Table 7 reports the resulting numerical error and
ranking consistency.

The results show strong agreement between the
approximate and full propagation scores. The nu-
merical errors remain small, while the correlations
and Top-q overlaps indicate that Value-Propagation
largely preserves the token ranking induced by full
propagation. These results provide direct empiri-
cal support for the approximation accuracy used in
AlphaToken.

Second,

Fig. 6 examines whether the

Diagnostic Value
Sampled causal-window token pairs 2,000
MAE 0.031
RMSE 0.044
95th-pct. absolute error 0.086
Normalized MAE 8.6%
Pearson correlation 0.84

Spearman correlation 0.87

Top-10% overlap 81.5%
Top-30% overlap 89.5%
Top-50% overlap 94.9%

Table 7: Accuracy diagnostic between full propagation
and the Value-Propagation approximation.

approximation-risk factor remains small un-
der the actual training distribution. We collect
causal-window token pairs from the scoring layers
during training and visualize the joint distribution
of the attention weight O‘f: _,. and the normalized
value-output deviation d = |lv; — ogll2/V/dp.
The top and right marginal curves show that both
quantities are highly skewed toward small values.
More importantly, most token pairs concentrate in
the lower-left region of the joint space, indicating
that they either receive small attention weights,
have small value-output deviation, or both.

The dashed curves mark levels of the product
«-d, which serves as a proxy for the approximation-
risk factor appearing in the Value-Propagation error
bound. Approximately 97% of the sampled token
pairs satisfy ad < 0.05, and approximately 99%
satisfy ad < 0.10. Thus, high-risk pairs with both
large attention weight and large value-output de-
viation are rare, while most token pairs fall below
the low-risk contours. This pattern further supports
Value-Propagation as a practical causal-path esti-
mator: for most token pairs encountered during
training, the residual score-dependent component
remains concentrated in low-risk regions.

D.3 Token-Coverage Effect of AlphaToken

We further examine whether the causal-path term
changes the types of response tokens selected
by AlphaToken. We visualize contextual embed-
dings under four policies: random selection, low-
perplexity selection, direct-only valuation, and full
AlphaToken, all retaining 50% of tokens. For
comparability, we fit one t-SNE projection on the
union of selected embeddings and use the same
two-dimensional coordinates for all policies.
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Figure 6: Value-Propagation approximation diagnos-
tics. We visualize the joint distribution of attention
weight o!_,, and normalized value-output deviation
d = ||vy — ok||2/v/dy, over causal-window token pairs.
Marginal density curves are shown on the top and right.
Dashed curves indicate constant approximation-risk lev-
els measured by « - d. Most token pairs concentrate
in low-risk regions, suggesting that the omitted score-
propagation term is typically limited.

Figure 7 shows that Low-PPL selection concen-
trates in a narrow embedding region, suggesting a
preference for easy or fluent tokens. Direct-only
valuation covers a broader region but remains visi-
bly clustered, indicating that local signals may miss
broader downstream-context roles. In contrast, Al-
phaToken distributes selected tokens more evenly,
suggesting that the causal-path term recovers to-
kens with diverse contextual roles rather than only
strong immediate signals. Random selection also
covers a broad region, but unlike AlphaToken, it is
not value-aware and does not distinguish tokens by
their contribution to adaptation or retention.

D.4 Retention-Probe Representation Stability

We examine whether AlphaToken better preserves
the representation geometry of general-capability
inputs after fine-tuning. We sample 1,000 Hel-
laSwag prompts as retention probes and feed them
into the pre-trained and fine-tuned models. For
each prompt, we mean-pool the last-layer hidden
states over non-padding tokens. For each backbone,
we fit a shared t-SNE projection over pre-trained
and post-fine-tuning representations, and visualize
Standard FT and AlphaToken under the space.
Figure 8 shows that Standard FT causes a clear
distributional shift across all three backbones, re-
flected by displaced point clouds, marginal densi-
ties, and confidence ellipses. This suggests that
direct target optimization substantially perturbs the
representation geometry of retention probes. In
contrast, AlphaToken produces post-fine-tuning

Random-50% Low-PPL-50%

5 s0 50

25 0 2 5 E)
t-SNE Component 1

" -SNE Component 1

Direct-only Top-50% AlphaToken Top-50%

50 25 0 s E) S0 BT o % E)
t-SNE Component 1 t-SNE Component 1

Figure 7: t-SNE visualization of contextual embeddings
of selected response tokens. All policies retain 50% of
response tokens and use the same t-SNE space fitted
on all selected token embeddings. Low-PPL selection
concentrates in a narrower region, while Direct-only
favors locally salient tokens. AlphaToken covers the
space more evenly, suggesting that the causal-path term
selects tokens with more diverse contextual roles.

representations that overlap more closely with
the pre-trained distributions across Llama-3.2-3B,
Gemma-3-4B, and Qwen-3.5-9B.

These results complement the main retention
metrics. By selectively allocating gradient flow to
high-value response tokens, AlphaToken reduces
updates from less useful positions and better con-
strains representation-level drift, supporting its im-
proved adaptation—retention trade-off.

D.5 Qualitative Token-Level Visualizations

To complement Sec. 5.7, we provide additional
qualitative visualizations on three SFT training
examples. While Sec. 5.7 decomposes Alpha-
Token into four components on one dynamic-
programming example, this appendix visualizes the
final token value ® on more response fragments.
Scores are normalized within each example, with
darker colors indicating higher relative value.

Figure 9 shows that high-value tokens often align
with structurally important program elements. In
the AVL-tree example, they concentrate around
height updates, balance-factor checks, and rota-
tions such as leftRotate and rightRotate. In
the linked-list example, AlphaToken highlights
pointer-manipulation tokens for insertion and re-
versal, including newNode.next, current.next,
prev, nextNode, and the final head update. In
the GridMaster example, high-value tokens appear
around DFS/BFS control flow, including direction
maps, inverse moves, target detection, recursive
exploration, and backtracking.
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(a) Standard SFT on Llama-3.2-3B

(b) Standard SFT on Gemma-3-4B

(c) Standard SFT on Qwen-3.5-9B
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Figure 8: Retention-probe representation stability. We visualize t-SNE distributions of pre-trained and post-fine-
tuning prompt representations on 1,000 HellaSwag retention probes. Standard FT induces larger shifts, while
AlphaToken keeps post-fine-tuning representations closer to the pre-trained distribution across three backbones.

These examples suggest that ® is not uniformly
distributed over tokens, but emphasizes tokens gov-
erning control flow, state transitions, pointer up-
dates, and search behavior. This provides qualita-
tive evidence that AlphaToken selects semantically
and causally meaningful response positions across
SFT coding tasks, rather than surface-level or uni-
formly distributed tokens.

D.6 Running Time Analysis

We evaluate the efficiency of response-token se-
lection methods on Llama-3.2-3B under matched
hardware and training settings. We focus on meth-
ods with explicit token scoring, selection, masking,
or reweighting modules. Train Time denotes the
wall-clock time for one training epoch, including
scoring or selection, mask construction, and param-
eter updates. Peak Sel. Mem. records the maxi-
mum GPU memory during response-token scoring
and mask construction. SFT is measured on Magi-
coder, while preference optimization is measured
on UltraFeedback after the shared UltraChat-200k
warm-up. One-time preprocessing, such as con-
structing and caching the Monte-Carlo Fisher, is
excluded.

Table 8 reports the SFT efficiency profile. To-
ken Cleaning is the cheapest because it mainly
uses local discrepancy signals. STM, XTF, and

Method Train Time Peak Sel. Mem.
(h/epoch) (GB)

Token Cleaning 5.92 18.74

STM 6.31 21.58

XTF 6.57 24.36

ssTOKEN 6.48 23.91

AlphaToken 7.34 28.62

Table 8: Efficiency profile of token selection methods in
SFT on Magicoder with Llama-3.2-3B. Train Time de-
notes one complete training epoch, and Peak Sel. Mem.
denotes peak GPU memory during response-token scor-
ing and mask construction.

ssTOKEN add token-level scoring or filtering, lead-
ing to moderately higher time and memory. Al-
phaToken further introduces path-aware adapta-
tion and stability valuation, with memory mainly
from target-side validation signals and activation—
parameter contraction for the Fisher-drift proxy. Its
runtime remains practical while providing stronger
adaptation—retention performance.

Table 9 reports the preference-optimization ef-
ficiency profile. ConfPO has the lowest cost be-
cause its selection signal relies on policy confi-
dence. SePO and TI-DPO add token-level pref-
erence filtering or importance estimation. Alpha-
Token scores both chosen and rejected responses
with target-alignment and stability-proxy signals,
introducing extra valuation cost. The overhead re-
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(a) AVL Tree Insertion and Balancing

class AVLTree :

def insert (self ,foof ,key ): if (position == 0) {
if not Foot : addBeginning (dafd ) ;
return Node (key ) return ;§

elif key < oot .val :

oot .Ieft = self .insert (roof .Ieft .key )
else :

o0t .Fight = sclf .insert (rootf .right key )

Node current =head ;
int GuFFentPosition =0 ;

while (Guffent !'=null & & currentPosition < position - 1) {

o0t .height = 1+ max (self .getHeight (oot .Iefi ), self .
EetHeight (oot .Fight ))
balance = self .geiBalance (oot ) i (. = )
if balance > 1: return ;)
if key < oot .Ieft .val :
return self .FightRotate (oot )
else :
oot .Ieft = self .lefiRotate (root .Ieft )

current — current |fext ;
currentPosition ++ ;}

current .hext — newNode ;}

public void FEVerse () {

return self .rightRotate (oot ) Node prev = null ;
- Node current = head ;
BF RS < :|L: Node nextNode :

if key > root .right .val :
return self .leftRotate (oot )

else :
oot .Fight = sclf .rightRofate ( root .Fght )
return self .JSfiRGEE (F66t )

while (current '=null ) {

current .next = prev ;
Piey — cuirent ;
current = nextNode ;}

return root head = prev ;}

(b) Linked List Pointer Updates
public void AdAATPGSItion ( int position ,int data ) {

Node newNode =new Node (data ); 1%

newNode .next = current .next ;

nextNode = current .next ;

(¢) GridMaster DFS/BFS Debugging
import collections

class Solution :
def FifdSHoHestPath ( SEIf . Mastei :| GridMaster ')-> i :
SeIf 1@if = (U :[:150],!D":[1,0018'L':[05-A15IR ":[0}1 Ios

BN I EfIUfEl'D' U, L'FR IR JE'}

SEIf |giid — collections .defaulidiet (lambda :float (! inf |

) Fo.

#DES mark out the full map

§elf .fargetl = None

Self 1@fS ((050), master )

if SeIf .farget is None {
return -1

#BES find the shortest path

feturn Self .5 ((0.0))

Normalized total token value ®

def @fS (Self | point , master ) : Lea
if master .isTarget ():
self .farget = point
#mark visited node as 0
Self Igrid [point 1= 0
for d in SEIf .dif :
AXEIpoint = (POt [0 )% Self (dif [d ][0 ].poist [1]H
Self @i [d][1])
if master .CanMoyVe (d)and Self .gfd [nxtupoint |—
fioat (1inf '):
imaster |move (d)
Self .@ff ( nxtupoint ,master )
master .move (Self .imvidiE [d])

Figure 9: Additional qualitative token-level visualizations on SFT examples. We visualize the final AlphaToken
token value ® on three response fragments from the training data: (a) AVL-tree insertion and balancing, (b)
linked-list pointer updates, and (c) GridMaster DFS/BFS debugging. Scores are normalized within each example.
Darker colors indicate higher relative token value. AlphaToken assigns higher values to structurally important
tokens, including balance checks and rotations, pointer updates, and DFS/BFS control-flow operations.

Method Train Time Peak Sel. Mem.
(h/epoch) (GB)
ConfPO 5.58 18.96
SePO 6.24 22.47
TI-DPO 6.43 23.68
AlphaToken 7.72 30.14

Table 9: Efficiency profile of response-token selection
methods in preference optimization on UltraFeedback
with Llama-3.2-3B. Train Time denotes one complete
training epoch, and Peak Sel. Mem. denotes peak GPU
memory during scoring and mask construction over cho-
sen and rejected responses.

mains moderate relative to preference-token selec-
tion baselines, and the scoring memory fits within
A100-class GPUs. Overall, AlphaToken achieves
a practical runtime and memory profile while im-
proving the adaptation—retention trade-off.

D.7 More Datasets and Baselines

We further evaluate AlphaToken under an ad-
ditional target domain and stronger forgetting-
resistant baselines. Table 10 reports results on
MetaMathQA, where GSMS8K is the target bench-
mark and HumanEval is part of general-capability
retention.  Standard FT achieves the highest
GSMBSK score but suffers a clear drop in general
capability. In contrast, AlphaToken obtains the best
Overall score and General Capability Avg., while
maintaining the second-best GSM8K performance.
This shows that AlphaToken better balances math-

ematical adaptation and retained general capabili-
ties.

Table 11 compares AlphaToken with forgetting-
resistant baselines on Magicoder. Wise-FT and
FLOW improve retention over Standard FT, and
TALR gives the strongest competing trade-off. Al-
phaToken still achieves the best Overall score, out-
performing TALR by 0.95 points, and also ob-
tains the highest HumanEval and General Capa-
bility Avg. These results indicate that path-aware
response-token valuation remains effective against
dedicated forgetting-mitigation methods.

D.8 Preference-Optimization Ablations

Table 12 ablates AlphaToken under the preference-
optimization setting on Gemma-3-4B. We evalu-
ate three groups of design choices. First, we re-
move either the adaptation or stability objective
to test whether the two valuation objectives are
complementary. Second, we keep only the direct
or causal path to test whether immediate token-
level signals and downstream autoregressive influ-
ence provide non-redundant information. Third,
we ablate two DPO-specific masking designs: us-
ing a shared threshold for chosen and rejected
responses, and computing the DPO coefficient
from the masked preference logit instead of the
unmasked sequence-level logit. The ablation re-
sults show three trends. First, the objective-axis
variants expose the target-retention trade-off in
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General Capability Acc. (%) Target (%) Overall
Model Method
ARC-C HellaSwag MMLU HE Avg. GSMSK Avg.
Pre-trained 51.47+0.00 57.36+0.00 59.58 +0.00 35.4040.00 50.95+0.00 36.96+0.00 43.96+0.00
Standard FT 43.5240.45 514040 38 52.9610.40 28.9040.49 44.2040.22 67.65+0.41 55.9340.24
8 LoRA ICLR 2022 48.9610.36  54.88410.28 55.9240.32 29.9340.51 47.4240.19 62451037 54.94 10 .21
[ LESS ICML 2024 49.97 +0.34 55.94410.30 55.3440.29 304240.44 479240.17 65.42410.38 56.67+0.21
E Token Cleaning ICML 2025 50'15i0.38 55431:&0_35 55.72:&0,34 30,58:&0‘44 47494:&0_ 19 63,20;&0,40 55.57:&0,22
E STM NeurIPS 2025 49.53+0.40 55.70+0.34 56.40+0.27 31.66+0.51 48.3240.19 64.15+0.39 56.2440.22
&} XTF ICLR 2026 48.56+0.39 54.05+0.35 55.80+0.33 30.80+0.52 47.30+0.20 61.9240.37 54.614+0.22
ssTOKEN ICLR 2026 49.74 10 37 54.66+0.31 56.6210.34 31.164+0.51 48.05+0.19 63.60+0.40 55.82410.22
AlphaToken 50.7440.30 56.2140.29 57.8340.28 33.27+0.34 49.5140.15 66.18+0.39 57.85+0.19

Table 10: MetaMathQA fine-tuning results on Gemma-3-4B. The target task is GSM8K. HumanEval (HE) is
reported as part of general capability to assess code-generation retention. Pre-trained models are excluded from
color ranking. The best and second-best results are highlighted in red and blue, respectively.

General Capability Acc. (%) Target (%) Overall
Model Method
ARC-C HellaSwag MMLU GSMSK Avg. HE Avg.
= Pre-trained 51.45+0.00 56.86+0.00 59.60+0.00 37.00+0.00 51.23+40.00 35.36+0.00 43.30+0.00
E Standard FT 50.17;&0,45 52.63:&0,38 53.87i0,40 24~12i0.28 45.20;&0,19 58.79;&0,49 52.00i0.25
& Wise-FT CVPR 2022 50.32+0.36 54.4640.32 56.03+0.33 33.4040.42 48.5540.18 55.9240.44 52.2440.24
E FLOW ICML 2025 50.83+0.34 55.7240.30 56.464+0.29 34.28 10.37 49.3240.16 58.3410.44 53.8310.23
3 TALR ICLR 2026 51.0240.30 56.0640.34 57.884+0.25 35.6140.41 50.1440.17 60.3740.51 55.2640.27
© AlphaToken 51.104+0.30 55.1240.29 58.2240.28 36.58+0.46 50.2640.17 62.1540.34 56.2140.19

Table 11: Magicoder fine-tuning results on Gemma-3-4B with forgetting-resistant baselines. Pre-trained models are
excluded from color ranking. The best and second-best results are highlighted in red and blue, respectively.

Ablation Axis Variant Gen. AE2 A-Hard Pref. Avg. Overall
Full design Full AlphaToken 4442 3186 2740 29.63 37.03
Objective Adaptation-only 42.73 | 33.37 28.74 31.06 36.90
) Stability-only 45.08 | 25.42  21.37 23.40 34.24
Path Direct-only 44.19130.17 25.88 28.03 36.11
Causal-only 43.81 (2846 24.59 26.53 35.17
. Shared 7, for y+/y7 44.05 13049 26.08 28.29 36.17
DPO masking | \p. ked DPO logit 43.66 (2973 2592 2783 | 3575

Table 12: PO ablations on Gemma-3-4B.

preference optimization. Adaptation-only achieves
the highest preference score, improving Preference
Avg. from 29.63 to 31.06, but reduces General
Capability Avg. from 44.42 to 42.73, indicating a
stronger alignment tax when the retention proxy
is removed. In contrast, Stability-only obtains the
best retention score but substantially weakens pref-
erence learning, reducing Preference Avg. to 23.40.
Second, the path-axis variants show that direct and
causal signals are complementary. Direct-only pre-
serves more of the full model’s performance than
Causal-only, but both underperform the full de-
sign, suggesting that immediate token gradients and
downstream causal influence capture different as-
pects of preference-relevant token value. Third, the
DPO-specific ablations confirm that branch-aware
masking is important. Using a shared threshold
for chosen and rejected responses weakens pref-
erence learning, while computing the DPO coef-
ficient from the masked logit makes the update
less stable. These results support the Alpha-DPO
design, where chosen and rejected responses are

scored with separate within-branch thresholds and
the sequence-level DPO coefficient is computed
from the unmasked preference logit and detached
before token-level masking.

D.9 Preference Optimization Sensitivity

As shown in Table 13, AlphaToken remains robust
under preference optimization across moderate hy-
perparameter ranges. For the retained token ra-
tio p, p = 0.4 best preserves general capability,
while p = 0.3 underfits AE2 and Arena-Hard. The
default p = 0.5 achieves the best Overall score.
Larger ratios reduce both preference and retention
metrics, suggesting that low-value tokens introduce
noisy gradients.

The stability weight A controls the balance be-
tween adaptation and retention. Smaller values
improve preference scores but reduce retention,
whereas larger values preserve general capability
at the cost of preference learning. The best Overall
score appears at A = 1.5, indicating that a moder-
ately strong stability proxy reduces alignment tax
without over-constraining optimization.

For the causal window W, performance im-
proves from small windows and becomes stable
after W = 32. We use W = 32 as the default
because it provides sufficient future token cover-
age while avoiding the extra cost of larger win-
dows. For scoring layers, larger last-K gener-
ally improves performance, but the gain over last-
K = 3 is modest, making last-K = 3 a practical
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choice for balancing efficiency and performance.
Similarly, increasing By, improves valuation sta-
bility and becomes stable after By, = 32. We
use By, = 32 as the default to obtain stable target
gradient estimates while avoiding the higher cost
of larger validation batches.

The DPO coefficient 8 controls preference up-
date strength. A small /3 preserves general capabil-
ity but under-optimizes preference learning, while
larger values improve AE2 and Arena-Hard at the
cost of retention. The default 5 = 0.10 ties for
the best rounded Overall score while preserving
better general capability than 5 = 0.20. Overall,
AlphaToken is not overly sensitive to any hyperpa-
rameter, and the default setting balances preference
learning, retention, and computational cost.

E Artifact Licenses and Intended Use

We use publicly available artifacts, including model
checkpoints, training corpora, evaluation bench-
marks, and baseline implementations, through their
official release channels and in accordance with
their licenses, terms of use, and intended research
purposes. Magicoder, UltraChat-200K, and Ul-
traFeedback are used for supervised fine-tuning,
warm-start instruction tuning, and preference opti-
mization, respectively, while HumanEval, AlpacaE-
val 2, Arena-Hard, ARC-C, HellaSwag, MMLU,
and GSMSK are used only for evaluation. We do
not redistribute original datasets, benchmarks, or
model weights. Our released code contains imple-
mentation scripts, configurations, and reproduction
instructions for research use only, and any deriva-
tive outputs are used solely for research analysis
rather than deployment outside research contexts.
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Value General Capability Acc. (%) Preference Win Rate (%) Overall

ARC-C HellaSwag MMLU GSMSK Avg. AE2 A-Hard Avg. Avg.
Retained-token ratio p
0.3 50.61 51.53 52.45 24.45 44.76 20.31 16.90 18.61 31.68
0.4 50.92 51.92 52.10 24.34 44.82 27.83 24.00 25.92 35.37
0.5 50.48 51.46 51.68 24.06 44.42 31.86 27.40 29.63 37.03
0.6 49.92 50.94 51.25 23.41 43.88 31.99 26.80 29.40 36.64
0.7 49.57 50.72 51.41 22.92 43.66 29.94 24.40 27.17 35.41
Stability weight \
0.6 48.54 49.95 50.26 22.33 42.77 33.29 28.80 31.05 36.91
0.9 49.61 50.68 50.95 23.80 43.76 32.11 27.90 30.01 36.88
1.2 50.86 51.82 52.04 24.24 44.74 30.19 26.00 28.10 36.42
1.5 50.48 51.46 51.68 24.06 44.42 31.86 27.40 29.63 37.03
1.8 51.15 52.16 52.42 24.39 45.03 27.95 23.90 25.93 35.48
Causal window W
4 50.05 51.04 51.20 23.79 44.02 29.25 25.00 27.13 35.57
8 50.22 51.26 51.43 24.09 44.25 30.87 26.60 28.74 36.49
16 50.46 51.43 51.70 24.01 44.40 31.93 27.50 29.72 37.06
32 50.48 51.46 51.68 24.06 44.42 31.86 27.40 29.63 37.03
64 50.42 51.40 51.69 23.97 44.37 31.99 27.50 29.75 37.06
Last- K scoring layers
1 49.98 50.92 51.15 23.79 43.96 30.12 25.70 27.91 35.94
2 50.20 51.18 51.42 24.00 44.20 31.06 26.80 28.93 36.57
3 50.48 51.46 51.68 24.06 44.42 31.86 27.40 29.63 37.03
5 50.54 51.50 51.76 24.12 44.48 31.99 27.50 29.75 37.11
8 50.58 51.56 51.82 24.12 44.52 32.05 27.60 29.83 37.17
Target validation size B,
4 50.02 51.12 51.34 23.72 44.05 30.75 26.50 28.63 36.34
8 50.27 51.30 51.54 23.97 44.27 31.24 27.00 29.12 36.70
16 50.54 51.51 51.74 24.09 44 .47 31.93 27.50 29.72 37.09
32 50.48 51.46 51.68 24.06 44.42 31.86 27.40 29.63 37.03
64 50.58 51.54 51.78 24.10 44.50 31.93 27.50 29.72 37.11
DPO coefficient 3
0.05 50.66 51.58 51.90 24.10 44.56 29.94 25.70 27.82 36.19
0.10 50.48 51.46 51.68 24.06 44.42 31.86 27.40 29.63 37.03
0.20 49.98 51.08 51.52 23.26 43.96 32.30 27.90 30.10 37.03
0.30 49.32 50.64 50.96 22.68 43.40 32.55 28.00 30.28 36.84

Table 13: Parameter sensitivity of AlphaToken under preference optimization on Gemma-3-4B.
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