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Abstract

Compared with typical vision-language tasks,
document parsing places stronger demands on
fine-grained visual perception. Existing vi-
sion-language model (VLM)-based parsing ap-
proaches rely on globally compressed visual to-
kens, where fine-grained details are entangled
within a single representation and repeatedly
accessed during decoding. However, we ob-
serve that the visual evidence for each predic-
tion is typically localized and conditioned on
the current decoding state, whereas such rep-
resentations must be accessed in full at every
decoding step, resulting in inefficient computa-
tion. To address this mismatch, we formulate
perception as state-conditioned visual evidence
retrieval (SCVER) during autoregressive decod-
ing. The model operates on a compact global
representation for coarse structure and retrieves
a small set of relevant high-resolution regions
conditioned on the current token state. This
coarse-to-fine design enables on-demand ac-
cess to fine-grained visual cues, relieving glob-
ally shared representations from encoding all
fine-grained details. We further find that learn-
ing such state-conditioned retrieval in VLMs is
challenging and unstable. To stabilize this pro-
cess, we introduce a Spatially-Guided Learning
Objective (SGLO) to guide the retrieval process.
Experiments on document parsing benchmarks
show that SCVER improves robustness under
reduced input resolution and achieves a better
accuracy—efficiency trade-off, demonstrating
the effectiveness of on-demand visual evidence
retrieval for fine-grained perception.

1 Introduction

Document parsing aims to convert document im-
ages into machine-readable formats (Cui et al.,
2025a). Unlike typical vision-language (VL) tasks
that primarily focus on cross-modal alignment and

*Corresponding author.
Code: https://github.com/SII-sc22mc/SCVER.
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Figure 1: Accuracy vs. Input Size on UniMER-
CPE (Wang et al., 2024a). Circle size indicates the
average GFLOPs per generated token. SCVER reduces
the reliance on high-resolution inputs, achieving a more
favorable accuracy—efficiency trade-off compared to the
dynamic-resolution MinerU2.5 (Niu et al., 2025) and
the fixed-resolution Dolphin (Feng et al., 2025).

semantic reasoning, document parsing relies more
on precise visual perception and fine-grained fea-
ture modeling (Wei et al., 2024).

Despite recent advances in VLM-based docu-
ment parsing, most methods encode the entire im-
age into a fixed set of visual tokens and rely on
them throughout decoding (Niu et al., 2025). This
forces a single global representation to capture both
coarse semantics and fine-grained details, while re-
quiring full interactions with all visual tokens at
every decoding step. However, we observe that the
visual evidence required for prediction is typically
dynamic and spatially localized, with each step de-
pending on only a small subset of regions. This
creates a fundamental mismatch between localized,
step-dependent evidence and global, fully accessed
representations, leading to redundant computation.
The problem further worsens as input resolution
increases, since the number of visual tokens grows,
making repeated full interactions increasingly ex-
pensive under quadratic-cost attention (Zhang et al.,

20078

Proceedings of the 2026 Conference on Empirical Methods in Natural Language Processing, pages 20078—-20095
October 24-29, 2026 ©2026 Association for Computational Linguistics


https://github.com/SII-sc22mc/SCVER

Final visual tokens

O EEE

Final visual tokens

OEE O

(a) Single Layer Output (b) Multi-Scale Input

Final visual tokens

oEE

ERE popEE-m
K G
R~ (L PatchMerge !
Value Yoy
—_—
4 Query before merge
. Attention Query Weight
Value e
L e "UEEE
f f text tokens of
Queries ¢ = current hidden states

Final visual tokens

(c) Pre-compression (d) State-conditioned retrieval (Ours)
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visual features into the decoder. (c) VIVL(Cao et al., 2024) uses a small set of fixed queries to gather multi-level
features. (d)Taking MinerU2.5(Niu et al., 2025) as an example, SCVER dynamically supplies pre-downsampling

visual information required at each decoding step.

2025a).

Based on this observation, we reformulate visual
perception as state-conditioned visual evidence re-
trieval (SCVER) during decoding, enabling on-
demand access to fine-grained information. In-
stead of requiring a single global representation to
encode all visual details upfront, the model first
operates on compressed visual tokens to capture
coarse structure and establish global text—vision
alignment, and then dynamically retrieves a small
set of relevant high-resolution regions conditioned
on the current decoding state (Fig. 2(d)). As
a result, global visual tokens are no longer re-
quired to preserve all fine-grained details, in con-
trast to conventional VLMs and multi-scale ap-
proaches that rely on pre-aggregated representa-
tions (Fig. 2(a—c)). This design reduces the depen-
dence on high-resolution inputs while maintaining
efficient decoding.

However, we find that naively applying SCVER
leads to unstable optimization and limited gains.
The difficulty stems from the absence of explicit
spatial supervision in state-conditioned retrieval.
While standard attention grounds relevance through
query—key similarity, SCVER must predict re-
trieval locations directly, introducing latent spa-
tial variables that are only indirectly supervised by
token-level losses. This makes the spatial selection
process underconstrained and prone to degener-
ate behaviors. To address this issue, we introduce
a Spatially-Guided Learning Objective (SGLO),
which provides explicit spatial guidance by leverag-
ing the visual-token attention from an independent
frozen-base forward as a weak spatial prior over
relevant regions, thereby stabilizing the retrieval
process.

Our experiments show that SCVER consistently

improves both efficiency and robustness, especially
under reduced input resolution. When integrated
with MinerU2.5 (Niu et al., 2025), it reduces com-
putation by over 70% with negligible accuracy
loss, leading to an improved accuracy—efficiency
trade-off (Fig. 1). Moreover, SCVER signifi-
cantly mitigates performance degradation under
constrained resolutions, for example improving
PubTabNet (Zhong et al., 2020) accuracy from 85.9
to 91.9 on Dolphinl.5. The main contributions are
summarized as follows:

* We identify a mismatch between localized,
state-dependent visual evidence and global
representations in document VLMs.

* We propose SCVER, a decoding-time mecha-
nism that enables on-demand, token-specific
access to fine-grained visual evidence.

* We introduce the SGLO to stabilize retrieval
learning without additional annotations.

2 Related Works

2.1 Document Parsing Models

Document parsing involves layout detection and
various recognition tasks. Early approaches in-
tegrated multiple specialized models(Zhao et al.,
2024; Wang et al., 2024a; Da et al., 2023) into mod-
ular pipeline systems(Wang et al., 2024c). To re-
duce system complexity, research gradually shifted
toward end-to-end approaches that directly map
document images to structured text(Blecher et al.,
2023; Wei et al., 2024). In recent years, the
document parsing paradigm has evolved into a
lightweight pipeline that first detects and then rec-
ognizes in parallel (Feng et al., 2025; Cui et al.,
2025a). However, these works mainly focus on the
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overall parsing paradigm, with limited attention to
fine-grained visual information utilization during
decoding.

2.2 Visual Information Utilization in VLMs

Dynamic-resolution encoders, such as NaViT, pro-
cess images with flexible patch resolutions to han-
dle aspect ratio variations (Dehghani et al., 2023),
but do not explicitly enhance fine-grained percep-
tion. Multi-scale approaches aggregate features be-
fore decoding (Park et al., 2024), improving repre-
sentation capacity at the cost of efficiency. Recent
work makes visual access adaptive to intermediate
states, but remains within the standard attention
framework, where visual evidence is implicitly ag-
gregated rather than explicitly retrieved in a state-
dependent manner. Some methods also incorporate
external OCR modules (Nacson et al., 2024). Over-
all, these approaches do not explicitly enable state-
dependent, selective access to fine-grained visual
evidence during decoding.

2.3 Sparse Attention Mechanisms

In vision tasks, deformable attention samples a
small set of spatial locations for each query to en-
able efficient multi-scale feature aggregation (Zhu
et al., 2021). To reduce the quadratic cost of dense
attention, prior work explores sparse attention by
restricting interactions to subsets of tokens, includ-
ing predefined patterns and similarity-based selec-
tion (Kitaev et al., 2020; Roy et al., 2020; Beltagy
et al., 2020; Zaheer et al., 2021). Recent work
further improves efficiency through token pruning,
such as SparseVLM (Zhang et al., 2025b), which
reduces redundant visual tokens. In contrast, our
method enables state-dependent visual access by
explicitly retrieving relevant visual evidence condi-
tioned on the current decoding state.

3 Method

3.1 State-Conditioned Visual Evidence
Retrieval

Given an input image I € R¥>*Wx3_ the visual

encoder produces high-resolution features F e
R™ >4 To reduce cost, a Patch Merger compresses
them into F € R™*4 with n, < ,. The com-
pressed visual tokens are concatenated with textual
embeddings T € R™*? to form X = [F;T),
which is processed by a Transformer decoder.
Most existing approaches rely on this com-
pressed representation throughout decoding, requir-
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Figure 3: Illustration of State-Conditioned Visual
Evidence Retrieval. SCVER efficiently retrieves fine-
grained visual information from pre-downsampling fea-
tures conditioned on the current decoding state.

ing it to encode both global semantics and fine-
grained details. This leads to a trade-off: increas-
ing n, preserves more detail but incurs quadratic
attention cost O((n, + n;)?), while reducing n,
improves efficiency at the expense of fine-grained
information.

However, in document parsing, the visual evi-
dence required for each prediction is typically lo-
calized and varies across decoding steps. This sug-
gests that not all visual information needs to be
pre-aggregated into a fixed representation.

Based on this observation, we formulate visual
perception as a state-conditioned visual evidence
retrieval problem. Instead of relying solely on F/,
the decoder dynamically retrieves relevant visual
cues from E conditioned on its current hidden state.

Formally, at each decoder block i, we augment
the Transformer as:

H’i = Xi—l + Attn(Xi_l),
H; = SCVER(H;, F), (1)

SCVER enables the model to access token-
specific, high-resolution visual evidence on de-
mand, rather than requiring all details to be en-
coded in the compressed tokens. As a result, the
decoder can maintain a compact global representa-
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tion while retrieving fine-grained information only
when needed, improving both efficiency and infor-
mation fidelity.

3.2 Implementation of SCVER

To instantiate SCVER, we design a lightweight
retrieval operator that selectively extracts localized
visual evidence from the high-resolution feature
map F. The retrieval is conditioned on the token
representation, allowing different decoding states
to access different spatial regions.

Our implementation builds on the sparse sam-
pling formulation of deformable attention (Zhu
et al.,, 2021). In SCVER, the sampling parame-
ters are conditioned on the current autoregressive
token representation, allowing the retrieved visual
evidence to dynamically vary with the decoding
state (Fig. 3 right).

Given a token t € R%, we predict a reference
point, offsets, and weights:

r=0(tWrer), A=tWsrp, w=1tWyeight,
(2)
where W,..; € Rdx2 predicts a normalized ref-
erence point, W, rr € R (HXPX2) predicts off-
sets, and Wieight € R4 (H*P) predicts sampling
weights. Here H is the number of heads and P the

number of sampling points per head.

The offsets are reshaped to R *F*2 and nor-
malized by (Wy, Hy):
A
Uhp =7+ P 3)

(Wy, Hy)

For each head h, we bilinearly sample F' at ¢, ,
and aggregate:

P
# = Z wy, p Bilinear(F, £5,,), S
=1

The outputs are concatenated across heads as
t' = Concat(t],...,t};) and combined with the
original token via a residual connection, enabling
token-specific access to fine-grained visual evi-
dence with minimal overhead while remaining com-
patible with KV caching.

3.3 Spatially-Guided Learning Objective

We find that naively applying SCVER leads to un-
stable training and slow convergence. This diffi-
culty arises from a fundamental limitation of state-
conditioned visual retrieval: the retrieval locations
are predicted directly from token representations,
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Figure 4: SGLO with two shared-weight hidden-state
streams. The frozen base stream produces detached
attention-centroid targets, while the SCVER stream pre-
dicts the corresponding reference points.

introducing latent spatial variables that determine
where visual evidence is accessed. Unlike standard
attention, where relevance is explicitly established
through query—key similarity (QK ), these spatial
variables are only weakly constrained by token-
level supervision, making retrieval prone to diffuse
or degenerate behaviors.

To address this, we introduce a Spatially-Guided
Learning Objective (SGLO) that provides explicit
spatial guidance for retrieval. During training, we
maintain two hidden-state streams from the same
input. A no-gradient base stream disables SCVER
and preserves the pretrained hidden-state trajectory,
whereas an independent SCVER stream enables
the retrieval modules. Both streams share the same
frozen backbone weights. We use the visual-token
attention from the base stream as an online weak
spatial prior, since it typically highlights regions
informative for predicting each token.

At each SCVER insertion layer 7, we use the
causal self-attention weights computed from the
frozen-base hidden states X iB_ 1- (Fig. 4). For a tex-
tual token ¢, let o) € R¥*(v+14) denote its multi-
head attention weights. We extract the weights
corresponding to visual tokens and average over
heads:

H
1
ab = T Za?’(h)[l : My, (5)
h=1

which is reshaped into a spatial attention map A} €
RH X Wf .
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CDM1 TEDS? 1-Editt B

Method R Param Formula Table Text Page-Level

SPE SCE CPE HWE PubTabNet FinTabNet DocLaynet B-MOD  OmniDoc
General VLMs
GPT-40 1.0 - 96.1 882 833 859 76.6 83.9 91.7 0.318 75.0
Qwen3-VL-235B 1.0 235B 984 962 974 942 85.4 84.9 92.3 0.321 89.7
Specialized VLMs
DeepSeek-OCR-2 1.0 3B 955 77.1 920 81.6 - - 92.1 81.2 90.2
GLM-OCR 1.0 09B 984 97.7 96.7 95.1 85.2 92.1 93.3 84.5 95.2
PaddleOCR-VL-1.5 1.0 09B 992 949 988 923 84.6 94.7 93.6 85.1 94.3
Dolphin-1.5 1.0 03B 978 951 877 85.9 87.4 91.4 82.7 86.5
Dolphin-1.5+SCVER 1.0 03B 984 97.6 90.2 91.9 92.4 92.6 94.0 87.4
MonkeyOCR-Pro 1.0 3B 97.6 949 914 922 87.4 86.4 92.0 83.3 88.9
MonkeyOCR-Pro 0.5 3B 75.6 643 742 726 58.3 529 71.3 62.4 71.3
MonkeyOCR-Pro+SCVER 0.5 3B 98.1 945 910 96.0 92.8 89.7 91.3 91.3 89.1
MonkeyOCR-Pro 0.7 3B 945 921 88.6 854 79.6 78.1 86.3 75.9 83.0
MonkeyOCR-Pro+SCVER 0.7 3B 99.2 987 951 974 95.2 91.4 92.5 95.1 90.7
MinerU2.5-Pro 1.0 12B 994 97.0 989 953 90.1 95.1 92.9 85.6 95.7
MinerU2.5-Pro 05 12B 727 693 745 657 66.5 73.6 74.5 66.4 78.3
MinerU2.5-Pro+SCVER 05 12B 99.1 975 989 90.4 95.7 92.3 92.4 95.5
MinerU2.5-Pro 07 12B 954 943 937 904 82.0 89.1 86.8 73.3 89.2
MinerU2.5-Pro+SCVER 07 12B 995 983 991 972 95.0 96.9 93.7 94.7 95.9

Table 1: Performance of different methods under varying image resolutions. R denotes the down-scaling ratio
applied to each image dimension (width and height), corresponding to R? of the original image area. Values are
approximate, as some models require padding or rounding to match implementation constraints. Bold numbers

indicate the best results in each column.

Model Params Encoder Type Resolution
Dolphinl.5 394M Swin Fixed
MinerU2.5-Pro 1.2B ViT Dynamic
MonkeyOCR-Pro 3B ViT Dynamic

Table 2: Base models used in our experiments.

We compute its spatial centroid:

o = AP, ]) (wij,vi), (6)

7:7j

where (x5,:;) € [0,1]? are normalized coordi-
nates.

In the SCVER stream, the corresponding hid-
den state t5 predicts the reference point 5 =
o (t5W,et). The base-stream centroid serves as a
detached soft target:

Lot = (7’5 — CE:):)2 + (rS - ng)27 @)
encouraging the retrieved regions to follow the
attention-induced visual focus of the original pre-
trained model.

The final objective combines the token-level
cross-entropy loss from the SCVER stream with
the alignment term:

4 Experiments

4.1 Implementation Details

We evaluate VLMs with diverse encoder architec-
tures and parameter scales (Table 2). During train-
ing, we freeze all pretrained backbone parameters
and optimize only the components introduced by
the state-aware attention module. The sampling
module is applied every four layers, with further
analysis in Sec. 4.7.2. Training data details are
provided in Appendix A. All efficiency measure-
ments are conducted on NVIDIA H100 GPUs with
a batch size of 1.

4.2 Benchmarks and Evaluation Metrics

We consider three representative categories: (1)
text recognition: B-MOD (Kiss et al., 2019) and
the OCR-block subset of DocLayNet; (2) for-
mula recognition (LaTeX): UniMER-Test (Wang
et al., 2024a), including Simple Printed Expres-
sions (SPE), Complex Printed Expressions (CPE),
Screen-Captured Expressions (SCE), and Hand-
written Expressions (HWE); (3) table structure
recognition (HTML): PubTabNet (Zhong et al.,
2020) and FinTabNet (Zheng et al., 2020). To as-
sess overall document parsing capability, we fur-
ther report end-to-end page-level evaluation on Om-
niDocBench (Ouyang et al., 2025). Since most
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Figure 5: Accuracy and efficiency analysis. The x-axis shows input image size (0.4, 0.6, 0.8, 1.0) corresponding
to per-token GFLOPs. Lines on the left y-axis indicate model performance and bars on the right y-axis indicate
tokens per second. Integrating SCVER achieves a better accuracy-efficiency trade-off compared to the baseline

(MinerU2.5).

document parsing systems do not rely on VLMs
for layout detection, we defer layout detection
experiments to Appendix B.3. We use Edit Dis-
tance (Edit) for text recognition, Character De-
tection Matching (CDM) (Wang et al., 2024b)
for formula recognition and Tree-Edit-Distance
(TEDS) (Zhong et al., 2020) for table recognition.

4.3 Main Results

Table 1 compares SCVER with a broad range of
methods on diverse document parsing benchmarks
under both original and reduced input resolutions.
We include specialized document recognition mod-
els such as DeepSeek-OCR-2 (Wei et al., 2026),
GLM-OCR (Duan et al., 2026), and PaddleOCR-
VL-1.5 (Cui et al., 2026), as well as representative
general-purpose VLMs (OpenAl et al., 2024; Bai
et al., 2025).

Reducing input resolution is commonly used
to control computational cost, but often leads
to severe performance degradation. To evalu-
ate robustness under such constraints, we inte-
grate SCVER with the three backbone models in
Sec. 4.1. For Dolphin-1.5, results are reported at
the original resolution, while for MinerU2.5-Pro
and MonkeyOCR-Pro, we additionally evaluate re-
duced resolutions.

SCVER consistently improves performance
across both standard and constrained settings. On
Dolphin-1.5, it improves all benchmarks, e.g., Pub-
TabNet from 85.9 to 91.9 and B-MOD from 82.7 to
94.0. More importantly, under reduced resolutions,
SCVER significantly mitigates performance degra-
dation. For example, at 0.5 resolution (about 25%
of the original visual tokens), MonkeyOCR-Pro
drops from 87.4 to 58.3 on PubTabNet and from
83.3 to 62.4 on B-MOD, while SCVER recovers

them to 92.8 and 91.3. A similar trend is observed
on MinerU2.5-Pro, where SCVER improves Pub-
TabNet from 82.0 to 95.0 and B-MOD from 73.3 to
94.7 at 0.7 resolution (about 49% tokens). These re-
sults demonstrate that SCVER reduces the reliance
of VLMs on the initial input resolution.

4.4 Accuracy-efficiency trade-off

Figure 5 analyzes the accuracy—efficiency trade-off
under varying input resolutions. As input size de-
creases, the baseline suffers a rapid performance
drop across all three tasks, indicating strong re-
liance on high-resolution inputs for preserving fine-
grained visual details.

In contrast, SCVER consistently achieves higher
accuracy at comparable or lower computation, with
the largest gains appearing in low-compute regimes.
At roughly 2 GFLOPs, SCVER improves formula
recognition from about 61% to 91%, table recogni-
tion from about 43% to 80%, and text recognition
from about 69% to 89%. The advantage remains
substantial at moderate computation levels, where
SCVER continues to outperform the baseline by
around 10-13 points across tasks.

Moreover, SCVER often reaches the baseline’s
high-cost performance at much lower computation.
For example, in text recognition, SCVER achieves
about 89% at roughly 1.8 GFLOPs, while the base-
line requires more than 6 GFLOPs to approach a
similar level. Although SCVER introduces addi-
tional retrieval operations, the throughput remains
comparable to the baseline, with only a small drop
in tokens per second (as indicated by the bars),
indicating that the practical efficiency is largely
preserved.
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HWE  PubTabNet B-MOD  FLOPs/Token Method Tok DocVQA  TextVQA  InfoVQA
MinerU2.5-Pro 953 90.1 85.6 1.15¢+10 Qwen25VL 576 0.7 20.9 716
+VIVL 94.1(-12)  90.7(+0.7)  91.7(+6.1)  1.19e+10
+HVFA 96.2(+0.9)  91.4(+1.3)  92.1(+6.5) 1.34e+10 DocVLM 320 92.3(-0.4) 79.7(-1.2) 67.3(-4.3)
+SCVER (Ours)  97.4(+2.1)  952(+5.1)  95.1(+9.5) 1.21e+10 SCVER (Ours) 320 90.4(-2.3) 78.0(-2.9) 69.4(-2.2)
_ , DocVLM 576 94.2(+1.5) 83.8(+2.9) 72.8(+1.2)
Table 3: Comparison of different methods. SCVER (Ours) 576 93.5(:0.8) 82.9(:+2.0) 73.1(+1.5)

4.5 Comparison with Existing Methods

We compare our method with VIVL (Cao et al.,
2024) and HVFA (Park et al., 2024), which primar-
ily enhance visual representations prior to decod-
ing. In contrast, our method dynamically retrieves
fine-grained visual evidence during decoding. As
shown in Table 3, we conduct experiments using
MinerU2.5 as the backbone model. VIVL intro-
duces the smallest computational overhead but pro-
vides limited performance gains and even slightly
degrades text recognition accuracy, possibly be-
cause it mainly emphasizes semantic-level feature
fusion rather than improving access to fine-grained
visual details. HVFA improves performance across
datasets but incurs the largest computational cost.
In comparison, our method achieves the best over-
all performance with only a small increase in com-
putation, demonstrating the effectiveness of dy-
namic visual evidence retrieval for enhancing fine-
grained perception.

4.6 Generalization to Text-Rich VQA

Text-rich VQA also requires models to identify fine-
grained, answer-relevant visual evidence from com-
plex images. Since attention cost grows quadrati-
cally with the number of visual tokens, reducing
image resolution is a common way to improve effi-
ciency, but it may also remove local details needed
for answering questions.

As shown in Table 4, we further eval-
uate SCVER on DocVQA(Mathew et al.,
2021b), TextVQA(Singh et al., 2019), and
InfoVQA(Mathew et al., 2021a) using Qwen2.5-
VL-7B as the backbone. We compare with
DocVLM (Nacson et al., 2024), which introduces
an additional OCR module to compensate for
information loss under low-resolution inputs.
Under a limited token budget of 320, SCVER
remains competitive with DocVLM on DocVQA
and TextVQA, and performs better on InfoVQA.
Under 576 tokens, both methods improve over the
backbone, with comparable overall performance.

Although SCVER does not consistently outper-
form the OCR-augmented baseline, it achieves

Table 4: Results on document VQA benchmarks under
different visual token budgets. Tok denotes the maxi-
mum number of visual tokens after image resizing.

—— No SGLO
A=0.01

— A=01
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|
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Figure 6: Training loss curves with and without the
Spatially-Guided Learning Objective (SGLO). )\ de-
notes the weight of the SGLO term.

competitive results without relying on an ex-
ternal OCR system. In contrast, DocVLM is
specifically designed for OCR-assisted document
question answering, while SCVER operates as
a model-internal, decoding-time retrieval mecha-
nism that can be directly applied across different
vision-language settings. This suggests that state-
conditioned visual evidence retrieval is not limited
to document parsing, and can also benefit broader
text-rich grounded understanding tasks.

4.7 Ablation Study

In the main paper, we analyze the scaling behavior
of state-conditioned visual evidence retrieval and
the effect of the Spatially-Guided Learning Objec-
tive. Further analyses of other design choices and
whether the observed performance gains arise from
data scaling effects are provided in Appendix B.

4.7.1 Effect of Training Strategy

Directly applying SCVER to VLMs yields only
limited performance improvements (Table 5, first
two rows), as learning state-conditioned visual re-
trieval is challenging and often leads to unstable
optimization. Under token-level supervision alone,
the model must learn where to retrieve visual ev-
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SCVER SGLO SCE PubTabNet B-Mod
95.1 85.9 82.7
v 95.4 88.1 85.9
v v 97.6 91.9 94.0

Table 5: Ablation study on the effect of SGLO.

idence from indirect and locally sampled gradi-
ents. To address this issue, SGLO uses visual-token
attention centroids produced by an independent
no-gradient frozen-base stream as online, token-
conditioned spatial targets to guide the retrieval
process.

With SGLO, the advantage of SCVER becomes
significantly more pronounced. For example, on
PubTabNet, the performance gain increases from
2.5% to 6.9%. Training dynamics further show that
SGLO stabilizes optimization (Fig. 6). Without
SGLO, training exhibits noticeable oscillations. A
small weight (A = 0.01) provides limited stabiliza-
tion, while a large weight (A = 1.0) overly con-
strains optimization and slows convergence. Empir-
ically, A = 0.1 achieves a better balance between
stability and performance.

Overall, SGLO effectively regularizes the re-
trieval process, improving both training stability
and downstream performance.

4.7.2 Effect of SCVER Application Frequency

We further analyze the effect of the SCVER module
frequency on both accuracy and computational cost.
Experiments are conducted using MinerU2.5 (Niu
et al., 2025) as the backbone model on the PubTab-
Net (Zhong et al., 2020).

As shown in Fig. 8, increasing the interval be-
tween SCVER applications significantly improves
decoding speed, while the accuracy decreases grad-
ually. This indicates that applying SCVER too fre-
quently yields diminishing returns in performance.

v
v

974

without SCVER

Selected/I—/—.
P L

v
S

©
vl
1
T
IS
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w
w
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Generation Speed (Tokens/s)
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N
v

89 T T

2 8
SCVER Insertion Interval (Layers)

Figure 8: Effect of retrieval module application fre-
quency on accuracy. The x-axis indicates the interval of
decoder layers at which sampling module is inserted.

Based on this trade-off between efficiency and
performance, we apply SCVER every four layers.
Compared with applying it at every decoder layer,
this configuration results in only a 0.9% drop in
accuracy while reducing computational cost by ap-
proximately 10%. This setting achieves a better
balance between efficiency and performance.

4.8 Case study.

We analyze the behavior of SCVER using a rep-
resentative example in Fig. 7, which visualizes re-
trieved locations and their weights for different
tokens in text and formula regions. The retrieved
points are highly localized and vary across tokens:
tokens requiring fine-grained visual details, such
as mathematical symbols or specific characters, fo-
cus on corresponding local regions, while differ-
ent tokens attend to distinct spatial areas. This
demonstrates that SCVER performs token-specific,
state-dependent visual evidence retrieval, enabling
dynamic access to relevant fine-grained informa-
tion during decoding.
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5 Conclusion

In this paper, we introduce State-Conditioned Vi-
sual Evidence Retrieval (SCVER), a new paradigm
for fine-grained visual perception in vision—
language models (VLMs). Instead of relying on
static visual representations that must encode both
coarse structure and fine-grained details, SCVER
formulates perception as the retrieval of token-
specific visual evidence conditioned on the cur-
rent decoding state. To realize this paradigm, we
combine a coarse-to-fine retrieval design with a
Spatially-Guided Learning Objective (SGLO), en-
abling efficient access to fine-grained visual evi-
dence during autoregressive decoding. Extensive
experiments show that SCVER consistently im-
proves robustness and achieves a better accuracy—
efficiency trade-off on document parsing bench-
marks, especially under reduced input resolution.
Overall, these results suggest that decoding-time
visual evidence retrieval provides a practical and
effective direction for enhancing fine-grained per-
ception in future VLMs.

Limitations

The proposed SGLO training strategy requires an
additional no-gradient frozen-base forward and ex-
plicit visual-token attention maps from selected de-
coder layers. During this auxiliary forward, these
layers must expose their attention weights through
an eager attention path, rather than relying entirely
on optimized implementations such as FlashAt-
tention or SDPA. Although the frozen-base and
SCVER streams share the same backbone weights
and do not require a separate teacher model, the
additional forward pass and attention extraction
increase training-time computation and may re-
duce training throughput. This auxiliary stream
is disabled after training: inference uses only the
SCVER-augmented stream and therefore incurs no
SGLO-specific inference overhead.
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A Training Data

Our training data are mainly derived from the train-
ing splits corresponding to the evaluation bench-
marks described in the main text. These datasets
provide diverse supervision signals for layout un-
derstanding, formula recognition, and text recogni-
tion.

However, most existing open-source document
parsing datasets are primarily constructed from En-
glish documents. In contrast, the OmniDoc bench-
mark contains a large number of non-English doc-
ument elements, such as Chinese formulas and ta-
bles, while it does not provide an official training
set. This mismatch between training resources and
evaluation data may limit the robustness of models
in multilingual document scenarios.

To address this issue, we supplement additional
multilingual training resources and further refine
existing datasets. Specifically, we construct addi-
tional data for formula recognition and text recog-
nition to better support multilingual document pars-
ing tasks.

A.1 Formula Recognition Dataset

Existing open-source formula datasets are typi-
cally constructed by extracting mathematical ex-
pressions from a large number of arXiv files and re-
rendering them into image-LaTeX pairs. Although
this pipeline largely avoids syntactic errors, varia-
tions in authors’ writing styles often lead to multi-
ple LaTeX representations of the same mathemati-
cal expression. Such diversity introduces semantic
ambiguities and inconsistencies in the ground truth.

To mitigate this issue, we identify common diver-
gent LaTeX representations and standardize them
to ensure semantic and structural consistency. After
normalization, the standardized LaTeX code is re-
rendered to verify correctness, producing a cleaner
and more coherent dataset whose input images and
output LaTeX sequences are strictly aligned.

In addition, to better support multilingual doc-
ument parsing scenarios such as OmniDoc, we
incorporate an additional 0.5M multilingual for-
mula samples from the open-source project olee-
hyo_latex_formulas_80M, which provides formula
expressions in multiple languages.

A.2 Text Recognition Dataset

Our text recognition data mainly come from two
sources. The first is DocLayNet (Pfitzmann et al.,
2022), which provides fine-grained layout anno-

Issue Original Standardized
Bracket \{ \lbrace
Subsup ar1_2 a_2"1
Prime a’ a*{\prime}
Fraction \over \frac
Space \array{l c} \array{lc}

Table 6: Examples of LaTeX standardization for various
symbols and expressions.

tations with 11 classes across six document cate-
gories. Among these labels, mathematical content
is represented by a general Formula category, with-
out a separate label for inline formulas. This gran-
ularity is insufficient for our scientific-document
text recognition setting, where inline mathemati-
cal expressions are often embedded within textual
regions.

To complement this limitation, we construct
a scientific-document-oriented paragraph recogni-
tion dataset based on the Text_Completion_arXiv
corpus, a page-level annotated dataset of arXiv pa-
pers. Building upon these annotations, we generate
large-scale block-level image—text pairs using a
combination of detection and recognition models
supported by heuristic rules.

Specifically, we first employ a layout detection
model to segment page-level images into individual
layout elements and crop the corresponding regions
using detected bounding boxes. Each cropped re-
gion is then processed by a state-of-the-art text
recognition model to obtain textual predictions.
Meanwhile, paragraph-level ground truth is ex-
tracted from the original page-level text using \n\n
as separators. Finally, we align the recognized text
with extracted paragraphs using edit-distance filter-
ing and order-aware matching with strict thresholds
to ensure correctness.

Through this pipeline, we construct a large-scale,
high-quality element-level dataset tailored for ro-
bust scientific document text recognition.

B Supplementary experiments

B.1 Training Details

We conducted all training and inference speed eval-
uations using the PyTorch framework on NVIDIA
H100 GPUs. During training, we used an initial
learning rate of 1e—5 and employed a cosine learn-
ing rate scheduler to progressively adjust the model
parameters.
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Method Textual Image Table Equation Page Margins Full Page
D4LA
DocLayout-YOLO (Zhao et al., 2024) 90.8 62.6 89.8 91.1 - 88.5
PP-StructureV3 (Cui et al., 2025b) 90.0 67.9 89.7 92.1 79.1 88.3
MinerU2.5 (Niu et al., 2025) 94.6 72.8 91.4 91.0 84.2 91.4
MinerU2.5+SCVER 95.8 74.9 93.2 92.9 88.5 93.2
DocLaynet
DocLayout-YOLO (Zhao et al., 2024) 91.2 91.3 94.8 82.8 - 92.0
PP-StructureV3 (Cui et al., 2025b) 93.8 94.2 96.7 92.1 77.4 94.0
MinerU2.5 (Niu et al., 2025) 94.8 95.9 97.1 93.5 86.3 95.2
MinerU2.5+SCVER 95.2 96.7 97.6 94.7 89.7 95.5

Table 7: Comparison of layout analysis performance across different methods and content types on multiple

benchmark datasets.

<|box_start|>100 200 300 400<|box_end|><|ref_start|>title<|ref_end|><|rotate_up|>
<|box_start|>400 500 600 700<|box_end|><|ref_start|>text<|ref_end|><|rotate_up|>

Figure 9: Output format of layout detection.

B.2 Page-level Evaluation Metrics

We conduct page-level evaluation on the Om-
niDocBench benchmark. To eliminate the influence
of layout detection errors on downstream evalua-
tion, the page-level assessment focuses on three
major document layout elements: text, tables, and
formulas.

The overall page-level score is computed by av-
eraging the performance on these three elements.
Specifically, the evaluation uses Edit Distance for
text, TEDS for tables, and CDM for formulas. The
overall score is calculated as follows:

1= (1 —TextEd“) % 100-+TableTEPS 4+ Formula®®M

Overal 3

B.3 Layout Detection

In the main paper, we observe that incorporating
the proposed State-Conditioned Visual Evidence
Retrieval (SCVER) paradigm into VLMs leads to
only marginal improvements on page-level docu-
ment parsing benchmarks. A key reason is that
many document parsing systems rely on additional
layout detection modules, where the final pars-
ing results are largely determined by the outputs
of these detectors. Since layout detection itself
requires fine-grained visual perception, improve-
ments brought by SCVER may not be fully re-
flected in page-level evaluations.

To further evaluate the effectiveness of SCVER
in layout detection tasks, we adapt SCVER to

the MinerU2.5 model and conduct experiments
on the publicly available DocLayNet (Pfitzmann
et al., 2022) and D*LA (Da et al., 2023) datasets.
We compare our approach with representative lay-
out detection methods, including the YOLO-based
DocLayout-YOLO (Zhao et al., 2024) and the De-
tection Transformer-based DETR. Since the two
datasets adopt different label taxonomies, we fol-
low the label mapping strategy proposed in the
MinerU2.5 report (Niu et al., 2025) to convert the
annotations into a unified label space.

Table 7 presents detailed results across different
layout element categories. The results show that
the vision—-language model MinerU2.5 significantly
outperforms traditional detection models such as
YOLO, as well as attention-based detection archi-
tectures like Detection Transformer. We attribute
this advantage to the joint training of MinerU2.5
on both layout detection and layout element recog-
nition tasks. This joint learning allows the model
to implicitly leverage textual modality information
during layout detection, enabling not only more
accurate bounding box localization but also sub-
stantially improved category prediction.

Building upon this strong baseline, the proposed
SCVER further enhances the model’s ability to
utilize fine-grained visual information during de-
coding. As a result, the generative vision—language
model can better capture detailed visual structures,
leading to additional improvements in layout detec-
tion performance.

20090



Formula©PMT TableTEPST TextEdit!
Method
SPE SCE CPE HWE PubTabNet FinTabNet DocLaynet B-MOD

Dolphin-1.5 97.8 95.1 87.7 - 85.9 87.4 0.017 0.304
Dolphin-1.5* 979 953 874 - 86.1 87.0 0.014 0.244
Dolphin-1.5 + SCVER 984 97.6 902 - 91.9 92.4 0.011 0.068
MonkeyOCR-Pro 97.6 949 914 922 87.4 86.4 0.020 0.204
MonkeyOCR-Pro* 974 953 91.7 92.0 88.0 86.2 0.018 0.154
MonkeyOCR-Pro + SCVER 99.2 972 939 972 95.2 914 0.014 0.028
MinerU2.5 984 964 96.6 944 89.1 95.6 0.013 0.218
MinerU2.5* 98.6 96.1 969 939 89.2 95.8 0.011 0.158
MinerU2.5 + SCVER 99.2 98.7 971 974 95.1 95.9 0.010 0.052

Table 8: Analysis of potential data leakage to verify whether the observed performance gains are caused by training
data overlap. The symbol * indicates that the model is further fine-tuned on the same data used to train SCVER.

Configuration Performance Efficiency
H P F Formula Table Text FLOPs

8 2 1 95.6 87.6 0.028 9.58e+08
16 4 1 97.3 919 0.011 9.90e+08
24 8 2 97.6 924 0.011 1.27e+09

Table 9: Performance and efficiency under different
configurations. H, P, and F' correspond to the number
of heads, sampling points, and high-scale feature maps
used in the SCVER computation.

B.4 Internal Hyperparameters of SCVER

In the main paper, we primarily investigate the
impact of the application frequency of SCVER on
model accuracy and inference efficiency. Here, we
further explore several internal hyperparameters of
SCVER, including the number of high-resolution
feature maps used, the number of attention heads,
and the number of sampling points per head.

In our previous experiments, MinerU2.5 is built
upon the Qwen2VL architecture (Wang et al.,
2024d), which employs a NaViT-based visual en-
coder. This encoder only provides a single high-
resolution feature map before downsampling, limit-
ing our ability to study the influence of multi-scale
visual features. To conduct a more comprehensive
analysis, we instead adopt Dolphinl.5, which uti-
lizes a hierarchical visual encoder and thus allows
us to better explore these hyperparameters.

As shown in Table 9, F' denotes the number
of high-resolution feature maps used by SCVER.
When F 1, the model uses a 2 x 2 high-
resolution feature map, while F' = 2 indicates the
use of both 2 x 2 and 4 x 4 feature maps. The re-
sults show that when F' = 1, increasing the number

A Formula Table Text
0 96.4 95.6 0.218
0.01 96.7 953 0.166
0.1 (selected) 98.7 95.9 0.028
1.0 98.2 95.7 0.017

Table 10: Performance under different A values on
SGLO.

of sampling points per head is already sufficient
to approach the peak performance. Incorporating
additional high-resolution feature maps brings only
marginal accuracy gains while significantly increas-
ing computational cost. This observation suggests
that the key benefit of SCVER mainly comes from
dynamic, state-conditioned sampling rather than
simply aggregating more high-resolution visual fea-
tures.

B.5 Impact of Weight Coefficients on SGLO

As described earlier, we introduce the State-
Conditioned Visual Evidence Retrieval (SCVER)
module to enable state-conditioned dynamic fine-
grained perception in vision—language models.
However, when integrating SCVER into VLMs,
the conventional token-level loss cannot provide di-
rect supervision for the sampling locations, which
limits the performance gains. Visualization results
further reveal that the predicted sampling points
tend to collapse into nearly uniform global sam-
pling patterns.

To address this issue, we introduce the Spatially-
Guided Learning Objective (SGLO) as an addi-
tional loss term to provide explicit guidance for the
sampling process. We further conduct an ablation
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study on the weight of this loss term, as shown in
Table 10. When the weight of SGLO is too small,
the performance gain remains marginal, suggesting
that the guidance signal is insufficient to effectively
guide the sampling behavior. In contrast, assigning
an excessively large weight to this loss term may
dominate the training objective, potentially con-
straining the model’s ability to learn semantic rep-
resentations. Consequently, a balanced weighting
between the two objectives is necessary to achieve
the best performance.

B.6 Data Leakage Ablation Study

Since the training data of the backbone model are
not publicly available, it is difficult to determine
whether the performance improvements observed
in our experiments originate from the proposed
design or from potential distribution differences
between the backbone model’s training data and
the evaluation datasets. To investigate this factor,
we conduct additional experiments to analyze the
impact of such data-related effects.

As shown in Table 8, fine-tuning the backbone
model with these datasets results in only limited
improvements. Except for a moderate gain on the
B-MOD dataset, most benchmarks show negligible
changes, and some even exhibit slight performance
degradation. This suggests that simply increasing
the amount of training data does not consistently
lead to performance improvements.

Furthermore, even on B-MOD, where visual
quality is relatively degraded, the performance
gains obtained from additional training data remain
smaller than those achieved by introducing our per-
ception mechanism. These observations indicate
that the improvements observed in our experiments
are unlikely to be explained solely by data scaling.
Instead, they highlight the importance of explicitly
modeling fine-grained visual perception in genera-
tive vision—language models.

C Study Case

In the last few pages of the appendix, we present ad-
ditional examples demonstrating the accuracy gains
brought by the SCVER module through enhanced
fine-grained visual perception. During the analysis
of failure cases, we also observed an interesting
counterexample. As shown in Fig. 10, we initially
assumed that the base model made an error in text
recognition. However, upon closer inspection, we
found that the spelling in the original image was

actually incorrect, while the base model produced
a semantically plausible output. According to pre-
vious studies, this phenomenon may be attributed
to the strong language priors accumulated by the
decoder during large-scale pretraining. When en-
countering ambiguous or uncertain visual inputs,
the model’s predictions may be dominated by the
decoder’s language modeling capability, resulting
in outputs that conform to linguistic statistics rather
than strictly following the visual evidence.

In contrast, when the model is equipped with the
SCVER module, this behavior appears to change.
The model tends to produce outputs that more faith-
fully follow the visual information in the image
rather than relying on language priors for seman-
tic correction. This observation suggests that the
SCVER module not only improves the fine-grained
visual perception ability of vision—language mod-
els but may also potentially mitigate hallucination
caused by language-prior dominance, thereby en-
couraging the model to better adhere to visual evi-
dence.

Nevertheless, it should be noted that this issue
is not the primary focus of our work, and due to
space limitations we do not provide a systematic
investigation of this phenomenon. Moreover, from
the perspective of text recognition tasks, it remains
an open question whether models should possess
the ability to automatically correct spelling errors
or instead strictly reproduce the text as it appears
in the image. We therefore leave this interesting
observation for future exploration.
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During the documentary shoot, positioned above the river that
runs through downtown, the camera captures a W/'a’ef
the city.

Output without SCVER:

During the documentary shoot, positioned above the river that runs through downtown, the camera

captures a wide angle of the city.

Output with SCVER:

During the documentary shoot, positioned above the river that runs through downtown, the camera

captures a wide of the city.

Figure 10: Comparison between the base model and the model equipped with the SCVER module on text recognition.
The base model tends to rely on the decoder’s language prior, while the model with SCVER follows the visual
evidence more faithfully.
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Figure 11: Impact of the SCVER strategy on formula recognition. This figure compares model outputs with and
without the SCVER module across various types of mathematical expressions, including simple formulas, matrices,
degraded formulas, and formulas containing Chi- nese text. The highlighted regions indicate the positions where the
model without SCVER fails to preserve structural correctness or symbol fidelity. These comparisons demonstrate
that SCVER effectively mitigates such errors by maintaining fine-grained structural details and improving symbol-

level accuracy, resulting in outputs that more closely align with the original expressions.
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Original Output hout SC Output  With SCVER

Figure 12: Impact of the SCVER strategy on table recognition.This figure compares model outputs with and
without the SCVER module on a complex table containing multi-row, multi-column, and merged-cell structures.
The highlighted regions indicate structural and content errors produced by the model without SCVER, including
misaligned cell boundaries, incorrect row—column associations, and incorrectly recognized text. These comparisons
demonstrate that SCVER effectively preserves table-structure integrity and improves cell-level content fidelity,
enabling the model to generate outputs that more accurately reflect the original tabular layout and data.
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