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Abstract
Block Diffusion Models (BDMs) support par-
allel generation, flexible-length output, and KV
caching, making them promising for efficient
document parsing. However, existing BDMs
bind denoising and cache commitment to fixed
block boundaries: parallelism shrinks during
intra-block denoising, while generated tokens
cannot be cached until the whole block is com-
pleted. Moreover, intra-block bidirectional de-
noising conflicts with inter-block autoregres-
sion, creating inconsistent information flow
that can challenge structure-sensitive recogni-
tion. We propose the Prefix-Adaptive Block
Diffusion Model (PA-BDM), which replaces
intra-block bidirectional denoising with causal
denoising from prefix to suffix and treats the
block size as a maximum candidate range
rather than a fixed commitment unit. PA-BDM
uses Confidence-gated Structural Loss (CSL)
to build low-entropy prefixes before extending
training to longer continuations. During infer-
ence, Progressive Prefix Commitment (PPC)
then dynamically commits the longest reliable
prefix into the KV cache and resets the next
candidate range from the updated prefix, restor-
ing a large parallel decoding space at each
step. Experiments show that the 3B PA-BDM
achieves higher recognition scores on several
benchmarks and improves inference through-
put by 71.6% over the 2.5B MinerU-Diffusion.

1 Introduction

Document parsing aims to recognize document im-
ages into machine-readable formats (Zhang et al.,
2025). Mainstream methods are based on Autore-
gressive Models (ARMs), which have achieved
substantial progress (Niu et al., 2025; Cui et al.,
2025), yet their strictly token-by-token generation
paradigm limits inference efficiency. To address
this, recent studies have explored various paral-
lel generation paradigms (Du et al., 2025; Duan

*Corresponding author.
Code: https://github.com/SII-sc22mc/PA-BDM.

et al., 2026). Among them, Block Diffusion Mod-
els (BDMs) offer a promising direction by generat-
ing blocks autoregressively while denoising tokens
inside each block in parallel, thereby improving de-
coding parallelism while retaining flexible-length
generation and KV-cache reuse (Man et al., 2026).

However, when applied to document recogni-
tion, the standard BDM formulation reveals lim-
itations in both efficiency and structural model-
ing. First, standard BDMs rely on predefined block
boundaries and use them as both local denoising
ranges and cache-commitment units, as shown in
Fig. 1(c). As a result, generated tokens can be writ-
ten into the KV cache only after the whole block
is completed, making it difficult to promptly reuse
reliable intermediate predictions. Meanwhile, as
intra-block denoising proceeds, the number of re-
maining masked tokens gradually decreases, reduc-
ing the effective parallel decoding space. Second,
standard BDMs introduce inconsistent information
flow between intra-block and inter-block model-
ing: tokens within the same block can condition on
each other bidirectionally, while cross-block gen-
eration still follows a left-to-right autoregressive
order. For tasks mainly driven by global semantics,
such bidirectional context may be beneficial, since
output quality does not always depend on the exact
structural position of each token. However, doc-
ument recognition requires precise reconstruction
of discrete token sequences from visual content,
and structured outputs such as LaTeX and HTML
are especially sensitive to token order and struc-
tural boundaries. Therefore, when similar local
structures receive different conditioning patterns
due to their positions relative to block boundaries,
the model may find it harder to learn consistent
structural generation patterns.

Based on these observations, we propose
the Prefix-Adaptive Block Diffusion Model (PA-
BDM). PA-BDM replaces intra-block bidirectional
denoising with causal denoising inside each can-
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Figure 1: Unlike standard block diffusion models that cache only after completing an entire block, our method treats
each block as a candidate generation range and progressively commits reliable prefixes into the KV cache, enabling
adaptive generation and caching granularity. Note that standard diffusion models do not naturally support exact KV
caching, while recent methods modify training or inference to approximate cache-like behavior.

didate block, aligning intra-block information
flow with inter-block autoregressive progression.
This reduces boundary-dependent conditioning and
makes reliable candidate prefixes valid for KV-
cache reuse. Thus, the block size is no longer
an indivisible generation and commitment unit,
but serves as the maximum candidate range of
each forward pass. During inference, Progressive
Prefix Commitment (PPC) dynamically commits
the longest contiguous reliable prefix from each
causally constrained parallel prediction and resets
the next candidate range from the updated pre-
fix. This enables timely reuse of reliable predic-
tions and restores a large parallel decoding space
at each step, as shown in Fig. 1(d). During training,
PA-BDM uses Confidence-gated Structural Loss
(CSL) to match causal candidate-block denoising.
CSL adjusts supervision according to prefix confi-
dence, encouraging reliable structural prefixes be-
fore longer continuations and reducing noisy super-
vision from unstable prefix states.

We instantiate PA-BDM on DiffusionVL (Zeng
et al., 2026) at multiple model scales and evalu-
ate it on text (Ouyang et al., 2025), table (Zheng
et al., 2020), formula (Wang et al., 2024a), and
diagram recognition tasks (Pan et al., 2024). Ex-
perimental results show that PA-BDM improves
recognition accuracy over BDM baselines, with
particularly strong gains on complex formula recog-
nition, while PPC substantially improves infer-
ence efficiency through adaptive prefix commit-
ment and timely KV-cache reuse. Overall, PA-
BDM achieves a stronger speed–accuracy trade-off
than diffusion-based baselines on several structure-
sensitive benchmarks, while delivering a 71.6%
speedup over MinerU-Diffusion and around 8×
higher throughput than the compared ARM recog-
nizers. The main contributions are:

• We identify fixed block-level commitment
and inconsistent intra-/inter-block information
flow as key limitations of BDMs for structure-
sensitive document recognition.

• We propose PA-BDM, a prefix-adaptive BDM
framework that redefines the block as a maxi-
mum candidate generation range rather than a
fixed generation and cache-commitment unit.

• We introduce PPC to dynamically commit re-
liable prefixes, enable timely KV-cache reuse,
and reset the candidate range to recover paral-
lel decoding space.

• Experiments show that PA-BDM improves
both accuracy and inference throughput over
comparable DLM and BDM baselines.

2 Related Work

2.1 Diffusion Models for Efficient Decoding
Diffusion Language Models (DLMs) enable par-
allel token prediction and provide an alternative
to autoregressive decoding (Nie et al., 2025; Ye
et al., 2025). However, standard DLMs usually
denoise within a fixed-length token space, which
limits flexible-length generation, and repeatedly
update decoded hidden states, making exact KV
caching difficult. Recent methods improve DLM
inference through approximate caching (Wu et al.,
2025), prefix KV mechanisms (Li et al., 2025),
but they mainly accelerate fixed-space denoising
rather than progressively converting reliable pre-
dictions into reusable causal prefixes. Block Dif-
fusion (Arriola et al., 2025) combines inter-block
autoregression with intra-block parallel denoising,
supporting flexible-length generation and block-
level KV caching. Nevertheless, its generation and
cache commitment are still tied to whole-block
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completion. PA-BDM removes this fixed block-
level granularity by treating the block size as a
maximum candidate range and adaptively commit-
ting reliable prefixes for KV reuse. Unlike spec-
ulative decoding (Leviathan et al., 2023), which
relies on draft-and-verify prediction with an auxil-
iary draft model, PPC performs confidence-based
prefix commitment inside a single model.

2.2 Document Parsing Models
Autoregressive vision-language models have be-
come a dominant paradigm for document pars-
ing (Blecher et al., 2023; Wei et al., 2024; Feng
et al., 2025; Niu et al., 2025; Cui et al., 2025).
Their causal token-by-token generation provides
stable prefix conditioning, which is important for
structure-sensitive outputs such as formulas and
tables, but also limits inference efficiency. Re-
cent work has therefore explored more efficient
generation paradigms. GLM-OCR improves de-
coding efficiency through Multi-Token Prediction,
which predicts multiple tokens at each decoding
step (Duan et al., 2026). Diffusion-based methods
such as MDiff4STR and MinerU-Diffusion pursue
higher parallelism through iterative denoising (Du
et al., 2025; Dong et al., 2026). DODO further
introduces block diffusion into document recog-
nition (Man et al., 2026). Despite this progress,
existing diffusion-based methods are either mainly
evaluated on text-centric recognition or still show
accuracy gaps against strong autoregressive base-
lines on complex structured outputs.

3 Method

We first review the standard vision-language
block diffusion model formulation used in Diffu-
sionVL (Zeng et al., 2026) in Sec. 3.1. We then in-
troduce the overall PA-BDM framework in Sec. 3.2,
followed by Progressive Prefix Commitment (PPC)
in Sec. 3.3.

3.1 Preliminaries
Given an input image I and a text prompt T , Dif-
fusionVL generates a variable-length response se-
quence x = {x1, . . . , xN}. For block-wise mod-
eling, we consider a block-aligned length L =
⌈N/D⌉D, where D is the block size. The response
positions are organized into B = L/D blocks, with
the last block containing auxiliary positions if N is
not divisible by D:

Xb = {x(b−1)D+1, . . . , xbD}, b = 1, . . . , B.

Only the valid response positions are used for su-
pervision and evaluation.

During training, DiffusionVL applies block-wise
noise. For each block Xb, a noise level tb ∼
U(0, 1) is sampled, and each token in the block
is independently replaced by [MASK] with proba-
bility tb:

x̃i =

{
[MASK], with probability tβ(i),

xi, with probability 1− tβ(i),
(1)

where β(i) = ⌈i/D⌉ denotes the block index of
position i.

The attention pattern is semi-autoregressive. For
response-token positions i and j, the standard
BDM attention mask is

ABDM
ij =





1, β(j) < β(i),

1, β(j) = β(i),

0, otherwise.

(2)

Thus, tokens in previous blocks are visible, tokens
within the same block are denoised bidirectionally,
and future blocks are masked.

During inference, visual and prompt tokens are
first encoded into an initial cache C0. For each
block b, the model appends D mask tokens and
iteratively denoises them conditioned on the pre-
vious cache Cb−1. Only after the whole block is
completed are its predicted tokens X̂b committed
and their KV states materialized:

Cb = Append(Cb−1, X̂b), (3)

where Append denotes appending the KV states
of the completed block. Therefore, standard BDM-
style decoding supports block-level KV-cache
reuse, but its generation and cache-commitment
granularity are tied to whole-block completion.
Moreover, as denoising proceeds within the same
block, fewer [MASK] tokens remain to be updated,
so the effective parallel decoding space gradually
shrinks before the block can be committed.

3.2 Prefix-Adaptive Block Diffusion Model

Instead of treating the block size D as an indi-
visible commitment unit, PA-BDM uses it as the
maximum candidate generation range and commits
only a reliable prefix at each generation round.

During training, we follow DiffusionVL and
build a concatenated input ξ = [x̃, x] from noisy
and clean response sequences, as shown in Fig. 2(a).
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Figure 2: Training and inference of PA-BDM. (a) During training, PA-BDM concatenates noisy and clean
sequences, applies causal block attention, and uses CSL to supervise as many masked tokens as allowed by prefix
confidence. (b) During inference, PA-BDM treats the block size as a maximum candidate range. PPC selects
a committed prefix, materializes its KV states while predicting the next candidate range, and resets unresolved
positions with new mask tokens, enabling adaptive generation and caching granularity.

The clean branch is used to construct block-wise
training context for the noisy branch under con-
trolled attention. PA-BDM replaces intra-block
bidirectional denoising with causal denoising:

APA
ij =





1, β(j) < β(i),

1, β(j) = β(i) and j ≤ i,

0, otherwise.

(4)

This mask allows each position to attend to pre-
vious blocks and its left-side context within the
current block. Therefore, response-token attention
follows a prefix-to-suffix order across both intra-
block and inter-block positions, so a reliable prefix
inside a candidate block can be treated as a valid
continuation for KV-cache reuse.

Although PA-BDM uses causal attention, its
training is not equivalent to standard autoregressive
training. The left context of a masked position may
still contain uncertain masked tokens, so directly
supervising the whole masked suffix can introduce
noisy gradients from continuations conditioned on
unstable prefix states. To address this, PA-BDM
uses Confidence-gated Structural Loss (CSL) to
make supervision prefix-aware.

For notation, let xb,k = x(b−1)D+k denote the
clean target token at the k-th position of block b.
For each block Xb, we sample a suffix start ub and
define the masked suffix as Ωb = {ub, . . . , D}.
For each masked position k ∈ Ωb, we compute the
gold-token confidence qb,k = Pθ(xb,k | ξ), where
qb,k is detached from gradient computation. Let
hb be the first position in Ωb whose confidence is
below the threshold τ :

hb = min{k ∈ Ωb | qb,k < τ}. (5)

If no such position exists, all positions in Ωb are
supervised. Otherwise, CSL supervises positions
only up to hb:

Sb =

{
Ωb, if no hb exists,
{ub, . . . , hb}, otherwise.

(6)

Only positions in {Sb}Bb=1 contribute to the cross-
entropy loss, while the remaining masked positions
are excluded from gradient computation.

CSL is not an easy-token filtering strategy. When
an early continuation token has low confidence, it
is still included in Sb and becomes the current learn-
ing frontier. Therefore, a degenerate behavior that
only predicts the first masked token confidently is
not optimal, because the next low-confidence token
will repeatedly receive direct cross-entropy super-
vision until its confidence improves. The randomly
sampled suffix start ub further allows different rela-
tive positions to appear near the beginning of the
masked suffix and receive direct supervision. Since
the confidence scores are detached, CSL provides
no differentiable incentive to lower confidence in
order to shorten the supervised range.

During inference, at generation round r, PA-
BDM appends D temporary mask tokens af-
ter the current prefix and predicts X̂(r) =

{x̂(r)1 , . . . , x̂
(r)
D }. It commits only a prefix X̂

(r)
1:ℓr

with 0 < ℓr ≤ D and discards the unresolved suf-
fix. Therefore, D defines the maximum candidate
range, while ℓr determines the actual generation
and caching granularity. Sec. 3.3 describes how ℓr
is selected and cached.
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3.3 Progressive Prefix Commitment
Progressive Prefix Commitment (PPC) determines
the committed length ℓr at each generation round.
Given the current candidate prediction X̂(r) =

{x̂(r)1 , . . . , x̂
(r)
D }, we compute the confidence of

each predicted token from the current forward pass:

c
(r)
k = Pθ

(
x̂
(r)
k | H(r)

)
, k = 1, . . . , D, (7)

where H(r) denotes the actual context used to pre-
dict the r-th candidate range.

PPC scans the candidate range from left to right
and commits the longest high-confidence prefix.
Once a low-confidence token is encountered, po-
sitions to its right remain unresolved even if they
have high individual confidence. To ensure mono-
tonic progress, PPC commits one token when the
first token is already below the threshold. Let mr

be the first low-confidence position, if it exists:

mr = min{k ∈ {1, . . . , D} | c(r)k < τ}. (8)

The committed length is

ℓr =

{
D, if no such mr exists,
max(1,mr − 1), otherwise,

(9)
where τ is the confidence threshold. The selected
prefix is X̄(r) = X̂

(r)
1:ℓr

.
This left-contiguous commitment is valid be-

cause PA-BDM uses causal attention inside the
candidate range. Tokens in X̄(r) depend only on
the previous cache and earlier tokens in the same
prefix, not on the unresolved suffix. Therefore,
once X̄(r) is fed back as clean input, its KV states
can be safely reused as prefix context.

As shown in Fig. 2(b), the current denoising
pass only decides which token identities to com-
mit, since it predicts from mask inputs. PA-BDM
materializes the selected prefix in the next forward
pass together with the next candidate prediction,
avoiding an extra cache-only pass. Let C(0) = C0

be the initial cache of visual and prompt tokens.
After X̄(r) is selected, the next forward pass takes
the previous cache C(r−1), the selected prefix X̄(r),
and a new temporary candidate range X̃(r+1):
(
C(r), X̂(r+1)

)
= Fθ

(
C(r−1), X̄(r), X̃(r+1)

)
.

(10)
Here, C(r) appends only the materialized KV
states of X̄(r), while X̂(r+1) is the prediction
over the new candidate range and is not cached.

Thus, PA-BDM combines prefix materialization
and candidate-range prediction in one forward pass,
allowing decoding to reset a full candidate range
after each committed prefix rather than spending
later steps on a shrinking residual suffix.

4 Experiments

Implementation Details. Unless otherwise spec-
ified, we set the maximum candidate block size
to 32 and use a confidence threshold of 0.95 for
both CSL and PPC-based prefix caching. All speed
measurements are conducted on a single NVIDIA
RTX 4090 GPU with batch size 1. Detailed training
configurations are provided in Appendix B.2.

Evaluation Benchmarks and Metrics. We eval-
uate PA-BDM on recognition benchmarks cov-
ering four task types: (1) text, including OCR-
blocks from DocLayNet (Pfitzmann et al., 2022)
and OmniDoc (Ouyang et al., 2025); (2) formula,
using UniMER-Test (Wang et al., 2024a) with Sim-
ple Printed Expressions (SPE), Complex Printed
Expressions (CPE), Screen-Captured Expressions
(SCE), and Handwritten (HWE); (3) table, includ-
ing PubTabNet (Zhong et al., 2020) and FinTab-
Net (Zheng et al., 2020); and (4) diagram, using
FlowLearn (Pan et al., 2024). We report Edit Dis-
tance (Edit) for text, Character Detection Matching
(CDM) (Wang et al., 2024b) for formulas, Tree-
Edit-Distance-based Similarity (TEDS) (Zhong
et al., 2020) for tables, and F1 for diagrams. We
also use ACC as an aggregate evaluation metric in
later analyses, with its computation and detailed
descriptions of all metrics provided in Appendix A.

Baselines. We compare PA-BDM with both dif-
fusion and ARM baselines. For controlled com-
parisons, we re-train LaVida (Li et al., 2025)
and DiffusionVL (Zeng et al., 2026) on the same
training data as PA-BDM, with matched visual
and language model sizes. In these controlled
comparisons, LaVida serves as the DLM base-
line, while DiffusionVL serves as the BDM base-
line. For comparison with existing public sys-
tems, we directly evaluate released models with-
out additional fine-tuning on our data, including
MinerU-Diffusion (Dong et al., 2026), MinerU2.5-
Pro (Wang et al., 2026), Dolphinv2(Feng et al.,
2026), and Qwen2.5-VL (Bai et al., 2025). More
details on the training data in Appendix B.1 and
hyperparameter settings in C.
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PA-BDM(ours) DiffusionVL MinerU-Diffusion LaViDa MonkeyOCR-Pro MinerU2.5-Pro Dolphinv2 Qwen2.5VL

Type BDM BDM DLM DLM ARM ARM ARM ARM
Size 3B 3B 2.5B 3B 3B 1.2B 3B 72B
TPS 267.2 92.3 155.7 72.5 32.3 48.4 34.1 -
Mem 7.3 7.2 5.8 8.0 7.2 2.3 7.3 -

Formula (CDM ↑)

SPE 98.7 95.3 96.8 91.2 97.6 99.4 98.1 96.2
SCE 94.3 91.2 92.0 83.9 94.9 97.0 95.5 95.5
CPE 94.7 64.3 91.6 43.7 91.4 98.9 88.1 88.9
HWE 93.8 86.7 91.6 84.6 92.2 95.3 90.5 91.8

Text (Edit ↓)

DocLaynet 0.087 0.135 0.112 0.105 0.080 0.084 0.102 0.096
OmniDoc 0.093 0.121 0.085 0.093 0.071 0.064 0.078 0.073

Diagram (F1 ↑)

FlowLearn 90.4 63.7 - 77.3 - - - 54.8

Table (TEDS ↑)

PubtableNet 89.6 81.4 84.2 69.4 87.4 90.1 90.6 84.3
FinTabNet 88.3 83.1 86.7 71.1 86.4 95.1 87.1 82.9

Table 1: Main comparison on document recognition benchmarks. Bold indicates the best diffusion-based result, and
underline indicates the best overall result. TPS denotes generated tokens per second averaged over all non-diagram
benchmarks, and Mem denotes peak GPU memory in GB. BDM, DLM, and ARM refer to block diffusion, diffusion
language, and autoregressive models, respectively.

4.1 Main Results

As shown in Tab. 1, PA-BDM achieves the best
performance among diffusion-based models on
most benchmarks and delivers the highest infer-
ence throughput. Most compared models use
Qwen2TokenizerFast-based tokenizers with only
minor additional tokens, except for LaViDa. Thus,
TPS provides a largely comparable measure of
decoding efficiency. PA-BDM reaches 267.2
TPS, substantially outperforming DiffusionVL and
MinerU-Diffusion, while maintaining peak mem-
ory comparable to other 3B-scale models. These
results show that PA-BDM improves the speed–
accuracy trade-off without increasing memory cost.

The gains are more pronounced on structure-
sensitive tasks such as formula, diagram, and ta-
ble recognition, while improvements on plain text
are more modest. We attribute this to PA-BDM’s
prefix-consistent causal information flow, which
better matches the strict token order and structural
boundaries of LaTeX, HTML, and Mermaid out-
puts. In contrast, bidirectional denoising may intro-
duce boundary-dependent conditioning patterns, as
analyzed in Sec. 4.3.1.

The efficiency gain mainly comes from prefix-
adaptive decoding. By committing reliable prefixes
before whole-block completion, reusing their KV
states, and resetting unresolved suffixes as new
candidate ranges, PA-BDM avoids decoding over
shrinking residual masks and restores a large par-

allel decoding space. A detailed PPC ablation is
provided in Sec. 4.3.3.

4.2 Model Scale Analysis

We compare 1.2B and 3B PA-BDM on the En-
glish subset of OmniDoc, where layout detection
is skipped and recognition is directly performed on
the original images, to analyze how model scale af-
fects recognition accuracy and inference efficiency.
As shown in Fig. 3, the 1.2B model approaches
the accuracy of the 3B model under higher PPC
confidence thresholds, suggesting limited marginal
accuracy gains from further scaling on these recog-
nition tasks. However, its single-sample TPS is
consistently lower across all thresholds.

We attribute this to PA-BDM’s decoding dynam-
ics. Its efficiency depends not only on the per-
forward cost, but also on how many reliable prefix
tokens can be committed at each step. Larger mod-
els tend to form longer reliable prefixes, enabling
earlier KV-cache reuse and fewer redundant decod-
ing rounds. Thus, model scale affects both accuracy
and effective decoding parallelism. The average
number of decoded tokens per forward pass is pro-
vided in Appendix D.1.

4.3 Ablation Study

We perform ablations on the English subsets of Om-
niDoc, focusing on attention design, CSL, and PPC.
Additional hyperparameter studies are provided in
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3B 1.2B 3B 1.2B

Figure 3: Accuracy–efficiency trade-off of PA-BDM
across model scales. The x-axis denotes the PPC confi-
dence threshold. Lines show accuracy, and bars show
inference throughput (TPS).

the Appendix D.

Block Size Formula ↑ Text ↓ Table ↑
Bidir. Causal Bidir. Causal Bidir. Causal

8 76.2 87.1 0.214 0.197 75.3 83.5
16 69.2 78.0 0.223 0.226 61.7 74.2
32 31.4 27.5 0.271 0.254 38.7 45.2

Table 2: Effect of intra-block attention direction under
different block sizes. Bidir. and Causal denote bidirec-
tional and causal intra-block attention, respectively. All
variants are trained without CSL or PPC and evaluated
with one-shot decoding.

4.3.1 Effect of Intra-block Modeling Direction
To isolate the effect of intra-block information flow,
we remove CSL and PPC, change only the intra-
block attention direction, and evaluate all models
with vanilla one-shot decoding.

Table 2 shows that causal intra-block modeling
performs better than bidirectional modeling in most
settings, especially on formula and table recogni-
tion. Although causal modeling is not uniformly
better in every case, the results suggest that addi-
tional bidirectional context is not always beneficial
for structured discrete sequences. A prefix-to-suffix
dependency path that is consistent with inter-block
autoregressive progression may better match token
order and structural boundary modeling. As the
block size increases, both variants degrade, indi-
cating that fixed-range one-shot prediction is itself
unstable for longer structured sequences. Fig. 4
further illustrates this difference at the sample level.
The two variants appear similar under normalized

This region denotes invalid syntax.

Bidirectional

Causal

Figure 4: Sample-level comparison between bidirec-
tional and causal intra-block modeling on 100 for-
mula instances. Each point denotes one sample under
normalized 1− Edit and CDM (Wang et al., 2024b).

1− Edit, suggesting that their surface-level char-
acter similarity can be close. However, CDM de-
pends on successful formula rendering and charac-
ter matching in the rendered space, so syntactically
invalid predictions tend to receive near-zero scores.
The bidirectional variant produces more near-zero
CDM samples, indicating that character-level simi-
larity does not necessarily imply structural validity.
This suggests that bidirectional intra-block context
may lead to more structural failures in some cases.

Objective 60K steps 120K steps 180K steps

ACC ↑ TPS ↑ ACC ↑ TPS ↑ ACC ↑ TPS ↑
CE 56.1 34.5 76.7 89.6 82.7 113.2
Random 48.7 29.7 67.0 45.8 75.6 61.0
CSL 81.2 147.5 94.0 246.1 94.1 251.0

Table 3: Effect of CSL. All variants use the same PA-
BDM inference setting and differ only in the training
objective. Random drops supervised positions randomly
instead of using prefix confidence.

4.3.2 Effect of the CSL Objective
We evaluate CSL under the same PA-BDM decod-
ing setting. Standard CE supervises all masked
suffix positions uniformly. However, under causal
intra-block denoising, later masked tokens may de-
pend on earlier uncertain masked tokens, making
full-suffix supervision noisy. CSL instead selects
the supervised range according to prefix confidence,
keeps the first low-confidence token as the learning
frontier, and excludes positions to its right.

As shown in Table 3, CSL consistently improves
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Figure 5: The red line shows the ACC across different
confidence thresholds. Numbers along the red line in-
dicate the average number of tokens decoded at each
step. The three dashed lines represent the accuracy of
the baseline method when predicting a fixed number of
4, 8, or 16 tokens at each step.

ACC across training steps. The Random baseline
performs much worse than both CE and CSL, in-
dicating that the gain comes from prefix-aware su-
pervision rather than simply reducing the number
of supervised tokens. Since all variants use the
same inference algorithm, the higher TPS of CSL
suggests that it learns longer reliable prefixes in-
stead of only the leftmost positions. Otherwise,
PPC would commit fewer tokens per forward pass
and require more decoding rounds. The simultane-
ous improvement in ACC and TPS indicates that
CSL progressively pushes the reliable frontier to
the right during training.

Threshold sensitivity analysis is provided in
Appendix D.2, showing that CSL remains stable
within a reasonable range of confidence thresholds.

4.3.3 Effect of PPC Decoding
We compare PPC with fixed commit strategies. A
fixed strategy commits a preset number of leftmost
tokens at each forward pass, whereas PPC selects
the commit length adaptively based on prefix confi-
dence. As shown in Fig. 5, fixed strategies provide
only a limited accuracy–parallelism trade-off. A
small fixed length is conservative and underuses
parallel decoding, while a large fixed length may
commit unstable tokens in structurally difficult re-
gions. PPC avoids this fixed-granularity constraint
by adjusting the commit length according to the
confidence profile of each candidate range. As the
confidence threshold increases, PPC commits fewer
tokens per forward and becomes more conserva-
tive, showing that confidence effectively controls
how much prefix information is selected for com-

Variant Reset Prefix Cache TPS ↑ ACC ↑
Block-level 124.9 94.5
+ Prefix Cache ✓ 227.7 94.5
+ Reset ✓ 193.6 94.3
Full ✓ ✓ 269.1 94.3

Table 4: Ablation on the efficiency components of PPC.
Block-level denotes the default strategy that caches to-
kens only after the entire block is completed. Reset de-
notes resetting the unresolved suffix as a new candidate
decoding window after prefix commitment. Prefix-level
Cache denotes immediately caching committed prefix
tokens before the entire block is completed.

mitment. At the default threshold of 0.95, PPC
commits 8.4 tokens per forward on average, much
longer than the fixed 4-token strategy, while still
achieving higher ACC. This suggests that the reli-
able prefix length varies across decoding states, and
confidence-based adaptive commitment is more ef-
fective than a fixed generation granularity. The
case study in Fig. 6 further illustrates this behavior.

We further isolate the efficiency components of
PPC in Table 4. The baseline still uses KV cache,
but only after the whole block is completed. Reset
improves TPS by refreshing the unresolved suf-
fix as a new candidate window, while Prefix-level
Cache avoids recomputing already committed to-
kens. Both components independently improve
throughput to different extents. Combining them
achieves the highest TPS, increasing from 124.9 to
269.1, with nearly unchanged accuracy.

5 Conclusion

In this paper, we revisit block diffusion models for
document parsing and identify two practical limita-
tions of standard BDMs, namely fixed block-level
granularity and inconsistent information flow be-
tween inter-block autoregression and intra-block
bidirectional denoising. To address these issues,
we propose PA-BDM, which treats each block as a
maximum candidate generation range rather than
a fixed commitment unit. By combining causal
intra-block modeling, PPC decoding, and CSL
training, PA-BDM enables earlier reliable-prefix
commitment, timely KV-cache reuse, and parallel-
space resetting. Experiments on text, formula, ta-
ble, and diagram recognition show that PA-BDM
substantially improves inference throughput while
achieving a better speed–accuracy trade-off than
comparable diffusion-based baselines, especially
on structure-sensitive tasks. These results suggest
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reliable-prefix modeling as an effective direction
for improving the efficiency of diffusion-based doc-
ument recognition.

Limitations

Our experiments are mainly conducted on public
datasets that provide both training and test splits.
These datasets enable controlled training and fair
comparison, but they also limit the diversity of eval-
uation scenarios. Most available open-source train-
ing data are still English-centric and cover a rela-
tively limited range of document styles, languages,
and layout structures. Meanwhile, several recent
and more challenging benchmarks only provide
test sets, making it difficult to conduct fully con-
trolled evaluation under the same training setting.
Therefore, we have not systematically evaluated
PA-BDM in more complex multilingual scenarios,
such as Chinese formulas, Chinese tables, multi-
lingual mixed documents, and more complicated
page-level layouts. These scenarios usually involve
richer character sets, different formatting conven-
tions, and more complex structural dependencies,
which may pose additional challenges to reliable-
prefix modeling and structured generation. As a
result, the current experiments mainly validate the
effectiveness of PA-BDM under relatively standard
open-source settings. Its generalization to broader
languages, layouts, and real-world document sce-
narios remains to be further studied.
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A Evaluation Metrics

In the main experiments, we evaluate PA-BDM on
text, formula, table, and diagram recognition tasks.
For text recognition, we use Edit Distance (Edit),
which measures the surface-level character differ-
ence between the predicted text and the ground
truth. However, surface-level character similarity
is less suitable for structured outputs such as for-
mulas and tables, where small token changes may
lead to different structures and different textual
forms may represent similar semantics. Therefore,
we use task-specific metrics for these structured
recognition tasks.

For formula recognition, we report Character
Detection Matching (CDM) (Wang et al., 2024b),
which evaluates the matching quality of ren-
dered mathematical expressions at the character
level. For table recognition, we report Tree-Edit-
Distance-based Similarity (TEDS) (Zhong et al.,
2020), which measures the similarity between pre-
dicted and ground-truth HTML table trees while
accounting for both table structure and cell content.
For diagram recognition, we report F1 based on the
parsed Mermaid graphs, where nodes and edges
are extracted from the generated and reference Mer-
maid code and then matched for evaluation.

Several ablation studies in the main text
are conducted on the English subsets of Om-
niDoc (Ouyang et al., 2025), covering text, table,
and formula recognition. When reporting a single
aggregate ACC score, we compute it as the aver-
age of normalized text accuracy, table TEDS, and
formula CDM:

ACC = (1−TextEdit)×100+TableTEDS+FormulaCDM

3 .

Here, TextEdit denotes the edit-distance score for
text recognition, while TableTEDS and FormulaCDM

denote the corresponding table and formula scores.
Higher ACC indicates better overall recognition
performance across these three task types.

B Training Details

B.1 Training Data
The training data for table recognition, formula
recognition, and diagram recognition are directly
taken from the training splits of the correspond-
ing evaluation benchmarks described in the main
text. For text recognition, we combine existing
document-layout annotations with an additional
scientific-document-oriented corpus to improve

coverage across general and academic document
scenarios.

Our text recognition data are built from two
sources. The first source is DocLayNet, which
provides high-quality human annotations for docu-
ment layout elements across diverse domains. We
use its annotated text regions to obtain general doc-
ument text samples.

To better support scientific document recogni-
tion, we further construct an element-level para-
graph dataset from the Text_Completion_arXiv cor-
pus. This corpus provides page-level annotations
for arXiv papers. Based on these annotations, we
derive block-level image–text pairs through an auto-
matic filtering and alignment pipeline. Specifically,
we first apply an existing layout detection model
to split each page image into layout elements and
crop the corresponding regions according to the
detected bounding boxes. We then use an existing
strong text recognition model to generate candidate
transcriptions for each cropped region.

In parallel, we extract paragraph candidates from
the original page-level text by using \n\n as para-
graph boundaries. The recognized texts and the
extracted paragraph candidates are then matched
under document reading-order constraints. We use
edit-distance-based filtering with strict thresholds
to remove unreliable pairs and retain only high-
confidence alignments.

We emphasize that this data construction
pipeline is not intended as a methodological con-
tribution of this paper. It mainly relies on exist-
ing datasets, existing layout and recognition tools,
and engineering-level filtering and alignment pro-
cedures. Its purpose is to provide cleaner and
broader text-recognition supervision for training
PA-BDM under document parsing scenarios. For
reproducibility, we will release the constructed
training data, filtering scripts, and data processing
pipeline together with the training and inference
code.

The resulting text recognition data contain both
general document elements from DocLayNet and
scientific paragraph samples derived from arXiv
papers. This design provides broader supervision
for text recognition and improves the robustness of
the model in scenarios involving dense paragraphs,
inline formulas, and academic writing styles.

B.2 Training Configuration
We train PA-BDM at two model scales, 1.2B and
3B. All models are trained for 210K optimization
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steps on 4 NVIDIA H100 80GB GPUs, with a
per-GPU batch size of 6 and gradient accumula-
tion over 5 steps, yielding an effective global batch
size of 120. We use AdamW with a learning rate
linearly warmed up from 1 × 10−8 to 5 × 10−5,
followed by cosine decay. Unless otherwise spec-
ified, the maximum candidate block size is set to
32, and the confidence threshold for both CSL and
PPC-based prefix caching is set to 0.95. Speed is
measured on a single NVIDIA RTX 4090 GPU
with batch size 1.

C Hyperparameter Settings

For a fair comparison, we follow the official config-
urations of each baseline whenever available. For
diffusion-based visual language models, we use
the same candidate block length and confidence
threshold unless otherwise specified. Specifically,
the block length is set to 32, and the confidence
threshold is set to 0.95.
LaViDa. LaViDa(Li et al., 2025) is a representative
diffusion-based visual language model. In standard
diffusion visual language models with global bidi-
rectional attention, the hidden states of previously
decoded tokens may change when new tokens are
generated. As a result, these models cannot directly
support exact KV cache reuse in the same way as
autoregressive models. Although several cache
mechanisms have been proposed for diffusion lan-
guage models, they usually rely on approximation
and may introduce a mismatch between training
and inference.

This issue may have a limited effect on semantic-
level understanding tasks, but it can be more prob-
lematic for token-level recognition tasks, especially
when the output contains strict syntactic structures
such as LaTeX formulas or HTML tables. LaViDa
addresses part of this issue with Prefix KV, where
the visual prefix is excluded from bidirectional de-
noising and can therefore be cached. We consider
this design reasonable because visual tokens should
remain independent of the generated textual con-
tent, and visual tokens often account for a large
portion of the computation. Compared with more
aggressive cache strategies, Prefix KV caches fewer
tokens, but it better preserves consistency between
training and inference.

In our main experiments, we keep the Prefix KV
strategy used by LaViDa. Following common diffu-
sion decoding practice, LaViDa performs iterative
denoising within a fixed generation space.

DiffusionVL. DiffusionVL(Zeng et al., 2026) con-
verts Qwen2.5-VL(Bai et al., 2025) from an au-
toregressive visual language model into a block
diffusion visual language model. Our PA-BDM is
built upon the same backbone, but differs in the
attention mechanism and decoding strategy. Dif-
fusionVL follows the standard BDM formulation,
where each block is generated as a fixed unit and
cached only after the whole block is completed.
We use its default block-wise generation and cache
update strategy. The block length is set to 32 dur-
ing both training and decoding, and the confidence
threshold is set to 0.95.
MinerU-Diffusion. MinerU-Diffusion(Dong et al.,
2026) is mainly designed for document parsing.
Unlike many related works that mainly focus on
text recognition, it reports detailed results on struc-
tured recognition tasks such as formula and table
recognition, making it a useful baseline for our
evaluation. We follow the default configuration
released in its official codebase. The block length
is set to 32, and the confidence threshold is set to
0.95.

D Supplement Experiments

D.1 Model Scale and Decoding Dynamics

Existing ARM-based document parsing models can
often achieve comparable or even better recognition
accuracy with around 1B parameters than larger 3B
models (Niu et al., 2025; Cui et al., 2025; Duan
et al., 2026). This suggests that, for recognition
tasks in document parsing, further scaling may pro-
vide limited marginal accuracy gains while increas-
ing per-step computation and memory cost.

However, PA-BDM exhibits a different scaling
behavior due to its prefix-adaptive decoding dynam-
ics. Its inference efficiency depends not only on the
cost of each forward pass, but also on how many re-
liable prefix tokens can be committed at each step.
Larger models tend to form high-confidence pre-
fixes more quickly, allowing PPC to commit more
tokens per forward pass and reduce the total num-
ber of forward calls. As a result, although the 3B
model has higher per-forward latency and memory
usage, it can still achieve higher throughput than
the 1.2B model in the batch-size-one setting.

Table 5 further illustrates this effect. At τ =
0.95, the 1.2B model commits only 1.8 tokens per
forward pass on average and requires 125.6 forward
calls, while the 3B model commits 8.4 tokens per
forward pass and requires only 27.2 forward calls.
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Size τ Peak Mem ↓ Avg. tokens / forward ↑ Forward calls ↓ Forward time ↓
1.2B 0.65 2.3 3.6 65.2 0.026
1.2B 0.80 2.3 2.4 94.1 0.024
1.2B 0.95 2.3 1.8 125.6 0.023

3B 0.65 7.4 14.3 15.7 0.033
3B 0.80 7.3 10.6 21.3 0.031
3B 0.95 7.3 8.4 27.2 0.031

Table 5: Decoding statistics of PA-BDM across model scales and PPC confidence thresholds on the English subset
of OmniDoc. Although the smaller model has a lower per-forward cost, the larger model tends to commit more
tokens per forward pass, reducing the number of decoding rounds and improving overall throughput.

τ
60K 120K 180K

ACC Ratio ACC Ratio ACC Ratio

0.65 84.7 0.92 85.1 0.96 86.7 0.96
0.80 85.4 0.59 90.1 0.71 92.2 0.77
0.95 81.2 0.31 94.0 0.57 94.1 0.63

Table 6: Sensitivity analysis of the CSL confidence
threshold τ across training steps. ACC is evaluated un-
der the same PA-BDM decoding setting, with the infer-
ence confidence threshold fixed to 0.95. Ratio denotes
the ratio of actually supervised tokens to valid masked
tokens under CSL, excluding padding positions. For the
60K, 120K, and 180K columns, Ratio is averaged over
the training intervals 0–60K, 60–120K, and 120–180K,
respectively. All variants use the same random seed for
suffix sampling.

Based on the average committed tokens per forward
pass and the average forward time, the estimated
forward-level TPS of the 3B model is about 3.46×
that of the 1.2B model. Across different confidence
thresholds, this ratio is around 3.1–3.5×.

Considering memory usage, the peak memory
of the 3B model is about 3.2× that of the 1.2B
model, while its estimated forward-level TPS is
about 3.1–3.5× higher across thresholds. This in-
dicates that, especially under higher confidence
thresholds, the faster reliable-prefix growth of the
3B model can largely compensate for its higher
memory cost. Therefore, for PA-BDM, a smaller
model does not necessarily lead to higher practical
throughput, since model scale affects both compu-
tation cost and effective decoding parallelism.

D.2 Sensitivity to CSL Confidence Threshold
We further analyze the effect of the CSL confidence
threshold η. This threshold controls how conser-
vatively CSL expands supervision to longer con-
tinuations. A smaller η supervises more masked
tokens, while a larger η requires a more reliable
prefix before including right-side positions in the

loss.
As shown in Table 6, different thresholds lead

to different supervised ratios. When η = 0.65, the
supervised ratio reaches 0.92 during the first 60K
steps, providing dense supervision and relatively
strong early accuracy. In contrast, η = 0.95 is
more conservative at the beginning, supervising
only 0.31 of valid masked tokens and therefore
showing lower early accuracy.

Across all settings, the supervised ratio increases
as training progresses. For example, it increases
from 0.31 to 0.63 when η = 0.95, and from 0.59 to
0.77 when η = 0.80. This suggests that CSL does
not collapse to learning only the leftmost positions.
Instead, as earlier masked tokens become more
reliable, the learning frontier gradually moves to
the right and more continuation tokens enter the
supervised range.

The final accuracy shows that denser supervision
is not always better. Although η = 0.65 supervises
more tokens throughout training, its final ACC is
only 86.7, while η = 0.95 reaches 94.1 with a
lower supervised ratio. We attribute this to causal
intra-block denoising, where right-side masked to-
kens may depend on uncertain high-entropy tokens
on their left. Supervising these right-side positions
too early can introduce noisy gradients from unsta-
ble prefix states. A higher threshold avoids such
noisy continuation supervision by expanding the
supervised range only after the prefix becomes suf-
ficiently reliable.

D.3 Sensitivity to Maximum Candidate Block
Size

Table 7 analyzes the effect of the maximum candi-
date block size D. Since PA-BDM samples a suffix
start and masks the positions to its right, smaller
blocks usually provide a shorter valid masked suf-
fix. As a result, when D = 8 or D = 16, CSL can
cover almost the entire masked suffix after training
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D ACC ↑ Ratio ↑ Avg. tokens / forward ↑
8 94.2 0.97 6.1
16 94.1 0.93 7.6
32 94.1 0.71 8.4
64 92.8 0.43 8.1

Table 7: Sensitivity analysis of the maximum candidate
block size D. ACC measures recognition performance.
Ratio denotes the proportion of actually supervised to-
kens among valid masked tokens under CSL, measured
after the training loss becomes relatively stable. Avg.
tokens / forward denotes the average number of com-
mitted tokens per forward pass under PPC.

becomes stable, leading to high supervised ratios
of 0.97 and 0.93. However, a higher Ratio un-
der small block sizes does not necessarily indicate
stronger long-range prefix learning. It partly re-
sults from the shorter masked suffix, which makes
the valid supervision range easier to cover. Mean-
while, small blocks also cap the candidate range
available to PPC. Although D = 8 and D = 16
achieve strong ACC, their average committed to-
kens per forward pass remain lower, indicating that
their inference parallelism is limited by the small
candidate range.

Increasing D to 32 provides more decoding head-
room while still maintaining sufficient CSL super-
vision. In practice, the committed length is usually
concentrated in a moderate range, such as 4–12
tokens per forward pass. However, for easier local
regions, PPC can occasionally commit more than
20 or even close to 30 tokens in one step. There-
fore, a sufficiently large candidate range is still
useful, even when the average committed length
is much smaller than the block size. This explains
why D = 32 can achieve the highest average com-
mitted length while maintaining comparable ACC.

In contrast, further increasing D to 64 reduces
both ACC and average committed length. This
shows that enlarging the candidate range does not
automatically improve effective parallelism. The
actual committed length is still determined by the
model’s ability to form reliable prefixes, so the
block size serves as an upper bound rather than
the expected decoding length. When D is exces-
sively large, most additional candidate positions are
rarely committed, while the number of blocks per
sequence decreases under a fixed sequence length.
Since CSL only supervises tokens up to the reliable
frontier in each block, this can make the overall
supervision signal sparser and training less stable.
Moreover, much of the enlarged candidate range

Model Size Precision↑ Recall↑ F1↑ FPS↑ NMS Conf

Vision Models

YOLOv11m 20M 87.5 95.4 91.3 21.3 ✗ ✗

Doc-YOLO 20M 88.0 96.3 91.9 15.7 ✓ ✗

Pipeline Tool

PP-StructureV3 - 91.4 94.7 93.0 14.1 - -

Vision-Language Models

Qwen2.5-VL 3B 91.3 95.7 93.5 1.3 ✓ ✓

PA-BDM 3B 91.8 95.9 93.8 5.7 ✓ ✓

Table 8: Comparison of layout detection methods. NMS
and Conf respectively indicate that Non-Maximum Sup-
pression and confidence adjustment are not required.
For FPS evaluation, the batch size is set to 1, which
relatively reduces the advantage of models with fewer
parameters.

remains unused while introducing more uncertain
masked context during training.

Therefore, a moderate block size is preferable.
It provides enough headroom for occasional long
reliable-prefix commitment, avoids the ceiling ef-
fect of overly small blocks, and prevents the su-
pervision sparsity caused by overly large blocks.
These results support our default choice of D = 32.

D.4 Layout Detection

VLM-based object detection can be viewed as a
token-level recognition task, where the model is
required to produce precise and unambiguous struc-
tured predictions. Recent document parsing sys-
tems increasingly unify text recognition and lay-
out element detection within autoregressive VLMs,
which simplifies the overall system design. How-
ever, a major limitation of this paradigm is that
autoregressive models generate outputs token by
token, leading to much lower inference efficiency
than parallel vision-based detectors.

We evaluate PA-BDM on DocLayNet (Pfitz-
mann et al., 2022) to examine the feasibility of ap-
plying diffusion-based decoding to structured doc-
ument element recognition within a unified VLM
framework. As shown in Table 8, vision-based de-
tectors still achieve higher FPS, but VLM-based
methods benefit from richer multimodal represen-
tations and obtain better detection accuracy. Com-
pared with single-token decoding, PA-BDM im-
proves inference efficiency by generating multiple
tokens in parallel. For example, decoding five to-
kens per iteration achieves more than a 4× speedup
over single-token decoding, while causing only a
small F1 drop of 0.4 points.

From a practical perspective, vision-based de-
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Figure 6: A case study of PA-BDM on mathematical
formula recognition using adaptive step-size decoding.
The number in the top-left corner of each slot indicates
the generation order, while the color intensity within
each slot represents the generation time (darker indicates
earlier).

tectors usually require additional post-processing
steps such as Non-Maximum Suppression and con-
fidence adjustment, which increases system com-
plexity. In contrast, VLM-based methods can di-
rectly generate structurally valid outputs, reducing
the need for task-specific post-processing and mak-
ing the unified document parsing pipeline simpler
and more robust.

E Batch-parallel PPC Decoding

Confidence-based block diffusion decoding meth-
ods commonly face a practical batching issue.
Since the number of committed tokens is deter-
mined by confidence, different samples may com-
mit different numbers of tokens at each decoding
step. As a result, samples in the same batch can
have different prefix lengths and may require dif-
ferent numbers of decoding rounds for the same
relative block position, which reduces batch-level
parallelism. PPC also has this adaptive-length prop-
erty, since each sample independently commits the
longest reliable prefix from its candidate range.

To preserve batch-level parallelism, we use a
batch-aligned candidate construction strategy. Let
p
(r)
i denote the current committed prefix length

of the i-th active sample at decoding round r,
and let D be the maximum candidate block size.
For a length-bucketed batch where maxi p

(r)
i −

mini p
(r)
i ≤ D, we set a shared target length

T (r) = min
i

p
(r)
i +D. (11)

Each sample then appends

m
(r)
i = T (r) − p

(r)
i (12)

mask tokens, where 0 ≤ m
(r)
i ≤ D. Thus, the

shortest sample uses the full candidate range, while
longer samples append fewer mask tokens and are
aligned to the same target length. All active sam-
ples can therefore be processed in a single batched
forward pass.

This strategy keeps the candidate range of each
sample bounded by D = 32, while avoiding sepa-
rate forward passes caused by different PPC com-
mit lengths. It also preserves the adaptive nature
of PPC, since each sample still commits its own
reliable prefix according to confidence. Therefore,
batch-level parallelism is maintained without forc-
ing all samples to decode the same number of to-
kens at each step.

20138


