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Abstract
Multimodal large language models (MLLMs)
are frequently exposed to auxiliary textual con-
text, the impact of which on vision-language
tasks remains underexplored. In this paper, we
investigate the influence of task-irrelevant con-
text by formulating it as a controlled interven-
tion within a binary visual judgment frame-
work. Through controlled paired comparisons
with and without auxiliary textual context, we
observe that irrelevant text consistently biases
model predictions across diverse benchmarks.
To move beyond performance metrics, we char-
acterize this sensitivity through "decision mar-
gin", which is defined by the log-probability
difference between candidates. Our analysis re-
veals an empirical pattern: context-conditioned
margins are often well approximated by an
affine transformation of their context-free coun-
terparts. We further interpret the fitted affine
parameters as metrics for visual commitment
preservation and directional answer bias. These
findings provide a margin-level diagnostic view
of irrelevant-context effects in MLLMs, indi-
cating that irrelevant context does not manifest
as stochastic noise, but as an estimable distor-
tion of model preference. We release all the
code in https://github.com/Wangyf1998/
Irrelevant_Text_Matters.

1 Introduction

Multimodal large language models (MLLMs) have
demonstrated strong cross-modal understanding ca-
pabilities, enabling complicated vision-language
tasks such as visual question answering, multi-
turn reasoning, and multimodal agents. In these
scenarios, the input image is often accompanied
by auxiliary textual context, such as retrieved pas-
sages, user-provided side information, or history
dialogue. Such context is not always aligned with
the current task: retrieved passages may be off-
topic (Mortaheb et al., 2025), while instructions
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Figure 1: Overview of the controlled intervention and
its behavioral effects. (a) For each image-question pair,
we compare a context-free input with a paired context-
conditioned input, where an irrelevant context is in-
serted. (b) Across multiple benchmarks, irrelevant con-
text not only reduces predictive accuracy, but also shifts
model decisions toward negative responses.

and dialogue may also contain irrelevant informa-
tion (Wang et al., 2024b; Park et al., 2024). This
raises a question: Does irrelevant context affect
MLLM predictions on vision-language tasks?

Our question is motivated by a broader obser-
vation in NLP community: large language models
(LLMs) can be sensitive to textual context that is
not part of the task-relevant evidence. Prior stud-
ies have shown that irrelevant or distracting con-
text can mislead LLMs in question answering and
reasoning tasks (Jia and Liang, 2017; Shi et al.,
2023; Amiraz et al., 2025). Similar issues arise
in retrieval-augmented generation, where retrieved
passages containing irrelevant information will af-
fect the model’s performance (Yoran et al., 2024;
Yan et al., 2024; Cuconasu et al., 2024). In MLLMs,
recent work shows that they may over-rely on ad-
ditional textual context and resulting in a strong
bias (Deng et al., 2025; Chen et al., 2024b; Zhang
et al., 2024). However, despite these observations,
there remains a lack of systematic investigation into
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Figure 2: Illustration of the margin-level analysis. (a)
The decision margin is defined as the log-probability
difference between the positive and negative answers.
(b) Adding irrelevant context transforms the context-
free margin m0 into the context-conditioned margin
mc, which follows an approximate affine relation mc ≈
am0 + b. (c) The affine transformation shifts the effec-
tive decision boundary from m0 = 0 to m0 = −b/a.
This shift expands the Negative Region and compresses
the Positive Region. As a result, samples in the Flip
Region, i.e., 0 < m0 < −b/a, are likely to change from
positive to negative predictions, inducing a systematic
shift in decision preference.

how irrelevant context transforms MLLM decision-
making in terms of behavioral effects and the un-
derlying mechanisms.

To bridge this gap, we conduct a systematic in-
vestigation into the influence of image-irrelevant
text, utilizing it as a controlled intervention within
binary visually grounded prediction tasks. Specifi-
cally, as illustrated in Figure 1(a), for each image-
question pair, we treat the original input containing
only the image and the question as the context-free
input. We then construct a paired context-condition
input by inserting an irrelevant textual passage ran-
domly sampled from an external corpus. As shown
in Figure 1(b), evaluation across multiple bench-
marks shows that irrelevant context not only de-
grades the model’s overall performance, but also
induces a consistent shift in decision preference
toward negative responses.

To better characterize this behavior, we introduce
the decision margin, defined as the log-probability
difference between the positive and negative an-
swers, as illustrated in Figure 2(a). Surprisingly,
as shown in Figure 2(b), the context-condition
margin can be well approximated by a simple
affine transformation of the context-free margin,

i.e., mc ≈ am0 + b, where m0 and mc denote
the margins under the context-free and context-
conditioned inputs, respectively. This affine struc-
ture further explains the observed prediction flips.
As illustrated in Figure 2(c), the effective decision
boundary shifts from m0 = 0 to m0 = −b/a.
Consequently, samples with weak positive margins
are likely to cross the shifted boundary and flip to
negative predictions, accounting for the systematic
tendency toward negative responses.

Inspired by the implicit Bayesian interpretation
of in-context learning (Xie et al., 2021), we inter-
pret the slope a as the preservation of the original
visual decision structure, and the intercept b as the
directional answer offset introduced by irrelevant
text. Based on the above observations, we further
use inverse-affine calibration as a diagnostic test of
whether the fitted transformation captures recover-
able context-induced variation.

Our analysis extends the understanding of
irrelevant-context effects in MLLMs. We show that
such effects can follow an estimable affine pattern
at the margin level, and provide new insight on how
textual noise biases multimodal decision-making.
These findings suggest that MLLMs remain sensi-
tive to irrelevant context, even when it provides no
useful evidence. We hope our work can serve as a
building block for future research on noisy-context
robustness, and contribute to the development of
more trustworthy and robust multimodal systems.

2 Irrelevant Context Affects Prediction

In this section, we first introduce our experiment
setup, then empirically show that irrelevant context
does change MLLM predictions.

2.1 Problem Formulation

Given an image I , a question Q, and an image-
irrelevant textual context C, we compare model
predictions under two input conditions:

xo = (I,Q), xc = (I, C,Q), (1)

Here, xo denotes the context-free input, and xc
denotes the context-conditioned input.

We formulate each sample as a binary visual
judgment. The model is asked to decide whether
the visual claim implied by the question is sup-
ported by the image. We denote the binary label
space as

Y = {y+, y−}, (2)
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Figure 3: Visualization of three input conditions. These
three conditions represent different degrees to which the
irrelevant context is framed as potentially image-related.

where y+ denotes a positive judgment that the
claim is supported, and y− denotes a negative judg-
ment that the claim is not supported. For a model
fθ, the corresponding predictions are

ŷo = fθ(xo), ŷc = fθ(xc), (3)

where ŷo, ŷc ∈ Y .
This formulation adopts two key simplifica-

tions for controlled analysis: we cast open-ended
visually grounded predictions into binary posi-
tive/negative judgments, and we treat auxiliary tex-
tual context as a controlled intervention. Models
typically answer with "Yes" and "No" under the
default instruction. See Appendix C.2 for analysis
of different verbalizations, and Appendix E.1 for
more discussions on problem formulation.

2.2 Experiment Setup
Irrelevant Context Sampling Given an image-
question pair (I,Q), we first sample irrelevant con-
texts C from WikiText (Merity et al., 2017) with a
fixed random seed. We control the length of each
sampled sentence within a predefined range, and ap-
ply filtering process to ensure that the selected con-
text is unrelated to the image. See Appendix A.2
for implementation details.

Input Construction After irrelevant context sam-
pling, we construct inputs under three conditions.
A case is shown in Figure 3. For all settings, the
question is followed by the same answer instruc-
tion:

Answer the question using a single word
or phrase.

The context-free input contains only the image
and the question:

[Image] [Question]

The context-neutral input appends the sampled
irrelevant context:

[Image] [Question] [Context]

The context-conditioned input further intro-
duces a relevance template as:

The following caption is possibly
related to the image:

The template is placed before the context:

[Image] [Question] [Template] [Context]

These three conditions represent different de-
grees to which the irrelevant text is framed as po-
tentially image-related. All the samples are then
fed into models, and use greedy decoding to get the
final answer.

Evaluation Benchmarks and Models We evalu-
ate on four widely used vision-language bench-
marks that cover diverse forms of visually
grounded judgment. POPE (Li et al., 2023)
focuses on object-existence verification and is
commonly used to evaluate object hallucination
in MLLMs. AMBER (Wang et al., 2023) ex-
tends this evaluation to multiple hallucination-
related dimensions, including object existence, at-
tributes, and relations. MME (Fu et al., 2023)
provides a broader diagnostic benchmark, cov-
ering perception-oriented tasks such as color,
count, OCR, and position recognition, as well as
cognition-oriented tasks such as commonsense and
code reasoning. GQA (Hudson and Manning,
2019) evaluates compositional visual reasoning
over objects, attributes, relations, and spatial lay-
outs. See Appendix A.4 for data statistics and im-
plementation detail.

For models, we report results on LLaVA-1.5-
7b (Liu et al., 2023), Qwen2-VL (Wang et al.,
2024a) family (2b and 7b) and Intern-VL3-
8b (Zhu et al., 2025).

Discussion of Confounds We further examine
whether the observed behavioral shift can be ex-
plained by simple experimental confounds. Firstly,
the effect is not tied to a particular context cor-
pus: replacing WikiText with alternative context
sources, such as COCO captions (Chen et al., 2015)
or shuffled WikiText, preserves the main trend, al-
though image-like captions tend to induce stronger
interference. Secondly, it is also not explained by
context length alone, since the affine distortion re-
mains observable across different length buckets.
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Table 1: Behavioral effects of image-irrelevant context across datasets and models. Irrelevant context generally
degrades performance, induces a negative-response shift, and has stronger effects when presented as potentially
image-related. Free indicates the context-free condition, while ∆Neu. and ∆Con. report changes under the
context-neutral and context-condition setting relative to context-free condition. Yes Rate reports the proportion of
positive responses among all answers, indicating the model’s tendency toward affirmative predictions. Flip Rate
reports the percentage of samples whose prediction changes. All values are reported in percentage points.

Dataset Model Accuracy Recall Yes Rate Flip Rate

Free ∆Neu. ∆Con. Free ∆Neu. ∆Con. Free ∆Neu. ∆Con. Neu. Con.

MME

LLaVA-1.5-7B 78.5 ↑0.1 ↓0.9 80.5 ↓7.9 ↓8.4 51.9 ↓7.9 ↓7.4 9.0 9.8
Qwen2-VL-2B 79.9 ↓10.6 ↓20.8 80.5 ↓24.6 ↓40.8 48.7 ↓16.8 ↓26.4 20.5 33.4
Qwen2-VL-7B 87.6 ↑0.2 ↓27.5 90.6 ↓2.6 ↓69.5 52.7 ↓2.8 ↓41.7 4.3 42.0
InternVL3 87.9 ↓3.1 ↓3.7 85.3 ↓9.9 ↓10.5 47.3 ↓7.0 ↓7.0 7.8 7.9

GQA

LLaVA-1.5-7B 76.4 →0.0 ↓1.9 76.4 ↑2.2 ↑7.0 50.7 ↑2.3 ↑9.1 7.6 14.3
Qwen2-VL-2B 79.2 ↓6.3 ↓6.2 76.1 ↓20.1 ↓18.4 47.6 ↓14.3 ↓12.6 16.0 15.6
Qwen2-VL-7B 82.2 ↓1.4 ↓19.8 78.7 ↓2.8 ↓48.3 47.4 ↓1.6 ↓29.9 3.9 30.0
InternVL3 81.9 ↓1.5 ↓2.0 85.1 ↓4.3 ↓6.1 54.2 ↓2.9 ↓4.2 8.0 9.4

AMBER

LLaVA-1.5-7B 81.2 ↓0.3 ↓1.3 64.8 ↓2.4 ↓2.3 28.8 ↓1.3 ↓2.9 6.3 5.7
Qwen2-VL-2B 85.3 ↓0.7 ↓4.9 78.5 ↓9.8 ↓21.6 33.9 ↓5.9 ↓10.8 7.2 12.3
Qwen2-VL-7B 86.9 ↑0.5 ↓9.4 81.2 ↓2.0 ↓43.1 34.1 ↓1.8 ↓19.7 2.9 19.7
InternVL3 88.3 ↑0.5 ↑0.1 85.7 ↓4.7 ↓6.0 35.8 ↓3.7 ↓4.2 5.6 6.0

POPE

LLaVA-1.5-7B 85.5 ↓0.7 ↓0.3 76.6 ↓2.4 ↓0.9 41.4 ↓1.8 ↓0.6 2.3 2.3
Qwen2-VL-2B 87.8 ↓1.8 ↓2.0 79.6 ↓4.5 ↓5.1 42.1 ↓2.8 ↓3.2 3.3 3.6
Qwen2-VL-7B 88.3 ↓1.3 ↓8.4 81.1 ↓3.4 ↓19.8 43.1 ↓2.1 ↓11.6 2.6 11.6
InternVL3 90.9 ↓0.8 ↓0.3 90.7 ↓5.3 ↓3.9 50.2 ↓4.5 ↓3.6 4.8 4.1

Finally, prompt formatting affects the magnitude
but not the existence of the phenomenon. Detailed
settings and results are provided in Appendix C.1.

2.3 Experimental Results
We report Accuracy, Recall, and Yes rate un-
der the Context-free condition, together with their
changes under the context-neutral and context-
condition settings. We further report Flip rate to
measure sample-level prediction changes.

The results in Table 1 reveal three main patterns:

Adding irrelevant context hurts performance.
Across models and benchmarks, adding image-
irrelevant context generally reduces predictive per-
formance. This degradation appears under both
context-neutral and context-conditioned settings,
indicating that auxiliary text can interfere with vi-
sually grounded prediction.

The behavioral shift is directional. The perfor-
mance drop is accompanied by a systematic change
in answer preference. In most settings, the Yes rate
decreases after irrelevant context is added, indicat-
ing that the induced errors are not merely random.

Semantic framing amplifies the effect. The
context-conditioned setting usually produces larger
changes than the context-neutral setting, especially
in Yes rate and flip rate. This suggests that models

are more affected when the same irrelevant text is
framed as potentially image-related.

These behavioral patterns suggest that irrelevant
context does not act as unstructured noise; instead,
it systematically changes the model’s decision pref-
erences. In the next section, we investigate this
effect in detail through a margin-level analysis. See
Appendix B.1 for full experiment result.

3 Affine Margin Shift

In this section, we analyze the effect of irrelevant
context in logit space, and identify a simple reg-
ularity: its influence can be approximated by an
affine transformation.

3.1 Decision Margin Design
Given an input x, we define the decision margin
as the log-probability difference between the two
candidate answers:

m(x) = logP (y+ | x)− logP (y− | x), (4)

Our design is motivated by DPO (Rafailov et al.,
2023): its sign indicates the model preference,
while its magnitude reflects the confidence. See
Appendix A.1 for implementation details.

3.2 Affine Regularity of Decision Margins
Figure 4 shows the affine margin patterns for
LLaVA-1.5-7B across four benchmarks. We iden-
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Figure 4: Affine margin patterns for LLaVA-1.5-7B across four benchmarks. Each panel plots the context-free
margin mo against the context-conditioned margin mc. Points are colored by prediction transitions between the
two conditions, and the solid line shows the fitted affine relation mc = amo + b; the dashed line denotes the
identity relation mc = mo. The consistently high R2 and correlation values indicate that textual context induces an
approximately affine transformation of the original decision margin rather than unstructured perturbations. Notably,
changing the semantic framing from Neutral to Conditioned substantially decreases the fitted slope a, while leaving
the negative intercept b largely stable. Results are shown for LLaVA.

Table 2: Fitted affine parameters across models and
benchmarks. The affine relationship exhibits consis-
tently goodness of fit. Full results of all models are
shown in Appendix B.2.

Model Dataset a b R2 r

LLaVA-1.5-7B

POPE 0.55 -1.05 0.90 0.95
AMBER 0.52 -1.15 0.79 0.89
MME 0.54 -1.08 0.83 0.91
GQA 0.48 -0.92 0.74 0.86

Qwen2-VL-2B

POPE 0.56 -1.58 0.86 0.93
AMBER 0.59 -1.61 0.86 0.93
MME 0.56 -1.13 0.74 0.86
GQA 0.62 -1.55 0.78 0.88

tify a regularity: the impact of irrelevant text can
be characterized by an affine transformation:

mc ≈ a ·m0 + b, (5)

where a and b represent slope and intercept esti-
mated via least squares. To step further, we have
following observations:

The affine form is consistent across different
MLLMs. Table 2 shows the parameters under
context-neutral settings across different bench-
marks and models. The consistently high R2 values
indicate that the affine relation provides a strong
first-order characterization of context-induced mar-
gin shifts across the evaluated settings. Its recur-

rence across benchmarks suggests that this pattern
is not specific to a single task distribution.

The affine parameters show cross-benchmark
consistency. For a model, the fitted slope a and
intercept b remain close across different bench-
marks. Although the fitted parameters can vary
with the model, task distribution and context type,
it still suggests that the affine pattern reflects a
model-specific response to auxiliary context.

Different semantic framings affect the scaling
component. Compared with the Neutral, the
Conditioned setting consistently yields a smaller
slope a, indicating stronger margin compression.
In contrast, the intercept term b remains negative
and of comparable magnitude across framings, sug-
gesting that the answer-direction shift is relatively
stable. We will provide an explanation for this
phenomenon in the following section. See Ap-
pendix B.2 and Appendix D for more results and
robust verification.

3.3 Boundary Shift Explains Prediction Flips

Above results also explain the observed behavioral
changes. Without context, the decision boundary is
located at m0 = 0. After adding context, the mar-
gin is approximately transformed as mc ≈ am0+b,
so the context-condition decision boundary satis-
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fies am0 + b = 0. Mapped back to the original
margin axis, the effective boundary becomes

m0 = − b

a
, (6)

Thus, an originally affirmative sample must have a
sufficiently large positive margin to remain affirma-
tive after irrelevant context is added; samples with
weak margins can otherwise fall below the shifted
boundary and flip.

We verify this explanation by grouping samples
according to the magnitude of their context-free
margin |m0| and computing the flip rate within
each bin. As shown in Figure 5, flip rates are
consistently highest for low-margin samples and
decrease as |m0| grows across models and bench-
marks. This confirms that context-induced flips
are not uniformly distributed over samples, but are
concentrated near the original decision boundary.

3.4 Why an Affine Approximation Can
Emerge?

The above results show that context-induced mar-
gin shifts can be well characterized by an affine
relation in most settings. In this subsection, we
provide a simple first-order account. Let O denote
the original input, and C the introduced context
input. For a fixed attention query, let si denote
the pre-softmax attention score assigned to token
i, the corresponding attention partition masses of
the original input and the introduced context are
defined as:

ZO =
∑

i∈O
exp(si), ZC =

∑

j∈C
exp(sj), (7)

After introducing the context, the attention contri-
bution of the original tokens is subject to compe-
tition induced by normalization, with an effective
scaling factor:

λ =
ZO

ZO + ZC
, 0 < λ < 1, (8)

Let o0 and oC denote the normalized attention
outputs aggregated from the original and context
tokens, respectively, and let oc denote the attention
output after introducing the context. Assuming that
the attention scores of the original tokens remain
approximately stable, softmax normalization gives:

oc ≈ λo0 + (1− λ)oC , (9)

If the downstream mapping from the resulting
representation to the decision margin can be locally
approximated to first order, we obtain:

mc ≈ λm0 + (1− λ)mC = am0 + b, (10)

where a = λ and b = (1−λ)mC . Thus, attention
normalization naturally induces a multiplicative
attenuation of the original margin together with an
additive contextual contribution, yielding a first-
order affine structure.

3.5 Beyond binary judgments
To examine whether the observed affine tendency
is specific to controlled binary decisions, we fur-
ther evaluate Multi Choice Question Answering
(MCQA) and more realistic tasks, including mul-
timodal QA, RAG, and multi-turn dialogue. The
affine tendency remains observable across these
settings: representative R2 values range from 0.73–
0.94 on MCQA, 0.58–0.92 for irrelevant context
in realistic QA, 0.86–0.97 in RAG, and 0.75–0.85
with mismatched dialogue history. These results
suggest that the phenomenon extends beyond bi-
nary judgments, while its fit quality varies across
models, tasks, and context types. Full results and
experiment settings are provided in Appendix B.4.

4 Interpreting the Affine Parameters

In this section, we use a lightweight Bayesian view
to interpret the fitted parameters.

4.1 Preliminary
We first introduce a lightweight Bayesian-inspired
view to describe how irrelevant context may enter
the model’s prediction process.

Let X denote the original input without context.
The model defines a context-free predictive distri-
bution p(Y | X ). When an additional context C is
provided, the model may use it as an additional
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conditioning signal when interpreting the input.
Following the prior work (Xie et al., 2021), we
introduce a latent interpretation variable Z ∈ Z ,
which represents a task-specific “concept”. The
context-conditioned prediction can then be written
as posterior-weighted marginalization:

p(Y | X , C) =

∫

Z
p(Y | X , Z) p(Z | X , C) dZ,

(11)
Under this view, adding C updates the model’s

belief over latent interpretations:

p(Z | X , C) ∝ p(C | Z,X )p(Z | X ), (12)

In our experiments, C provides no useful evidence,
i.e., Y ⊥ C | X . However, image-text alignment
priors may lead the model to treat C as useful ev-
idence rather than irrelevant noise. Consequently,
p(C | Z,X ) may be non-uniform across latent in-
terpretations, shifting p(Z | X , C) away from the
original belief p(Z | X ).

4.2 Explanation of the Affine Parameters
The Bayesian formulation provides a plausible lens.
Under this interpretation, the fitted affine map sum-
marizes two observable effects: how much of the
original visual decision structure is preserved, and
whether the added context introduces a directional
answer offset.

Slope as commitment preservation. We inter-
pret the slope a as the degree to which the original
visual decision structure is preserved after context-
conditioned inference. A larger a indicates that the
original margin geometry is better preserved, while
a smaller a indicates stronger attenuation of the
original visual commitment.

Intercept as answer-direction offset. The inter-
cept b captures the directional offset introduced by
the added context. Since the margin is defined such
that positive values favor Yes, a negative b corre-
sponds to a shift toward No. For image-irrelevant
context, this term is especially informative because
the added text does not provide label-conditioned
visual evidence and therefore tends to appear as a
global directional bias in the answer space.

This interpretation explains the effect of seman-
tic framing observed in Sec. 3.2. The Neutral and
Condition settings contain the same type of image-
irrelevant text, but the Condition template frames
the text as potentially related to the image: this
framing increases the likelihood that the model
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Figure 6: Experiment results for Validating the Param-
eter Interpretation. Points are colored by ground-truth
label. Arrows show the mean label-conditioned mar-
gin shift from the identity line to the observed context-
conditioned mean. The monotonic trend asup > airr >
aconf is consistent with the interpretation of a as com-
mitment preservation.

treats the irrelevant context as useful contextual
evidence, thereby reweighting the latent interpre-
tation more strongly and weakening the preserva-
tion of the original visual margin. At the same
time, because the context is unchanged, the in-
duced answer-direction prior is not fundamentally
changed. However, these quantities should be inter-
preted as setting-dependent descriptors rather than
invariant model properties.

4.3 Validating the Parameter Interpretation
To test the above implications, we construct a con-
trolled context-type intervention.

Intervention setup Our key idea is that, if a and
b respectively capture visual-decision preservation
and directional answer offset, then varying the evi-
dential role of the context should change the affine
parameters. Therefore, we construct three context
types: Supporting context is consistent with the
ground-truth answer, stating that the queried ob-
ject is present for positive samples and absent for
negative samples. Irrelevant context is the same
as in the context-conditioned setting. Conflicting
context states absence for positive samples and
presence for negative samples. All context types
are inserted using the same template and position
in the input.

Results Figure 6 reports the fitted affine param-
eters under the three context types. The slope
changes monotonically with the evidential role of
the context:

asup > airr > aconf , (13)

This ordering is consistent with the interpretation of
a as commitment preservation. Supporting context
preserves the original margin structure the most,
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irrelevant context introduces stronger attenuation,
and conflicting context weakens the original struc-
ture most substantially.

However, although supporting context is related,
its slope still remains below one. We interpret
this behavior as evidence that MLLMs integrate
supporting context as imperfect evidence. See Ap-
pendix C.3 for more discussion.

5 Post-Hoc Calibration Test

In this section, we use post-hoc calibration as a
diagnostic test.

5.1 Calibration Protocol
Given a held-out calibration split Dcal, we com-
pute the context-free margin mo and the context-
conditioned margin mc for each calibration sample,
and fit the affine relation. On the test split, we apply
the inverse transformation:

mcal =
mc − b̂

â
. (14)

5.2 Experiment Setup and results
Calibration settings We consider two calibra-
tion settings. In the in-domain setting, affine pa-
rameters are fitted on a calibration split and applied
to the held-out split of the same benchmark.

In the cross-dataset transfer setting, affine param-
eters are fitted on one source dataset and directly
applied to other target datasets. This setting uses no
target-dataset calibration samples and tests whether
the affine parameters capture a transferable model-
level response to irrelevant context.

Experiment Results Table 3 reports results of
in-domain calibration, and Table 4 reports the cross-
dataset transfer result. Both experiments are im-
plemented on LLaVA. These results show that the
context-induced margin distortion is structured and
partially transferable: inverse-affine correction re-
covers context-free decisions on held-out data and
under cross-dataset transfer. See Appendix B.3 for
more experimental details and results.

6 Related Work

6.1 Context Effects in LLMs
LLMs are known to be sensitive to contextual infor-
mation that is not part of the task-relevant evidence.
Early work on adversarial reading comprehension
shows that irrelevant distractor sentences can mis-
lead question-answering models (Jia and Liang,

Table 3: In-domain post-hoc affine calibration under
WikiText-after-possibly context. Affine parameters are
fitted on calibration splits and evaluated on held-out
test splits. We report the Accuracy and Flip rate with
percentage.

Dataset Origin Con. Cal. Con. Flip Cal. Flip

POPE 86.1 78.0 84.6 16.6 6.1
AMBER 82.7 74.9 79.7 29.2 13.6
MME 78.7 68.5 76.5 30.2 12.6
GQA 73.2 69.2 72.3 36.3 14.8

Table 4: Cross-dataset affine calibration transfer result.
Affine parameters are fitted on POPE and directly ap-
plied to other benchmarks without target calibration
samples. We report the Accuracy and Flip rate with
percentage.

Dataset Origin Con. Cal. Con. Flip Cal. Flip

AMBER 82.7 75.0 80.1 29.1 14.7
MME 78.7 68.5 76.6 30.4 12.8
GQA 73.2 69.3 71.7 36.2 13.1

2017), and recent studies further demonstrate that
large language models can be distracted by irrele-
vant context in reasoning and question-answering
tasks (Shi et al., 2023; Amiraz et al., 2025). Related
observations also appear in retrieval-augmented
generation, where retrieved passages may contain
noisy, weakly related, or irrelevant information that
affects the final answer (Yoran et al., 2024; Yan
et al., 2024; Cuconasu et al., 2024).

6.2 Context Effects in MLLMs
Textual bias has long been observed in vision-
language tasks. Early VQA studies show that mod-
els can exploit language priors and insufficient vi-
sual grounding (Goyal et al., 2017; Agrawal et al.,
2018). Subsequent work further studies how to re-
duce such unimodal biases and force models to rely
more on visual evidence (Cadene et al., 2019; Kv
and Mittal, 2020; Deng et al., 2025). In multimodal
RAG, prior work shows that irrelevant retrieved
passages or conflicting knowledge may reduce over-
all performance (Chen et al., 2022; Kortukov et al.,
2024; Caffagni et al., 2024).

6.3 In-Context Learning and Bias Calibration
In-context learning (ICL) shows that language mod-
els can adapt their predictions from contextual ex-
amples without parameter updates (Brown et al.,
2020; Liu et al., 2022). A theoretical explana-
tion further views ICL as implicit Bayesian infer-
ence, where the model predicts by inferring a la-
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tent concept from the observed context (Xie et al.,
2021). Despite its ability, prior work indicates that
prompts in ICL may introduce systematic biases,
which can be mitigated by estimating and calibrat-
ing such biases at inference time (Zhao et al., 2021;
Han et al., 2022; Nie et al., 2022; Zhou et al., 2024).
More broadly, this connects to post-hoc calibration
methods such as Platt scaling and temperature scal-
ing, which adjust model scores without updating
model parameters (Platt et al., 1999; Guo et al.,
2017).

7 Conclusion

In this paper, we study how image-irrelevant tex-
tual context affects visually grounded decisions in
MLLMs. By treating irrelevant context as a con-
trolled intervention, we show that it can degrade
predictive performance, shift answer preferences,
and induce prediction flips across benchmarks and
models. To characterize this effect beyond aggre-
gate metrics, we introduce a margin-level analysis
based on the log-probability difference between
positive and negative answers. Our results show
that context-conditioned margins can be well ap-
proximated by an affine transformation of context-
free margins, indicating that irrelevant context in-
duces a structured distortion of model preference
rather than unstructured noise. We further analyze
the affine parameters as compact descriptors of mar-
gin preservation and directional answer shift, and
develop a post-hoc calibration method as a diagnos-
tic test, showing that the fitted structure captures re-
coverable context-induced variation. Our findings
provide a new perspective on irrelevant-context ef-
fects in MLLMs and may serve as a useful basis for
future work on trustworthy multimodal systems.

8 Limitations

Closed-form Experiment Setting. Our analysis
is mainly conducted in visual-question settings, and
therefore does not fully capture the complexity of
open-ended multimodal generation. We provide
a preliminary study in Appendix E.3, where we
observe similar context-induced effects in open-
ended generation. When irrelevant context is intro-
duced, we observe that the model tends to generate
shorter responses and focus more on salient objects
in the image. One plausible explanation is that the
context-induced affine transformation suppresses
marginal visual claims with weaker confidence. In
this view, objects or attributes that originally lie

near the decision boundary are more likely to be fil-
tered out after the margin shift, while highly salient
objects with stronger margins remain in the output.
This may explain why irrelevant context reduces
response coverage and makes the generation more
conservative. However, systematically characteriz-
ing whether the same affine margin pattern extends
to open-ended outputs remains an important direc-
tion for future work.

Generalization to Realistic Settings. Our main
analyses are conducted under controlled settings
designed to isolate the effect of auxiliary textual
context. Although the affine tendency remains ob-
servable in more realistic scenarios, the fitted pa-
rameters and the context-role ordering identified
under controlled interventions are not fully pre-
served. This suggests that these quantitative regu-
larities are sensitive to additional factors such as
context relevance, linguistic form, and cross-modal
interactions, and should therefore be interpreted as
controlled empirical characterizations rather than
invariant properties across tasks and contexts.

Limited theoretical explanation. The first-order
account in Sec. 3.4 provides a structural motivation
for why an affine approximation can emerge, but it
does not establish a complete causal explanation of
the phenomenon. Developing a deeper theoretical
and causal account of this phenomenon remains an
important direction for future work.
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A Experimental Setup and
Implementation Details

This appendix provides implementation details and
supplementary analyses that support the main text.
We organize the material into experimental proto-
cols, robustness checks, full results, and formula-
tion discussions.

A.1 Decision-Margin Computation Details
All margin analyses in this paper use the same
scoring convention. Given a rendered multimodal
input x = (I, T ), where I is the image and T is the
complete text prompt, we define the binary decision
margin as

m(x) = logPθ(v+ | I, T )− logPθ(v− | I, T ),

where v+ and v− are the affirmative and negative
verbalizers. In the main experiments, v+ = Yes
and v− = No.

We score both candidate continuations under
teacher forcing. For a candidate verbalizer v =
(v1, . . . , vK) tokenized into K tokens, its sequence
log-probability is computed as

logPθ(v | I, T ) =
K∑

k=1

logPθ(vk | I, T, v<k).

We then subtract the sequence log-probabilities of
the two verbalizers. This sequence-level scoring is
used even when a verbalizer consists of more than
one token, so the reported margin is not restricted
to a single next-token logit difference.

The final binary prediction induced by the mar-
gin is determined by its sign:

ŷ(x) =

{
Yes, m(x) > 0,

No, m(x) ≤ 0.

A.2 Irrelevant Text Sampling
We construct image-irrelevant textual contexts
from an offline WikiText sentence pool. The con-
texts are not dynamically generated during infer-
ence; instead, each sample is assigned a fixed con-
text before evaluation. This makes the context as-
signment deterministic and reproducible under the
same random seed.

We first split corpus into sentence-level candi-
dates and remove duplicate sentences. The candi-
date pool is then shuffled with a fixed seed, and con-
texts are assigned to samples by iterating through
this shuffled pool.

The filtering process consists of two steps. First,
each candidate context is processed by a rule-based
script to remove judgment-related words, such as
“yes” and “no”. Second, we compute the CLIP sim-
ilarity between the candidate context and the input
image, and discard candidates with high similarity
scores to avoid selecting visually related sentences.

For CLIP filter, we calculate the similarity score
between context and image:

sim(i, t) = ⟨CLIP(i),CLIP(t)⟩, (15)

where i is the input image and t is a candidate
context.

A.3 More Reproducibility Details
Reproducibility details. We use WikiText-103-
v1 as the source of irrelevant context, with context
lengths ranging from 13 to 30 words and an av-
erage length of 20.8 words. Context relevance is
filtered using CLIP, with a similarity threshold of
0.14. Unless otherwise specified, all random seeds
are fixed to 42. All evaluated model checkpoints
are downloaded from Hugging Face. Experiments
are conducted on NVIDIA RTX 3090 GPUs with
CUDA 12.4.

Agreement with greedy decoding. Our margin-
based prediction and the parsed greedy-decoding
output correspond to two distinct operational defi-
nitions of model prediction. We therefore measure
their agreement by computing the proportion of
samples for which the sign of the teacher-forced de-
cision margin matches the parsed greedy-decoding
answer. Across all evaluated datasets and models,
the agreement exceeds 90%, reaching up to 99%.
This high consistency indicates that the margin-
level analysis closely reflects the model’s actual
decoded decisions rather than an artifact of teacher-
forced scoring.

A.4 Benchmark Statistics and
Implementation Details

In the main experiments, we use four benchmarks.
POPE, MME, and AMBER-discriminative are al-
ready binary judgment tasks, so we preserve their
original question format and only add a unified
answer instruction. POPE contains 8,910 ques-
tions, including 4,500 Yes and 4,410 No instances
(50.5%/49.5%); its three evaluation categories con-
tain 3,000 adversarial, 3,000 popular, and 2,910 ran-
dom questions. The AMBER discriminative sub-
set contains 14,216 questions, with 4,789 Yes and
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Figure 7: The affine transformation results across all models and benchmarks.

9,427 No instances (33.7%/66.3%), and is there-
fore the most label-imbalanced benchmark in our
main evaluation. The MME input contains 2,374
questions, evenly split into 1,187 Yes and 1,187
No instances across its perception and cognition
subtasks.

For GQA, we further divide the benchmark into
two subsets: GQA-Binary and GQA-Judgment.
GQA-Binary contains the native binary questions
in GQA, for which we preserve the original ques-
tion format and only append the unified answer
instruction. It contains 4,525 naturally yes/no
questions, with 2,328 Yes and 2,197 No instances
(51.4%/48.6%). GQA-Judgment is constructed
from the remaining open-ended questions by con-
verting each sample into an answer-verification
task: given the image, the original question, and
a candidate answer, the model is asked to judge
whether the candidate answer is supported by the
image. See Appendix E.2 for detailed conversion
process and corresponding experiment results.

Our experiments show that this conversion
changes the task format from the model’s perspec-
tive. Although GQA-Judgment still exhibits the
affine margin pattern observed in our main anal-
ysis, its fitted affine parameters differ from those
of native binary tasks. Therefore, we report GQA-
Binary in the main text for consistency with the pri-
mary binary-judgment setting, and provide GQA-
Judgment results as a complementary evaluation.

B Supplementary Experiment Results

B.1 Absolute Behavioral Metrics

Table 5 reports the absolute behavioral metrics for
all tested model families. Neutral uses WikiText-
after-neutral, while Condition uses WikiText-after-
possibly. All binary metrics are percentages.

B.2 Full Affine Transformation Results

Figure 7 shows the affine transformation results
across all models and benchmarks.
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Table 5: Absolute behavioral metrics across tested models and benchmarks. Free denotes context-free input, Neutral
denotes WikiText-after-neutral, and Condition denotes WikiText-after-possibly. Part (b) reports the original-style
MME score.

Model Dataset Free Neutral Condition

Acc F1 Rec. Prec. Acc F1 Rec. Prec. Acc F1 Rec. Prec.

LLaVA-1.5-7B POPE 85.5 84.2 76.6 93.5 84.8 83.2 74.2 94.6 85.2 83.8 75.7 93.8
LLaVA-1.5-7B AMBER 81.2 69.8 64.8 75.8 80.9 68.7 62.4 76.5 79.9 69.2 67.1 71.4
LLaVA-1.5-7B MME 78.5 78.9 80.5 77.4 78.6 77.2 72.6 82.5 77.6 76.3 72.1 81.0
LLaVA-1.5-7B GQA-Binary 76.4 76.9 76.4 77.5 76.4 77.4 78.6 76.3 74.5 77.1 83.4 71.7

Qwen2-VL-2B POPE 87.8 86.8 79.6 95.5 86.0 84.5 75.1 96.4 85.8 84.1 74.5 96.7
Qwen2-VL-2B AMBER 85.3 78.3 78.5 78.1 84.6 75.1 68.7 82.7 80.4 66.2 56.9 79.1
Qwen2-VL-2B MME 79.9 80.1 80.5 79.6 69.3 64.6 55.9 76.4 59.1 49.3 39.7 65.0
Qwen2-VL-2B GQA-Binary 79.2 79.0 76.1 82.1 72.9 68.0 56.0 86.6 73.0 68.7 57.7 84.9

Qwen2-VL-7B POPE 88.3 87.5 81.1 95.0 87.0 85.8 77.7 95.7 79.9 75.5 61.3 98.4
Qwen2-VL-7B AMBER 86.9 80.7 81.2 80.2 87.4 80.9 79.2 82.7 77.5 53.3 38.1 88.8
Qwen2-VL-7B MME 87.6 88.0 90.6 85.5 87.8 87.8 88.0 87.7 60.1 34.6 21.1 95.4
Qwen2-VL-7B GQA-Binary 82.2 82.0 78.7 85.5 80.8 80.3 75.9 85.2 62.4 45.4 30.4 89.6

InternVL3 POPE 90.9 91.0 90.7 91.3 90.1 89.7 85.4 94.4 90.6 90.3 86.8 94.1
InternVL3 AMBER 88.3 83.1 85.7 80.6 88.8 82.9 81.0 84.9 88.4 82.2 79.7 84.9
InternVL3 MME 87.9 87.6 85.3 90.0 84.8 83.2 75.4 92.7 84.2 82.6 74.8 92.1
InternVL3 GQA-Binary 81.9 82.9 85.1 80.8 80.4 80.9 80.8 81.0 79.9 80.2 79.0 81.4

B.3 Calibration Experiments

In-domain calibration. First, we test whether
affine calibration can recover context-free behavior
when the affine parameters are estimated and eval-
uated on held-out splits from the same benchmark.
Specifically, for each model and each dataset, we
split the data into a calibration split and a test split.
The parameters â and b̂ are fitted on the calibration
split of the same dataset, and then applied to the
corresponding test split.

Cross-dataset transfer calibration. Second, we
evaluate a stronger transfer setting. Instead of fit-
ting affine parameters on the target dataset, we fit
â and b̂ on one source dataset and directly apply
them to other target datasets:

ms→t
cal =

mt
c − b̂s
âs

, (16)

where âs and b̂s are estimated from the source
dataset s, and mt

c denotes the context-conditioned
margin on the target dataset t. This setting uses no
target-dataset calibration samples.

Table 6 reports the full in-domain calibration
on LLaVA-1.5-7B. Inverse-affine calibration con-
sistently recovers a substantial part of the context-
induced degradation: it raises accuracy relative to
Context by 3.2–7.9 points and reduces flips by 10.5–
21.5 points across all four benchmarks. This shows
that the fitted affine distortion remains predictive
on held-out samples.

Table 7 reports cross-dataset transfer for LLaVA-
1.5-7B. In every source–target pair, transferred pa-
rameters improve accuracy relative to the uncali-
brated Context condition and sharply reduce flips.
In particular, POPE-fitted parameters improve tar-
get accuracy by 2.4 points on GQA-Binary and by
over 5 points on AMBER and MME, without using
any target calibration examples. These results sup-
port the interpretation that, for LLaVA, irrelevant
context induces a substantial model-level distor-
tion rather than an unrelated benchmark-specific
artifact.

Overall, these results show that for LLaVA, the
context-induced margin distortion is structured and
partially transferable: inverse-affine correction re-
covers context-free decisions on held-out data and
under cross-dataset transfer, while also consistently
improving accuracy and F1.

B.4 Results beyond Binary Judgments

To further examine whether the observed affine ten-
dency is restricted to this controlled setting, we
extend our evaluation to multiple-choice question
answering (MCQA), as well as more realistic mul-
timodal QA, RAG, and multi-turn dialogue scenar-
ios, to assess its applicability across different an-
swer spaces and context construction mechanisms.

B.4.1 Results on MCQA Benchmarks

We first extend our evaluation to two multiple-
choice question answering (MCQA) benchmarks,
MMStar (Chen et al., 2024a) and MMBench (Liu
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Table 6: In-domain post-hoc affine calibration under WikiText-after-possibly context. Affine parameters are fitted
on calibration splits and evaluated on held-out test splits. Values are percentages averaged over five splits. Flip is
relative to Origin predictions.

Model Dataset Origin Acc. Context Acc. Cal. Acc. Origin F1 Context F1 Cal. F1 Context Flip Cal. Flip

LLaVA-1.5-7B POPE 86.1 78.0 84.6 85.6 72.6 83.2 16.6 6.1
LLaVA-1.5-7B AMBER 82.7 74.9 79.7 77.5 47.3 71.0 29.2 13.6
LLaVA-1.5-7B MME 78.7 68.5 76.5 79.2 56.5 76.4 30.2 12.6
LLaVA-1.5-7B GQA-Binary 73.2 69.2 72.3 77.7 63.5 75.8 36.3 14.8

Table 7: Cross-dataset affine calibration transfer on LLaVA-1.5-7B under WikiText-after-possibly context. Source-
fitted parameters are applied directly to the target benchmark without target calibration samples. Values are
percentages.

Source Target Origin Acc. Cal. Acc. Origin F1 Cal. F1 Origin Flip Cal. Flip

POPE AMBER 75.0 80.1 47.7 70.3 29.1 14.7
POPE MME 68.5 76.6 56.4 76.2 30.4 12.8
POPE GQA-Binary 69.3 71.7 63.6 75.9 36.2 13.1

AMBER POPE 78.2 85.2 72.8 84.0 16.5 5.2
AMBER MME 68.5 76.5 56.4 77.0 30.4 12.4
AMBER GQA-Binary 69.3 70.3 63.6 75.6 36.2 12.0

MME POPE 78.2 84.9 72.8 83.6 16.5 5.6
MME AMBER 75.0 80.2 47.7 70.9 29.1 14.1
MME GQA-Binary 69.3 71.0 63.6 75.7 36.2 12.4

GQA-Binary POPE 78.2 84.3 72.8 82.5 16.5 7.2
GQA-Binary AMBER 75.0 79.9 47.7 68.4 29.1 16.4
GQA-Binary MME 68.5 76.2 56.4 74.8 30.4 14.0

et al., 2024). For MCQA, we define the decision
margin as the log-probability difference between
the correct option and the highest-probability incor-
rect option:

m = logP (y∗)− max
yj∈Y, yj ̸=y∗

logP (yj), (17)

where y∗ denotes the correct answer.
The results in Table 9 show that irrelevant

context also alters model predictions under the
MCQA setting, while the context-free and context-
conditioned margins continue to exhibit a clear
affine tendency. For example, under the Condi-
tioned setting, LLaVA and Qwen2-VL-7B achieve
R2 = 0.727 and 0.812 on MMStar, respectively.
On MMBench, the R2 values of the four models
range from 0.799 to 0.940. Meanwhile, irrelevant
context generally leads to a certain degree of ac-
curacy degradation. Overall, these results suggest
that the affine structure observed in the previous
sections is not specific to the binary Yes/No an-
swer space, but remains observable in more general
multiple-choice decisions.

B.4.2 Results on Realistic Scenarios
We further evaluate the observed pattern in three
real-world scenarios. For realistic QA, we use

the VQAv2 subset of Word-or-Vision (Deng et al.,
2025). The results show that irrelevant context
exhibits a clear affine tendency. For RAG, we con-
duct experiments on A-OKVQA (Schwenk et al.,
2022). Irrelevant retrieved context maintains a
strong affine relation across all four models, while
causing a modest performance degradation. For
multi-turn dialogue, we evaluate VisDial v1.0 (Das
et al., 2017) by comparing the no-history baseline
with mismatched history. Mismatched history con-
sistently reduces accuracy across models while still
exhibiting a stable affine tendency. The results are
shown in Table 10.

Overall, these results show that the affine ten-
dency observed in the controlled setting remains ob-
servable in more realistic QA, RAG, and multi-turn
dialogue scenarios, while its fit quality and param-
eters vary across models, tasks, and context types.
This further supports viewing the affine relation
as a broadly applicable first-order approximation
rather than a universal law with fixed parameters
across settings.
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Table 8: Prompt, template, length, and source ablations on POPE with LLaVA-1.5-7B. Acc, Recall, YesRate, and
Flip are reported in percentages.

Group Variant a b R2 Acc Recall Flip

Position/template Wiki before + possibly 0.726 -0.041 0.943 86.4 82.8 3.7
Wiki after + possibly 0.554 -1.046 0.896 78.2 57.8 16.5
Wiki before + neutral 0.755 0.084 0.949 86.2 82.7 3.7
Wiki after + neutral 0.706 -1.243 0.921 80.1 61.6 14.5

Template only After + possibly 0.583 -0.910 0.944 80.8 63.3 13.5
After + neutral 0.819 -0.455 0.976 85.1 74.3 6.7

Length Short Wiki 0.699 -0.000 0.940 86.3 82.4 4.1
Medium Wiki 0.726 -0.041 0.943 86.4 82.8 3.7
Long Wiki 0.743 -0.150 0.934 86.3 82.2 4.2

Source/shuffle Shuffled Wiki 0.796 0.037 0.965 86.7 82.8 3.2
COCO caption before 0.617 0.192 0.896 85.7 84.7 6.0
COCO caption after 0.475 -1.204 0.892 74.2 49.7 20.7

Table 9: Affine margin patterns on MCQA benchmarks. ∆Acc denotes the accuracy change relative to the context-
free condition. Neutral and Conditioned correspond to the two context presentation settings used in our main
experiments.

Dataset Model Context ∆Acc a b R2 r

MMStar

LLaVA-1.5-7B Neutral -1.00 0.73 -0.05 0.85 0.92
Conditioned -3.20 0.58 -0.14 0.73 0.85

Qwen2-VL-2B Neutral -2.00 0.95 -0.02 0.93 0.97
Conditioned -3.00 0.88 -0.09 0.87 0.93

Qwen2-VL-7B Neutral -0.27 0.93 -0.05 0.96 0.98
Conditioned -3.20 0.75 -0.15 0.81 0.90

InternVL3-8B Neutral -5.27 0.83 -0.09 0.76 0.87
Conditioned -4.33 0.83 -0.02 0.78 0.88

MMBench

LLaVA-1.5-7B Neutral -0.99 0.74 -0.01 0.90 0.95
Conditioned -2.86 0.60 -0.09 0.81 0.90

Qwen2-VL-2B Neutral -0.29 0.96 0.01 0.97 0.99
Conditioned -0.52 0.91 -0.07 0.94 0.97

Qwen2-VL-7B Neutral 0.00 0.88 0.08 0.97 0.99
Conditioned -1.58 0.77 -0.08 0.88 0.94

InternVL3-8B Neutral -1.70 0.80 0.12 0.81 0.90
Conditioned -1.05 0.79 0.26 0.80 0.89

C Additional Empirical Analysis

C.1 Prompt, Template, and Context-Source
Ablations

We further test whether the affine effect depends
on a particular prompt rendering choice. All exper-
iments in this subsection use POPE with LLaVA-
1.5-7B and reuse the same context-free origin out-
puts. We vary four factors: the position of the
context relative to the question, the wording of the
context template, the context length, and the con-
text source. We also include template-only controls,
where the template phrase is inserted without any
external context text. Table 8 shows that the affine
structure is robust across prompt variants, but the
fitted parameters are sensitive to how the context is
introduced.

Putting WikiText before the question has a much

weaker effect than putting it after the question. For
the possibly-related template, the before-question
variant has a = 0.726 and only 3.7% flips, whereas
the after-question variant has a = 0.554 and 16.5%
flips. However, in many practical in-context learn-
ing pipelines, especially settings where auxiliary
textual information is appended as side information
or retrieved evidence before answer generation, the
added context is appended after the question. Our
after-question setting is designed to reflect this prac-
tically relevant regime rather than to claim position-
invariant behavior. This position ablation shows
that the affine structure remains observable across
position variants, therefore does not affect the con-
clusions in the main paper.

The template-only controls address the con-
cern that the comparison between context-free and
context-conditioned prompts may be confounded
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Table 10: Affine margin patterns in more realistic contextual scenarios. ∆Acc denotes the accuracy change relative
to the corresponding context-free or no-history condition. A dash indicates that the metric was not reported for that
setting.

Scenario Model Context ∆Acc a b R2 r

Realistic QA: VQAv2 subset of Word-or-Vision

LLaVA-1.5-7B
Matched – 0.78 -1.87 0.60 0.77
Irrelevant – 0.96 0.32 0.89 0.95
Corrupted – 0.92 -2.21 0.57 0.75

Qwen2-VL-2B
Matched – 0.54 -3.57 0.48 0.69
Irrelevant – 0.87 -0.87 0.81 0.90
Corrupted – 0.85 -3.60 0.37 0.61

Qwen2-VL-7B
Matched – 0.34 -5.99 0.38 0.62
Irrelevant – 0.55 -3.82 0.58 0.76
Corrupted – 0.57 -5.22 0.38 0.62

InternVL3-8B
Matched – 0.96 0.74 0.73 0.85
Irrelevant – 0.93 -0.59 0.92 0.96
Corrupted – 0.53 -1.95 0.36 0.60

Multimodal RAG: A-OKVQA

LLaVA-1.5-7B Irrelevant -1.92 0.75 -0.07 0.87 0.93
Supporting +8.47 0.84 +1.14 0.84 0.92

Qwen2-VL-2B Irrelevant -0.17 0.92 -0.01 0.97 0.99
Supporting +8.91 0.76 +1.33 0.85 0.92

Qwen2-VL-7B Irrelevant -0.09 0.94 +0.13 0.95 0.98
Supporting +8.73 0.77 +2.28 0.83 0.91

InternVL3-8B Irrelevant -0.70 0.87 +0.31 0.86 0.93
Supporting +8.82 0.64 +2.74 0.51 0.72

Multi-turn Dialogue: VisDial v1.0

LLaVA-1.5-7B Gold history -0.70 0.76 +0.10 0.66 0.81
Mismatched history -4.40 0.83 -0.12 0.75 0.87

Qwen2-VL-2B Gold history -3.72 0.72 -0.03 0.69 0.83
Mismatched history -4.72 0.80 -0.12 0.78 0.88

Qwen2-VL-7B Gold history +0.72 0.86 +0.18 0.80 0.90
Mismatched history -1.38 0.82 -0.05 0.85 0.92

InternVL3-8B Gold history +2.74 0.80 +0.28 0.70 0.83
Mismatched history -2.82 0.81 -0.02 0.75 0.87

by the added template itself. Even without external
context text, the after-question template changes
the margin distribution. However, the neutral
template-only setting is substantially weaker than
the possibly-related template-only setting: its slope
is closer to identity (a = 0.819) and its flip rate is
lower (6.7% vs. 13.5%). Thus, template wording is
not irrelevant, but it does not eliminate the need to
model the full context-conditioned transformation.

Length and source controls provide additional
checks. Short, medium, and long WikiText con-
texts all preserve strong affine fits and similar be-
havioral metrics when placed before the question.
Shuffling WikiText also preserves a strong affine
relation, suggesting that the effect does not require
coherent evidence about the queried object. In
contrast, COCO captions placed after the question
produce the strongest degradation among these con-
trols, with a = 0.475 and a flip rate of 20.7%.
Overall, these ablations support the main interpre-
tation: irrelevant text systematically transforms the

decision margin, and the strength of the transforma-
tion depends on the semantic role and placement
of the added text.

C.2 Label Verbalization
Our primary analyses define a binary decision mar-
gin using the verbalizers Yes and No. This raises
a potential confound: the observed affine relation
might arise from the lexical properties of this par-
ticular answer pair, rather than from a structured
transformation of the model’s visual decision. We
therefore evaluate alternative answer verbalizations
with LLaVA-1.5-7B. The image, question, label,
and fixed WikiText context assignment are kept
unchanged; only the response instruction and the
two verbalizer sequences used for margin computa-
tion are replaced. For an affirmative/negative pair
(v+, v−), the semantic binary margin is

mv = logP (v+ | I,Q,C)− logP (v− | I,Q,C).

We evaluate the context-free input (Origin), Wiki-
Text introduced through a neutral template (Neu-
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tral), and WikiText introduced through the possibly-
related template (Possibly).

Table 11 first reports the POPE results. In
addition to the standard Yes/No format, we use
True/False as a natural semantic alternative.

To verify that the result is not restricted to POPE,
we further evaluate the natural True/False alter-
native on the AMBER. As shown in Table 12,
affine compression remains visible on this addi-
tional benchmark under both prompt templates.

The natural-verbalizer results support the main
conclusion. With True/False, the estimated slope
is below one in every condition: a = 0.600/0.510
on POPE and a = 0.578/0.473 on AMBER for
the Neutral/Possibly settings. Thus, the margin-
compression pattern is neither specific to the lit-
eral Yes/No tokens nor confined to one bench-
mark. However, the intercept is not verbalizer in-
variant: Yes/No yields negative shifts on POPE,
while True/False yields positive shifts and sub-
stantially higher positive-answer rates, particularly
under Possibly. This result suggests that the prefer-
ence shift induced by irrelevant context is governed
by a structured affine transformation of decision
margins, which cannot be fully captured by output
performance metrics alone.

C.3 Why Supporting Context Still
Compresses Margins

The context-role intervention in Sec. 4 introduces
a seemingly counter-intuitive result. Since sup-
porting context is constructed to be consistent with
the ground-truth answer, one might expect it to
strengthen the clean visual decision and therefore
yield a slope larger than one. This is not what
we observe. Table 13 reports the controlled inter-
vention on POPE with LLaVA-1.5-7B, where the
image, question, context position, and rendering
template are fixed while only the semantic role of
the inserted context is changed.

Supporting context is substantially less destruc-
tive than the alternatives: it has the largest slope,
the smallest negative intercept, and a much smaller
negative shift for ground-truth Yes samples than
irrelevant or conflicting context. Nevertheless, its
slope remains below one (a = 0.626). This does
not contradict the usefulness of supporting evi-
dence, because the fitted slope measures the global
dynamic range of the context-conditioned margins
relative to clean margins; it does not directly mea-
sure whether a context is label-consistent for an
individual sample.

In particular, the supporting intervention is label-
conditioned: positive questions receive a statement
that the queried object is present, whereas negative
questions receive a statement that it is absent. Its
effect is therefore more appropriately summarized
as

mc = αm0 + δ(y) + ϵ,

where δ(y) is a label-dependent shift, rather than
as a pure margin amplifier mc = γm0 with γ > 1.
On POPE, the clean mean margins for ground-truth
Yes and No samples are 2.10 and −2.76, giving
a mean class separation of 4.86. Under support-
ing context, the corresponding means are 1.16 and
−2.15, reducing the separation to 3.31. Support-
ing text preserves the decision direction better than
other context roles, while still narrowing the over-
all margin range; an ordinary least-squares fit thus
naturally yields a < 1.

This compression is also consistent with how
the context is presented to the model. The support-
ing statement is introduced as caption-like natural
language under a possibly-related template, rather
than as an oracle answer. Consequently, the model
may treat it as uncertain evidence, reduce reliance
on the original visual signal, or imperfectly process
the negated form used for negative samples. The
latter possibility is reflected by ∆m− = 0.61: be-
cause positive margins favor Yes, a perfectly effec-
tive supporting statement for a No example would
shift the margin in the negative direction, whereas
the observed average shift is positive.

We therefore interpret supporting context as re-
ducing harmful context-induced distortion rather
than amplifying clean visual margins beyond their
original scale. The ordering

asupporting > airrelevant > aconflicting

still shows that the semantic role of text sys-
tematically changes the affine operator. At the
same time, asupporting < 1 indicates that even
label-consistent context is integrated as imperfect
prompt-conditioned evidence, not as deterministic
supervision.

D Affine Robustness Analysis

D.1 Context-Only Prior Subtraction

Another alternative explanation is that irrelevant
context only contributes an independent answer
prior. Under this view, the context-conditioned
margin could be decomposed as the clean margin
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Table 11: Label-verbalization controls on POPE with LLaVA-1.5-7B. For each verbalizer pair, margins score the
semantically affirmative token against the negative token. Behavioral metrics and Flip are percentages; affine
quantities are fitted between Origin and each context condition.

Verbalizer Condition Acc F1 YesRate Flip a b R2 r

Yes/No
Origin 86.4 86.1 47.1 – – – – –
Neutral 73.5 64.7 24.7 22.4 0.481 -1.229 0.854 0.924
Possibly 75.3 68.0 26.8 20.4 0.384 -0.871 0.836 0.914

True/False
Origin 85.6 84.7 44.1 – – – – –
Neutral 80.9 82.5 58.7 16.5 0.600 0.587 0.791 0.889
Possibly 62.5 72.7 86.6 42.6 0.510 1.124 0.747 0.864

Table 12: Natural verbalizer control on AMBER dis-
criminative with LLaVA-1.5-7B using True/False. Be-
havioral metrics and Flip are reported in percentages.

Condition Acc Yes Flip a b R2

Origin 77.4 26.9 – – – –
Neutral 68.8 58.7 32.9 0.58 0.61 0.66
Possibly 48.4 84.2 57.4 0.47 1.04 0.57

Table 13: Context-role intervention on POPE with
LLaVA-1.5-7B. ∆m+ and ∆m− denote the mean shift
mc −m0 for ground-truth Yes and No samples, respec-
tively.

Context a b R2 ∆m+ ∆m−

Irrelevant 0.554 -1.046 0.896 -1.96 0.16
Supporting 0.626 -0.287 0.873 -0.94 0.61
Conflicting 0.367 -1.228 0.869 -2.63 0.59

plus a context-only bias term. To test this, we esti-
mate a context prior margin mprior by removing the
original image-question evidence and then subtract
it from the context-conditioned margin:

msub = mc −mprior.

We consider three prior estimators: context-only
with a blank image, question-plus-context with a
blank image, and context-only with the original
image.

Table 14 reports the POPE results with LLaVA-
1.5-7B. The context-only prior itself is almost un-
correlated with the clean margin: across variants,
its fitted slope is close to zero and R2 is nearly
zero. After subtracting this prior, the affine relation
remains strong, and the slope remains substantially
below one. This is the key observation: subtracting
an additive answer prior improves behavior, but it
does not remove the margin compression effect.

For the possibly-related context, the uncorrected
context margin has a = 0.554, b = −1.046, and
R2 = 0.896. Subtracting the context-only prior

changes the intercept and improves behavioral met-
rics, but the slope remains around 0.55. Similarly,
under the neutral context, the prior-subtracted slope
remains around 0.70. Therefore, the irrelevant-
context effect cannot be fully explained as a stan-
dalone Yes/No prior added to the decision margin.
Instead, it also changes the effective scaling of the
original visual evidence, consistent with the affine
interpretation in the main text.

D.2 Nested Margin Models
One possible concern of the affine pattern is that
irrelevant context only induces a simpler transfor-
mation, such as a global Yes/No answer-prior shift
or a uniform confidence scaling. To verify this
concern, we compare four nested margin models:

mc = m0, mc = m0 + b,

mc = am0, mc = am0 + b.

These correspond to identity, shift-only, scale-only,
and full affine transformations, respectively. We fit
each model on a calibration split and evaluate it on
held-out samples. In addition to held-out R2 and
MAE, we also evaluate whether each model pre-
dicts which samples will flip after adding context.

Table 15 reports the available result on POPE
with LLaVA-1.5-7B under the WikiText-after-
neutral setting. The full affine model provides the
best held-out fit, reducing MAE from 1.34 for iden-
tity and 0.93 for shift-only to 0.52, and increasing
held-out R2 to 0.92. It also gives the strongest
flip prediction performance, with F1 increasing
from 0.71 for shift-only to 0.85. This supports the
conclusion that the context effect is not merely a
constant answer-direction shift, nor merely a confi-
dence scaling effect.

For reference, the clean prediction accuracy on
the same held-out split is 86.4% with F1 85.9%.
Adding context without correction reduces accu-
racy to 80.0% and F1 to 75.6%, with a flip rate
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Table 14: Context-only prior subtraction on POPE with LLaVA-1.5-7B. We report the affine fit between m0 and the
prior-subtracted margin msub = mc −mprior. Acc, F1, YesRate, and Flip are reported in percentages.

Context Prior estimator a b R2 r Acc F1 YesRate Flip

neutral context-only blank 0.705 -0.872 0.898 0.948 81.7 78.5 34.5 11.4
neutral question+context blank 0.700 1.894 0.904 0.951 79.7 82.4 64.9 19.1
neutral context-only same image 0.705 -0.653 0.902 0.950 82.7 80.0 35.9 10.0

possibly context-only blank 0.552 -0.233 0.868 0.932 83.3 81.3 38.5 8.2
possibly question+context blank 0.549 1.599 0.872 0.934 75.5 79.7 70.0 24.3
possibly context-only same image 0.551 0.103 0.862 0.928 84.8 83.5 41.9 6.4

Table 15: Nested margin-model comparison on POPE with LLaVA-1.5-7B. The context variant is WikiText-after-
neutral. Fit metrics evaluate mc prediction on held-out samples. Calibration metrics evaluate the corrected margin
as a binary prediction.

Model R2 MAE Flip F1 Calib Acc Calib F1 Calib Flip

Identity 0.522 1.337 0.000 0.800 0.756 0.145
Shift-only 0.760 0.934 0.711 0.854 0.841 0.054
Scale-only 0.642 1.254 0.000 0.800 0.756 0.145
Full affine 0.920 0.518 0.849 0.855 0.842 0.050

of 14.5%. The full affine correction reduces the
flip rate to 5.0% and recovers most of the lost F1.
The fact that the full affine model substantially im-
proves held-out margin prediction over both shift-
only and scale-only baselines is the key diagnostic:
irrelevant context changes both the scale of the
original margin and its answer-direction offset.

D.3 Local Fits Across Margin Regions

The global affine relation could be inflated by the
dynamic range of high-confidence samples. To
check this, we fit the affine relation separately
within low-, mid-, and high-margin regions, where
the regions are defined by quantiles of |m0| for
each model–dataset pair. We also repeat the global
fit after trimming extreme margins. This analysis
serves two purposes. First, it tests whether affine
regularity remains visible after removing extreme
margins. Second, it quantifies where prediction
flips occur. Table 16 shows two consistent patterns.
First, the affine fit remains strong after trimming the
extreme 5–10% of margins. For example, LLaVA
on POPE has global R2 = 0.896 and trimmed
R2 = 0.899, while Qwen2-2B on AMBER has
global R2 = 0.863 and trimmed R2 = 0.848.
Thus, the affine pattern is not solely an artifact
of a few very large margins. Second, flips are
concentrated near the decision boundary. Across
both model families and all four benchmarks, low-
margin samples have much higher flip rates than
high-margin samples. For LLaVA, the low-margin
flip rate ranges from 42.2% on POPE to 56.3% on

GQA-Binary, while the corresponding high-margin
flip rates range only from 0.1% to 9.6%. Qwen2-
2B shows the same pattern. This supports the anal-
ysis in the main text: irrelevant context changes
the margin distribution globally, but the final pre-
diction changes primarily when the original deci-
sion is close to the boundary. It also motivates
gated calibration, where correction is focused on
near-boundary examples instead of being applied
uniformly to all samples.

D.4 Random Seed Robustness

The main experiment assigns one fixed irrelevant
WikiText context to each POPE example. To test
whether the affine relation is an artifact of a partic-
ular random assignment, we independently rebuild
the WikiText assignment with seeds 13 and 21,
while keeping the model, samples, context posi-
tion, and possibly-related rendering template fixed.
We reuse the context-free margins and rerun only
the context-conditioned inference.

The estimated parameters are nearly invariant
across the two additional context assignments.
Moreover, they closely match the main seed-42
fit (a = 0.5538, b = −1.0465, R2 = 0.8964, and
r = 0.9468). Thus, the reported affine transforma-
tion is not attributable to an idiosyncratic WikiText
sampling seed.

D.5 Residual Analysis

We further examine whether the fitted affine trans-
formation leaves systematic structure in the predic-
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Table 16: Local margin analysis under WikiText-after-possibly. For each model and dataset, we report the global
affine fit and the flip rate within low-, mid-, and high-margin regions. Flip rates are percentages.

Model Dataset Global a Global R2 Trim R2 Low Flip Mid Flip High Flip

LLaVA POPE 0.554 0.896 0.899 42.2 6.4 0.1
LLaVA AMBER 0.525 0.786 0.785 52.4 31.6 2.6
LLaVA MME 0.542 0.830 0.805 52.1 33.0 5.3
LLaVA GQA 0.476 0.743 0.691 56.3 42.3 9.6

Qwen2-2B POPE 0.557 0.859 0.841 42.6 15.4 3.1
Qwen2-2B AMBER 0.592 0.863 0.848 46.0 18.7 3.0
Qwen2-2B MME 0.561 0.740 0.730 42.8 21.7 5.9
Qwen2-2B GQA 0.615 0.775 0.750 53.6 33.0 5.5

Table 17: Random-context-seed robustness on POPE
with LLaVA-1.5-7B under the WikiText-after-possibly
condition. Behavioral metrics and Flip are reported in
percentages.

Seed a b R2 r

13 0.5541 -1.0441 0.8968 0.9470
21 0.5536 -1.0492 0.8952 0.9461

Mean 0.5539 -1.0466 0.8960 0.9466
Std. 0.0003 0.0036 0.0012 0.0006

tion error. For each model–benchmark pair under
the WikiText-after-possibly condition, we compute
the residual

ϵi = m(i)
c −

(
am

(i)
0 + b

)
, (18)

where a and b are fitted on all samples of the cor-
responding setting. Figure 8 plots these residuals
against the context-free margin for four model fam-
ilies and four binary benchmarks. The red curve
shows the mean residual within bins of m0 and
therefore exposes systematic departures from a sin-
gle global affine map.

For LLaVA-1.5-7B, the residual cloud remains
comparatively compact across all benchmarks, with
R2 ranging from 0.74 on GQA-Binary to 0.90 on
POPE. InternVL3-8B also retains high explanatory
power (R2 = 0.87–0.96), although its larger mar-
gin scale produces a wider absolute residual spread.
Qwen2-VL-2B is broadly compatible with the
affine approximation, with reduced fit quality on
MME and GQA-Binary. In contrast, Qwen2-VL-
7B exhibits visibly larger and margin-dependent
residual dispersion on AMBER, MME, and GQA-
Binary, where R2 drops to 0.63, 0.42, and 0.51,
respectively. Thus, the residual analysis supports
the affine pattern as a strong first-order description
across models, while also identifying settings in
which a single global affine operator is incomplete.
This qualification is consistent with the Qwen2-VL

calibration results above: calibration can reduce
context-induced decision changes even when the
remaining residual structure prevents uniform ac-
curacy recovery.

E Additional Discussion and Experiments

E.1 Why Binary Judgment?

We adopt a binary judgment formulation to obtain
a controlled and comparable measure of model
preference. Open-ended multimodal generation
involves many confounding factors, including an-
swer phrasing, verbosity, decoding strategy, and
automatic evaluation noise. These factors make
it difficult to determine whether a change in the
output reflects a genuine change in visual judg-
ment or merely a change in surface generation. By
constraining the answer space to {Yes, No}, we iso-
late the model’s binary decision-making from the
confounding effects of open-ended generation and
uncontrolled answer formats.

This formulation also enables margin-level anal-
ysis. For each input, the model assigns probabili-
ties to the same two candidate answers, allowing us
to define a decision margin as the log-probability
difference between Yes and No. Because the candi-
date set is fixed across the context-free and context-
conditioned inputs, the margin provides a direct
score-level probe of how the same image-question
pair is affected by the added context. This is essen-
tial for identifying the affine relation between the
original and context-conditioned margins.

The binary setting is not intended to replace
open-ended evaluation. Rather, it serves as a con-
trolled abstraction for studying whether image-
irrelevant context changes visually grounded de-
cisions. Several benchmarks, such as POPE and
MME, are already naturally formulated as yes/no
questions; for open-ended benchmarks, we convert
them into answer-verification questions so that the
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Figure 8: Residual diagnostics for the affine fit under the WikiText-after-possibly context. Columns denote
benchmarks and rows denote models. Each point is a sample residual mc − (am0 + b); the red curve is the binned
mean residual. All panels use shared symmetric axes so that residual dispersion is directly comparable.

same analysis can be applied consistently. This
design allows us to compare predictions, flip rates,
and margin shifts under a unified evaluation proto-
col.

E.2 GQA-judgment Conversion and Results
For non-binary GQA questions, Following (Kalai
et al., 2025), we convert them into answer-
verification questions using scene-graph annota-
tions. Given an original question and its ground-
truth answer, we construct a positive verification
sample by using the ground-truth answer as the
candidate answer. To construct a negative sample,
we sample an incorrect candidate from the GQA
scene graph while preserving the semantic type of
the answer whenever possible. The final question
is converted into following format:

Question: [Question] Candidate answer:
[Answer]. Is the candidate answer
correct according to the image?

Table 18 shows that GQA-judgment behaves dif-
ferently from the cleaner binary existence bench-

Table 18: GQA-Judgment behavior and affine fit for
LLaVA under the WikiText-after-possibly context. Ori-
gin accuracy is evaluated without irrelevant context,
while context metrics are evaluated after inserting irrel-
evant context.

Affine Fit Behavior

Metric Value Metric Value

Slope a 0.336 Origin Acc. 81.3
Intercept b -1.377 Context Acc. 61.6
R2 0.580 Context F1 40.4
Pearson r 0.762 Yes Rate 14.5

Flip Rate 32.1

marks. We use LLaVA as the testing model. With-
out irrelevant context, the converted task is solv-
able: LLaVA reaches 81.3% accuracy. adding irrel-
evant context can strongly suppress affirmative veri-
fication judgments. Under WikiText-after-possibly,
the fitted slope is only a = 0.336 with R2 = 0.580,
and the YesRate drops to 14.5%. Additionally, the
affine parameter is different, indicating that the
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Context-Condition: A pizza on a metal tray 

and two glasses of water, placed on a 

wooden table.

Context-Condition: The image shows a bride 

and groom cutting a wedding cake together.

Context-Free: a freshly baked pizza placed on a 

round metal tray on a wooden table. The pizza is 

topped with various ingredients, including 

tomatoes, onions, and possibly spinach or 

other… In the background, there are several 

white plates stacked on top of each other…

Context-Free: a man and a woman standing next to 

each other … The man is wearing a dark suit and 

the woman is wearing a white dress. They are 

cutting a white wedding cake together. The cake is 

placed on a stand… In the background, there are 

trees and a few people standing behind them…

Figure 9: A case of our open-ended generation exper-
iment. We use the green mask to indicate the region
covered by the model’s prediction under the context-
condition setting. After adding irrelevant context, the
model tends to describe only salient objects in the im-
age, while peripheral objects are no longer mentioned.

Table 19: AMBER generative evaluation with LLaVA-
1.5-7B. Free and Condition denote context-free and
context-conditioned generation, respectively. Hal., Cov.,
Cog., and Len. denote hallucination rate, object cover-
age, cognitive error, and average output length.

Setting CHAIR ↓ Cov. ↑ Hal. ↓ Cog. ↓ Len.

Free 7.9 49.4 33.3 4.0 68.1
Condition 3.8 39.3 9.5 0.7 16.1

prompt template or task will change the affine pa-
rameter.

E.3 Preliminary Study on Open-Ended
Generation

To further examine whether irrelevant context af-
fects open-ended generation, we conduct a pre-
liminary study using AMBER generative set. We
follow the setting of context-free and context-
condition, and ask the model to describe each given
image. To be specific, for all settings, the question
is:

Describe this image in detail.

The context-free input contains only the image
and the question:

[Image] [Question]

The context-condition input appends the sam-
pled irrelevant context and the template:

[Image] [Question] [Template] [Context]

The experiment result is in Table 19. We find that
adding irrelevant context substantially changes the

model’s behavior: the generated responses become
significantly shorter, accompanied by a large drop
in coverage.

The example in Figure 9 provides an intuitive
illustration of this behavioral shift: the model tends
to describe only salient objects in the image, while
peripheral objects are no longer mentioned.

One possible interpretation is that irrelevant con-
text changes the model’s effective decision margin
rather than simply injecting random noise into gen-
eration. Under the context-induced affine transfor-
mation, many visual claims are shifted toward a
more conservative decision region. Consequently,
objects or attributes that originally receive only
weak or moderate support are more likely to fall be-
low the implicit threshold for verbalization. These
marginal claims often correspond to small objects,
peripheral regions, fine-grained attributes, or visu-
ally ambiguous details. By contrast, highly salient
objects tend to have stronger visual evidence and
larger margins, making them more robust to the
margin shift and more likely to remain in the out-
put. This explains why the model still describes
the dominant objects in the scene while omitting
many peripheral details.

From this perspective, the reduced coverage is
not merely a side effect of shorter responses, but
reflects a systematic change in the model’s gener-
ation policy: irrelevant context makes the model
more selective about which visual claims to ex-
press, suppressing uncertain details and producing
more conservative descriptions.

However, further analysis is needed to verify
the causal link between margin suppression and
reduced coverage, and to better understand which
visual claims are most affected.
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