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Abstract

Model merging aims to integrate multiple ex-
pert models into a single model that inherits
their complementary strengths without incur-
ring the inference-time cost of ensembling. Re-
cent progress has shown that merging can be
highly effective when all source models are
homogeneous, i.e., derived from the same pre-
trained backbone and therefore share aligned
parameter coordinates or compatible task vec-
tors. Yet this assumption is increasingly unre-
alistic in open model ecosystems, where use-
ful experts are often built on different fami-
lies such as Llama, Qwen, and Mistral. In
such heterogeneous settings, direct weight-
space fusion becomes ill-posed due to archi-
tectural mismatch, latent basis misalignment,
and amplified cross-source conflict. We address
this problem with HeteroFusion for heteroge-
neous language model fusion, which consists
of two key components: topology-based align-
ment that transfers knowledge across heteroge-
neous backbones by matching functional mod-
ule structures instead of raw tensor coordinates,
and conflict-aware denoising that suppresses
incompatible or noisy transfer signals during
fusion, with a small replay set used to assist
transfer-operator optimization. We further pro-
vide analytical and empirical evidence for pre-
serving the target adapter basis while predicting
structured updates. Across heterogeneous trans-
fer, multi-source fusion, noisy-source robust-
ness, and cross-family generalization settings,
HeteroFusion consistently outperforms strong
merging, fusion, and ensemble baselines.

1 Introduction

Model merging aims to integrate multiple expert
models into a single model that inherits their com-
plementary strengths without incurring the runtime
cost of ensembling (Song and Zheng, 2026; Li
et al., 2023; Yang et al., 2024a). Starting from
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checkpoint averaging and studies of low-loss con-
nectivity in weight space (Izmailov et al., 2018;
Garipov et al., 2018; Draxler et al., 2018; Wortsman
et al., 2022), the field has developed a broad fam-
ily of techniques, including Fisher- or covariance-
aware averaging (Matena and Raffel, 2022; Jin
et al., 2023), geometric and permutation-aware
alignment (Singh and Jaggi, 2020; Ainsworth et al.,
2023; Jordan et al., 2022; Stoica et al., 2023), and
task-vector-based composition (Ilharco et al., 2023;
Yadav et al., 2023; Yu et al., 2023; Davari and
Belilovsky, 2024; Deep et al., 2024; Huang et al.,
2024). These advances show that, when expert
models are sufficiently compatible, their capabili-
ties can often be compressed into a single multitask
model with little or no additional training.

However, nearly all successful merging methods
operate in homogeneous settings, where all source
models are derived from the same pretrained back-
bone and therefore share aligned parameter coordi-
nates, matched architectures, or at least compatible
task vectors (Matena and Raffel, 2022; Jin et al.,
2023; Yadav et al., 2023; Yu et al., 2023). This as-
sumption is increasingly restrictive in open model
ecosystems. In practice, useful experts are often
built on different model families—for example, a
Qwen expert for one task, a Llama expert for an-
other, and a Mistral expert for a third. If model
composition is to become broadly reusable, then
heterogeneous fusion, rather than same-family fu-
sion, is the setting that matters.

Yet extending merging from homogeneous to
heterogeneous experts is fundamentally challeng-
ing. Direct weight-space fusion becomes ill-posed
because heterogeneous backbones do not share a
common tensor topology or latent basis. Even
when modules play analogous functional roles,
their updates need not be expressed in compati-
ble coordinates, and naively combining them can
amplify source-specific artifacts instead of consol-
idating transferable knowledge. Existing hetero-
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geneous LLM fusion approaches therefore largely
bypass direct fusion through training-based trans-
fer, including data- or logit-space distillation and
modular capability transfer (Wan et al., 2024a,b;
Gao et al., 2025; Yan et al., 2025; Du et al., 2026;
Feng et al., 2025). While effective, these methods
require repeated source-model querying, curated
or synthetic fusion data, and additional optimiza-
tion, making them closer to distillation than to di-
rect model fusion. Inference-time ensemble meth-
ods such as GaC, PackLLM, and UniTE (Yu et al.,
2024; Mavromatis et al., 2024; Yao et al., 2025)
avoid weight alignment altogether, but they keep
all experts active at deployment and thus forfeit the
simplicity and efficiency that make model merging
attractive in the first place.

We argue that heterogeneous fusion is difficult
for three fundamental reasons. First, there is topol-
ogy mismatch: model families differ in layer depth,
hidden dimensions, attention parameterization, and
MLP structure, so raw parameter arithmetic has
no canonical meaning. Second, there is latent ba-
sis misalignment: even functionally corresponding
modules may represent their low-rank adaptations
in different coordinate systems, making direct trans-
fer unstable. Third, there is cross-source conflict
amplification: when multiple heterogeneous ex-
perts are fused, architecture-specific artifacts and
noisy task signals can compound rather than cancel,
overwhelming the signal that should be preserved.
These challenges suggest that heterogeneous fu-
sion requires more than stronger averaging rules; it
needs a transfer mechanism that is both topology-
aware and conflict-aware.

To this end, we propose HeteroFusion, a frame-
work for heterogeneous language model fusion
in adapter space. Rather than directly merging
full model weights across incompatible backbones,
HeteroFusion treats task adapters as structured
carriers of transferable expertise and learns to
transfer them into a target model while preserv-
ing the target adapter basis. The framework has
two key components. Topology-based alignment
establishes transferable correspondences across
heterogeneous backbones by matching functional
module structures instead of raw tensor coordi-
nates, and predicts structured updates for the tar-
get adapter from topology-compatible source con-
texts. Conflict-aware denoising suppresses incom-
patible or noisy transfer signals before and during
fusion, so that additional experts improve rather
than destabilize the fused model. We further pro-

vide analytical and empirical evidence for preserv-
ing the target adapter basis while predicting struc-
tured updates. We evaluate HeteroFusion across
heterogeneous transfer, multi-source fusion, noisy-
source robustness, and cross-family generalization
settings. Across all these scenarios, HeteroFusion
consistently outperforms strong model-merging
and heterogeneous fusion methods.

Our contributions are threefold.

• We formulate heterogeneous language model fu-
sion as a distinct problem from conventional ho-
mogeneous merging, and identify its core obsta-
cles: topology mismatch, latent basis misalign-
ment, and cross-source conflict amplification.

• We propose HeteroFusion, a topology- and
conflict-aware fusion framework that enables di-
rect knowledge transfer and fusion across hetero-
geneous LLM backbones.

• We provide analytical and empirical evidence
for the effectiveness of HeteroFusion, showing
strong gains over fusion and ensemble baselines
across heterogeneous transfer, multi-source fu-
sion, and cross-family generalization settings.

2 Related Work

2.1 Homogeneous Model Merging

Early work on model merging connected check-
point averaging with flatter solutions and im-
proved generalization (Izmailov et al., 2018),
while loss-landscape studies showed that indepen-
dently trained minima can be connected by low-
loss paths (Garipov et al., 2018; Draxler et al.,
2018). This line later evolved into model soups
(Wortsman et al., 2022), Fisher-weighted averaging
(Matena and Raffel, 2022), covariance-aware re-
gression merging (RegMean) (Jin et al., 2023), and
alignment-aware formulations based on optimal
transport, permutation symmetries, and feature re-
pair (Singh and Jaggi, 2020; Ainsworth et al., 2023;
Jordan et al., 2022; Stoica et al., 2023). These meth-
ods establish the core intuition that merging can
work when models are sufficiently compatible in
weight space, but they largely assume shared back-
bones or at least compatible tensor structures.

A second major thread treats fine-tuning up-
dates as composable task vectors. Task Arithmetic
(Ilharco et al., 2023) shows that task-specific be-
haviors can often be added, subtracted, or scaled
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through simple vector operations, motivating a se-
ries of interference-aware variants such as TIES-
Merging (Yadav et al., 2023), DARE (Yu et al.,
2023), Model Breadcrumbs (Davari and Belilovsky,
2024), DELLA (Deep et al., 2024), and EMR-
Merging (Huang et al., 2024). More recent work
further studies adaptive or structure-aware merg-
ing, including Model Stock (Jang et al., 2024),
AdaMerging (Yang et al., 2024c), Representation
Surgery (Yang et al., 2024b), Twin-Merging (Lu
et al., 2024), Localize-and-Stitch (He et al., 2024),
Expert Merging (Zhang et al., 2026), Activation-
Informed Merging (Nobari et al., 2025), parameter-
competition balancing (Du et al., 2024), and
evolutionary recipe search (Akiba et al., 2024).
Benchmarks and surveys such as FusionBench,
MergeBench, and recent surveys further system-
atize the space (Tang et al., 2024; He et al., 2025;
Li et al., 2023; Yang et al., 2024a; Song and
Zheng, 2026). Despite their differences, these
methods overwhelmingly target homogeneous set-
tings: same initialization, same architecture, same
tensor layout, and often same tokenizer.

2.2 Heterogeneous Fusion and Model
Ensemble

The most relevant line for our setting is heteroge-
neous LLM fusion. Because direct weight-space
merging is ill-defined across model families, recent
methods primarily resort to distillation- or data-
space transfer. FuseLLM (Wan et al., 2024a) and
FuseChat (Wan et al., 2024b) distill the knowledge
of structurally diverse source models into a target
model through continual training and token/logit
alignment. More recent heterogeneous fusion sys-
tems, such as Bohdi (Gao et al., 2025), InfiFusion
(Yan et al., 2025), Modular SkillPacks (Du et al.,
2026), and FusionFactory (Feng et al., 2025), ex-
tend this paradigm with synthetic data generation,
multi-step fusion schedules, modular capability car-
riers, or multi-level log-data fusion. These methods
demonstrate the promise of heterogeneous capabil-
ity transfer, but they are fundamentally different
from direct white-box merging: they depend on
source-model inference and training data pipelines,
and they do not study how to make heterogeneous
parameterized experts directly fuseable.

Inference-time ensembles form another alterna-
tive. Methods such as GaC, PackLLM, and UniTE
aggregate outputs or token probabilities from multi-
ple LLMs during decoding (Yu et al., 2024; Mavro-
matis et al., 2024; Yao et al., 2025). They are attrac-

tive because they naturally support heterogeneous
tokenizers and architectures, but they retain mul-
tiple models at runtime and therefore incur extra
memory and latency. In contrast, our goal is to ob-
tain a single fused adapter that preserves the deploy-
ment advantages of merging while still operating in
a genuinely heterogeneous setting. HeteroFusion
is therefore complementary to heterogeneous dis-
tillation and inference-time ensembling: it aims to
make cross-architecture expert fusion possible in a
white-box, adapter-space, single-model regime.

3 Our Methodology

Heterogeneous language model fusion is challeng-
ing because experts from different pretrained fam-
ilies do not share a common tensor topology or
latent basis. Consequently, direct weight-space fu-
sion is ill-posed and can corrupt the target task
identity or amplify architecture-specific noise. The
objective is thus to transfer reusable knowledge
across heterogeneous experts while preserving the
target model’s task-specific structure. To address
this problem, we propose HeteroFusion, which
combines topology-based alignment to locate trans-
ferable modules with conflict-aware denoising to
filter and select reliable transfer signals.

3.1 Problem Setup and Overall Framework

We consider a target model equipped with a tar-
get adapter Θt = {At, Bt} and a heterogeneous
source pool {Θk

s = {Ak
s , B

k
s }}Kk=1, where the

source adapters may come from different Trans-
former families and may specialize in different but
related information extraction tasks. The objective
is to absorb complementary knowledge from this
heterogeneous pool without destroying the target
model’s task identity.

A key design choice in HeteroFusion is to pre-
serve the target adapter basis and only predict struc-
tured corrections on the target-side B matrices. In-
tuitively, directly modifying both low-rank factors
would change the target adapter basis itself and
make the transferred update harder to control. We
therefore define fusion for each module group g as

Bg ′
t = Bg

t + αg∆Bg, Ag ′
t = Ag

t , (1)

where g indexes a group of modules with the same
functional role and LoRA rank (e.g., q/k/v/o or
up/down/gate), ∆Bg is a structured update pre-
dicted by the transfer network, and αg is a learnable
group-wise scaling factor.
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Figure 1: Overview of HeteroFusion. Topology-Based Alignment maps compatible modules into unified contexts,
and Conflict-Aware Denoising filters cross-source noise.

To make heterogeneous adapters comparable in
a unified representation space, we express each
grouped LoRA update as ∆W g

t = Bg
tA

g
t and con-

struct block-wise contexts from both A⊤ and B:
Cg
t = [Blk((Ag

t )
⊤); Blk(Bg

t )],

Cg
s = ConcatKk=1[Blk((A

k,g
s )⊤); Blk(Bk,g

s )].
(2)

For each block token, we further compute singular-
value descriptors s = svdvals(·) as structure-aware
side information. Importantly, the source pool is
concatenated rather than averaged, so the model
can preserve source-specific complementarities and
explicitly reason about source disagreement instead
of collapsing all experts into a single mixed signal.

3.2 Topology-based Alignment
The first obstacle in heterogeneous fusion is topol-
ogy mismatch. Different model families differ in
depth, hidden dimension, attention parameteriza-
tion, and MLP layout, which makes raw tensor-
to-tensor alignment ill-posed. For this reason,
HeteroFusion does not attempt to align models
at the level of absolute parameter coordinates. In-

stead, it aligns them at the level of functional topol-
ogy, where modules are matched by role and struc-
tural compatibility (see Appendix E.1 for a detailed
mechanistic analysis of these designs).

Specifically, for each source model k, we define
a layer mapping πk(ℓ) from target layer ℓ to a valid
source layer using tail alignment and structural suf-
fix matching. We then organize all adapter modules
by module type and rank, which yields topology-
compatible transfer units. Only module groups
that admit at least one valid target–source match
are activated for transfer, preventing unmatched
architecture-specific parameters from entering the
fusion process.

Once the valid correspondences are identified,
we build target and source block contexts using
Eq. 2. For each block token x, we extract com-
plementary views frow = Prow(x) and fcol =
Pcol(TransposeView(x)). These two views pro-
vide local structural descriptors that remain in-
formative despite absolute shape differences. To
safely fuse these features, we first filter them
through our conflict-aware denoising module (de-
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tailed in Sec. 3.3) to obtain robust, denoised em-
beddings zgt and zgs .

The denoised target and source embeddings are
then processed by a topology-aligned transfer net-
work (HyperNet) equipped with cross-attention:

Hg = MHA(zgt +Epos, z
g
s +Epos, z

g
s +Epos),

(3)
where Epos denotes positional encoding. The de-
coder outputs block-level deltas, from which only
the B segment is retained:

∆Bg = SliceB(Dec(Hg)),

Bg ′
t = Bg

t + αg∆Bg.
(4)

In this way, topology-based alignment completes
the full transfer loop: it determines where transfer
is allowed via module matching, and how to gener-
ate structured updates via the HyperNet. Crucially,
Ag

t remains fixed to preserve the target adapter
basis, while ∆Bg acts as a precisely routed correc-
tion that injects reusable knowledge from heteroge-
neous experts.

3.3 Conflict-aware Denoising

Structural alignment alone is not sufficient. Even
when modules are topologically compatible, het-
erogeneous experts may still provide contradictory
or noisy signals due to task mismatch, architecture-
specific artifacts, or source quality variation. There-
fore, before the topology-aligned HyperNet per-
forms cross-source interaction, HeteroFusion re-
lies on a dedicated denoising mechanism (Ap-
pendix E.2) to compute the robust embeddings z.

We first apply an SVD-guided sparse gate to
filter unstable channels using the singular-value
descriptor s. Given the extracted views frow and
fcol, we compute:

g = clip(ReLU(MLP(s) + µgate), 0, 1),

z = LN((frow + fcol)⊙ g).
(5)

This gate selectively suppresses channels whose
spectral signatures suggest architecture-specific
variation, while preserving structural directions that
are more likely to be transferable. This yields the
denoised target and source embeddings zgt and zgs .

To further stabilize fusion under cross-source dis-
agreement, we add a distribution-level regularizer
on these hidden embeddings. We use a rectified
distribution matching (RDM) loss based on a sliced
Wasserstein surrogate:

Lrdm(z) = MSE

(︄
sort(PReLU(z)),

sort(PReLU(y))

)︄
, (6)

where y ∼ N (µtarget, σ
2
target) and P is a random

projection matrix. This regularization discourages
fragmented hidden distributions caused by conflict-
ing experts, encouraging the latent space to remain
well-conditioned before being fed into the Hyper-
Net. Taken together, conflict-aware denoising en-
sures that only trustworthy signals survive the trans-
fer process.

3.4 Optimization

Once the transfer interface is defined, we still need
to optimize it without permanently overwriting the
target adapter during training. To this end, we use
a small amount of mixed replay data D, which
preserves complementary knowledge from source-
related tasks and exposes the transfer network to
the interaction between target and source expertise.

For each mini-batch, the transfer network pre-
dicts ∆Bg for every active group, the live adapter
weights are temporarily patched as Bg

t + αg∆Bg,
the language modeling loss is evaluated on the
patched model, and the original weights are re-
stored immediately after the forward-backward
step. This dynamic patching mechanism allows
us to optimize the fusion operator based on the ef-
fect of transferred updates, without permanently
corrupting the target adapter during training.

The full objective minimizes the objective

J (ϕ, {αg}) = Llm(D) + λreg
1

G

G∑︂

g=1

Rg,

Rg = Lrdm(z
g
t ) + Lrdm(z

g
s).

(7)

where ϕ denotes the parameters of the transfer net-
work and G is the number of active module groups.
After training, we run the transfer network once
more, keep all untouched target parameters, and ex-
port the fused adapter by preserving At and replac-
ing Bg

t with Bg
t + αg∆Bg on all aligned groups.

In summary, fusion groups LoRA modules by
functional role and rank, matches valid source–
target layers, constructs and denoises block-wise
adapter contexts, predicts target-side ∆B updates
with At fixed, and finally exports the fused adapter
after replay-based optimization.

The adapter interface does not require experts
to be trained with LoRA from the outset: fine-
tuned full-model Transformer checkpoints can
be mapped to PEFT-compatible low-rank repre-
sentations through SVD-based extraction from
their corresponding base checkpoints, e.g., using
MergeKit (Goddard et al., 2024).
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4 Experimental Results

4.1 Experimental Setup

Datasets and Metrics We evaluate
HeteroFusion on InstructUIE (Wang et al., 2023),
GLUE (Wang et al., 2019), and six supplementary
benchmarks: MMLUPro (Wang et al., 2024),
GSM8K (Cobbe et al., 2021), MBPP (Austin et al.,
2021), DROP (Dua et al., 2019), a 37-language
subset of FLORES-101 (Goyal et al., 2022), and
EmoryNLP (Zahiri and Choi, 2017). Following
the corresponding evaluation scripts, we report
macro precision/F1 for NER and ET and micro
precision/F1 for RE; the other benchmarks use
their official task metrics. Detailed dataset usage
and splits are provided in Appendix B.

Baselines. To evaluate the effectiveness of
HeteroFusion, we compare it against three cat-
egories of baselines: 1) Data and homogeneous
merging baselines. We include Data Merge, which
mixes the available task data and trains a single
target-backbone LoRA adapter, to separate het-
erogeneous transfer from direct data-mixed super-
vised tuning. Since traditional weight-space meth-
ods cannot perform heterogeneous fusion, we also
evaluate them using specifically trained homoge-
neous experts that share the exact target backbone
to provide broader comparability. We include pa-
rameter averaging (Weight Average), Task Arith-
metic (Ilharco et al., 2023), and interference-aware
techniques like TIES-Merging (Yadav et al., 2023),
DARE (Yu et al., 2023), DELLA (Deep et al., 2024),
Breadcrumbs (Davari and Belilovsky, 2024), EMR-
Merging (Huang et al., 2024), and Expert Merg-
ing (Zhang et al., 2026); 2) Heterogeneous fu-
sion/ensemble baselines. We compare against
methods that explicitly handle architectural mis-
match. This includes distillation-based knowl-
edge transfer (FuseLLM (Wan et al., 2024a)) and
inference-time token/logit ensembling (GAC (Yu
et al., 2024), PackLLM (Mavromatis et al., 2024),
UniTE (Yao et al., 2025)). While these methods
naturally bypass structural mismatch, they serve
as heavy-weight upper bounds for runtime cost
compared to our single-fused-model approach; 3)
Task-specific baselines. We provide the fully su-
pervised fine-tuning performance of both the target
and source architectures to establish theoretical per-
formance ceilings. Supplementary generalization
settings and baselines are described in Appendix C.

Implementation Details. To simulate a realistic
and diverse open-model ecosystem, we construct
heterogeneous expert pools from four model fam-
ilies: Llama 3.1 Instruct (Grattafiori et al., 2024),
Qwen2.5 (Team et al., 2025), Mistral (Jiang et al.,
2023), and Gemma-2-2B-it (Gemma Team et al.,
2024). The main InstructUIE experiments train
task-specific LoRA experts on the corresponding
information extraction data, while the supplemen-
tary GLUE and multi-task studies use Gemma ex-
perts trained from capability-oriented Tulu-v2-SFT-
mixture subsets (Ivison et al., 2023). Fusion uses
300 training instances per involved task and opti-
mizes the transfer network for 3 epochs. We keep
expert-training data, adaptation validation data, and
final test data separated; training details, hardware,
and hyperparameters are provided in Appendix B.1

4.2 Main Results

Single-Source Heterogeneous Transfer. Table 1
demonstrates positive heterogeneous transfer from
Qwen experts into a Llama target. First, Hetero-
Fusion consistently improves over Data Merge,
raising the average F1 from 67.60 to 71.38. This
verifies that the gain does not come from simply
pooling the replay data and training the target back-
bone, but from effective cross-architecture knowl-
edge activation. In our framework, this advantage
is mainly brought by Topology-based Alignment,
which aligns compatible structures across hetero-
geneous backbones and converts otherwise unus-
able source adapters into transferable signals. Sec-
ond, HeteroFusion remains clearly stronger than
all merging baselines under cross-architecture mis-
match, surpassing the strongest baseline, FuseLLM,
by 8.23 average F1 points, while the white-box
task-vector methods stay far behind. This result
suggests that simple parameter arithmetic is insuffi-
cient once topology mismatch is introduced. Third,
although the task-specific single-task Llama mod-
els remain the natural upper bound, HeteroFusion
already recovers a substantial portion of that ceil-
ing, showing that heterogeneous transfer can move
close to dedicated single-task experts even without
same-family source adapters.

Multi-Source Heterogeneous Transfer. To ver-
ify that HeteroFusion scales robustly beyond for-
tuitous expert pairings, we evaluate multi-source
fusion across distinct model families simultane-

1Code and released resources are available at https://
github.com/ECNU-ICALK/HeteroFusion.
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Table 1: Main results of single-source (Qwen to Llama) heterogeneous transfer across NER, RE, and ET benchmarks.
P denotes precision; NER/ET use macro scores and RE uses micro scores. Best results are highlighted in bold.

Method
NER RE ET Avg

Mit-Movie TweetNER7 New York Times CoNLL04 FindVehicle FabNER

P F1 P F1 P F1 P F1 P F1 P F1 P F1

Homogeneous merging baselines
Data Merge 80.85 79.49 60.47 56.05 66.91 63.05 63.68 60.91 83.02 82.81 64.00 63.29 69.82 67.60
EMR-Merging 72.85 55.44 65.48 42.41 79.92 71.06 40.04 35.80 58.58 57.10 57.63 53.00 62.42 52.47
TIES-Merging 70.90 50.93 69.57 43.04 88.47 81.24 34.34 31.08 55.66 48.96 38.08 29.36 59.50 47.44
Breadcrumbs 64.96 48.20 61.62 37.47 68.88 60.99 44.73 40.20 66.63 66.01 65.94 63.04 62.13 52.65
DELLA 71.04 50.35 69.29 42.72 88.90 81.82 31.82 28.78 48.36 41.41 36.10 27.81 57.59 45.48
DARE (TIES+) 70.68 50.20 68.32 42.39 88.92 81.81 31.31 28.80 47.67 40.76 36.08 27.96 57.16 45.32
Task Arithmetic 65.55 47.66 61.21 36.34 73.61 65.04 42.78 37.60 59.22 58.14 63.70 60.34 61.01 50.85
Expert Merging 66.92 59.69 55.69 46.03 11.98 12.80 29.31 29.31 66.71 66.43 47.35 45.30 46.33 43.26

Heterogeneous fusion / Ensemble baselines
GAC 64.62 60.25 45.34 42.67 14.56 15.51 34.74 34.89 63.99 56.98 41.12 36.59 44.06 41.15
UniTE 64.39 58.52 47.06 43.45 14.68 15.87 32.79 32.63 67.48 67.11 34.64 33.42 43.51 41.83
FuseLLM 80.88 78.24 59.97 55.15 60.93 52.76 58.26 55.83 75.32 74.72 62.50 62.22 66.31 63.15
HeteroFusion (Ours)84.4683.29 59.24 55.04 68.46 62.26 67.4063.4886.7186.7177.4977.4873.9671.38

Task-specific upper bounds
SFTLlama 85.66 84.72 65.41 62.56 92.40 91.00 71.90 68.96 79.47 79.47 83.82 83.83 79.78 78.42
SFTQwen 86.27 85.17 65.12 62.40 90.85 89.50 75.87 73.34 98.90 98.90 97.02 97.02 85.67 84.39

Table 2: Multi-source transfer.

Method Avg P Avg F1

Homogeneous merging
EMR-Merging 62.42 52.47
TIES-Merging 59.50 47.44
Breadcrumbs 62.13 52.65
DELLA 57.59 45.48
DARE (TIES+) 57.16 45.32
Task Arithmetic 61.01 50.85
Expert Merging 46.33 43.26

Heterogeneous fusion/ensemble
GAC 46.96 44.12
UniTE 46.10 42.15
FuseLLM 64.32 60.32

HeteroFusion 74.18 71.31

ously (configuration details in Appendix B). First,
fusing Qwen and Mistral experts into a Llama tar-
get (Table 2) yields a dominant 71.31 average F1.
This outperforms the strong heterogeneous base-
line, FuseLLM, by 10.99 points and maintains near-
lossless performance relative to the single-source
setting. Second, this target-agnostic generalization
is not restricted to Llama. By inverting the setup
to fuse Llama and Mistral experts into a Qwen tar-
get (Table 7, Appendix D.1), HeteroFusion con-
sistently secures a strong 69.84 average F1, far
surpassing FuseLLM (58.66). Finally, method-
ologically, this confirms our framework’s synergy:

Figure 2: Average ablation trends.

Topology-based Alignment successfully bridges
arbitrary structural gaps, while Conflict-aware De-
noising suppresses multi-source interference, en-
suring stable cross-architecture consolidation.

4.3 Ablation Studies

Figure 2 reports the average trends from the ded-
icated ablation run, and the full task-level results
are reported in Appendix 9. We evaluate three
aspects of the design: whether cross-architecture
alignment is available, whether conflict-aware de-
noising is used, and how the target LoRA adapter
is updated. When alignment is removed, heteroge-
neous transfer no longer has a valid module corre-
spondence, so the model reduces to the Data Merge
setting that trains a single target-backbone LoRA
on mixed task data. This baseline reaches 67.60
average F1, clearly below the full result of 72.20.
Removing denoising also lowers the average F1
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to 66.28, showing that filtering conflicting trans-
fer signals is important even when the alignment
interface is retained.

The remaining ablations isolate the two struc-
tural choices in HeteroFusion. Replacing tail
alignment with head alignment, uniform interpola-
tion, or naive layer-index matching consistently un-
derperforms the full model, with average F1 scores
of 70.71, 70.93, and 71.23, respectively. This indi-
cates that tail-oriented topology alignment provides
a more reliable cross-family correspondence than
generic layer matching rules. We also compare dif-
ferent LoRA update targets under the same transfer
setting. Updating only the target LoRA A matrix
drops to 68.14 F1, while jointly updating A and B
reaches 70.76 F1, both below the B-only design.
These results support our choice to preserve the tar-
get adapter basis and inject transferred knowledge
through structured updates to the B matrices.

4.4 Further Analysis

Transferability in Noisy-Source Settings To
evaluate noise robustness, we introduce four task-
irrelevant Llama experts (specializing in Chemistry,
Biology, Politics, and Science) into the source pool.
This shared architecture allows homogeneous merg-
ing baselines to participate but creates a highly
noisy environment. As illustrated in Figure 3 and
detailed in Table 13, this noise causes catastrophic
interference for traditional weight-space merging
methods (e.g., Task Arithmetic, DARE, TIES),
plummeting their average F1 scores to ∼20-25%.
Inference-time ensembles similarly struggle to iso-
late the target task. While the distillation-based
FuseLLM shows moderate resilience (58.77% F1),
HeteroFusion demonstrates exceptional stability,
maintaining a dominant 70.55% average F1. This
robustness directly validates our conflict-aware de-
noising module: instead of blindly aggregating pa-
rameters, the SVD-guided sparse gate explicitly
filters out conflicting spectral signatures from ir-
relevant experts, ensuring the target adapter only
absorbs task-beneficial updates while preserving
its core identity.

Transferability Across Diverse Task Families.
We further test whether HeteroFusion general-
izes beyond the main information extraction set-
ting through two complementary evaluations (Fig-
ure 4; full details in Appendix C). First, on GLUE,
HeteroFusion achieves the best average score of
82.58, outperforming FuseLLM by 1.22 points
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Figure 3: Robustness analyses. Left: noisy-source set-
ting. Right: target-anchor sensitivity.
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Figure 4: Generalization analyses. Left: GLUE bench-
mark. Right: multi-task heterogeneous transfer.

and Breadcrumbs by 1.54 points (Table 5). Sec-
ond, in a broader multi-task setting, we transfer
LoRA knowledge from Gemma source experts into
a Llama target adapter across six representative
benchmarks. HeteroFusion again obtains the best
average score of 30.73 and shows a clear advantage
on DROP (47.40), as reported in Table 4. These
results indicate that our topology-aligned transfer
is not specialized to UIE-style tasks: it can reuse
heterogeneous adapter knowledge across both task
families and model families.

Hyperparameter Sensitivity Analysis. As illus-
trated in Figure 5 and further detailed in Tables 10
and 11 (Appendix D.3), HeteroFusion maintains
a broad stable region rather than a brittle peak.
Across α ∈ [0.05, 0.9], the average F1 remains
tightly bounded between 69.40 and 70.89. Intu-
itively, low-to-mid α values are preferred because
they inject sufficient cross-architecture knowledge
without overwhelming the target task anchor. Simi-
larly, for the gating shift µgate, small positive val-
ues (e.g., 0.10 or 0.15) yield the highest F1 scores
(up to 71.38). Mechanistically, this slight posi-
tive shift moderately relaxes the denoising spar-
sity threshold, allowing the model to cautiously
admit subtle but useful cross-family features. Un-
like many merging baselines that are highly brittle
to carefully tuned coefficients, our framework re-
mains robust over a wide window. Consequently,
we adopt α = 0.3 and µgate = 0.1 as the default
configuration for all our main experiments.

Replay-Budget Sensitivity. We vary the number
of replay examples per task while keeping the re-
maining protocol fixed. Reducing the budget from
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Figure 5: Sensitivity analysis of α and µgate.

300 to 200, 100, and 50 examples yields average
F1 scores of 71.38, 67.65, 64.90, and 61.20, re-
spectively. The smooth degradation shows that
additional replay data is consistently useful, while
the 50-example setting remains functional with sub-
stantially less task data. Full task-level results are
reported in Appendix B.1.

Target Anchor Variants. As illustrated in Fig-
ure 3 and Table 12 (Appendix D.4), we evaluate
how the choice of the initial task-specific adapter
impacts heterogeneous transfer. We observe two
key trends. First, while the target anchor dictates
the transfer headroom—with Mit-Movie yield-
ing the highest average F1 of 71.38 (our default
choice)—the overall performance remains stable
across all six anchors (68.49–71.38 average F1).
This indicates HeteroFusion is robust and does
not rely on a lucky initialization. Second, specific
anchors consistently peak on their native datasets.
This confirms that the target adapter successfully
retains its core task identity as a foundation, while
heterogeneous transfer strictly acts to inject com-
plementary knowledge on top of that anchor.

5 Conclusions

We propose HeteroFusion, an adapter-space
framework for merging heterogeneous language
models by enabling direct knowledge fusion across
structurally diverse architectures such as Llama,
Qwen, and Mistral. By combining Topology-based
Alignment with Conflict-aware Denoising, our
method safely injects transferable knowledge while
filtering architecture-specific noise and preserving
the target’s core identity. Extensive experiments
show that HeteroFusion consistently outperforms
strong merging, fusion, and ensemble baselines
across heterogeneous transfer, multi-source fusion,
noisy-source robustness, and cross-family general-
ization settings.

Limitations

Several promising directions remain for future re-
search. First, although HeteroFusion focuses
on adapter-space transfer, extending it to other

parameter-efficient modules or selective full-model
fusion could capture richer cross-family knowledge
beyond low-rank updates. Second, the current data-
assisted method uses a small replay set to optimize
the transfer operator; our replay-budget analysis
shows graceful degradation as the available ex-
amples are reduced, while reducing this reliance
further or enabling fully data-free heterogeneous
fusion would improve practicality. Third, while
topology-based alignment works well across sev-
eral Transformer families, more adaptive strate-
gies may be needed for more diverse architectures,
larger backbone gaps, or multimodal foundation
models.
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A Theoretical and Empirical Analysis

We now explain why this design is stable and suit-
able for heterogeneous fusion.

Conceptual Hypothesis. Although different
Transformer families do not share identical param-
eter coordinates, they still exhibit partially trans-
ferable structural regularities, such as analogous
attention/MLP topologies and compatible low-rank
patterns. HeteroFusion leverages this observation
by restricting transfer to topology-compatible mod-
ule groups and filtering out source-specific artifacts
before they interact with the target adapter.

Formal Justification. Let the target task vector
of group g be ∆W g

t = Bg
tA

g
t and the transferred

one be

∆W g ′
t = (Bg

t + αg∆Bg)A
g
t . (8)

Then the perturbation induced by transfer satisfies

∥∆W g ′
t −∆W g

t ∥F = ∥αg∆BgA
g
t ∥F (9)

≤ |αg| ∥∆Bg∥F ∥Ag
t ∥2.

(10)

Eq. 10 shows that, once Ag
t is fixed, the trans-

fer magnitude is explicitly controlled by αg and
∆Bg. Thus, preserving the target adapter basis
constrains the perturbation rather than allowing an
unrestricted rewrite of the target task vector; the
bound does not by itself establish the semantic use-
fulness of a predicted update.

B Implementation Details

Expert Model Preparation. Before applying our
heterogeneous fusion framework, we individually
train the source domain experts and the initial
target anchor. For the main InstructUIE experi-
ments, these adapters are trained using LLaMA-
Factory (Zheng et al., 2024) on 8 NVIDIA A100-
80GB GPUs. We fine-tune only the LoRA weights
with rank r = 8 and LoRA scaling parameter
α = 16 for 3 epochs using a learning rate of
1× 10−4.

Compatibility with Full Fine-tuned Check-
points. Although our experiments use natively
trained LoRA experts, the required interface
can also be obtained from fine-tuned full-model
Transformer checkpoints when their correspond-
ing base checkpoints are available. MergeKit’s
mergekit-extract-lora applies SVD to check-
point weight differences and exports PEFT-
compatible low-rank approximations (Goddard
et al., 2024). HeteroFusion can then operate on
the extracted same-rank, functionally correspond-
ing module groups, and the fused target adapter
may optionally be folded into the target backbone
for standalone deployment using standard PEFT
tooling (Mangrulkar et al., 2022).

Supplementary Generalization Experts. For
the GLUE and multi-task generalization analy-
ses, we use public Gemma-2-2B-it (Gemma Team
et al., 2024) LoRA experts trained from capability-
oriented subsets of Tulu-v2-SFT-mixture (Ivison
et al., 2023). In the multi-task setting, the Llama-
3.1-8B target anchor is the Code Alpaca LoRA,
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while the nine Gemma source experts are trained
on CoT, Flan v2, GPT4 Alpaca, Open Assistant,
Open-Orca, Science, ShareGPT, WizardLM, and
LIMA. All adapters use rank 8 and alpha 16 while
keeping their respective backbones frozen.

After obtaining these experts, the evolutionary
baselines initialize a population with random lin-
ear combinations of expert LoRA weights and op-
timize the combinations through an evolutionary
process. The evolution stage uses a small valida-
tion set of 200 examples from the target evaluation
tasks to score candidates, apply fitness-weighted
crossover, Gaussian mutation, experience inheri-
tance, and selection, and repeat this process for
10 generations. This validation set is used only to
guide the search process.

We keep three data sources separate. The expert-
training data comes from Tulu-v2-SFT-mixture and
is disjoint from the downstream evaluation bench-
marks. The 200-example validation split is sam-
pled from the target benchmark tasks only for evo-
lution or model selection. The final test split con-
tains held-out examples from the same target tasks
and is evaluated only after fusion is complete. Thus,
the source experts do not train on the final test ex-
amples, and the validation samples used for search
do not overlap with the reported test samples.

HeteroFusion Training Setup and Hyperparam-
eters. During the fusion phase, we employ a
mixed replay strategy to expose the transfer net-
work to the interactions between target and source
knowledge. Specifically, rather than using the full
training corpora, we randomly sample exactly 300
instances from the training set of each involved
task (including both the target anchor task and all
source expert tasks) to construct the replay dataset.

The architectural and optimization hyperparam-
eters for our framework are detailed as follows:

• Transfer Network Architecture: The topology-
aligned cross-attention network is configured
with an embedding dimension of 1024, 8 atten-
tion heads, and a maximum position embedding
length of 4096 to support long-context modeling.

• Training Configurations: The transfer network

is trained for 3 epochs with a learning rate of
5 × 10−5. We set the maximum sequence cut-
off length to 1024. The training utilizes a per-
device batch size of 1 with 8 gradient accumula-
tion steps. The initial group-wise scaling factor
for the injected updates is set to α = 0.3.

• Conflict-Aware Denoising: For the SVD-guided
sparse gate, the gating shift parameter is set to
µgate = 0.10 to cautiously admit cross-family
features.

• Distribution Matching Regularization: The
rectified distribution matching (RDM) regulariza-
tion weight is scaled to λreg = 0.005 to ensure
that the primary language modeling loss main-
tains absolute dominance during optimization.
The target distribution for the sliced Wasserstein
surrogate is configured with a mean of µtarget =
0.0 and a standard deviation of σtarget = 1.0.
The number of random projection directions used
to compute the surrogate distance is set to 2048.

Profiled Fusion Cost. For the Llama-target MIT-
Movie setting, five source adapters and six task
datasets yield 1,800 replay examples. Three epochs
correspond to 5,400 raw example-steps and ap-
proximately 675 optimizer steps. The target back-
bone and source adapters remain frozen, and fu-
sion performs no source-backbone forward passes.
The seven group-specific transfer networks con-
tain 773,314,311 trainable parameters in total
(110,473,472 per group plus seven learned scal-
ing factors), and fusion takes 1,801 seconds (about
30 minutes) on 8 NVIDIA A100-80GB GPUs. Af-
ter export, the transfer networks and source experts
are discarded; deployment retains one target model
and a 20,971,520-parameter LoRA adapter, occu-
pying 80.06 MiB in float32 or approximately 40
MiB in half precision.

B.1 Replay-Budget Sensitivity

We reduce the number of original training examples
sampled from each involved task while keeping the
remaining fusion protocol fixed. Table 3 reports
the complete task-level results.

Table 3: Replay-budget sensitivity on the main InstructUIE setting. NER/ET use macro precision/F1 and RE uses
micro precision/F1.
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Examples/task Mit-Movie TweetNER7 New York Times CoNLL04 FindVehicle FabNER Avg.
P F1 P F1 P F1 P F1 P F1 P F1 P F1

300 84.46 83.29 59.24 55.04 68.46 62.26 67.40 63.48 86.71 86.71 77.49 77.48 73.96 71.38
200 84.78 83.86 58.89 55.54 58.39 53.16 58.93 54.01 85.45 85.41 73.89 73.91 70.05 67.65
100 82.38 81.01 61.02 53.64 56.61 48.57 55.07 50.08 85.28 85.28 70.83 70.84 68.53 64.90
50 84.49 82.88 63.46 53.63 40.29 37.84 48.53 46.71 81.04 80.92 65.24 65.23 63.84 61.20

Average performance decreases smoothly with
the replay budget, while the 50-example setting re-
tains 61.20 average F1. The result therefore shows
a favorable data-efficiency trend while confirming
that the amount of available replay data affects the
final transfer quality.

C Additional Generalization Results

C.1 Multi-Task Heterogeneous Transfer
This setting evaluates whether heterogeneous
adapter transfer remains useful beyond the informa-
tion extraction tasks used in the main experiments.
We use Gemma-2-2B-it source experts trained on
diverse capabilities and transfer their LoRA knowl-
edge into a Llama-3.1-8B target adapter. The
fused adapter is then evaluated on six represen-
tative benchmarks: MMLUPro, GSM8K, a 37-
language subset of FLORES-101 (denoted Flores-
37), DROP, EmoryNLP, and MBPP. We compare
HeteroFusion with the following baselines:

• Best Single, which selects the best-performing

single expert for each evaluation task.

• Data Merge, which mixes the available task
data and trains a single target-backbone LoRA
adapter.

• Expert Fusion, which linearly merges expert
weights as wfusion =

∑︁
i tiwi, where ti is the

normalized expert fitness score.

• PackLLM (Mavromatis et al., 2024), which as-
signs test-time fusion weights according to each
expert’s prompt perplexity.

• EMR-Merging (Huang et al., 2024), TIES-
Merging (Yadav et al., 2023), DELLA (Deep
et al., 2024), and DARE (TIES+) (Yu et al.,
2023), which are task-vector merging baselines
for reducing interference among expert updates.

All baselines in this setting use the same source
expert pool when applicable.

Table 4: Results of multi-task heterogeneous transfer on six representative benchmarks. Best results are highlighted
in bold.

Method MMLUPro GSM8K Flores-37 DROP EmoryNLP MBPP Avg.

Best Single 26.57 40.80 21.51 30.40 32.53 31.78 30.60
Data Merge 25.57 33.00 22.51 27.40 32.37 15.37 26.04
Expert Fusion 27.67 39.50 21.74 22.60 32.66 28.55 28.79
PackLLM 27.67 38.13 19.24 21.30 30.46 42.56 29.89
EMR-Merging 22.98 31.31 13.15 33.67 33.91 36.56 28.60
TIES-Merging 24.38 26.38 11.07 30.34 30.56 36.56 26.55
DELLA 25.57 25.63 11.96 31.58 30.12 33.46 26.39
DARE (TIES+) 22.78 25.93 10.44 30.05 29.81 34.37 25.56
HeteroFusion (Ours) 26.47 18.57 22.36 47.40 33.11 36.43 30.73

Multi-Task Benchmark Transfer. As shown in
Table 4, HeteroFusion achieves the highest aver-
age score of 30.73. The method is not intended
to dominate every individual benchmark; rather,
it tests whether knowledge from smaller Gemma

source experts can be expressed as a useful update
to a larger Llama target adapter. The strong DROP
score of 47.40 and the best overall average support
this interpretation, showing that topology-aligned
adapter transfer can consolidate heterogeneous ex-
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pertise across both model families and task families
without retaining all source experts at inference
time.

C.2 GLUE Cross-Family Transfer
We also evaluate HeteroFusion on GLUE to test
whether the transfer mechanism generalizes to stan-
dard natural language understanding tasks. Follow-

ing the main experimental protocol, we compare
against homogeneous task-vector merging meth-
ods, heterogeneous fusion or ensemble baselines,
and distillation-style fusion. GLUE uses its offi-
cial task-specific metrics; for MRPC, we report
F1/accuracy and use F1 when computing the aver-
age.

Table 5: Performance on the GLUE benchmark.

Method SST-2 QNLI RTE MRPC (F1/Acc) CoLA Avg

EMR-Merging 96.4 91.3 83.8 82.1/75.5 44.7 79.66
TIES-Merging 96.5 91.5 83.2 81.7/75.2 41.6 78.90
Breadcrumbs 96.5 90.6 84.7 82.0/75.8 51.4 81.04
DELLA 97.0 90.9 82.6 80.6/73.9 38.8 77.98
DARE (TIES+) 96.7 91.0 82.7 80.4/73.7 38.9 77.94
Task Arithmetic 96.8 91.0 83.7 81.0/74.5 45.2 79.54

GAC 95.2 80.1 82.3 78.4/74.3 47.4 76.68
UniTE 94.8 89.1 69.6 85.2/79.7 61.4 80.02
FuseLLM 95.2 86.8 82.3 85.5/78.8 57.0 81.36
HeteroFusion 95.3 86.4 86.8 85.7/80.3 58.7 82.58

Table 5 shows that HeteroFusion obtains the
best average GLUE score of 82.58. Its advan-
tage comes from balanced cross-task performance
rather than winning every individual metric: for
example, UniTE attains the highest CoLA score,
and DELLA is strongest on SST-2. Nevertheless,
HeteroFusion gives the best aggregate result and
achieves the strongest RTE and MRPC scores, in-
dicating that the learned topology-aligned transfer
can generalize to non-IE task families while re-
maining competitive with both white-box merging
methods and heavier heterogeneous fusion base-
lines.
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D Supplementary Experimental Tables

D.1 Multi-Source Heterogeneous Transfer.

Table 6: Main results of multi-source heterogeneous transfer (Qwen and Mistral → Llama). Best results are shown
in bold.

Method
NER RE ET Avg

MIT-Movie TweetNER7 New York Times CoNLL04 FindVehicle FabNER

P F1 P F1 P F1 P F1 P F1 P F1 P F1

Homogeneous merging baselines
EMR-Merging 72.85 55.44 65.48 42.41 79.92 71.06 40.04 35.80 58.58 57.10 57.63 53.00 62.42 52.47

TIES-Merging 70.90 50.93 69.57 43.04 88.47 81.24 34.34 31.08 55.66 48.96 38.08 29.36 59.50 47.44

Breadcrumbs 64.96 48.20 61.62 37.47 68.88 60.99 44.73 40.20 66.63 66.01 65.94 63.04 62.13 52.65

DELLA 71.04 50.35 69.29 42.72 88.90 81.82 31.82 28.78 48.36 41.41 36.10 27.81 57.59 45.48

DARE (TIES+) 70.68 50.20 68.32 42.39 88.92 81.81 31.31 28.80 47.67 40.76 36.08 27.96 57.16 45.32

Task Arithmetic 65.55 47.66 61.21 36.34 73.61 65.04 42.78 37.60 59.22 58.14 63.70 60.34 61.01 50.85

Heterogeneous fusion / ensemble baselines
GAC 61.49 58.41 50.80 45.74 23.33 24.78 41.02 42.22 63.99 56.98 41.12 36.59 46.96 44.12

UniTE 67.53 61.42 56.68 48.52 18.33 18.15 32.25 30.85 66.72 65.71 35.08 28.22 46.10 42.15

FuseLLM 75.76 70.88 58.21 52.79 57.38 48.95 54.62 50.10 74.21 73.47 65.74 65.71 64.32 60.32

HeteroFusion (Ours) 84.34 83.25 62.11 57.60 67.85 60.78 67.89 63.32 85.39 85.39 77.51 77.50 74.18 71.31

Table 7: Main results of multi-source (Llama and Mistral → Qwen) heterogeneous transfer.

Method
NER RE ET Avg

Mit-Movie TweetNER7 New York Times Conll04 FindVehicle FabNER
Prec F1 Prec F1 Prec F1 Prec F1 Prec F1 Prec F1 Prec F1

EMR-Merging 78.65 69.88 65.91 53.58 58.19 53.12 45.67 42.09 68.56 67.21 48.03 45.05 60.84 55.16
TIES-Merging 78.96 69.69 67.88 54.80 63.47 59.12 36.08 32.83 65.64 63.09 49.34 45.33 60.23 54.14
Breadcrumbs 73.35 67.69 54.07 47.33 22.97 22.17 45.96 43.62 66.84 66.26 42.72 41.42 50.99 48.08
DELLA 79.47 66.72 71.77 55.62 73.43 69.57 29.80 26.60 70.42 65.21 59.71 52.93 64.10 56.11
DARE (TIES+) 78.70 66.30 71.58 55.58 73.98 69.95 30.34 27.28 70.41 64.41 59.25 52.70 64.04 56.04
Task Arithmetic 74.82 68.98 57.03 49.72 27.92 26.45 48.30 45.61 67.39 66.76 43.74 42.14 53.20 49.94
UniTE 67.53 61.42 56.68 48.52 18.33 18.15 32.25 30.85 66.72 65.71 35.08 28.22 46.10 42.15
FuseLLM 79.25 75.08 60.30 50.76 47.12 38.87 62.91 57.47 73.19 73.09 57.00 56.70 63.30 58.66
HeteroFusion 83.58 82.62 57.71 54.38 63.87 57.75 67.40 63.95 84.47 84.47 75.83 75.84 72.14 69.84

Table 8: Detailed configuration of target anchors and source experts for multi-source heterogeneous transfer
experiments.

Experiment Setup Role Base Model Task

Llama Target Fusion
(Corresponding to Table 6)

Target Llama-3.1-8B-Instruct mit-movie
Source Qwen2.5-7B-Instruct TweetNER7
Source Qwen2.5-7B-Instruct conll04
Source Qwen2.5-7B-Instruct New York Times
Source Mistral-7b-v0.3 FabNER
Source Mistral-7b-v0.3 FindVehicle

Qwen Target Fusion
(Corresponding to Table 7)

Target Qwen2.5-7B-Instruct mit-movie
Source Llama-3.1-8B-Instruct TweetNER7
Source Llama-3.1-8B-Instruct conll04
Source Llama-3.1-8B-Instruct New York Times
Source Mistral-7b-v0.3 FabNER
Source Mistral-7b-v0.3 FindVehicle
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D.2 Details of the Ablation Study
Detailed ablation results are reported in Table 9.

Table 9: Ablation study of HeteroFusion. Each entry reports precision and F1. Best average results are shown in
bold.

Method
NER RE ET

Avg
MIT-Movie TweetNER7 New York Times CoNLL04 FindVehicle FabNER

P F1 P F1 P F1 P F1 P F1 P F1 P F1

HeteroFusion 84.92 83.81 61.46 56.45 70.32 64.80 65.55 63.01 87.26 87.26 77.89 77.87 74.57 72.20

w/o Alignment 80.85 79.49 60.47 56.05 66.91 63.05 63.68 60.91 83.02 82.81 64.00 63.29 69.82 67.60

w/o Denoising 85.80 84.49 60.37 54.07 64.74 55.42 53.03 48.96 84.84 84.70 70.09 70.03 69.81 66.28

Head alignment 84.52 83.26 59.98 55.93 67.09 61.35 60.26 57.50 86.49 86.47 79.78 79.78 73.02 70.71

Naive layer-index
matching

84.36 82.93 60.15 56.24 67.37 60.85 65.55 62.22 86.10 86.07 79.04 79.04 73.76 71.23

Uniform interpolation 82.21 81.24 60.62 56.94 68.98 62.24 64.63 60.80 85.48 85.48 78.84 78.85 73.46 70.93

Update A only 85.09 84.23 60.52 54.58 63.26 55.56 61.65 56.39 85.55 85.55 72.48 72.52 71.42 68.14

Update A+B 83.96 82.89 59.05 56.32 67.26 61.44 63.25 60.35 85.31 85.31 78.24 78.26 72.84 70.76

D.3 Hyperparameter Sensitivity Analysis

We further sweep the fusion strength and denoising-
shift hyperparameters in Tables 10 and 11.

Table 10: Alpha sweep.

Alpha
NER RE ET Avg

Mit-Movie TweetNER7 New York Times Conll04 FindVehicle FabNER
Prec F1 Prec F1 Prec F1 Prec F1 Prec F1 Prec F1 Prec F1

0p05 84.96 83.86 59.16 55.53 68.41 62.64 62.55 60.12 86.40 86.38 75.59 75.60 72.85 70.69
0p1 84.19 83.02 62.27 55.61 67.53 60.12 64.30 60.48 85.68 85.66 76.04 76.04 73.34 70.16
0p15 84.65 83.61 58.33 54.70 66.31 59.67 66.41 62.64 83.93 83.93 76.01 76.03 72.61 70.10
0p2 83.98 82.90 59.96 56.18 66.28 59.58 63.43 60.08 86.48 86.48 76.58 76.58 72.79 70.30
0p25 83.90 82.79 61.19 55.87 68.83 62.14 61.80 58.21 85.78 85.77 75.03 75.05 72.76 69.97
0p3 83.91 82.85 61.38 56.14 69.04 61.47 64.18 60.34 86.45 86.44 75.77 75.79 73.46 70.51
0p35 84.20 83.19 58.68 55.21 68.36 62.25 63.08 59.56 86.13 86.13 75.92 75.91 72.73 70.38
0p4 83.92 82.70 61.36 56.46 67.64 62.43 63.35 59.88 85.44 85.44 76.08 76.07 72.97 70.50
0p45 84.12 83.00 62.51 56.22 68.52 60.33 62.55 57.74 86.19 86.18 75.27 75.28 73.19 69.79
0p5 83.04 82.20 59.97 55.98 68.52 62.19 67.22 63.34 85.58 85.58 76.04 76.04 73.40 70.89
0p55 83.28 82.23 59.47 54.69 66.74 59.37 65.95 61.98 85.90 85.91 74.71 74.72 72.68 69.82
0p6 84.46 83.15 57.89 54.65 67.48 60.01 62.01 58.82 85.36 85.36 74.43 74.40 71.94 69.40
0p65 83.25 82.07 61.32 56.45 68.02 59.97 63.72 60.09 84.84 84.84 75.40 75.42 72.76 69.81
0p7 83.22 82.16 61.43 56.22 67.66 59.55 64.39 60.98 85.62 85.63 75.60 75.58 72.99 70.02
0p75 83.63 82.33 59.24 55.61 67.62 60.71 65.48 61.31 85.51 85.51 76.04 76.06 72.92 70.26
0p8 84.63 83.24 63.57 56.68 65.81 59.01 63.76 60.01 84.85 84.84 76.06 76.06 73.11 69.97
0p85 83.51 82.53 57.58 53.93 67.05 59.49 68.15 63.20 85.60 85.60 75.62 75.61 72.92 70.06
0p9 83.23 81.78 59.16 53.86 68.26 60.39 64.18 60.14 86.17 86.17 75.26 75.25 72.71 69.60

Table 11: Mu sweep.
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Setting
NER RE ET Avg

Mit-Movie TweetNER7 New York Times Conll04 FindVehicle FabNER
Prec F1 Prec F1 Prec F1 Prec F1 Prec F1 Prec F1 Prec F1

alpha_0p3_mu_m0p05 83.44 82.52 61.57 56.69 68.79 62.54 66.93 62.81 85.05 85.03 75.85 75.84 73.60 70.90
alpha_0p3_mu_m0p10 84.25 83.03 61.61 54.65 70.90 62.84 66.88 61.70 85.69 85.69 75.89 75.90 74.20 70.64
alpha_0p3_mu_m0p15 83.53 82.41 59.14 54.46 67.03 60.91 67.57 62.56 86.56 86.56 76.11 76.10 73.32 70.50
alpha_0p3_mu_m0p20 83.91 82.78 59.44 54.15 68.21 61.80 64.79 61.80 85.36 85.36 75.50 75.51 72.87 70.23
alpha_0p3_mu_m0p30 84.66 83.43 59.36 54.52 65.91 58.99 66.05 62.42 85.63 85.63 74.78 74.82 72.73 69.97
alpha_0p3_mu_m0p40 83.82 82.81 58.52 55.14 67.91 59.98 67.00 63.68 86.12 86.12 74.69 74.70 73.01 70.40
alpha_0p3_mu_p0p05 84.84 83.61 61.05 55.17 68.30 61.92 65.88 62.14 85.86 85.86 76.69 76.70 73.77 70.90
alpha_0p3_mu_p0p10 84.46 83.29 59.24 55.04 68.46 62.26 67.40 63.48 86.71 86.71 77.49 77.48 73.96 71.38
alpha_0p3_mu_p0p15 84.82 83.81 61.99 56.77 68.32 62.41 64.46 60.80 85.62 85.62 77.82 77.81 73.84 71.20

D.4 Target Anchor Variants

Table 12 compares target-anchor choices under
different base tasks.

Table 12: Target-anchor study under different base choices.

Base Model
NER RE ET Avg

Mit-Movie TweetNER7 New York Times Conll04 FindVehicle FabNER
Prec F1 Prec F1 Prec F1 Prec F1 Prec F1 Prec F1 Prec F1

BaseMitMovie 84.46 83.29 59.24 55.04 68.46 62.26 67.40 63.48 86.71 86.71 77.49 77.48 73.96 71.38
BaseConll04 81.57 79.61 60.90 56.63 68.14 60.56 71.46 68.93 86.09 86.08 73.31 73.31 73.58 70.85
BaseFabNER 80.70 78.61 62.35 55.13 67.96 58.48 65.91 62.05 85.69 85.69 83.04 83.02 74.28 70.50
BaseFindVehicle 79.90 78.26 60.69 54.53 66.94 59.52 66.82 63.18 84.94 84.94 75.46 75.46 72.46 69.32
BaseNewYorkTimesRE 79.35 78.45 55.85 53.47 69.22 63.68 63.58 60.13 85.92 85.92 77.84 77.85 71.96 69.92
BaseTweetNER7 81.25 78.97 62.91 56.83 66.05 57.20 62.81 58.67 84.90 84.90 74.38 74.37 72.05 68.49
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D.5 Noise Robustness

Table 13 reports noisy-source robustness; Table 14 lists the expert setup.

Table 13: Results under the noisy-source setting.

Method
NER RE ET Avg

Mit-Movie TweetNER7 New York Times Conll04 FindVehicle FabNER
Prec F1 Prec F1 Prec F1 Prec F1 Prec F1 Prec F1 Prec F1

EMR-Merging 68.69 47.39 54.89 44.36 10.11 9.17 0.87 0.87 48.80 28.14 34.68 19.90 36.34 24.97
Breadcrumbs 57.88 40.00 51.12 39.63 3.45 3.06 2.16 2.16 58.56 37.27 40.83 25.54 35.67 24.61
TIES-Merging 60.95 41.34 52.53 40.08 7.97 7.29 0.87 0.87 47.94 28.16 35.24 20.32 34.25 23.01
Task Arithmetic 58.52 39.93 50.22 38.41 2.34 1.98 2.16 2.16 52.91 31.10 36.30 21.46 33.74 22.51
DELLA 59.93 40.45 50.97 38.45 4.88 4.47 0.43 0.43 42.55 23.45 31.47 17.82 31.71 20.85
DARE (TIES+) 59.54 40.05 50.94 38.27 5.17 4.73 0.87 0.87 41.93 23.56 31.55 17.74 31.67 20.87
GAC 59.33 54.11 42.86 38.38 8.79 8.43 21.21 18.48 66.15 51.11 35.83 30.64 39.03 33.53
UniTE 24.87 32.22 18.03 23.83 2.94 3.78 11.86 12.90 35.50 40.77 10.09 12.22 17.22 20.95
FuseLLM 75.74 70.97 57.17 51.54 52.10 43.27 54.87 50.19 75.67 74.74 62.21 61.92 62.96 58.77
HeteroFusion 85.05 83.65 62.08 56.73 68.86 61.87 61.51 58.01 85.92 85.90 77.09 77.11 73.42 70.55

Table 14: Detailed configuration of target anchor and source experts for the noise robustness experiment. Four
task-irrelevant, same-family (Llama) experts are introduced as noise to evaluate conflict-aware denoising.

Role Base Model Task Type

Target Llama-3.1-8B-Instruct NER: mit-movie Anchor

Source Qwen2.5-7B-Instruct TweetNER7

Useful Experts
Source Qwen2.5-7B-Instruct conll04
Source Qwen2.5-7B-Instruct New York Times
Source Qwen2.5-7B-Instruct FabNER
Source Qwen2.5-7B-Instruct FindVehicle

Source Llama-3.1-8B-Instruct CrossNER (Science)

Noisy ExpertsSource Llama-3.1-8B-Instruct CrossNER (Politics)
Source Llama-3.1-8B-Instruct BC4CHEMD (Chemistry)
Source Llama-3.1-8B-Instruct BC2GM (Biology)

E Mechanistic Insights into HeteroFusion

In Section 3, we introduced the architectural com-
ponents of HeteroFusion. Here, we provide a
deeper mechanistic and theoretical justification for
why these specific structural designs successfully
mitigate the mismatches inherent in heterogeneous
model families.

E.1 Insights on Topology-based Alignment
Row and Column Structural Views. Directly
flattening weight matrices into vectors destroys
their algebraic structure as linear operators. Specif-
ically, different LLM families have distinct hid-

den dimensions, making raw flattened vectors di-
mensionally incompatible. Motivated by weight-
space learning that respects permutation symme-
tries (Navon et al., 2023), HeteroFusion avoids
this by explicitly projecting the row space (cor-
responding to the output/projection dimension)
and the column space (corresponding to the in-
put/receptive dimension) independently, followed
by an additive composition. This design is intended
to capture the local structural statistics of the func-
tional modules while reducing sensitivity to ab-
solute dimensionality differences across architec-
tures.
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Target-Anchored Cross-Attention as an Infor-
mation Bottleneck. In the HyperNet, we specif-
ically designate the target features as the Query,
while the concatenated heterogeneous source fea-
tures serve as the Key and Value. This asymmetric
design is conceptually aligned with the Perceiver
architecture (Jaegle et al., 2021). In our design, the
target-as-query mechanism provides an informa-
tion bottleneck rather than allowing unconstrained
interaction among all heterogeneous experts. It
treats the diverse source models as an unaligned
external knowledge dictionary. By computing at-
tention scores based on the target’s topological
needs, the network is intended to filter architecture-
specific noise and retrieve task-relevant structural
deltas compatible with the target’s latent basis.

Target Adapter Basis Preservation (Updating
Only B). In low-rank adaptation (∆W = BA),
A maps inputs to an r-dimensional space, while
B maps these low-dimensional coordinates to the
output space (Hu et al., 2022). In our design, we
treat At as the target adapter’s native coordinate
basis. In a heterogeneous setting, simultaneously
modifying At and Bt with cross-architecture sig-
nals could alter this coordinate system and increase
the risk of representation collapse and catastrophic
interference. By strictly freezing At and only pre-
dicting structural corrections ∆B, HeteroFusion
enforces a strong geometric constraint: all injected
heterogeneous knowledge must be expressed as
a linear combination of the target’s native basis
vectors. This effectively frames cross-architecture
fusion not as an unconstrained structural overwrite,
but as a bounded, basis-constrained perturbation
(as theoretically shown in Eq. 10), helping preserve
the core task identity of the target model.

E.2 Insights on Conflict-aware Denoising

SVD-guided Shifted Sparse Gating. Heteroge-
neous models exhibit severe cross-source conflict
because they carry distinct base-model biases en-
coded during their separate pretraining phases. Ex-
isting literature on intrinsic dimensionality (Agha-
janyan et al., 2021) demonstrates that task-specific
adaptation occurs in a much lower-dimensional
subspace than the full parameter space. Our
SVD-guided gating mechanism utilizes the sin-
gular values of the parameter blocks to estimate
their spectral energy distribution. The gating func-
tion, equipped with a learnable shift µgate, acts
as a spectral soft-thresholding operator. It explic-

itly dampens the spectral channels dominated by
architecture-specific variation, preserving only the
low-rank invariant structures that are transferable
across different model families.

Rectified Distribution Matching (RDM). When
features from structurally disjoint models are
mapped into a shared latent space, cross-source
conflict naturally leads to severe distribution frag-
mentation (i.e., disjoint or severely skewed feature
clusters). If left unregularized, this fragmentation
causes the subsequent cross-attention to fail due to
extreme outliers and incompatible vector geome-
tries. To address this, we introduce RDM regular-
ization, which forces the activated latent represen-
tations to match a rectified generalized Gaussian
prior. We utilize the Sliced Wasserstein Distance
(Deshpande et al., 2018), computing mean squared
errors over sorted 1D random projections. Anal-
ogous to the prior-matching regularization used
in Wasserstein Auto-Encoders (Tolstikhin et al.,
2018), our RDM term encourages a more regular
latent distribution, which is intended to improve
cross-source interaction under high expert disagree-
ment.
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