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Abstract

Detecting harmful memes is critical for main-
taining safe online communities. However,
harmful intent is often implicit, arising from
visual–textual incongruity and cultural stereo-
types, which challenges existing multimodal
detectors. We propose SyRHM, a frame-
work that decomposes harmful meme de-
tection into meaning-grounded retrieval and
symbolic-language-enhanced multi-stage rea-
soning. SyRHM retrieves semantically related
memes by parsing multimodal content into
textual elements and descriptions, providing
grounded context beyond surface-level similar-
ity. Building on the retrieved context, SyRHM
uses a translator stage to convert multimodal
inputs into symbolic intermediate representa-
tions, and then performs multi-stage reasoning
via planner and solver stages, enabling expres-
sive and interpretable analysis of harmful in-
tent. Experiments on FHM, HarM, and Multi-
Off demonstrate the effectiveness of SyRHM,
achieving superior performance on most evalua-
tion settings against multimodal and reasoning-
based baselines, while providing reasoning
traces for harmful content.

The code is available at: https://github.
com/Scabbards1500/SyRHM

Disclaimer: This paper contains offensive con-
tent that may be disturbing to some readers.

1 Introduction

Memes have emerged as a powerful form of on-
line expression, combining visual elements with
text to convey complex, often culturally embed-
ded messages. Beyond their humorous or enter-
taining purposes, memes can also serve as ve-
hicles for covertly spreading harmful ideologies,
posing a serious threat to inclusive online com-
munities (Sharma et al., 2022; Pramanick et al.,
2021a; Gomez et al., 2020). Detecting harmful

*Equal contribution.

memes (Lippe et al., 2020; Kiela et al., 2020; Cao
et al., 2020) is particularly challenging because
harmfulness often lies not in explicit surface fea-
tures but in implicit semantic associations, cultural
references, or sarcasm. Therefore, effective detec-
tion requires both multimodal understanding and
a reasoning process capable of inferring hostility
from subtle, indirect cues.

HarmfulNon-Harmful Non-Harmful

Figure 1: Similar memes can convey different meanings:
the left examples are neutral, while the right example
conveys harmful stereotypes targeting individuals with
Down syndrome.

Early work on harmful meme detection primarily
relied on supervised multimodal models (Praman-
ick et al., 2021a; Kiela et al., 2020; Suryawanshi
et al., 2020) or fine-tuned vision–language mod-
els (Lippe et al., 2020; Muennighoff, 2020; Ve-
lioglu and Rose, 2020; Hee et al., 2022), which
require large-scale high-quality annotations and
struggle to generalize to evolving meme semantics.
To reduce annotation dependence, recent studies
explore few-shot in-context learning for harmful
meme detection (Hee et al., 2024; Huang et al.,
2024; Cao et al., 2024). More recently, large multi-
modal models (LMMs) have been applied in zero-
shot settings, often augmented with retrieval of re-
lated memes to provide contextual grounding (Mei
et al., 2024; Qu et al., 2023). Some approaches
incorporate reasoning strategies, such as Chain-
of-Evolution prompting in Evolver (Huang et al.,
2025) and multi-agent debate in MinD (Liu et al.,
2025), further improving decision robustness.

Despite these advances, retrieval-augmented
methods suffer from two core limitations. First,
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global image–text retrieval favors surface similar-
ity over semantic relevance, often returning vi-
sually or textually similar memes with opposite
meanings (Figure 1). Second, reasoning over re-
trieved evidence relies only on surface-level cues
from images and captions, without capturing se-
mantic relations, thereby limiting the understand-
ing of implicit harmful content. To address these
challenges, we propose SyRHM, a framework that
integrates fine-grained associative retrieval with
multi-stage symbolic-language-enhanced reason-
ing for zero-shot harmful meme detection. In-
stead of relying on holistic image–caption embed-
dings, the associative retrieval module in SyRHM
parses each meme into structured semantic ele-
ments (e.g., entities, attributes, and relations) and
textual descriptions, and retrieves semantically re-
lated meme neighbors at the element level rather
than via global similarity. This reduces spurious
retrievals and provides higher-quality evidence for
more reliable and auditable downstream reason-
ing. On top of the retrieved evidence, we intro-
duce a multi-stage symbolic-language-enhanced
reasoning pipeline that translates natural language
into symbolic representations and performs struc-
tured reasoning over semantic relations for inter-
pretable decision-making. Through these strategies,
SyRHM effectively uncovers context-sensitive hos-
tility in memes, especially those involving cul-
tural knowledge, sarcasm, or intertextuality, and
achieves superior performance across four zero-
shot harmful meme detection benchmarks. Our
main contributions are summarized as follows:

• We propose an associative retrieval module
that treats each meme as a semantic composi-
tion and parses it into fine-grained elements
and descriptions, enabling more precise re-
trieval grounded in meaning rather than sur-
face similarity.

• We introduce multi-stage symbolic-language-
enhanced reasoning for harmful meme detec-
tion, explicitly modeling semantic relations to
enhance both interpretability and robustness.

• Extensive experiments on four harmful
meme benchmarks demonstrate that SyRHM
achieves strong zero-shot performance and
surpasses prior reasoning frameworks such
as MinD and Evolver across most evaluation
settings.

2 Related Work

2.1 Harmful Meme Detection

Harmful meme detection has been studied through
benchmarks such as FHM (Kiela et al., 2020), Mul-
tiOff (Suryawanshi et al., 2020), and HarM (Pra-
manick et al., 2021a), which cover hateful, offen-
sive, and socio-political memes. Early approaches
to harmful meme detection primarily relied on two-
stream or early-fusion architectures to integrate vi-
sual and textual information (Kiela et al., 2020;
Suryawanshi et al., 2020; Radford et al., 2021;
Pramanick et al., 2021b). With pretrained vision–
language models (VLMs), fine-tuning became dom-
inant, improving performance and offering post-
hoc explanations via attention or attribution (Lippe
et al., 2020; Hee et al., 2022; Muennighoff, 2020;
Kumar and Nandakumar, 2022; Arya et al., 2024).
Although effective, their reliance on large-scale
annotations constrains generalization to emerging
events and unseen harmful patterns. Recent LMM-
based approaches reduce task-specific supervision
through few-shot and zero-shot settings, often aug-
mented with retrieved examples and in-context
prompting (Huang et al., 2024; Mei et al., 2024;
Huang et al., 2025; Liu et al., 2025).

However, they typically rely on global retrieval
and unstructured in-context evidence, which may
miss implicit cross-meme semantic relations and
limit interpretability. In contrast, SyRHM per-
forms semantic-level associative retrieval over fine-
grained meme elements and conducts structured
reasoning over retrieved evidence, enabling more
auditable harmful meme detection.

2.2 LLM Reasoning

Recent advances in LLM-based reasoning show
strong performance across diverse tasks (Huang
and Chang, 2023), largely driven by prompting
strategies such as Chain-of-Thought (CoT) (Wei
et al., 2022; Zhang et al., 2023). By explicitly
modeling intermediate reasoning steps or further
emulating human cognitive patterns, CoT improves
reasoning accuracy across multiple domains (Fei
et al., 2023; Inaba et al., 2023; Fei et al., 2024;
Zhou et al., 2022; Yao et al., 2023; Wang et al.,
2023; Besta et al., 2024). However, its reliance on
free-form natural language rationales can be sub-
optimal for tasks requiring precise logical manip-
ulation. To address this limitation, prior work has
introduced structured intermediate steps, yielding
improvements in code generation and mathemati-

21731



Vector 
Database

VLM Parser
Premises

Parsed meme

Multimodal
Embedding

LLM Translator

Meme

Elements

Description

Image

Text

Meme1

Meme2

Meme3

…

Associative
Retrieval

Symbolic ReasoningQuery 
Input Meme

VLM Solver

LLM Planner

Associative Memes

𝑄𝑄

Symbolic Premises

Symbolic Query

𝑄𝑄𝑖𝑖

𝑄𝑄𝑠𝑠

𝑑𝑑

Query Meme  

Judgement 
Question

Hateful Meme 
Definition

{𝑚𝑚1,𝑚𝑚2, … ,𝑚𝑚𝑛𝑛}

𝑄𝑄𝑡𝑡

𝑃𝑃

𝑃𝑃𝑡𝑡

𝐼𝐼 = 𝑖𝑖1, 𝑖𝑖2, … , 𝑖𝑖ℓ
Step by Step Plan

Step by Step Solution
𝐷𝐷 = 𝑑𝑑1,𝑑𝑑2, … ,𝑑𝑑ℓ

Final Judgement 𝐽𝐽

Figure 2: Framework of SyRHM

cal reasoning (Li et al., 2025; Imani et al., 2023).
Building on this, symbolic-language-enhanced rea-
soning approaches first employ LLMs to translate
natural language into formal logic processed by
external solvers (Ye et al., 2023; Pan et al., 2023;
Gaur and Saunshi, 2023; Olausson et al., 2023;
Gao et al., 2023), while subsequent methods en-
able LLMs to jointly perform symbolic translation
and logical inference, mitigating information loss
and achieving stronger performance (Huang et al.,
2025; Xu et al., 2024). However, existing symbolic
CoT methods focus on text-only reasoning with
explicit premises. We extend this line of work by
integrating symbolic-language-enhanced reasoning
across multimodal content, enabling interpretable
and context-aware assessment of harmful memes.

3 Method

3.1 Problem Statement

We define a harmful meme detection dataset as a
set of memes in which each meme is defined as
M = (I, y), where I denotes the meme image
and y ∈ {harmful, harmless} denotes the ground-
truth label. The exact label definitions may vary
across datasets. Due to the scarcity of labels for
rapidly evolving memes (Sharma et al., 2022), we
follow recent retrieval-augmented harmful meme
detection baselines (Huang et al., 2025; Mei et al.,
2024; Liu et al., 2025) and adopt a retrieval-based

zero-shot protocol. Specifically, Strain is used only
as an unlabeled reference set Sref for associative
retrieval, while evaluation is conducted on a dis-
joint Stest. No labels are used for model updates,
prompt tuning, or decision supervision; retrieved
memes only provide contextual evidence. This set-
ting leverages meme templates and role variants to
provide cultural or pragmatic context without ex-
posing labels. Our core idea is to detect potentially
harmful memes by jointly leveraging multimodal
understanding, associative retrieval, and symbolic-
language-enhanced reasoning. As illustrated in
Figure 2, the framework consists of two stages.
First, an associative retrieval module retrieves se-
mantically related memes from an unlabeled ref-
erence set and treats them as contextual Premises
for the input meme. Second, a symbolic-language-
enhanced reasoning module operates over the re-
trieved Premises and the target Query to derive
a final harmfulness decision along with an inter-
pretable rationale.

3.2 Associative Retrieval

As illustrated in Figure 3, our retrieval mechanism
is built on a structured abstraction of memes that
bridges raw multimodal inputs and reasoning in
symbolic representation. We begin by converting
each meme into a semantically grounded repre-
sentation, which enables robust similarity match-
ing beyond surface-level visual or textual overlap.

21732



Output
“elements”: "man in suit",  "man in bald 
head",  "text overlay: 'its their 
character’",  "text overlay: 'not their 
color that matters'"
“description”: “The meme contrasts two 
men, one in a suit and the other bald, to 
emphasize that it is their character, not 
their physical appearance, that is 
important. The text reinforces this 
message, suggesting that character 
should be the focus rather than race or 
color. The meme targets a broader 
audience by addressing issues of racial 
equality and the importance of character 
over superficial traits.”

Input
“img”: “img/42953.png”

Vision-Language Model
Prompt
“Please analyze this meme: Elements: all relevant people, objects, 
features in the image. Description: describe the content of this image.”

Parser

Figure 3: Visualization of the Parser step

Specifically, we employ a vision-language parser
to jointly process the meme image and its over-
laid text. The parser identifies salient visual en-
tities (e.g., people, objects, symbols) and textual
elements, and further generates a concise natural-
language description summarizing the meme’s
overall semantics, serving as a high-level abstrac-
tion of its entities, interactions, and contextual
cues across modalities. Formally, given a meme
M = (I, y), we construct a parsed representation

M ′ = (I, E,D), (1)

where I denotes the raw image, E the extracted se-
mantic elements, and D the generated description.

For each parsed meme M ′, we define a multi-
modal embedding function f(·) that maps it to a
vector in a shared semantic space, so that conceptu-
ally similar memes are close even when their visual
appearance or surface text differs:

v = f(I, E,D) = λ0 ϕv(I)+λ1 ϕt(E)+λ2 ϕt(D),
(2)

where ϕv(·) and ϕt(·) are frozen vision and text
encoders from CLIP, respectively, and we fix λ0 +
λ1 + λ2 = 1.

To facilitate associative retrieval, we construct a
reference memory from an unlabeled reference set
Sref = {M1, . . . ,MN}. For each reference meme
Mi, we obtain its parsed form M ′

i = (Ii, Ei, Di)
and compute

V = {vi = f(Ii, Ei, Di)}Ni=1. (3)

These embeddings are indexed in a vector database
to support efficient similarity-based retrieval.

Given a query meme Mq, we obtain its embed-
ding vq using the same parsing and embedding
pipeline, compute its cosine similarity to each ref-
erence embedding vi, and retrieve the top-K most
similar memes as follows:

si = sim(vq,vi), (4)

R = {mi | i ∈ Top-K({s1, . . . , sN})}. (5)

Finally, for each retrieved meme mi ∈ R, we
discard the raw image and retain only its sym-
bolic textual components (Ei, Di), which serve as
contextual premises for the subsequent symbolic-
language-enhanced reasoning stage.

3.3 Symbolic-Language-Enhanced Reasoning
Building on the associative retrieval stage, this
phase integrates the query meme with the re-
trieved contextual examples to perform structured
symbolic-language-enhanced reasoning, yielding
an interpretable judgment of whether the parsed
query meme M ′ is harmful. Given a formulated
question F (e.g., “Is this image harmful?”), we
define the combined query as

Q = {M ′
q, F}, (6)

which is then evaluated against a set of premises

P = {d,m1,m2, . . . ,mn}, (7)

where d denotes the dataset-provided definitions
of hateful content, and each mi corresponds to a
retrieved meme from the associative retrieval stage.

The reasoning pipeline unfolds in three stages:
(1) Translator: converts multimodal meme rep-
resentations into structured FOL-style symbolic
forms that explicitly capture entities, relations, and
contextual cues; (2) Planner: constructs a logical
reasoning chain that connects the premises P with
the query Q, ensuring interpretability at each step;
(3) Solver: incorporates the original visual modal-
ity and executes the reasoning plan using a VLM,
preserving visual evidence and mitigating informa-
tion loss from symbolic abstraction. By coupling
symbolic-language-enhanced reasoning with mul-
timodal cues, the framework produces judgments
that are both logically consistent and faithful to the
original multimodal content.

3.3.1 Translator
As shown in Figure 4, the Translator converts the
natural-language premises P and query Q into sym-
bolic forms suitable for logical reasoning, ensur-
ing structured representation of visual, textual, and
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Translator

Prompt
“Please translate the following information into **First-Order Logic 
(FOL)** expressions,  in a structured and concise format suitable for 
automated reasoning.”

Large-Language Model

Input
“Premise”: { “dataset_content”: “A direct or indirect attack on people 
based on characteristics...”,      
“associative_img1”: “The meme contrasts two men, one in a suit and 
the other bald, suggesting that their character, rather than their physical 
appearance, is what truly matters...”,      
“associative _img2”: “The meme humorously comments on the 
unexpected twist in a porn video plot, where a character initially 
identified as a transgender person is revealed to be a midget...”，
…}
“Query”:{ “Query Image”: “The meme contrasts two men, one in a suit 
and the other bald, suggesting that…”，
“question”: “Does this image contain hate speech?”}

Output
“Symbolic Definition”: [“Attack(x): x is an attack based on 
characteristics”,  “Violent(x): x is violent speech or actions”, 
“Dehumanizing(x): x compares people to non-human things”]
“Translated Premise”: { “dataset_content”: [ “∀x (Attack(x) 
(Violent(x) ∨ Dehumanizing(x) ∨ Inferiority(x) ∨ Exclusion(x) ∨
Segregation(x) ∨ MockingHateCrime(x)))…”],
“related_img1”: [“∀x (TwoPanelLayout(x) ∧ Man(x) ∧ WearsSuit(x) 
∧ Bald(x) ∧ TextTop(‘its their character’, x)…”],
“related_img2”: [“∀x (SinglePanelLayout(x) ∧ Man(x) ∧
WearsSuit(x) ∧ HoldsMicrophone(x) ∧ Smiling(x)…”]}
“Translated Statement”: {“query_meme”: {“Man(x) ∧ WearsSuit(x) ∧
Man(y) ∧ Bald(y)…”}, “question”: “ContainsHateSpeech(x)”}

Figure 4: Illustration of the Translator process. Visual-
izations of the other reasoning steps are provided in the
Appendix.

contextual content for the downstream modules.
Formally, the premises are translated into FOL as

Pt = {dt,m1t,m2t, . . . ,mnt}, (8)

where the subscript t indicates the translated sym-
bolic form. Similarly, the query is represented as
Qt = {M ′

t , Ft}, which serves as input to the Plan-
ner.

3.3.2 Planner
To avoid over-compressing meme meaning into
symbolic predicates, the Planner jointly uses FOL-
style structures and natural-language evidence to
generate human-interpretable reasoning steps from
premises P to query Q. This helps retain pragmatic
cues such as metaphors, affective tone, and cultural
dog whistles. Accordingly, it operates on merged
representations:

Pc = P ⊕ Pt, Qc = Q⊕Qt, (9)

where ⊕ denotes a merge operator.
Conditioned on (Pc, Qc), the Planner produces

a sequence of intermediate reasoning steps:

I = ⟨i1, i2, . . . , iℓ⟩, (10)

where each ij specifies an instruction that applies
premise rules to relevant entities, relations, or tex-

tual cues (e.g., “Check entity X for ContainsDis-
criminatoryLanguage using rule Y”).

The sequence ends with a logical synthesis
step that aggregates intermediate results into
a final decision according to formal defini-
tions, e.g., a meme is harmful if Offensive ⇔
ContainsHateSpeech ∨ ContainsDiscrimination ∨
ContainsVulgarity, where the atomic predicates fol-
low dataset definitions. If any of the previous
checks is true, the meme is labeled harmful. This
structured plan ensures reasoning is interpretable,
traceable, and executable by the Solver.

3.3.3 Solver
The Solver executes the reasoning plan I under
multimodal grounding. Given the merged represen-
tations (Pc, Qc), the plan I , and the target meme
image Qi, each step ij ∈ I is processed sequen-
tially, producing a reasoning trace

D = ⟨d1, d2, . . . , dℓ⟩, (11)

where each dj records the applied premise rule,
relevant entities or contexts, and intermediate de-
cisions with supporting evidence. Finally, the
trace D is aggregated to issue the overall judgment
J ∈ {0, 1}, where J = 1 indicates that the query
meme Mq is harmful.

For non-binary tasks, SyRHM outputs label IDs
through task-specific, schema-constrained prompts,
with details in Appendix A.2.

By combining symbolic-language-enhanced rea-
soning with multimodal cues, SyRHM produces
final judgments that are both logically consistent
and faithful to the original meme.

4 Experiments

4.1 Datasets and Evaluation Metrics
We evaluate SyRHM on four widely used harm-
ful meme detection benchmarks. Specifically, we
use the Facebook Hateful Memes (FHM) dataset
(Kiela et al., 2020) and MultiOff (Suryawanshi
et al., 2020) for binary harmfulness classification.
We further include the HarM datasets (Pramanick
et al., 2021a), comprising HarM-c (COVID-19) and
HarM-p (U.S. politics), which support both binary
prediction and two fine-grained classification tasks:
harmfulness level ({Not Harmful, Somewhat Harm-
ful, Very Harmful}) and target type ({Individual,
Organization, Community, Society}). We report
Accuracy (ACC), Balanced Accuracy (B-ACC),
and Matthews Correlation Coefficient (MCC)
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Method FHM MultiOff
ACC BACC MCC ACC BACC MCC

Open-source LMM (Zero-shot)
LLaVA-1.5-13B 55.01 55.13 10.65 48.15 56.23 14.41
Qwen2.5-VL-7B 63.20 63.01 26.53 64.43 59.94 21.70
LLaVA-v1.6-Vicuna-13B 56.90 56.66 13.72 61.07 65.94 33.46
LLaVA-OneVision-Qwen2-7B 56.60 56.25 13.37 59.73 60.16 19.81
InternVL3.5-8B 60.40 60.36 20.81 62.42 62.04 23.57
DeepSeek-VL-7B 54.35 54.31 8.63 61.49 61.80 22.97

Reasoning Based Methods
MinD 63.80 64.21 31.13 61.74 64.30 28.30
Evolver 59.60 59.08 21.32 65.10 58.92 21.70
SyRHM 66.10 65.84 32.83 69.80 65.58 34.03

Table 1: Results on the binary classification datasets FHM and MultiOff.

as primary metrics to account for overall perfor-
mance and class imbalance. For the multi-label
HarM dataset, we additionally report Macro-F1
for multi-label tasks. Dataset statistics and prompt
details are provided in Appendix A.

Associative Retrieval

Translator
Symbolic Reasoning

Planner

Solver

Baseline Prediction: Non-harmful

SyRHM Prediction: Harmful

Step 1: [Local] - Content Extraction - Extract all key 
entities/groups/events from the statement including Woman, 
ApplyingMakeup…
Step 2: [Local] - Woman Check - Verify if the woman depicted is 
engaging in activities that align with…
Step 3: [Related-Meme] - Extract CommonHarmfulFeature from 
RELATED_IMG3…
Step 4: [Synthesis] - Combine the extracted features from statement…
Step 5: [Consistency] - Ensure there are no contradictions…

Step 1: [Local] - Content Extraction - Identify key visual/textual 
elements in the query meme: Woman, ApplyingMakeup, 
MirrorReflection, ContainsText('party tonight?')…
Step 2: [Local] - Semantic Check - Assess whether these elements 
align with benign context (ReadyForParty, EnthusiasticAboutParty)…
Step 3: [Related-Meme] - Compare with RELATED_IMG3, which 
explicitly encodes DownSyndrome(x) ∧ MockingHateCrime(x) ∧ 
HateSpeech(x)… 
Step 4: [Synthesis] - Because the query meme shares the same harmful 
linguistic pun ('i'm down' → Down syndrome)…
Step 5: [Consistency] - Confirm alignment with dataset definitions…

SyRHM

Woman(x) ∧ ApplyingMakeup(x) ∧ MirrorReflection(x) ∧
ContainsText(‘party tonight?’, x) ∧ ContainsText(‘i’m down’, y)…

Figure 5: Qualitative examples of SyRHM and the base-
line. Additional cases are provided in the Appendix.

4.2 Implementation Details

We benchmark several open-source VLMs in
a zero-shot setting, including LLaVA-1.5-13B
(Liu et al., 2023), Qwen2.5-VL-7B (Wang et al.,
2024), LLaVA-v1.6-Vicuna-13B (Liu et al.,
2024), LLaVA-OneVision-Qwen2-7B (Li et al.,
2024), InternVL3.5-8B (Wang et al., 2025), and
DeepSeek-VL-7B (Lu et al., 2024). We ad-
ditionally compare with two recent reasoning-
based methods, MinD (Liu et al., 2025) and
Evolver (Huang et al., 2025).

For multimodal understanding, we use
Qwen2.5-VL-7B as the default VLM backbone
for the Parser and Solver due to its stable and
competitive pilot performance, and instantiate
all reasoning-based baselines with the same
backbone for fair comparison. For the LLM-
only stages, the Translator and Planner adopt
Qwen2.5-14B-Instruct to support symbolic ab-
straction and structured planning. For associative
retrieval, we encode images, parsed elements, and
generated descriptions with CLIP-ViT-B/32 (Rad-
ford et al., 2021) and index them with Milvus (Guo
et al., 2022). Additional implementation details,
including hyperparameters and hardware settings,
are provided in Appendix B.

4.3 Main Results

To evaluate SyRHM’s effectiveness in harmful
meme detection, we conduct experiments on the
binary-label datasets FHM and MultiOff. As shown
in Table 1, SyRHM outperforms prior reasoning-
based methods (MinD and Evolver) across all met-
rics, achieving 66.10 ACC on FHM and 69.80 ACC
on MultiOff. On FHM, it achieves the highest ACC,
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Method Harmful or Not Harmfulness Level Target Type
ACC BACC MCC M-F1 M-F1

Open-source LMM (Zero-shot)
LLaVA-1.5-13B 42.94 54.04 11.08 25.83 2.19
Qwen2.5-VL-7B 67.23 53.97 18.23 35.92 3.82
LLaVA-v1.6-Vicuna-13B 54.80 62.06 25.26 35.03 2.95
LLaVA-OneVision-Qwen2-7B 68.93 58.99 24.63 36.54 4.52
InternVL3.5-8B 64.41 69.82 38.99 42.86 12.25
DeepSeek-VL-7B 54.80 61.13 22.73 37.90 3.81

Reasoning Based Methods
MinD 41.53 54.44 15.46 25.31 12.25
Evolver 65.82 52.51 11.20 37.86 4.60
SyRHM 70.34 71.78 41.59 51.90 15.94

(a) Performance on HarM-c.

Method Harmful or Not Harmfulness Level Target Type
ACC BACC MCC M-F1 M-F1

Open-source LMM (Zero-shot)
LLaVA-1.5-13B 51.55 52.85 8.05 24.22 4.88
Qwen2.5-VL-7B 54.65 53.13 11.25 35.73 4.75
LLaVA-v1.6-Vicuna-13B 55.77 56.49 14.06 39.77 10.50
LLaVA-OneVision-Qwen2-7B 56.62 55.16 17.29 35.57 5.26
InternVL3.5-8B 55.49 56.61 16.60 35.09 30.36
DeepSeek-VL-7B 53.52 54.27 9.36 33.67 8.24

Reasoning Based Methods
MinD 50.42 51.99 7.63 27.77 13.92
Evolver 55.21 53.69 13.27 32.59 11.84
SyRHM 60.28 60.65 21.70 42.88 35.96

(b) Performance on HarM-p.

Table 2: Performance comparison on HarM datasets: (a) HarM-c with binary harmful classification, harmfulness
level, and target type tasks; (b) HarM-p with the same tasks.

BACC, and MCC, while in MultiOff it attains the
best ACC and MCC and ranks second in BACC,
slightly behind LLaVA-v1.6-Vicuna-13B.

We further evaluate SyRHM on the multi-label
HarM-c and HarM-p benchmarks. As shown
in Table 2, SyRHM achieves the best perfor-
mance across all tasks, reaching 60.28 ACC, 60.65
BACC, and 21.70 MCC for binary harmfulness
classification on the HarM-p benchmark, outper-
forming prior reasoning-based methods (MinD and
Evolver) by substantial margins. For harmfulness
level prediction on the HarM-p benchmark, it at-
tains 42.88 Macro-F1, an improvement of 10.29
points over Evolver, and for target type prediction,
it achieves 35.96 Macro-F1, far surpassing previ-
ous reasoning-based approaches and open-source
LMMs. Figure 5 further illustrates how associative
retrieval and symbolic-language-enhanced reason-
ing enable our framework to capture implied harm-

ful intent that backbone VLMs often miss. Overall,
these results demonstrate that SyRHM consistently
excels in both binary and fine-grained multi-label
tasks, highlighting its superior reasoning capabili-
ties.

4.4 Ablation Study

4.4.1 Associative retrieval

We study the effect of retrieval size k on SyRHM’s
performance. As shown in Figure 6, accuracy fol-
lows a non-monotonic trend: it drops slightly for
small k (k≤2), peaks at k=3 (70.90), remains sta-
ble for k=4–5, and then gradually declines as k
increases further. This suggests that moderate re-
trieval provides sufficient associative evidence for
abstraction, while excessive retrieval introduces
noisy or weakly related items that hinder reasoning.
Notably, even without retrieval (k=0), SyRHM
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outperforms the Qwen2.5-VL-7B baseline by 1.67
points, highlighting the benefit of structured rea-
soning alone.

Figure 6: Performance variation with the number of
retrieved memes k on HarM.

We further study the contribution of different
modalities. As shown in Table 3, symbolic ele-
ments plus generated descriptions perform best
(S6), indicating that harmful meme retrieval de-
pends more on semantic cues than raw visual ap-
pearance. Still, visual embeddings are not redun-
dant, as adding them improves both element-only
and description-only retrieval (S2→S4, S3→S5).
The lower score of S7 suggests that visual cues
may introduce layout or style noise when semantic
evidence is already sufficient. Thus, Eq. 2 should
be viewed as a flexible modality-weighting for-
mulation rather than a fixed three-modal fusion
requirement.

Setting ID λ0 λ1 λ2 ACC
S1 1.0 0.0 0.0 67.80
S2 0.0 1.0 0.0 64.97
S3 0.0 0.0 1.0 68.08
S4 0.5 0.5 0.0 68.93
S5 0.5 0.0 0.5 69.77
S6 0.0 0.5 0.5 71.75
S7 0.34 0.33 0.33 70.34

Table 3: Ablation of modality weights for associative
retrieval. λ0, λ1, and λ2 denote the weights of image
embeddings, symbolic elements, and generated descrip-
tions.

4.4.2 Effectiveness of
Symbolic-Language-Enhanced
Reasoning Stages

To assess the contribution of each stage of our rea-
soning pipeline, we conduct an ablation study by
removing one component at a time while keep-

ing all other settings fixed. As shown in Figure 7,
the complete model achieves an accuracy of 70.90.
Removing the Translator reduces the accuracy to
68.36, while removing the Planner results in an
even larger drop to 67.23, indicating that these two
modules are the most influential. In contrast, re-
moving the Solver only slightly decreases perfor-
mance to 70.47. These results suggest that most
performance gains come from structured abstrac-
tion and explicit planning rather than additional
verification. The Planner contributes the largest
improvement (+3.67), followed by the Translator
(+2.54), while the Solver provides a smaller yet
consistent gain by grounding symbolic decisions
back to the multimodal input. Overall, combin-
ing symbolic representations with explicit planning
improves both reasoning completeness and inter-
pretability, leading to more accurate harmfulness
judgments.

Figure 7: Ablation study: impact of removing individual
reasoning stages on model accuracy.

5 Conclusion

We propose SyRHM, a unified framework that
combines fine-grained associative retrieval with
multi-stage symbolic-language-enhanced reason-
ing to enable context-aware and interpretable
harmful meme detection. Unlike existing meth-
ods that rely on holistic image–text similarity,
SyRHM parses memes into structured semantic
elements and textual descriptions, enabling precise
retrieval grounded in underlying semantic associ-
ations. Building on the retrieved evidence, the
framework introduces symbolic intermediate repre-
sentations and a planner–solver reasoning pipeline
to explicitly model cross-meme semantic relations
and implicit hostility, providing clear and logically
grounded explanations for model decisions. Ex-
tensive experiments on multiple standard harm-
ful meme benchmarks demonstrate that SyRHM
achieves strong performance in zero-shot detec-
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tion settings. Beyond harmful meme detection,
this paradigm of integrating associative retrieval,
symbolic-language-enhanced reasoning, and multi-
modal understanding offers a general and extensi-
ble solution for broader multimodal reasoning and
safety-oriented understanding tasks.

6 Limitations

Our paper has the following potential limitations:

1. Symbolic representations may omit nuanced
semantic cues such as cultural context or affec-
tive intensity. To mitigate this, our framework
jointly reasons over symbolic representations
and the original natural-language descriptions,
which increases reasoning context length and
inference cost.

2. SyRHM depends on the coverage of retrieved
memes and the base LMM’s ability to inter-
pret social and cultural nuances. For novel
or culturally specific memes, retrieval may
miss relevant context and weaken the detec-
tion of subtle harmful intent. Although Ap-
pendix F shows reasonable cross-dataset trans-
fer, better semantic overlap leads to stronger
grounding. Future work will therefore in-
corporate lightweight external knowledge to
cover evolving cultural references beyond the
retrieval pool.

3. Our evaluation is mainly based on mod-
els with approximately 7B parameters. Fu-
ture work can extend evaluation to larger
LMs/LMMs and additional backbones, and re-
port scaling trends (accuracy–cost trade-offs,
latency/memory) to better understand how de-
tection performance varies across model sizes.

7 Ethics Statement

This work aims to mitigate the spread of harm-
ful memes and promote safer online environments.
We acknowledge the potential risk that malicious
users may adapt harmful content to evade detec-
tion systems. Such misuse is contrary to the in-
tended purpose of this research, and the proposed
method is designed to assist rather than replace hu-
man moderation. All experiments are conducted
on publicly available datasets under their respec-
tive licenses. These datasets contain only meme
images and annotations without personally identifi-
able information, and are used solely for research
purposes.

8 Reproducibility Statement

We provide detailed descriptions of the inference
process, including all hyperparameters, in Sec-
tion 4.2. The overall pipeline design and prompt
formulations are described in Section 3.3 and fur-
ther elaborated in Appendix A.2 and C. All datasets
used in this work are publicly available and can be
accessed online. In addition, we release our code to
facilitate reproducibility at https://github.com/
Scabbards1500/SyRHM.

9 The Use of LLM

We used a large language model (ChatGPT, Ope-
nAI) solely for English copyediting, including
grammar correction, wording and minor stylistic
rewrites, and occasional LaTeX formatting help.
The model was not used for idea generation, lit-
erature search, data collection/annotation, coding,
analysis, or producing results. All scientific claims
and contributions were written and verified by the
authors, and no non-public data were shared with
the model. The authors assume full responsibility
for the content of the paper.
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A Data Details

A.1 Dataset Overview

We study four datasets covering three evaluation
tasks. FHM and MultiOff are annotated only for
Task 1, whereas HarM-c and HarM-p addition-
ally support Task 2 and Task 3. Dataset sizes
(train/test) are listed in Table 4.

Dataset Train Samples Test Samples

FHM 8500 1000
MultiOff 445 149
HarM-c 3013 354
HarM-p 2938 355

Table 4: Dataset statistics (train/test) used in our experi-
ments.

Per-task label distributions are shown in Table 5,
and definitions are as follows:

Task 1 (harmfulness, binary): Decide whether
a meme conveys harmful content considering the
image–text interaction (e.g., slurs, dehumanizing
metaphors, threats or disparagement). Labels:
0=not harmful, 1=harmful.

Task 2 (harmfulness level, ordinal): Grade the
severity of harmfulness when present; 1 reflects
mild/implicit disparagement or sarcasm, while 2
indicates explicit or strongly implied hostility or
incitement. Labels: 0=not harmful, 1=somewhat
harmful, 2=very harmful.

Task 3 (influence target type): Identify the
primary target of the meme’s harmful implication
when the meme is classified as harmful. If Task 1 =
0 or Task 2 = 0, set the label of Task 3 to 0 (none);
Labels: 0=none, 1=individual, 2=organization,
3=community, 4=society.

Dataset Task 1 Task 2 Task 3

0 1 0 1 2 0 1 2 3 4

FHM 510 490 – – – – – – – –
MultiOff 91 58 – – – – – – – –
HarM-c 230 124 230 21 103 230 119 0 3 2
HarM-p 184 171 184 159 12 184 81 69 15 6

Table 5: Label distribution for each dataset across the
three tasks.

A.2 Dataset Descriptions and Prompt Design

Across all datasets, we use task-specific prompts
with schema-constrained outputs. Each label is
explicitly defined in the prompt and mapped to a

numeric ID. For binary datasets such as FHM and
MultiOff, the Solver outputs a single label. For
HarM-c and HarM-p, which involve both harmful-
ness level and target type prediction, the Solver out-
puts a 2D vector [Harm_Level, Target_Type].
The output formats are summarized in Table 6.

Dataset Output Schema Label Mapping

FHM {"is_hateful":
<boolean>}

0 not harmful, 1 harmful

MultiOff {"is_offensive":
<boolean>}

0 not harmful, 1 harmful

HarM {"label":
[Harm_Level,
Target_Type]}

Harm Level: 0 not harm-
ful, 1 somewhat harmful, 2
very harmful; Target Type:
0 none, 1 individual, 2 or-
ganization, 3 community, 4
society.

Table 6: Schema-constrained output formats and label
mappings for different datasets.

FHM provides a large-scale set of memes. It has
8,500 training examples and 1000 test examples,
and its goal is a binary classification of whether a
meme is hateful.
MultiOff contains 445 training and 149 test
memes collected from Kaggle (2016 US election)
and social media platforms, reflecting real-world
political memes and emphasizing both image and
text as context.
HarM includes two real-world meme datasets:
HarM-c (3,544 memes), which focuses on COVID-
19, and HarM-p (3,552 memes), which focuses
on U.S. politics. Both were collected from the
web and social media, deduplicated and filtered,
and annotated by experts for harm intensity and
target type (individual, organization, community,
or society).

Definition
A meme is considered hateful if it contains a direct or 
indirect attack on people based on characteristics, including 
ethnicity, race, nationality, immigration status, religion, 
caste, sex, gender identity, sexual orientation, and disability 
or disease. We define attack as violent or dehumanizing 
(comparing people to non-human things, e.g. animals) 
speech, statements of inferiority, and calls for exclusion or 
segregation. The mocking of hate crimes is also considered 
hate speech.
Instruction
Please analyze the provided image and respond ONLY 
with a JSON object in the following format:
{“is_hateful”: <boolean>}
“is_hateful”: Set to true if the image is harmful according 
to the definition, otherwise false.

Figure 8: Definition and instructions for FHM.
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Definition
A meme is considered offensive if it contains content that 
is likely to offend, insult, or upset people based on factors 
such as race, ethnicity, religion, gender, sexual orientation, 
political views, or other personal characteristics. Offensive 
content may include offensive speech, discriminatory 
language, vulgarity, or content that mocks or belittles 
specific groups or individuals.

Instruction
Please analyze the provided image and respond ONLY with 
a JSON object in the following format:
{“is_offensive”: <boolean>}
“is_offensive”: Must be `true` if the image is offensive 
according to the definition, otherwise `false`.

Figure 9: Definition and instructions for MultiOff.

Definition
A multimodal unit consisting of an image and embedded 
text that has the potential to cause harm to an individual, an 
organization, a community, or society.

Instruction
Please analyze the provided image and respond ONLY with 
a JSON object in the following format:
{“harm_level”: <string>,  “target_type”: <string>}
“harm_level”: Must be one of [“not harmful”, “somewhat 
harmful”, “very harmful”].
“target_type”: Must be one of [“individual”, 
“organization”, “community”, “society”]. 
If “harm_level” is “not harmful”, then “target_type” should 
be “none”.

Figure 10: Definition and instructions for HarM.

B Additional Implementation Details

Table 7 summarizes the main implementation set-
tings of SyRHM. All settings are kept fixed across
datasets unless otherwise specified.

Prompt Design Protocol. Prompts are designed
separately for each stage, and each stage uses a
fixed base template. For the Parser and Translator,
we use the same templates across all datasets and
tasks. We refined these templates on a small de-
velopment set by adjusting instructions and adding
strict output schemas until the outputs are stable.
For the Planner and Solver, we keep the stage
templates unchanged and append dataset-specific
blocks from Appendix A.2, including task defini-
tions, label spaces, and decision instructions. Each
stage also includes an explicit field-based or JSON-
like output schema to enforce output format and
improve reproducibility.

Hyperparameter Tuning. The main tuned hy-
perparameters are in the retrieval stage, includ-
ing the top-k retrieval size and modality weights

Item Setting

Retrieval setting Top-k=3;
λ0:λ1:λ2=0.34:0.33:0.33 for
image, elements, and descriptions.

Decoding setting Context length 4096, temperature
0.2, top-p=1.

Repetition Three runs with fixed random seeds;
mean performance is reported.

Main packages PyTorch, Transformers, scikit-learn
Hardware 2 NVIDIA 4090 GPUs

Table 7: Implementation details of SyRHM.

λ0, λ1, λ2. Main results use the setting in Table 7,
and ablation studies vary one parameter at a time.
We do not extensively tune decoding parameters
and use the same decoding setup for SyRHM and
all baselines to ensure a fair comparison.

Large-Language Model PlannerPrompt
“Please derive a step-by-step plan using the First-Order-Logic rule for 
determining the conclusion based on the context.”
Input
“Symbolic Definition”: [“Attack(x): x is an attack based on 
characteristics”,  “Violent(x): x is violent speech or actions”, 
“Dehumanizing(x): x compares people to non-human things”]
“Translated Premise”: { “dataset_content”: [ “∀x (Attack(x) 
(Violent(x) ∨ Dehumanizing(x) ∨ Inferiority(x) ∨ Exclusion(x) ∨ 
Segregation(x) ∨ MockingHateCrime(x)))…”],
“related_img1”: [“∀x (TwoPanelLayout(x) ∧ Man(x) ∧ WearsSuit(x) ∧ 
Bald(x) ∧ TextTop(‘its their character’, x)…”],
“related_img2”: [“∀x (SinglePanelLayout(x) ∧ Man(x) ∧ WearsSuit(x) 
∧ HoldsMicrophone(x) ∧ Smiling(x)…”]}
“Translated Statement”: {“query_meme”: {“Man(x) ∧ WearsSuit(x) ∧ 
Man(y) ∧ Bald(y)…”},
“question”: “ContainsHateSpeech(x)”}

Output
“Step by Step Plan”: [“Step 1: [Local] - Content Extraction - Parse 
symbols from input: two male portraits; TextTop(‘its their 
character’)…”, 
“Step 2: [Local] - Symbol Mapping - From Symbolic Definition and 
Premise: Attack(x) (Violent(x) ∨ Dehumanizing(x) ∨ Inferiority(x) ∨ 
Exclusion(x) ∨ Segregation(x)…”, 
“Step 3: [Local] - Protected Attribute - Detect MentionsProtectedAttr(x, 
color) from ‘color’. Using: Modus Ponens.”, 
“Step 4: [Related-Meme] - Retrieve related_img* by cues {‘character’, 
‘color’, ‘skin’, ‘race’}; compute CommonHarmfulFeature as 
intersection/majority over…”, 
“Step 5: [Synthesis] - If CommonHarmfulFeature = ∅ and no harmful 
predicates hold locally, infer ¬Attack(x); else Attack(x)…”, 
“Step 6: [Decision] - Define ContainsHateSpeech(x) (Attack(x) ∧ 
MentionsProtectedAttr(x, _)); output Harm Level and Target Type. 
Using: Modus Ponens + Consistency Check.”]

Figure 11: Illustration of the Planner Stage

C Symbolic Reasoning Module Design

Section 3.3 describes our symbolic reasoning
pipeline. Due to space limitations, the main text
illustrates only the Translator. Here we present vi-
sualizations of the remaining two components: the
Planner as shown in Figure 11 and the Solver as
shown in Figure 12.
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Method Harmful or Not Harmfulness Level Target type
VLM LLM ACC BACC MCC M-F1 M-F1
Qwen2.5-VL-7B – 67.23 53.97 18.23 35.92 3.82
Qwen2.5-VL-7B Qwen2.5-7B 67.80 67.78 34.13 47.68 11.02
Qwen2.5-VL-7B Qwen2.5-14B 70.34 71.78 41.59 51.90 15.94
Qwen2.5-VL-7B Qwen2.5-32B 68.08 70.79 39.73 46.98 16.01
InternVL3.5-8B – 64.41 69.82 38.99 42.86 12.25
InternVL3.5-8B Qwen2.5-7B 68.93 69.21 36.83 47.63 12.67
InternVL3.5-8B Qwen2.5-14B 67.80 72.62 43.93 50.82 16.70
InternVL3.5-8B Qwen2.5-32B 68.36 71.19 40.52 48.63 17.27

Table 8: Effect of LLM scaling across different backbones on HarM.

Vision-Language Model SolverPrompt
“Your task is to carry out a logical solution based on the 
Step-By-Step Plan and input image.” 

Input
“img”: “img/42953.png”
“Symbolic Definition”: [“Attack(x): x is an attack based on 
characteristics”, “Violent(x): x is violent speech or actions”, 
“Dehumanizing(x): x compares people to non-human things”]
“Translated Premise”: { “dataset_content”: [ “∀x (Attack(x) 
(Violent(x) ∨ Dehumanizing(x) ∨ Inferiority(x) ∨ Exclusion(x) ∨
Segregation(x) ∨ MockingHateCrime(x)))…”],
“related_img1”: [“∀x (TwoPanelLayout(x) ∧ Man(x) ∧ WearsSuit(x) ∧
Bald(x) ∧ TextTop(‘its their character’, x)…”],
“related_img2”: [“∀x (SinglePanelLayout(x) ∧ Man(x) ∧ WearsSuit(x) 
∧ HoldsMicrophone(x) ∧ Smiling(x)…”]}
“Translated Statement”: {“query_meme”: {“Man(x) ∧ WearsSuit(x) ∧
Man(y) ∧ Bald(y)…”},
“question”: “ContainsHateSpeech(x)”}
“Step by Step Plan”: [“Step 1: [Local] - Content Extraction - Parse 
symbols from input: two male portraits…
“Step 2: [Local] - Symbol Mapping - From Symbolic Definition…

Output
“label”: 0,
“solution”: [“Step 1: [Local] - Content Extraction - TwoPanel; Man(x), 
Man(y); TextTop(‘its their character’)…”, 
“Step 2: [Local] - Protected Attribute - MentionsProtectedAttr(m, color) 
detected (skin color)…”, 
“Step 3: [Local] - Harm Predicates - EqualityMessage(m) ⇒
¬Violent(m) ∧ ¬Dehumanizing(m) ∧ ¬Inferiority(m) ∧
¬Exclusion(m)…”, 
“Step 4: [Related-Meme] - Majority over related_img* shows 
equality/anti-discrimination…”, 
“Step 5: [Synthesis] - Attack(m) (Violent ∨ Dehumanizing ∨
Inferiority ∨ Exclusion ∨ Segregation ∨ MockingHateCrime)…”, 
“Step 6: [Decision] - ContainsHateSpeech(m) = Attack(m) ∧
MentionsProtectedAttr(m, color) ⇒ false…”  ]

Figure 12: Illustration of the Solver Stage

D Scaling Language Models

We conducted a controlled study to examine how
scaling the LLM affects performance within our
framework. Here, the VLM is kept fixed as the
perceptual backbone, while the LLM responsible
for reasoning is varied in size. To further test the
generality of our approach, in addition to Qwen2.5-
VL-7B used in the main experiments, we also in-
clude InternVL3.5-8B, another VLM that performs
well in baseline evaluations. Table 8 reports the
results on the HarM dataset across all three tasks.

We observe that introducing even a 7B LLM

substantially improves performance over the VLM-
only baseline, highlighting the effectiveness of sym-
bolic reasoning. While model size has limited im-
pact on the relatively easier binary harmfulness
classification task, larger LLMs consistently yield
gains on more fine-grained tasks. In particular,
the 14B and 32B models provide notable improve-
ments on harmfulness level prediction and target
type identification, indicating that stronger reason-
ing capacity better supports nuanced inference.

E Comparison of different multimodal
embedding models for associative
retrieval

Retrieval Embedding Model ACC BACC MCC

Without Retrieval 68.93 69.21 36.83
CLIP-ViT-B/32 70.34 71.78 41.59
CLIP-ViT-L/14 69.38 71.53 42.06
SigLIP-BASE-PATCH16 68.80 72.99 44.86

Table 9: Effect of retrieval embedding models on HarM.

To investigate the impact of retrieval encoders,
we replace the embedding model while keep-
ing all other components unchanged. We evalu-
ate CLIP-ViT-B/32, CLIP-ViT-L/14, and SigLIP-
BASE-PATCH16 under the same retrieval and rea-
soning settings. Table 9 reports the results on the
HarM dataset.

We observe that larger or newer embedding
models do not consistently improve performance.
While SigLIP achieves higher BACC and MCC,
CLIP-ViT-B/32 remains competitive in ACC.
These results suggest that SyRHM’s effectiveness
mainly comes from semantic parsing and structured
reasoning rather than relying on a specific retrieval
encoder.
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F Cross-dataset Generalization of
Associative Retrieval

Dataset Task1 ACC Task2 M-F1 Task3 M-F1

FHM 68.93 51.57 12.98
MultiOff 75.14 50.89 14.55
HarM-c 70.34 51.90 15.94
HarM-p 70.34 55.22 12.64

Table 10: Cross-dataset retrieval results on three tasks.

To assess whether associative retrieval generalizes
beyond the evaluation meme pool, we fix HarM-
c as the target test set and vary the source dataset
used to build the retrieval database, including FHM,
MultiOff, HarM-c, and HarM-p. For each source,
we construct the vector database from its training
split and retrieve top-k neighbors using the same
pipeline. The results in Table 10 show that perfor-
mance remains competitive when retrieval is per-
formed from external datasets, and in some cases
even surpasses the in-domain retrieval baseline
(HarM-c → HarM-c), suggesting that the proposed
associative retrieval does not rely on accessing the
exact same meme pool as the evaluation set and
exhibits cross-dataset generalization. The stronger
results from MultiOff and HarM-p likely reflect
higher domain overlap with HarM-c, especially
in political and COVID-related content, whereas
political memes constitute only a relatively small
portion of FHM, leading to less targeted retrieval
evidence in the cross-dataset retrieval setting.

G Efficiency and Inference Cost Analysis

Stage Input Output Total Time(s)
Parser 2,138.5 246.9 2,385.4 3.50
Insertion – – – 0.04
Retrieval – – – 0.05
Translator 2,743.1 796.0 3,539.2 34.97
Planner 1,938.0 337.3 2,275.3 15.30
Solver 2,673.1 308.7 2,981.7 7.68

Table 11: Average inference cost of SyRHM on HarM.
We report per-sample token usage and wall-clock time
for each stage.

SyRHM is heavier than end-to-end baselines be-
cause it performs parsing, retrieval, translation,
planning, and solving sequentially. As shown in
Table 11, most of the overhead comes from the
Translator and Planner, while insertion and retrieval
add little latency. On HarM, the total runtime is

6.05 hours, comparable to the reported runtime of
MinD (Liu et al., 2025) (6.6 hours). Thus, SyRHM
is not intended for real-time moderation but is suit-
able for offline analysis or as an explainable second-
stage reviewer for high-risk or ambiguous cases
following initial screening by a fast filtering model.

H Failure Case Analysis

By tracing intermediate representations and reason-
ing chains in misclassified samples, we identify
three error categories in which imperfect multi-
modal grounding or entity–role alignment propa-
gates through the structured reasoning process.

Template–target confusion. This error occurs
when the system overemphasizes the visible actor
in the meme template, while the actual target is
expressed in the overlaid text. For example, in a
reaction-template meme, the visible actor is iden-
tified as “Steve Harvey,” whereas the satirical tar-
get comes from the text about Biden, Trump, and
COVID-19, making target assignment unstable.

Missing background or pragmatic knowledge.
Some cases require background or pragmatic
knowledge beyond surface-level interpretation. For
example, the word “dishwasher” may be used as a
sexist stereotype against women rather than as a lit-
eral object. If such coded references are interpreted
only literally, the intended harmful implication can
be missed.

Entity–role binding errors. These errors occur
when tweet metadata, quoted text, and visual en-
tities are incorrectly aligned. Such misalignment
can lead to incorrect subject–object relations in
the intermediate representation, which then affects
subsequent reasoning and final classification.

I Case Study

As shown in Figure 13 and Figure 14, we present
representative examples to complement the quan-
titative results and show how SyRHM uses asso-
ciative retrieval and symbolic reasoning for inter-
pretable meme classification.

These cases highlight that SyRHM can effec-
tively distinguish between visually similar but se-
mantically different memes. By incorporating re-
trieved contextual evidence and structured sym-
bolic analysis, SyRHM avoids overreliance on su-
perficial visual cues and captures implicit harmful
intentions that are difficult for conventional multi-
modal models to recognize.
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Associative Retrieval

Translator

Symbolic Reasoning

Planner

Solver

Query: 
Is this meme hateful 
or 
non-hateful?

Baseline Prediction:
Harmful

SyRHM Prediction:
Non-harmful

Man(x) ∧ ShearingSheep(x) ∧ ShearTool(y) ∧ Sheep(z) ∧ TextOverlay(w) 
∧ ContainsText(‘aye, tone! why would dey delouse ’em if dey was just 
gonna whack ’em?!’, w) ∧ HumorousTone(w) → 
¬LogicalProcess(ShavingForDelousing(x, z)) ∧ 
LogicalProcess(ShavingForKilling(x, z))

Step 1: [Local] - Content Extraction - Extract all key entities/groups/events 
from the statement such as…
Step 2: [Local] - Entity Check - Check if the statement mentions any 
characteristics that could lead to an attack on people based on 
characteristics listed in the premise…
Step 3: [Local] - Group Check - Verify if the statement includes any form 
of violent or dehumanizing speech…
Step 4: [Local] - Specific Check - Determine if the text overlay contains 
mocking hate crime elements by checking for…
Step 5: [Related-Meme] - Extract CommonHarmfulFeature from 
related_img* as intersection/majority over…
Step 6: [Synthesis] - Combine all checks to determine if the meme can be 
logically inferred as hate speech…
Step 7: [Consistency] - Ensure there are no contradictions…

Step 1: [Local] - Content ExtractionEntities: Man shearing sheep, ShearTool, 
Sheep, TextOverlay…
Step 2: [Local] - Entity Check No reference to ethnicity, race, religion, 
gender, or protected traits ⇒ ¬Attack(x).…
Step 3: [Local] - Group Check “Whack ’em” = slang in humorous context…
Step 4: [Local] - Specific Check No mocking of hate crimes; no hateCrime ∧ 
Mocking pattern detected…
Step 5: [Related-Meme] - Cross-check- related_img1–2: sheep + 
humor/absurdity/innuendo; HumorContext(r1) ∧ Absurdity(r2); 
MentionsProtectedAttr(r3,religion) ∧ SensitiveRef(r3)…
Step 6: [Synthesis] - All checks negate HateSpeech predicates; inference 
yields ¬HateSpeech(x). Using: Modus Ponens.
Step 7: [Consistency] - No contradictions with premise rules; classification 
consistent. Final Result: Not Harmful (label = 0).

Comprehensive context and logical reasoning make the analysis more thorough.

SyRHM

Figure 13: Process Visualization of 01634 from FHM. The meme depicts a man shearing a sheep, which may be
misinterpreted as violent due to its visual content. While the baseline model incorrectly predicts it as harmful,
SyRHM leverages retrieved humorous contexts and symbolic reasoning to identify the meme as non-harmful.
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Translator

Symbolic Reasoning

Planner

Solver

Query: 
Is this meme 
hateful 
or 
non-hateful?

Baseline Prediction :
Non-harmful

SyRHM Prediction :
Harmful

Comprehensive context and logical reasoning make the analysis more thorough.

Character(x) ∧ Named(x, Trump) ∧ SombreExpression(x) ∧ 
SymbolicallyDelayedResponse(y) ∧ RelatedTo(x, y) ∧ 
ContainsText(‘TRUMP’S ADMINISTRATION ANNOUNCED 5 
MILLION TEST KITS TO BE DELIVERED IN A MONTH’) ∧ 
ContainsText(‘A MONTH TOO LATE’) → (Critique(PoliticalResponse(x, 
y)) ∧ TargetsPublicFrustration(x, y))

Step 1: [Local] - Content Extraction - Extract all key entities/groups/events 
from the statement including ‘Trump’, ‘administration’, ‘test kits’, ‘delay’, 
and ‘frustration’…      
Step 2: [Local] - Entity Check - Check if ‘Trump’ and ‘administration’ are 
targeted for critique or satire…     
Step 3: [Local] - Group Check - Determine if the statement targets an 
organization (administration) or a broader societal issue…      
Step 4: [Related-Meme] - Extract CommonHarmfulFeature from 
related_img* as intersection/majority over harmful…      
Step 5: [Synthesis] - Combine the extracted features from Step 2 and Step 
4 to determine if the content constitutes harmful…
Step 6: [Consistency] - Ensure consistency between the identified harmful 
features and the overall context of the statement…
Step 7: Final Classification - Prepare the final classification…

Step 1: [Local] – Content Extraction – Entities: POTUS (Trump via image 
and related_img*), Trump Administration, COVID-19, test kits…
Step 2: [Local] – Entity Check–Visual focus on a named public figure 
(Trump) combined with negative evaluative text ⇒ criticism …
Step 3: [Local] – Group Check –Claim that COVID-19 test kits were 
delivered too late; implies neglect during a public health emergency…
Step 4: [Related-Meme] Common features across related_img1–5: 
accusatory framing, sarcasm, irony, moral blame for pandemic outcomes, 
personalizing governmental failure (e.g., “you are looking at it,” “Trump 
Virus”); pattern of shaming/insult/blame with no violence incitement…
Step 5: [Synthesis] Targeted denigration of a public figure through 
attribution of public health failure, without violence or hate speech ⇒ 
threshold met for Somewhat Harmful content; target type = Individual…
Step 6: [Consistency] Classification aligns with the premise… Final 
Result: Somewhat Harmful (label = 1) target type = Individual (label = 1) .

Associative Retrieval

SyRHM

Figure 14: Process Visualization of covid_memes_5560 from HarM. The meme criticizes delayed COVID-19 test
kit delivery by Trump’s administration. While the baseline model fails to detect harm, SyRHM identifies the harmful
intent by leveraging retrieved contexts and analyzing sarcasm and blame-oriented framing.
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