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Abstract

Vision foundation tools such as open-
vocabulary detectors, segmentation models,
and post-processing operators are powerful
building blocks for computer vision, but
their effectiveness depends heavily on how
they are orchestrated: which tools are used,
in what order, with what parameters, and
under what visual conditions. Existing visual-
programming agents typically generate a fixed
solution pipeline, making them brittle under
dense objects, occlusion, small targets, and
domain shift. We introduce VTOS (Vision
Tools Orchestration Search), a framework for
adaptive visual tool orchestration through joint
solution—observer search. VTOS co-searches
executable solution programs that compose
vision tools such as Grounding DINO, SAM,
NMS, and slice-and-detect, together with
observer programs that diagnose candidate
solutions, identify failure modes, and generate
actionable feedback. These observations
are accumulated in a shared VisionThoughts
knowledge base to guide subsequent search.
We evaluate VTOS through two case stud-
ies: dense object counting on LVIS-Count
and zero-shot plant-disease segmentation
on PlantSeg-OOD, which stress different
orchestration challenges including threshold
calibration, NMS, slicing, mask refinement,
and domain generalization.  Across both
tasks, VTOS outperforms static tool pipelines
and agentic visual-programming baselines,
specifically in complex settings such as
dense, occluded scenes and out-of-distribution
segmentation where static pipelines leave
measurable headroom, rather than in standard
tasks where a single well-calibrated tool
already approaches its ceiling.

1 Introduction

The development of vision foundation models
has changed how computer vision systems can
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be built. Instead of collecting task-specific data
and retraining a dedicated model for every new
task, practitioners can increasingly solve vision
problems by orchestrating reusable tools: open-
vocabulary detectors can localize text-described
concepts, segmentation models can refine spatial
prompts into masks, visual-language models can
provide semantic inspection, and classical oper-
ators can structure, filter, or aggregate interme-
diate outputs. This tool-based paradigm makes
computer vision development more flexible and
lightweight, especially when labeled data or train-
ing resources are limited. However, it also intro-
duces a new challenge: performance now depends
not only on the capability of each tool, but on how
these tools are composed into an effective task-
solving procedure’.

Visual tool orchestration is far from trivial. A
task may require decomposing a high-level re-
quest into perceptual subproblems, selecting suit-
able tools, deciding how intermediate outputs
should be represented and passed between tools,
and invoking alternative strategies when an initial
pipeline fails. Dense counting, for example, re-
quires coordinating detection, duplicate handling,
spatial aggregation, and density-aware processing,
while fine-grained segmentation often requires lo-
calization, mask refinement, and post-processing
to work together. As vision foundation tools be-
come more general-purpose, the bottleneck in-
creasingly shifts from training new models to dis-
covering how to orchestrate existing tools.

While recent visual-programming methods
(e.g., ViperGPT (Suris et al., 2023), Vis-
Prog (Gupta and Kembhavi, 2023)) provide an im-
portant step toward tool orchestration, they oper-
ate in an open-loop fashion without systematically
learning from execution failures. Therefore, we
argue that effective use of vision foundation tools

!Code: https://github.com/jinchaogjc/VTOS
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Q1 - Counting

STATIC BASELINES X

hard to be exact.”

X ungrounded prose, no per-object evidence

misses occluded fruit

How many apples are in this image? (aggregate zero-shot test MAE 53, Bias +27)

Answer: 15-20 X (ground truth: 41)

[dense - 41 apples, heavy occlusion]

Q2 - Segmentation STATIC BASELINES X

can'’t give exact masks.”

X fabricated coordinates, no pixel grounding

(small-lesion Dice = 25)

Segment the disease regions on this leaf.

Answer: coords X (no pixel grounding)

[unseen species - irregular lesions]

VLM (direct): “I'd estimate 15-20 apples — they overlap a lot,

Fixed detector: fixed-threshold detector over-counts clutter,

VLM (direct): “Lesions near (0.1,0.2)-(0.4,0.5), (0.5,0.3)... — |

Fixed detector: zero-shot detector collapses on unseen species

VTOS PROGRAM (OURS) v/

boxes = detect(img, "apple")
— 53 candidate boxes

boxes = nms (boxes, iou=0.6)
» 41 boxes after dedup

return count (boxes)

Answer: 41 v = ground truth

— traceable program; intermediate values inspectable

VTOS PROGRAM (OURS) v/

boxes = detect(img, "lesion")
» candidate disease regions

masks = sam_refine (img, boxes)
— 4 pixel-precise masks

return masks

Answer: 4 masks v = pixel-precise

— traceable program; intermediate values inspectable

Figure 1: Static tool use fails on hard scenes; VTOS searches an auditable, image-adaptive program. For
two tasks that stress different orchestration failures, dense object counting (Q1) and out-of-distribution leaf-disease
segmentation (Q2), directly applying a VLM yields ungrounded prose answers, while a fixed-threshold detector
breaks down under clutter, occlusion, and unseen species (aggregate zero-shot test MAE 53 / Bias +27 for count-
ing; small-lesion Dice ~ 25 for segmentation). The middle column groups these two search-free baselines. VTOS
instead searches a short, executable program with auditable intermediate steps (e.g., candidate detections — NMS
— final count) to yield the correct answer. The predicted bounding boxes and segmentation masks are overlaid on
the input images (left). The two input panels show enlarged center-crops of the original images for visual clarity;
reported counts correspond to the full images, so not all counted instances are visible within the crop. The de-
ployed artifact is an inspectable program, not opaque prose.

requires more than one-shot program synthesis. A
useful agent should learn an orchestration algo-
rithm: an executable procedure that decomposes
the task, composes available tools, manages inter-
mediate outputs, and adapts its strategy when pre-
vious attempts fail.

This motivates the key idea of VTOS (Vision
Tools Orchestration Search): co-searching solu-
tions and observers. In VTOS, the search process
learns two coupled forms of executable knowl-
edge. The first is a solution program, which or-
chestrates vision tools to solve the target task. The
second is an observer program, which inspects
candidate solutions, analyzes their execution be-
havior, and produces diagnostic observations that
guide future solution generation. The observer is
not a fixed critic prompt or a hand-designed eval-
uator; it is itself a searched program whose role
is to transform execution feedback into actionable
insight.

The framework realizes this idea through a
Producer—Analyzer architecture. The Producer
proposes candidate solution programs from a con-

strained tool library, and each candidate is exe-
cuted and evaluated in a sandboxed environment.
The Analyzer proposes observer programs that ex-
amine top-ranked solutions using execution traces,
numerical summaries, visual diagnostics, and a
budgeted set of visual-inspection tools. The re-
sulting observations are accumulated in a shared
VisionThoughts Knowledge Base, which stores
empirical insights, tool-use hypotheses, and ex-
ploration directions. This knowledge conditions
subsequent rounds of both solution and observer
search, forming a closed loop in which the system
improves both its task-solving strategy and its un-
derstanding of previous failures. Ultimately, the
final output of this search is an inspectable Python
program that orchestrates vision foundation tools
and can be deployed efficiently without invoking
VLMs at test time.

We then evaluate VTOS through two case stud-
ies that expose different visual-tool orchestra-
tion challenges. The first is dense object count-
ing on LVIS-Count, a 180-image subset sam-
pled from LVIS, where successful solutions must
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coordinate detection, spatial aggregation, dupli-
cate handling, and density-aware processing un-
der object crowding and occlusion. The second is
zero-shot plant-disease segmentation on PlantSeg-
OOD, a 180-image species-disjoint subset sam-
pled from PlantSeg, where open-vocabulary lo-
calization must be combined with mask refine-
ment and post-processing under species-level do-
main shift and small target regions. Both tasks
were chosen because static tool pipelines strug-
gle on them: crowding and occlusion degrade
fixed detection thresholds, while species-level do-
main shifts break fixed segmentation pipelines.
They are not intended to represent computer vision
at large, but rather settings where joint solution-
observer search is most effective; for tasks where
a single well-calibrated tool already saturates per-
formance, additional search offers little gain.
In summary, our contributions are:

¢ Tool orchestration as algorithm search.
We formulate computer vision task solv-
ing as learning orchestration algorithms over
reusable vision foundation tools, rather than
retraining task-specific models.

Joint solution-observer co-search via a
Producer-Analyzer loop. We introduce a
co-search framework that learns both task-
solving programs and diagnostic observer
programs, instantiated through a Producer—
Analyzer architecture whose observations ac-
cumulate in a shared VisionThoughts Knowl-
edge Base to guide subsequent search.

Case studies on counting and segmenta-
tion. We evaluate VTOS on LVIS-Count
and PlantSeg-OOD, showing improvements
over static tool pipelines and agentic visual-
programming baselines on both dense ob-
ject counting and out-of-distribution segmen-
tation tasks.

2 Related Work

Code-Based Visual Reasoning. Neuro-symbolic
approaches that compile natural-language queries
into executable programs have emerged as a com-
pelling alternative to monolithic vision-language
models (VLMs), which are widely observed to
hallucinate numerical and spatial details when
asked to count objects or localize regions, the fail-
ure mode contrasted in Figure 1. ViperGPT (Suris

et al,, 2023) and VisProg (Gupta and Kemb-
havi, 2023) synthesize Python programs invok-
ing pre-trained vision APIs, yielding composi-
tional interpretability that end-to-end models such
as LLaVA (Liu et al.,, 2023) cannot provide.
AutoMMLab (Yang et al.,, 2025b) and Kim et
al. (2025) extend this paradigm toward fully au-
tonomous computer-vision pipelines driven by
natural-language specifications.  Despite their
promise, these systems operate in an open-loop
fashion: they rely on a single generation pass
and lack mechanisms to interpret execution fail-
ures or iteratively revise solutions. Program syn-
thesis research (Gao et al., 2023) has long rec-
ognized the importance of iterative refinement,
yet the closed-loop integration of runtime feed-
back with a structured search over candidate algo-
rithms remains underexplored. VTOS closes this
gap by treating both runtime errors and analyzer-
observed failure modes as informative signals that
drive a Producer—Analyzer algorithm search, en-
abling systematic hypothesis revision rather than
one-shot generation.

LLM-Based Agentic Reasoning. ReAct (Yao
et al., 2023) demonstrated the efficacy of alter-
nating reasoning and action steps in language
models, and PAL (Gao et al., 2023) showed that
program-aided decomposition grounds LLM rea-
soning in executable logic. MM-ReAct (Yang
et al., 2023) extends this paradigm to multimodal
settings by coupling ChatGPT with vision-expert
pools. Self-correction through feedback loops has
gained traction via Reflexion (Shinn et al., 2023),
which uses verbal reinforcement learning for iter-
ative improvement, REFINER (Paul et al., 2024),
which trains a critic to provide structured rea-
soning feedback, and Self-Refine (Madaan et al.,
2023), which has a single LLM iteratively cri-
tique and refine its own output. The Producer—
Analyzer split in VTOS inherits this genera-
tor/critic structural motif, which it shares with
actor-critic and generator-discriminator architec-
tures more broadly. Unlike those approaches,
however, VTOS anchors the distinction in tool af-
fordances rather than prompts: the Analyzer is
given a separate, budgeted Visual Toolbox that the
Producer cannot access. Consequently, deployed
programs cannot smuggle in analyzer-only VLM
tools, and the asymmetric-modality boundary is
preserved by construction. Unlike probabilistic
self-critique or prompt-tuning approaches, VTOS
grounds its correction signal in deterministic in-
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terpreter execution. Syntax errors, tracebacks,
and variable-state inspections provide “hard” con-
straints that enable more reliable search guidance.
Inference-Time Visual Tool Use. A parallel line
of work enables multimodal models to reason with
visual tools dynamically at inference time. Visual
Sketchpad (Hu et al., 2024) treats canvas draw-
ings as visual chains of thought, while recent com-
mercial systems integrate image manipulation di-
rectly into the reasoning loop (OpenAl, 2025).
Similarly, recent multimodal agents extend tool
capabilities through runtime API synthesis (Mar-
sili et al., 2025) or step-wise preference optimiza-
tion (Li et al., 2025). While expressive, these
methods operate per query: the VLM reasons over
each image individually and discards the gener-
ated procedure once answered, incurring recurring
VLM inference costs on every test sample. VTOS
instead pays this cost once, offline, and deploys a
program that runs without a VLM (§5.4).

AutoML agent. Recent work has increasingly
framed machine learning engineering as an LLM-
agent-based search problem, where agents itera-
tively propose code, run experiments, observe val-
idation feedback, and refine candidate solutions.
MLE-Bench provides a key benchmark for this di-
rection by evaluating agents on realistic Kaggle-
style ML tasks involving data processing, model
training, debugging, and submission generation
(Chan et al., 2025). Building on this benchmark,
AIDE explores tree search over executable code
solutions (Jiang et al., 2025), R&D-Agent de-
composes the process into researcher and devel-
oper agents for iterative solution building (Yang
et al., 2025a), and Al Research Agents for Ma-
chine Learning studies how different search poli-
cies, including greedy, evolutionary, and MCTS-
style strategies, affect performance on MLE-
Bench (Toledo et al., 2025). Other recent sys-
tems improve specific components of the loop:
MLE-STAR combines web-based model retrieval
with targeted refinement (Nam et al., 2025), MLE-
Dojo provides an interactive Gym-style environ-
ment for training and evaluating ML agents (Qiang
et al., 2025), and recent work on ideation diver-
sity and learned ideators highlights the importance
of generating diverse and useful research direc-
tions before implementation (Audran-Reiss et al.,
2025; Zhang et al., 2026). Synthetic Sandbox
further studies scalable training environments for
ML engineering agents (Zhou et al., 2026). To-
gether, these works move beyond classical Au-

toML over predefined model and hyperparameter
spaces, toward open-ended search over ML pro-
grams, experimental strategies, and algorithmic
design choices.

3 Method

We present VTOS (Vision Tools Orchestration
Search), a framework for learning to orchestrate
vision foundation tools through solution—observer
co-search. Figure 2 illustrates the overall architec-
ture. Instead of retraining model weights or gener-
ating a single open-loop program, VTOS searches
over executable tool-use procedures for solving a
target computer vision task. VTOS runs a sin-
gle iterative search loop. In each iteration, a Pro-
ducer module (§3.1) first proposes candidate so-
lution programs from a constrained tool library,
and the system executes and evaluates these can-
didates to obtain scores, traces, intermediate out-
puts, and failure cases. An Analyzer module (§3.2)
then proposes observer programs for selected eval-
uated solutions, converting their execution behav-
ior into diagnostic observations. These observa-
tions are written into a shared Knowledge Base
(§3.3), together with empirical insights, tool-use
hypotheses, and exploration directions. The up-
dated Knowledge Base conditions the next itera-
tion, allowing future solution and observer propos-
als to be informed by previous execution feedback.
Both the Producer and the Analyzer are instan-
tiated by the same underlying LLM, conditioned
on different prompts and tool libraries; the same
model also performs the Knowledge Base update.

3.1 Producer: History-Aware Search for
Orchestration Programs

At each iteration ¢, the Producer proposes candi-
date solution programs that orchestrate the avail-
able vision tools to solve the target task. Each
solution program 7 is an executable Python pro-
cedure over a constrained solution-tool library F,
which may include open-vocabulary localization,
segmentation, region processing, spatial aggrega-
tion, filtering, and post-processing primitives. The
Producer is therefore not asked to answer a sin-
gle visual query directly; rather, it searches for a
reusable orchestration algorithm that can be ap-
plied across the task distribution.

The Producer is history-aware: it conditions on
the task, the solution-tool library, prior solution
snapshots, and the current Knowledge Base, mak-
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Figure 2: VTOS Framework. The framework runs for x [V iterations. In each iteration, a Producer proposes K
candidate solution programs from a constrained tool library; programs are executed and scored by a sandboxed
subprocess evaluator. An Analyzer then proposes observer programs targeting the top-ranked solutions Top(S;)
(amber coupling line), generating qualitative failure observations via a budgeted toolbox of pure-CV and VLM-as-
eyes tools. All observations and empirical insights are written into a shared VisionThoughts Knowledge Base—the
central state carried across iterations. A dashed Search/Deployment Boundary separates the search phase from
deployment: at test time only the top-ranked solution program is deployed (asymmetric modality—VLMs serve
only as diagnostic feedback during search, not at inference).

ing each proposal an informed revision rather than
an independent restart.

Formally, the Producer generates K candidate
solution programs as

I, = {7'['?), . ,77%)}

(1)
NpLLM(' | T7 ]:a thlastfl)’

where S;_7 is the archive of evaluated solution
snapshots. To constrain the context length, in
practice we only select several top-ranked solu-
tions from the archive S;_1 for the Producer to
generate the next solutions. Information about
other trials will be absorbed in the knowledge base
Kt—1. The conditioning of S;_1 and K;_; allows
the Producer to generate candidates that are not
independent restarts, but informed revisions of the
current search trajectory. For example, if previ-
ous observers found that a pipeline failed because
an intermediate representation was unreliable, the
Producer can explore a different decomposition
or introduce an alternative tool chain rather than
merely perturbing the previous code. Such an
agentic-style algorithm search has proven more ef-

fective as shown in recent studies (Qu et al., 2026).

Each proposed solution program is executed in
a sandboxed environment on the task dataset D.
The evaluator records the program output, task
score, execution trace, errors, intermediate states,
and representative success or failure cases:

zl(:) = Evaluate (71'[(;), D) ,

2
St = St—l U {Z](gt)}kK:I’

Here, z,(:) denotes a solution snapshot containing

both quantitative performance and execution evi-
dence. Candidates are ordered by a Borda rank-
sum s(7): entries in the archive are ranked sepa-
rately under each of the task’s two metrics (mloU
and MAE for counting; Dice and mloU for seg-
mentation), with rank 1 assigned to the best perfor-
mance in each metric’s respective direction. Sum-
ming these ranks yields s(7), where a smaller
value is preferred and neither metric dominates.
Top(-) returns entries with the lowest rank-sums.
The search operates exclusively on the training
split; after IV iterations, the top candidates are re-
evaluated on the held-out validation split, and the
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program with the lowest validation rank-sum is re-
turned as 7* and deployed unchanged to the test
set (Algorithm 1). These snapshots are later in-
spected by the Analyzer and may also be selected
as examples for future Producer calls. Constrain-
ing programs to J keeps the search executable and
reproducible, while the history-aware prompt con-
text lets the Producer explore different decompo-
sitions, tool compositions, control flows, interme-
diate representations, and recovery strategies.

3.2 Analyzer: Learning
Solution-Conditioned Diagnostics

The Analyzer converts the behavior of candidate
solutions into actionable feedback for the next
search iteration. A task score can rank solution
programs, but it rarely explains why a solution
fails or how the orchestration should be revised.
Therefore, VTOS treats diagnosis itself as a learn-
able object: at each iteration, the Analyzer gener-
ates an executable observer program that inspects
the current best solution attempts.

Formally, given the task 7, observer-tool li-
brary G, Knowledge Base X;_1, and selected top
solution snapshots Top(S;), the Analyzer pro-
poses one observer program:

ar ~prim (- | T,G,Ke—1, Top(Sh)).  (3)

where a; denotes the proposed observer program,
generated by the same LLM as in Eq. (1). Condi-
tioning on Top(S;) is important: it tells the LLM
what the current best solutions are, how they are
implemented, and where they still fail. The re-
sulting diagnosis code is therefore customized to
the actual solution strategies under consideration,
rather than being a generic fixed critic.

Executing the observer program produces diag-
nostic observations:

Oy = a4 (Top(Sy), D; G). 4)

These observations may identify recurring failure
modes, unreliable intermediate outputs, regime-
specific weaknesses, or differences between com-
peting solution strategies. They are then written
into the Knowledge Base and used to guide future
solution generation.

The observer program is used only during
search; the final deployed solution is selected from
the solution archive and calls only the solution-
tool library F, preserving an asymmetric-modality
boundary at deployment.

Algorithm 1 VTOS: Solution—Observer Co-
Search
Require: Task 7, dataset D, solution tools F, ob-
server tools G, iterations N
Ensure: Best solution program 7*
1: Initialize knowledge base Ky and solution

archive Sy
2. fort=1,...,Ndo
3: Sample K candidates: 11, —

Producer(7T, F, Ki—1,St-1)
S; «+ S;—1 U Evaluate(Il;, D)
ay <+ Analyzer(7,G, Ki—1, Top(Sy))
Oy < Observe(at, Top(St), D)
K: < Update(K;_1, S, Oy)
end for
return 7° = arg

N PN A

min

S T
w€Top(Sy) val( )

3.3 VisionThoughts: Knowledge-Guided
Co-Search

The Knowledge Base, denoted by K4, is the shared
memory that connects iterations of solution—
observer co-search. It stores what the system has
learned from previous solution attempts and diag-
nostic observations, so that later generations are
informed by the accumulated search history rather
than starting from scratch.

KC; is organized into structured fields: insights,
hypotheses, key problems, and exploration direc-
tions — defined fully in Appendix I.

After each iteration, the same LLM updates the
Knowledge Base from the evaluated solution snap-
shots and the observer-generated diagnostic obser-
vations, deciding which insights and hypotheses to
add, which to confirm or refute against the new ev-
idence, and which exploration directions to pursue
Or prune:

’Ct = Update (thl, St, Ot) . (5)

This update records which orchestration strategies
worked, which failed, under what conditions they
failed, and what should be explored next. The up-
dated K; then conditions both the Producer and the
Analyzer in the next iteration: the Producer uses
it to generate better solution programs, while the
Analyzer uses it to design more targeted diagnos-
tic observers.

4 Evaluation Setup

We evaluate VTOS on two visual reasoning
tasks whose static-tool failure modes are well-
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Table 1: LVIS-Count Overall Metrics. Aggregated performance on the 100-image zero-shot test set (no density
stratification). Bias is signed mean count error (negative = undercount; zero is best). Best per column in bold. All
VTOS rows use Sonnet 4.6 as the LLM and Grounding DINO + SAM as the Vision Foundation Model (VFM)

toolbox. Per-density breakdown is in Table 3.

Family Method MAE] RMSE| Bias(]|-]) mloU%?T
End-to-End VLM Sonnet 4.6 (Count Only) 35.13 56.88 —4.35 —
Sonnet 4.6 (Direct Bbox) 35.18 42.31 —33.64 7.54
Qwen3-VL-8B (Direct) 54.26 54.26 —b54.26 3.38
Qwen3-VL-32B (Direct) 48.32 47.26 —47.26 9.98
Specialist Grounding DINO (thr=0.10) 52.76 77.61 +27.44 32.19
CountGD (vanilla) 43.01 126.82 +32.05 36.13
CountGD (Crop+NMS) 48.84 156.13 +42.52 36.59
Heuristics SAHI (DINO) 46.57 50.42 —44.65 1591
Hand-designed routing (DINO + slice) ~ 47.13 54.75 —45.15 19.15
Agentic ReAct (Sonnet 4.6 + DINO) 46.31 52.60 —46.03 19.66
CodeAct (Sonnet 4.6 + tools) 39.38 49.66 —32.40 29.21
Reflexion (Sonnet 4.6 + visual critic) 44.28 56.54 —25.88 2491
VTOS (ours) Analyzer OFF 32.83 47.86 —16.39 36.75
Analyzer ON 23.36 37.77 —4.02 40.48

VTOS (Analyzer ON) wins MAE, RMSE, Bias, and mloU. The per-density-tier breakdown is in Table 3 (Appendix).

characterized but orthogonal: dense object count-
ing stresses calibration of detection thresholds and
non-maximum suppression under occlusion, while
grounded segmentation stresses spatial grounding
and pixel-precise boundary recovery on out-of-
distribution categories. Both tasks derive ground
truth from existing annotations (LVIS bounding
boxes; PlantSeg pixel masks), enabling rigorous
evaluation without subjective labeling (Figure 3,
Appendix A).

4.1 Counting: LVIS-Count

The counting task uses LVIS-Count, a 180-image
subset sampled from LVIS (Gupta et al., 2019)
spanning 30 categories across five semantic do-
mains (60 train / 20 val / 100 zero-shot test). Test
images fall into two density regimes: Normal
(10 < N < 50), where threshold and NMS cali-
bration dominate, and Extreme (51 < N < 100),
where heavy occlusion forces algorithmic strat-
egy shifts. We exclude the Sparse regime (N <
10) because zero-shot detectors already saturate it,
giving no discriminative signal between methods.

4.2 Segmentation: PlantSeg-OOD

The segmentation task uses PlantSeg-OOD, a
180-image species-disjoint subset of the pub-
lic PlantSeg benchmark (Wei et al., 2026), split
60/20/100 train/val/test across 24 plant species,
with the 10 test species held out from the 14
train/val species, so the 100-image test set eval-
uates VTOS on 21 disease classes from 10 plant

species never seen during search. Lesions are
stratified by mask-area ratio into Small (area <
10%, discovery is the bottleneck) and Moderate
(10%-30%, boundary precision is the bottleneck)
tiers; the original large tier (> 30%) is excluded
so reported scores cannot be inflated by trivially-
large foreground area. The 100-image test split
contains 56 small and 44 moderate lesions.

4.3 Evaluation Metrics

For counting we report mloU, the mean
Intersection-over-Union between predicted and
ground-truth bounding boxes after a Hungarian-
style one-to-one match constrained to symmetric
center-in-box hits, and MAE, the mean absolute
error in object count per image. We addition-
ally report counting Bias (signed mean error),
RMSE (root-mean-square count error), and
per-density-tier breakdowns.

For segmentation we report Dice™ (pixel-
level Dice coefficient between predicted and
ground-truth masks; our primary segmentation
metric) and mIoU™k (pixel-level IoU averaged
across instances). Per-tier breakdowns (small /
moderate) expose where each method fails.

S Experiments

5.1 Experimental Setup

We evaluate on the two tasks described in §4
using the metrics defined in §4.3. The 80-
image LVIS-Count training split is used for algo-
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Table 2: PlantSeg-OOD zero-shot results. Dice™* (%) on the 100-image OOD test set; species and diseases are
entirely held out from train/val. “All” = mean over the test set; “Mod.” / “Small” = stratified means on the two
difficulty tiers. VTOS Base is the configuration without analyzer-loop diagnostics; VTOS adds the Analyzer step.

Bold = best in column.

Method LLM Dice Allt Dice Mod.? Dice Smallt mloU All%1
Detector-only baselines

SAM 2 (segment-everything) — 20.05 30.76 11.64 3.71
SAM 2 + CLIP (vanilla zero-shot) — 23.11 32.04 16.09 5.75
Grounded-SAM 2 (zero-shot) — 36.56 51.24 25.03 9.75
VLM zero-shot

VLM-direct GPT-40-mini 17.30 21.53 13.98 4.61
VLM-direct Sonnet 4.6 30.45 42.18 21.24 9.22
Iterative / agentic

Reflexion (K=3) Sonnet 4.6 31.62 38.14 26.50 10.57
VisProg Sonnet 4.6 36.33 45.79 28.90 14.27
VTOS Base (Ours) Sonnet 4.6 36.79 45.30 30.10 12.84
VTOS (Ours) Sonnet 4.6 39.38 50.00 31.03 13.48

rithm search; all results below are on the held-
out 100-image zero-shot test set. We compare
against four baseline families: (i) direct end-to-
end VLM prompting (Sonnet 4.6 Count-Only and
Direct-Bbox; Qwen3-VL-8B and 32B Direct), (ii)
specialist counting/detection models (Grounding
DINO (Liu et al., 2024) at varying thresholds;
CountGD (Amini-Naieni et al., 2024) vanilla and
Crop+NMYS), (iii) heuristic pipelines (SAHI-style
slice-and-detect (Akyon et al., 2022)), and (iv)
agentic baselines (ReAct (Yao et al., 2023), Code-
Act (Wang et al., 2024), Reflexion (Shinn et al.,
2023) with visual critique). VTOS’s search bud-
get defaults to N=15 iterations (Appendix G.2),
with V=25 for ceiling numbers with the Analyzer
module enabled. Because no random seed is fixed
and program synthesis is stochastic, independent
runs of the same configuration can synthesize dif-
ferent programs and therefore yield different num-
bers; Table 1 reports a single conservative run,
while the appendix ablations report separate runs.

5.2 Counting: LVIS-Count

Table 1 reports aggregate zero-shot test-set metrics
across four baseline families and two VTOS con-
figurations; per-density stratification of the same
13 methods is in Table 3 (Appendix).

VTOS dominates the aggregate metrics. The
full VTOS (Analyzer ON, N=15) wins MAE
(23.36), RMSE (37.77), Bias (—4.02), and mloU
(40.48) on the aggregate test set, the four met-
rics that jointly measure counting accuracy, scale-
aware error, signed bias, and box localization.
VTOS’s improvement over the strongest specialist

(CountGD vanilla) is +4.4 mloU (40.48 vs. 36.13)
at 54% of its MAE (23.36 vs. 43.01); direct-Bbox
VLM prompting (Sonnet 4.6 or Qwen3-VL) trails
at 3-10% mloU, confirming end-to-end VLMs
cannot ground at this scale. On the per-density
breakdown, VTOS (Analyzer ON) wins Normal
mloU (44.24), Normal MAE (17.28), and Extreme
MAE (29.44), while CountGD Crop+NMS edges
Extreme mloU (37.06 vs 36.73), motivating the
Analyzer-budget ablation in §5.5.

The gains stem from program search, not
the tool pool. A natural question is whether
VTOS outperforms baselines primarily due to the
expressive tool pool rather than the search over
orchestration programs. We isolate this factor
with a validation-tuned dispatch control that uses
the identical tool pool and operators as VTOS
but replaces the searched program with a hand-
designed, density-based routing policy (Ground-
ing DINO with NMS on low-density scenes, slice-
and-detect on high-density scenes, alongside area
and confidence cutoffs). To ensure a rigorous and
competitive control, all thresholds in this policy
are grid-searched on the same 20-image validation
split under the identical Dual-Rank objective that
VTOS optimizes, and the resulting policy is eval-
uated on the held-out 100-image test set.

If the tool pool alone accounted for the perfor-
mance gains, this baseline would close most of
the gap. However, it achieves an MAE of 47.13
and mloU of 19.15, performing on par with the
heuristic SAHI baseline (46.57 / 15.91) and falling
far short of VTOS (23.36 / 40.48). The core dif-
ference lies in the optimization target: while the

22558



dispatch baseline fixes the program structure and
only tunes numerical thresholds within a static
template, VTOS searches the control flow itself.
The winning program synthesized non-trivial con-
trol structures beyond the expressivity of fixed
templates, including a two-threshold consistency
probe that separates under- from over-detection
and a fusion mechanism combining slice-level de-
tections with the global pass.

Component contribution. Within VTOS, the
Analyzer module contributes the largest gain: en-
abling the Analyzer adds +3.7 aggregate mloU
and cuts MAE by 9.5 points (32.83 — 23.36).

5.3 Cross-Domain Generalization:
PlantSeg-OOD

To probe transfer beyond counting, we benchmark
on PlantSeg-OOD (see §4.2 for dataset details)
against detector-only baselines (SAM 2 (Ravi
et al., 2025), SAM 2+CLIP (Radford et al., 2021),
and Grounded-SAM 2), agentic baselines (Vis-
Prog, Reflexion), and direct VLM prompting. Ta-
ble 2 reports zero-shot Dice™* and mIoU™** on
the 100-image OOD test split (56 small + 44 mod-
erate lesions).

Main segmentation result. VTOS attains the
best Dice™k on the All set (39.38 vs. 36.56 for
Grounded-SAM 2) and on the Small tier (31.03
vs. 28.90 VisProg, 25.03 Grounded-SAM 2),
where the Producer—Analyzer advantage is largest:
static detectors frequently miss lesions below
10% of image area. Adding the Analyzer loop
to VIOS Base lifts Dice All by +2.59 and
Dice Small by +0.93.

5.4 Efficiency

A complete VTOS search incurs a one-off, of-
fline cost of approximately 45 LLM calls per task.
Once searched, the resulting executable program
composes vision tools directly without invoking
any VLM, thus requiring zero LLM calls per im-
age at test time. In contrast, agentic baselines in-
cur LLM costs on every query (at most 6 calls per
image for ReAct, 5 for Reflexion, and 1 for Code-
Act). Across the 100-image test set, VTOS con-
sumes 45 total calls, whereas ReAct, Reflexion,
and CodeAct require up to 600, 500, and 100 calls,
respectively.

Because VTOS pays this cost once while base-
lines pay per image, the cost comparison exhibits
a crossover rather than a fixed ratio. Specifically,
VTOS achieves a lower cumulative cost than Re-

Act after 8 images, Reflexion after 9 images, and
CodeAct after 45 images; our 100-image eval-
uation is therefore already past every crossover,
and the advantage grows with deployment size.
Figure 4 in Appendix F plots the cumulative call
counts across the benchmark.

5.5 Ablation Summary

We report four verified ablations in Appendix G:
(i) search-iteration budget N € {5,10,15,20};
(i1) Analyzer Diagnostic toggle; (iii) per-iteration
proposal count K € {1,3}; (iv) DINO
confidence-threshold sensitivity. The Analyzer
ablation is the key finding: at fixed budget N=10,
the Analyzer cuts MAE by 36% (33.51 — 21.38)
and drives Bias from +11.6 to near-zero (+0.6);
raising the budget to N=25 attains the best mloU
in the experiment matrix (41.66). Appendix G
also reports the per-density counting breakdown
across all 14 methods (Table 3), a density-tier
mloU trajectory under Producer—Analyzer search,
and a qualitative case-study walkthrough of a sin-
gle search run.

6 Conclusion

We presented VTOS, which treats vision tools
as instruments needing scene-specific calibration
rather than reliable oracles, and searches for the
orchestration instead of assuming it. A Producer
loop proposes candidate programs over a con-
strained tool library, an Analyzer loop proposes
diagnostic programs that expose how they fail,
and a shared Knowledge Base carries both across
iterations.  On dense counting (LVIS-Count)
and out-of-distribution segmentation (PlantSeg-
OOD), the searched programs improve over di-
rect VLM prompting, specialist detectors and
program-synthesis baselines, and the deployed ar-
tifact runs without a VLM.

Limitations

Scope of evaluation. Our experiments cover
two visual-reasoning tasks: dense object count-
ing on LVIS-Count (180 images, 30 categories,
English category labels grouped into 5 seman-
tic domains) and zero-shot grounded segmentation
on PlantSeg-OOD (180 images across 24 plant
species; the 10 test species are held out from
train/val). Generalization to other visual domains
(medical imaging, satellite, document understand-
ing), to languages other than English, and to com-
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positional queries that mix counting with rela-
tional reasoning is not evaluated; we expect degra-
dation under each of these shifts.

Compute and reproducibility. VTOS per-
forms offline search with no parameter updates, so
reproduction requires no GPU training infrastruc-
ture. A full N=15 search run under the Analyzer-
ON configuration makes approximately 45 calls to
a single LLM (Claude Sonnet 4.6, shared across
the Producer, Analyzer, and Knowledge-Base up-
date rather than using an ensemble of models),
alongside subprocess evaluations against the VFM
toolbox for each task. We clarify this account-
ing to avoid double-counting: a single Producer
call yields all K=3 candidate programs in one re-
sponse, meaning costs scale with the number of
LLM calls rather than the number of generated
programs (which would otherwise suggest a loose
upper bound of ~90). Reduced-budget configura-
tions (N=5, Analyzer OFF) achieve most of the
performance gains at proportionally lower search
cost (Appendix G).

Applicability. VTOS provides little benefit on
simple tasks where a single calibrated tool already
operates near saturation (such as sparse scenes
with few isolated instances). In such settings,
static pipelines remain preferred as they incur zero
search overhead without sacrificing accuracy.

Tool-use safety. VTOS delegates execution
to external VFM tools (Grounding DINO, SAM,
NMS) and to an LLM API. The benchmark
does not include adversarial tool inputs (e.g., im-
ages crafted to cause specific NMS-threshold fail-
ures); production deployment would require ad-
ditional sandboxing of the subprocess evaluator,
rate-limiting on the LLM/API budget, and audit-
logging of the deployed program output.

Reasoning ceiling. Performance is bounded by
the intersection of three capability ceilings: the
VLM’s diagnostic fidelity during Analyzer steps,
the LLM’s program-synthesis capability during
Producer steps, and the VFM toolbox’s percep-
tual expressiveness at deployment. When a fail-
ure mode falls outside this intersection the Knowl-
edge Base records it as an UNVERIFIED hypoth-
esis, but the search cannot self-correct beyond its
tool repertoire; disentangling these three ceilings
empirically is left to future work. Moreover, the
tool library is fixed: VTOS composes and cali-
brates existing primitives but cannot invent per-
ceptual operators beyond those provided.
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TASK 1 - COUNTING

LVIS-Count

180 images - 60/20/ 100
30 categories - 5 domains
zero-shot test

TASK 2 - SEGMENTATION

PlantSeg-OOD

NORMAL

10=<N <50
threshold & NMS calibration
50 images - median N = 47

SMALL
area < 10%

discovery is the bottleneck

EXTREME
51 <N <100
slice-and-detect required
50 images - median N = 81

MODERATE
10 - 30%
boundary precision matters

180 images - 60/20/100
24 species - 34 diseases
species-disjoint OOD

56 images - tiny lesions

44 images - mid-scale

Figure 3: Two-task evaluation setup. VTOS is evaluated on dense object counting (top, LVIS-Count: 180 images
sampled from LVIS, 30 categories, two density tiers — Normal 10 < N <50 and Extreme 51 < N < 100) and on
grounded segmentation (bottom, PlantSeg-OOD: 100-image OOD test sampled from PlantSeg, three-way species-
disjoint splits, two lesion-area tiers — Small < 10% and Moderate 10-30%). Both tasks expose distinct failure

modes of static tool invocation.

A Evaluation Setup Figure

For reference, Figure 3 gives a visual overview of
the two evaluation tasks; tier definitions and split
details are in §4.

B Extended Related Work

Adaptive Perception and Tool Calibration.
Fixed vision models require calibration to gen-
eralize across diverse domains—a challenge ad-
dressed by test-time adaptation methods that
update model weights to mitigate distribution
shift (Wang et al., 2021). For tool-augmented
agents, however, the bottleneck is not weight
adaptation but parameter-level sensitivity: atomic
tools such as object detectors depend critically
on hyper-parameters (confidence thresholds, NMS
values) that vary per image. Counting-oriented
methods (Ranjan et al., 2021) further underscore
this difficulty by revealing wide performance vari-
ance across density regimes. While frameworks
like HuggingGPT (Shen et al., 2023) explore dy-
namic tool selection, they do not perform per-
instance parameter tuning. VTOS fills this niche
by modeling vision tools as dynamic instruments
whose configurations the searched program selects
per image, without requiring any parameter up-
dates to the underlying models or any model call
at inference.

Prompt-Tuning and Differentiable Text Op-
timization. TextGrad (Yiiksekgoniil et al.,
2025) introduces automatic differentiation over

text to optimize compound Al systems, while
system-level prompt-optimization approaches
such as MetaPrompting (Hou et al., 2022) and
MetaSPO (Choi et al.,, 2025) explore meta-
learning frameworks for robust prompt design.
These methods optimize prompts rather than
executable code; VTOS differs in that it searches
over executable Python programs and uses de-
terministic interpreter feedback as the correction
signal (§2).

C Benchmark Statistics

The two datasets total 360 images; the 100-image
LVIS-Count test split is balanced 50/50 between
the Normal (10 <N <50) and Extreme (51 <N <
100) tiers, and the 100-image PlantSeg-OOD test
split contains 56 small and 44 moderate lesions.
Full per-task statistics are in §4.

D Implementation Mechanisms Not
Detailed in the Main Method

For reviewers and reproducibility, we document
four engineering mechanisms present in the re-
leased code but elided from the main Method.
Both Producer- and Analyzer-proposed programs
run in isolated Python subprocesses; the evalua-
tor returns metrics as JSON over stdout, and a
crashed subprocess records a score of —oo with
a traceback into its snapshot. A hard cap of five
VLM calls per analyzer execution keeps the Ana-
lyzer from degenerating into an expensive Visual-
QA wrapper. The full VisionSearchState
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is serialised to records. json after each itera-
tion, so an interrupted run resumes from the last
completed step. Finally, an AST-level lint pass re-
jects out-of-library imports before execution, pre-
venting the LLM from hallucinating new tools and
keeping deployed programs portable.

E Discussion

VTOS’s advantage comes from treating vision
tools as scene-sensitive dynamic instruments: the
Producer—Analyzer search discovers per-scene pa-
rameter combinations (DINO threshold 0.10-—
0.15, tighter NMS IoU = 0.3, morphological di-
lation) through hypothesis-driven trial-and-error
that one-shot program synthesis cannot. CountGD
edges Extreme-tier mIoU by 0.3pp because it is a
purpose-built dense-scene counter, but pays with
+32.05 Bias and aggregate MAE nearly double
VTOS’s, as the two systems reward orthogonal
capabilities. The default N=15 budget saturates
the Analyzer-OFF configuration; enabling the An-
alyzer extends gains up to N=25, beyond which
compute yields diminishing returns.

Listing 1 (Appendix J) gives a representative
analyzer program; to show what such diagnos-
tics buy, we trace the PlantSeg-OOD run behind
Table 2 (its full trajectory is in Appendix J).
The Analyzer’s observations isolate a sequence
of distinct failure modes: small lesions go un-
detected at the seed’s high detection threshold,
SAM mask boundaries come back ragged, and
a bare disease query mislocalises on unfamiliar
plant species. The search converts each observa-
tion into a targeted, auditable revision: lowering
the detection threshold to 0.15 with an area filter,
adding clean_mask boundary post-processing,
grounding the query as “disease on plant”, and
loosening NMS to preserve co-located lesions,
which the Producer composes into its best pro-
gram, raising this run’s training-split Dice from
32.90 to 40.00. Aggregated over the held-out
test set, the same diagnose—revise loop yields the
+2.59 Dice-All / +0.93 Dice-Small gain of VTOS
over VTOS Base in Table 2, turning an opaque
score gap into auditable code edits.

F Efficiency Crossover

We report cost as the number of LLM calls, which
reflects the intrinsic algorithmic requirement of
each method independent of external API pricing
or rate limits. VTOS incurs approximately 45 calls

600 +

= —— ReAct (6/image)
§ 500 1 —— Reflexion (5/image)
j 400 | —— CodeAct (1/image)
.E 300 | 1mage)
% 200
E 100 |
&)
0 >

0 20 40 60 80 100
Number of test images

Figure 4: Cumulative LLM cost over the 100-image
zero-shot test set. VTOS incurs a one-off offline
search cost (=45 calls) and deploys a tool-only pro-
gram with zero test-time LLM calls, resulting in a flat
cost trajectory. In contrast, agentic baselines pay per
image, growing linearly. Dots mark the cost crossover
points (8 images for ReAct, 9 for Reflexion, and 45 for
CodeAct), beyond which VTOS becomes strictly more
cost-effective.

as a one-off offline search cost; the resulting ar-
tifact is an executable program over vision tools
that invokes no VLM at inference, yielding a per-
image marginal cost of zero. Baseline per-image
costs follow the configurations in Table 1: ReAct
is capped at 6 tool-use turns per image, Reflex-
ion uses 5 (one initial attempt plus four reflection
rounds), and CodeAct issues a single generation
per image. VTOS therefore overtakes ReAct after
8 images, Reflexion after 9, and CodeAct after 45.

G Extended Empirical Results

G.1 Qualitative Detection Examples

Figure 5 shows representative VTOS counting re-
sults on the zero-shot LVIS-Count test set, span-
ning eight object categories and both density tiers.
Ground-truth instance boxes are overlaid in cyan;
for each panel the count returned by VTOS’s
searched program matches the ground-truth count,
illustrating that the discovered orchestration gen-
eralizes across diverse categories (fruit, vegeta-
bles, animals, baked goods, toys) and crowding
levels.

G.2 Ablation Studies

We report four verified ablations: (i) scaling
the per-task search iteration budget; (ii) toggling
the Analyzer diagnostic module; (iii) varying the
per-iteration proposal count K; and (iv) DINO
confidence-threshold sensitivity.

The Analyzer ablation is the key finding: at
fixed budget N=10, the Analyzer cuts MAE by
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Figure 5: VTOS detection examples on LVIS-Count (zero-shot test set). Top row: Normal tier (10 < N < 50);
bottom row: Extreme tier (51 < N <100). Cyan boxes mark ground-truth instances; each panel reports the VTOS
program’s predicted count versus ground truth. These representative cases show the searched counting program
recovering the correct count across object categories and density regimes.

36% (33.51 — 21.38) and drives Bias from +11.6
to near-zero (+0.6). It also raises the achievable
performance ceiling: Analyzer-OFF saturates at
N=15 (additional iterations degrade mloU), but
Analyzer-ON continues to improve up to N=25,
attaining 41.66 mloU, the best number in the en-
tire experiment matrix.

The K=1 vs K=3 comparison shows the cost-
quality trade-off of parallel proposal generation:
K =3 adds a small mloU lift (4+0.5) and reduces
MAE by ~ 6% at 3x the LLM cost per iteration.
We default to K'=3 in headline numbers.

The threshold sweep underscores the brittleness
motivating VTOS: mloU rises monotonically from
14.13 at the COCO-default threshold of 0.35 to
32.19 at threshold 0.10, but MAE bottoms out
at threshold 0.20 (39.34) and rebounds at 0.10
(52.76) because the lowest threshold floods the
scene with false positives. No single threshold
is optimal on both metrics simultaneously, a per-
scene calibration target that VTOS’s search is de-
signed to discover.

G.3 Evolutionary Trajectory Analysis

Figure 6 visualizes the self-correction trajectory
across the two density regimes on the 60-image
training split. Both regimes show clear im-
provement from the baseline (Normal 0.243 —

0.364; Extreme 0.254 — 0.318) but the trajec-
tory is not monotonic: at iter 3 the Producer pro-
poses solutions that regress on both tiers (Ex-
treme drops from 0.30 to 0.22) before recover-
ing at iter 4. Such regressions correspond to
Knowledge-Base updates in which an existing
hypothesis is re-statused from UNVERIFIED to
REFUTED and a new strategy is proposed (e.g.,
switching from threshold-based NMS to morpho-
logical post-processing). After iter 9 the running
best plateaus with small oscillations characteristic
of search saturation.

H Future Work and Code/Data
Availability

Future Work. We see three natural extensions:
(i) extending the search to additional visual rea-
soning tasks such as fine-grained attribute analysis
and geometric distortion correction; (ii) integrat-
ing lightweight tool fine-tuning as a complement
to parameter-level calibration; and (iii) investigat-
ing whether VisionThoughts accumulation across
hundreds of diverse visual tasks exhibits emergent
compositional capabilities. The bounded scope of
evaluation, compute profile, and capability ceil-
ings are discussed in the Limitations section.
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Table 3: Per-Density Breakdown on LVIS-Count. Same 13 methods as Table 1, stratified into Normal (10 <
N < 50) and Extreme (51 < N < 100) density tiers. Bias is signed count error; zero is best. Best-per-column-

within-tier in bold.

Normal (10 < N < 50)

Extreme (51 < N < 100)

Family Method MAE| Bias(||-|) mIoU%t MAE| Bias(l|-|) mIoU%?"
End-to-End VLM Sonnet 4.6 (Count Only) 24.56 —3.40 — 45.70 —5.30 —
Sonnet 4.6 (Direct Bbox) 22.56 —19.80 8.44 47.80 —47.48 6.65
Qwen3-VL-8B (Direct) 35.58 —35.58 5.24 72.94 —72.94 1.52
Qwen3-VL-32B (Direct) 31.78 —47.26 9.98 64.80 —64.80 6.20
Specialist Grounding DINO (thr=0.10) 54.30 +40.90 33.08 51.22 +13.98 31.30
CountGD (vanilla) 45.32 +36.80 36.07 40.70 +27.30 36.19
CountGD (Crop+NMS) 51.28 +46.72 36.12 46.40 +38.32 37.06
Heuristics SAHI (DINO) 29.94 —26.66 21.25 63.20 —62.64 10.57
Agentic ReAct (Sonnet 4.6 + DINO) 30.20 —29.64 25.47 62.42 —62.42 13.85
CodeAct (Sonnet 4.6 + tools) 26.00 —14.80 35.01 52.76 —50.00 23.41
Reflexion (Sonnet 4.6 + visual critic)  34.18 —10.98 29.23 54.38 —40.78 20.58
VTOS (ours) Analyzer OFF 24.18 —1.18 41.62 41.48 —31.60 31.87
Analyzer ON 17.28 +9.44 44.24 29.44 —17.48 36.73

VTOS (Analyzer ON) wins Normal MAE, Normal mloU, and Extreme MAE; VTOS (Analyzer OFF) wins Normal Bias.
CountGD (Crop+NMS) edges Extreme mloU. Bold marks the best entry per column within its tier.

Table 4: Ablation 1 — Scaling Search Iterations. VTOS (Analyzer OFF) at N € {5,10,15,20}. Aggregate

over the full LVIS-Count test set.

Config mloUT MAE] RMSE| Bias({|-]|)
N=5 38.09 30.93 51.37 —-3.71
N=10 35.05 33.51 53.63 +11.57
N=15 36.74 30.34 53.95 +7.20
N=20 36.37 32.03 54.68 +2.70

Code and Data Availability. Source code is
available at https://github.com/jinchaogjc/VTOS
under the MIT license. The full implementation,
the LVIS-Count and PlantSeg-OOD dataset splits,
and complete search-run logs (including the Vi-
sionThoughts Knowledge Bases and ranked solu-
tion snapshots) will be released there before the
conference.

I Knowledge Base Field Definitions

The Knowledge Base holds six fields, X =
(Z,H,A, E, p,e),all updated by the LLM each it-
eration from the previous state and the new evi-
dence. The insights 7 are empirical facts observed
during search (e.g., that threshold 0.10 maxi-
mizes mloU on dense scenes but inflates MAE),
while the hypotheses H are (statement, status,
evidence) triples, with status in {CONFIRMED,
REFUTED, PARTIAL, UNVERIFIED}, that are re-
assessed each iteration. The analyzer-insights
A track which analyses yield actionable find-
ings so as to steer later analyzer proposals, and
the exploration-directions £ are (direction, status,

performance) triples for strategies tried, planned,
or abandoned. The remaining two fields summa-
rize search state: the key-problems p name the cur-
rent bottlenecks in free text, and the exploration-
status e is a label (improving, stuck, or converg-
ing) that biases the next iteration toward explo-
ration or exploitation. The Knowledge Base is se-
rialised to JSON each iteration, so an interrupted
run resumes from the last completed step.

J How Co-Search Grows a Program:
Two Trajectories

Open-loop visual-programming systems (e.g.,
ViperGPT, VisProg) emit a single fixed pipeline
in one generation pass. Every VTOS program,
by contrast, is searched: each revision is trace-
able to a specific analyzer diagnosis of the pre-
vious attempt. We walk through the two paper
runs — one per task. For each, a table gives the
diagnosis-driven trajectory at a glance, and the
listings below show the actual code growing step
by step. Scores along a chain are training-split
metrics (mloU for counting, Dice for segmenta-
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Table 5: Ablation 2 — Analyzer Diagnostic Module. Two control regimes: same-budget (N=10) and ceiling-
budget (Analyzer-OFF best at N=15; Analyzer-ON ceiling at N=25).

Regime Config mloUt MAE] Bias(} |- ])

Same budget (N=10)  Analyzer OFF 35.05 33.51 +11.57
Analyzer ON 39.82 21.38 +0.56

Ceiling Analyzer OFF (N=15) 36.74 30.34 +7.20
Analyzer ON (N=25) 41.66 19.63 +4.15

Table 6: Ablation 3 — Proposal Scaling K. Effect
of per-iteration proposal count. Analyzer-OFF base,
N=10.

Config mloUT MAE]
K=1 34.53 35.83
K=3 (default)  35.05 33.51

Table 7: Ablation 4 — DINO Confidence-Threshold
Sensitivity. mIoU/MAE on LVIS-Count as the DINO
open-vocabulary detection threshold sweeps from 0.10
to 0.35.

DINO threshold mloUT MAE|
0.35 14.13 52.12
0.30 18.37 48.21

0.20 29.01 39.34
0.10 32.19 52.76

tion); the selected programs attain the held-out test
numbers of Tables 1 and 2.

J.1 Counting Trajectory

The paper’s Analyzer-ON counting run grows
a single Grounding DINO call into an image-
adaptive program,; its selected program attains test
mloU 40.48 (Table 1). Table 8 traces the search at
a glance; the listings then show the code growing.
Seed (24.84):

I bboxes = detect (box_threshold=0.10)

— + two-threshold union (31.58):

| bboxes = nms (detect (0.10)
(0.20), iou=0.35)

+ detect

— + density-adaptive NMS (32.42):

I max_cell = densest_3x3_cell (bboxes)
> iou = 0.25 if max_cell > 8 else 0.35
if max_cell > 4 else 0.45

bboxes = nms (bboxes, iou)

— -+ conditional slicing (33.54):

| if len (bboxes) < 40:
# under-detected —-> recover

Self-Correction Trajectory (LVIS-Count)
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Figure 6: mloU Trajectory over Search Iterations
on the LVIS-Count training split. Per-iteration best-
of-K (K=3) mloU stratified by density tier (Normal:
10< N <50; Extreme: 51</N<100). The trajectory is
non-monotonic — both tiers show occasional regres-
sions (e.g., Extreme dips at iter 3 from 0.30 to 0.22) as
the Producer explores new code directions in response
to Analyzer feedback. Best Normal mloU (0.364) is
reached at iter 9, best Extreme (0.318) at iter 7; subse-
quent iterations plateau with small oscillations charac-
teristic of search saturation.

by slicing

bboxes = nms (bboxes +
slice_and_detect (grid=(2,2),
0.15), 0.30)

S}

— Final (test mIoU 40.48):

I ratio = n_high / max(n_low, 1)

> if n_low < 32 or (n_low < 55 and
ratio > 0.70 and n_high < 35):
bboxes = nms (bboxes_low +
slice_and_detect (grid=(3, 3),
0.12), 0.28)

4 elif n_low > 55: bboxes = nms (detect
(0.14), 0.25) # dense: tighter
threshold + NMS

bboxes = nms (
0.30)

else:
bboxes_low,

J.2 Segmentation Trajectory

The Analyzer-ON segmentation run instead
evolves query phrasing, thresholds, and mask
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Table 8: Counting co-search: each analyzer diagnosis drives a traceable revision, and the training mloU rises

monotonically toward the deployed program.

it Analyzer diagnosis Solution revision mloU (%)
0 —(seed) single Grounding DINO @ 0.10 24.84
1  duplicate boxes inflate the count two-threshold union, then NMS 31.58
2 crowded cells over-merge under fixed NMS density-adaptive NMS by cell density 3242
3 images with <40 detections under-detect conditional slice_and_detect (n < 40) 33.54
12 adense image still under-detected (conf-ratio 0.83) learned ratio4-count slicing triggers 35.90

Table 9: Segmentation co-search: a different family of revisions — query phrasing and mask refinement rather

than detection routing.

it Analyzer diagnosis Solution revision Dice (%)
0 —(seed) detect @0.30 then SAM 32.90
1 small lesions missed at high threshold  lower threshold to 0.15 + area filter 38.10
2 SAM mask boundaries are ragged clean_mask boundary post-processing 38.10
3 bare query mislocalises across plants  contextual query (disease on plant) 39.20
4 tight NMS merges co-located lesions ~ loosen NMS to 0.55 40.00

post-processing; its selected program attains test
Dice 39.38 (Table 2). The strategies it discovers
(Table 9) are an entirely different family from the
counting chain — co-search adapts to each task’s
distinct failure modes.

Seed (32.90):

I bboxes = detect (target, threshold
=0.30)
> polygons = segment (bboxes)

# SAM

— + low threshold + area filter (38.10):

I bboxes = detect (target, threshold
=0.15) # recover small
lesions

> bboxes = nms(filter_by_area (bboxes,
0.0003, 0.80), 0.40)

— + clean_mask (38.10):

I polygons = clean_mask (segment (bboxes
)) # smooth ragged SAM
boundaries

— + contextual query (39.20):

| bboxes = detect (f"{target} on {plant
}", threshold=0.15) # ground
the disease in its plant

— Final (test Dice 39.38):

I bboxes = detect (f"{target} on {
plant}", threshold=0.15)

2> bboxes = nms (filter_by_area (bboxes
, 0.0002, 0.80), iou=0.55) #
loose NMS keeps co-located
lesions

3 polygons = clean_mask (

filter_polygons_by_area (segment (
bboxes), 0.0001, 0.85))

To show the observer side concretely, Listing 1 re-
produces a diagnostic program from a PlantSeg-
OOD search run. It stratifies images by ground-
truth lesion count, summarizes Dice and precision
on the densest tier, and flags over-segmentation
(predicted area exceeding twice the ground truth)
— the kind of plain-text observation the Producer
consumes on its next revision.

def analyze (per_image_results) :
observations = []
# over— vs under-detection
across the batch (signed box
error)

4 over = [r for r in
per_image_results if r [’
signed_bb_error’] > 0]

5 under = [r for r in
per_image_results if r[’
signed_bb_error’] < 0]

6 zero = [r for r in
per_image_results if r [’
n_pred_bb’] == 0]

7 mean_area_err = sum(r[’
signed_area_error’] for r in
per_image_results) / len(
per_image_results)

8 observations.append (

9 f"{len(over)} over-—,
under) } under-detected,
zero)} with zero boxes;

10 f"mean area error {
mean_area_err:+.3f} "

11 f" ({'masks over-shoot’ if

mean_area_err > 0 else ’'masks

under—-cover’}).")

T

{len(
{len(

"

13 # many boxes but little area —>
small false-positive flood

22568



14 fp = [r for r in
per_image_results

15 if r[’signed_bb_error’] >
2 and r[’signed_area_error’] <
0]

16 if fp:

17 observations.append(f" {len (

fp)} tasks flood small FPs —-—
tighten NMS or raise threshold."
)

19 # plant species the detector
misses entirely

20 if zero:

21 plants = sorted(set (r[’plant
"] for r in zero))

22 observations.append (f"zero
detections on {plants} —-- try

multi-query or lower threshold."

)

24 # SAM boundary ceiling: box 1is
right but mask Dice lags far
behind

25 gap = [r for r in
per_image_results if r[’
dice_bbox’] - r[’dice_mask’] >
0.3]

26 if gap:

27 observations.append (f"{len
gap)} tasks: bbox Dice >> mask
Dice —-- SAM boundary is the
bottleneck.")

28 return observations

Listing 1: Analyzer program from the segmentation
run: it profiles over- vs. under-detection from signed
box error, flags small-false-positive floods, names
the plant species the detector misses entirely, and
detects the SAM mask-boundary ceiling (box Dice far
exceeding mask Dice) — the plain-text observations
the Producer consumes on the next iteration.

Both trajectories tell the same story through op-
posite strategies: from a one-line seed, the search
turns specific, measured analyzer diagnoses — a
named bottleneck image in counting, a mislocal-
ising bare query in segmentation — into targeted,
auditable code revisions whose internal scores rise
monotonically toward the deployed program. A
one-shot synthesizer, which commits to a fixed
pipeline without ever observing how it fails, has
access to none of this.
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