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Abstract

Educational LLMs such as writing coaches,
coding assistants, study companions, and AI
tutors are widely marketed as student-centered,
usually because they are “personalized” or be-
cause they raise performance on the assisted
task. We argue that this is an unverified
pedagogical claim: a system that helps stu-
dents complete tasks is not necessarily a sys-
tem that helps students learn. The distinction
is between performance-centered assistance,
which optimizes the immediate product, and
student-centered learning, which preserves the
learner’s cognitive work and validates capabil-
ity the learner keeps without the system. A
2025 randomized trial shows the gap in prac-
tice: an unguarded tutor raised assisted perfor-
mance while harming unassisted exam scores.
We trace this to a units mismatch: “student-
centered” is a learner-side claim, yet it is mea-
sured almost entirely with tutor-side proxies.
We propose five auditable standards (S1–S5)
that translate established learning-science prin-
ciples into requirements for benchmark design,
reward shaping, red-teaming, and deployment
monitoring; a small illustrative process audit
then shows both that the standards can be op-
erationalized and why such audits cannot sub-
stitute for learner-side validation. Our position
is that LLM-based educational systems should
be judged not by answer quality, engagement,
satisfaction, or assisted performance alone, but
by whether they measurably support learners’
capacity to reason, self-regulate, transfer, and
keep learning without the model.

1 Introduction

The case for AI in education has rarely looked
stronger. Bloom’s classic 2-sigma result (Bloom,
1984), which showed that one-to-one tutoring out-
performs classroom instruction by roughly two
standard deviations, has driven four decades of
effort to deliver expert-like guidance at scale.
Khanmigo, ChatGPT Edu, and a fast-growing

wave of LLM-based tutors are now sold in essen-
tially Bloom’s vocabulary: personalized, adaptive,
student-centered. Governance has lagged: as of
2023 fewer than 10% of surveyed institutions had
any formal guidance on generative AI (UNESCO,
2023), and what has since emerged specifies mostly
safety, oversight, and risk rather than a compact
pedagogical standard for learner-side capability.

The 2024–2026 empirical record puts such
claims to the test. Bastani et al. (2025) report a
pre-registered randomized controlled trial (RCT)
in Turkish high-school mathematics (∼1,000 stu-
dents, four sessions). An unguarded ChatGPT-style
tutor (GPT Base) raised assisted practice perfor-
mance by 48% but harmed unassisted exam per-
formance; a pedagogically guarded variant (GPT
Tutor) raised assisted practice by 127% and largely
undid the harm. This contrast is central to our argu-
ment: both tutors raised assisted performance, and
the pedagogical guardrails determined whether that
gain came at the cost of unassisted capability. We
call the failure pattern of strong in-session perfor-
mance accompanied by degraded unassisted capa-
bility assisted-performance inflation. Converging
evidence comes from Fan et al. (2025) (“metacog-
nitive laziness”), Lee et al. (2025) (a survey of 319
knowledge workers), and Gerlich (2025) (cogni-
tive offloading). Pedagogically engineered systems,
however, can do better (Kestin et al., 2025; Wang
et al., 2024; Walker and Vorvoreanu, 2025).

This pattern has a straightforward explanation in
the model’s default objective. Pretraining for next-
token prediction over the open web, followed by
reinforcement learning to be a helpful assistant that
resolves the user’s request, selects for solving and
against the productive struggle, generation, and
self-explanation that learning science identifies as
the sites of learning (Vygotsky, 1978; Slamecka
and Graf, 1978; Chi et al., 1989; Bjork et al., 2013).
Recent NLP work has tried to counter-engineer
this default (Dinucu-Jianu et al., 2025; Macina
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Figure 1: Illustrative case study and audit-stack overview. Three interaction policies (A: general assistant; B: simple
tutor prompt; C: standards-based tutor prompt) on a recursion-tutoring task, alongside the five-layer audit stack of
Section 6. The case study is described in Section 5.

et al., 2025; Maurya et al., 2025; Perczel et al.,
2025; Song et al., 2025), but the field still lacks
a shared, auditable specification of what adequate
counter-engineering would require. We call the
within-task form of the conflict cognitive substi-
tution: the model performs the central reasoning
on the learner’s behalf. It has a motivational ana-
logue, in which engagement and confidence are
sustained by reduced effort rather than by auton-
omy and competence (Lee et al., 2025; Gerlich,
2025), and a relational one, in which the system
displaces the human help-seeking on which learn-
ing depends. The standards below address all three.

Our position is that an LLM-mediated educa-
tional system should not be called student-centered
unless it provides auditable evidence that it pre-
serves the learner’s cognitive work, supports mo-
tivation and relational safety, and improves the
learner’s independent capability beyond what the
AI assists with. Our contribution is an audit vocabu-
lary and evidence structure that bears on three areas
of practice: evaluation and reward design (bench-
marks that separate tutor behavior from learner out-
comes, and post-training signals that resist collapse
into a binary judge), red-teaming and procurement
(cognitive-offloading jailbreaks and “pedagogy-

card” requirements), and deployment monitoring
(offloading rate, override frequency, dependency-
language flagging, subgroup performance). Pub-
lic evidence does not establish whether widely de-
ployed products meet all five standards or improve
unassisted learning; we mention them to motivate
auditable standards, not to evaluate them.

2 From Student-Centered Learning to
Cognitive Ownership

Neither the phrase student-centered nor the claim
behind it is new.

Constructivist and sociocultural traditions.
Dewey’s experiential pedagogy (Dewey, 1938), Pi-
aget’s constructivism (Piaget, 1952), and Vygot-
sky’s socially scaffolded development (Vygotsky,
1978) converge on one negative claim: the cogni-
tive work that constitutes learning cannot be done
for the learner without ceasing to be learning. Vy-
gotsky’s zone of proximal development is the gap
between what a learner can do alone and under
guidance (Vygotsky, 1978, p. 86); guidance en-
ables effort but does not replace it.
Cognitive engagement and effortful processing.
The generation effect (Slamecka and Graf, 1978)
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and the self-explanation effect (Chi et al., 1989;
Bisra et al., 2018) show that learner-produced
content is retained better than equivalent system-
presented content (g ≈ 0.55). The desirable-
difficulties tradition (Bjork and Bjork, 1992; Bjork
et al., 2013) adds a counter-intuitive corollary: the
conditions that maximize immediate performance
routinely minimize long-term retention. The ICAP
framework (Chi and Wylie, 2014) predicts out-
comes from the share of cognitive activity the
learner contributes, and Cognitive Load Theory
(Sweller et al., 1998) separates germane from ex-
traneous load. Kirschner et al. (2006) add the
qualification that none of this endorses a single
instructional approach: minimal guidance fails for
learners who lack the relevant schemas, whereas
direct instruction with worked examples and self-
explanation outperforms it during schema building.
Motivational and relational substrates. Self-
Determination Theory (SDT) (Deci and Ryan,
2000) identifies autonomy, competence, and relat-
edness as the substrates of sustained engagement,
and Pekrun (2006) links them to achievement emo-
tions. The person-centered (Rogers, 1957) and
psychological-safety (Edmondson, 1999) traditions
specify the conditions under which a learner can
expose confusion without humiliation.

These three literatures converge on a single quan-
tity: in any learning episode, the proportion of the
cognitive work that the learner performs rather than
has performed for them. We call this cognitive
ownership. Any technology that markets itself as
student-centered must, at minimum, be evaluated
on whether it preserves cognitive ownership.

3 The Student-Centered LLM
Implementation Gap

The field already recognizes the conflict. Re-
cent LLM work names it directly. Dinucu-Jianu
et al. (2025) observe that optimizing an LLM for
direct question-answering “often undermines ef-
fective pedagogy which requires strategically with-
holding answers”; subject expertise does not by
itself translate into good teaching (Macina et al.,
2025; Maurya et al., 2025); and Perczel et al.
(2025); Song et al. (2025) frame their systems as
responses to default LLM behavior, building on
earlier accountability-oriented work (Holstein and
Aleven, 2022; Roll and Wylie, 2016). Our frame-
work operationalizes that tension specifically at
the level of LLM-mediated systems: the standards

target the LLM-era failure modes that interaction-
quality benchmarks alone cannot detect.

Yet there is no shared, auditable specifica-
tion of what fixing the conflict requires. Each
recent system operationalizes pedagogical qual-
ity on its own terms (different dimensions, re-
ward shapes, and benchmark designs) without a
shared account of what student-centered means.
Recent benchmarks and post-training pipelines
(Dinucu-Jianu et al., 2025; Macina et al., 2025;
Maurya et al., 2025; Song et al., 2025; Perczel
et al., 2025; Puech et al., 2025) together cover
tutor-response quality, learned-reward scoring,
multidimensional rubrics, helpfulness–creativity
alignment, productive-failure-aware steering, and
authentic-transcript fine-tuning. Specifically,
Macina et al. (2025), Li et al. (2026c), and Maurya
et al. (2025) score tutor moves against pedagogical
rubrics; Dinucu-Jianu et al. (2025) and Song et al.
(2025) shape rewards toward withholding answers;
Perczel et al. (2025) fine-tunes on authentic teach-
ing transcripts; and the AIED tradition (Holstein
and Aleven, 2022; Roll and Wylie, 2016) argues
for human–AI complementarity and accountability
in general terms. Each is a tutor-side advance, but
none supplies a shared, learner-side specification
of the evidence a system must produce before any
of these can be called student-centered.
The deeper issue is a units mismatch. This mis-
match is central to our argument. Current bench-
marks measure tutor-side behavior (what the model
says and how it scaffolds). Student-centeredness,
however, is a learner-side claim about what the
student can do as a result, especially without the
system. The two are reported in different units, and
tutor-side optimization, however careful, cannot
convert one into the other. The result is a pedagogy
that cannot be inspected, in which a system claims
to scaffold learning but produces no learner-side
evidence that anyone can audit.

The RCT from Section 1 is the clearest demon-
stration. Within the session, both AI conditions
looked beneficial, with assisted practice up 48%
under GPT Base and 127% under GPT Tutor. On
the unassisted exam, GPT Base students scored
17% below the no-AI control group, and GPT Tutor
students did not differ significantly from it (Bastani
et al., 2025). An evaluation that scored only within-
session performance would have ranked GPT Tutor
above GPT Base, but it would have rated both as
helpful and could not have detected that GPT Base
reduced the capability learners kept once the tool
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was removed. The cognitive-offloading literature
points to the same mechanism: Fan et al. (2025), Li
et al. (2024, 2026a), Lee et al. (2025), and Gerlich
(2025) all find that users’ confidence in AI tools
rises with offloading, even among users explicitly
trying to engage critically.

Two contrasting cases are also instructive. Wang
et al. (2024) raised K–12 topic mastery by 4 per-
centage points (9 for the lowest-rated tutors), but
their system is not an autonomous AI tutor. It is a
co-pilot to a human tutor, and the human in the loop
implicitly carries the cognitive-ownership work.
Kestin et al. (2025) report an AI tutor that roughly
doubles immediate learning gains in introductory
physics through explicit pedagogical engineering,
but the study includes no unassisted near-transfer
measurement. Together, the two cases show that
pedagogically engineered AI can produce imme-
diate learning, that the pedagogical design (or the
human in the loop) carries that property, and that
process-level evaluation alone cannot validate an
outcome-level effect.

Just measuring learning outcomes misses the
contribution. The field has not forgotten that out-
comes matter. Its instruments, however, are de-
nominated in the wrong units and therefore cannot
detect when assistance and learning come apart.
Governance is moving in a compatible direction.
The UK lists “tracking of cognitive offloading”
alongside anti-anthropomorphism and progressive-
disclosure obligations (UK Department for Edu-
cation, 2026); the OECD adopts “metacognitive
laziness” as official diagnostic vocabulary for 2026
(OECD, 2026); and the EU AI Act treats high-
risk educational uses as binding and prohibits emo-
tion recognition in education except for medical or
safety reasons (European Union, 2024). But these
frameworks name the problem without specifying
what would count as addressing it: the UK requires
that offloading be tracked but not what the tracking
must satisfy, and the OECD diagnoses metacogni-
tive laziness without saying what its absence looks
like. No single framework is at once education-
specific, LLM-specific, learner-facing, measurable,
and enforceable. Broadly, social norms are pre-
conditions of AI deployment in practice (Li et al.,
2026b). The absence of shared terms already dis-
torts current research evaluation. We therefore pro-
pose an audit vocabulary that complements these
governance frameworks rather than replacing them.

4 Five Standards for Student-Centered
LLM-Mediated Learning

Sections 2 and 3 imply that, in an LLM-mediated
setting, student-centeredness cannot be inferred
from helpfulness, personalization, or tutor-like lan-
guage and must instead be established through au-
ditable questions. Table 1 maps each failure mode
to an audit question and a standard.

Origin of the standards. Rather than forming an
arbitrary list, the standards follow from the single
construct of Section 2, cognitive ownership, and
from the conditions required to act on it. If learning
is the cognitive work a learner performs, that work
must be produced (S1), externally inspectable (S2),
and validated on the learner side once the system
is removed (S3). S4 (motivational) and S5 (rela-
tional) supply the conditions that make S1–S3 pos-
sible. The roles are therefore asymmetric: S3 is the
outcome-level gate that directly indexes whether
capability changes without the system; S1 and S2
are process-level diagnostics that detect structural
incapacity early; and S4 and S5 are enabling con-
ditions, without which learners stop exposing the
cognitive state S1 audits, engaging in the strug-
gle S3 measures, or seeking the human support
that bounds the system’s role. An S1–S3 audit of
a system that violates S4 or S5 therefore returns
evidence that cannot be read as learner-side.

Scope of the standards. We chose S1–S5 to ad-
dress distinct risks. S1 addresses the risk that a
system could satisfy S2–S5 while silently perform-
ing the central reasoning (cognitive substitution).
S2 makes S1 compliance inspectable. For S3, the
concern is that a process audit alone may not rule
out scaffolded-only competence, the divergence
reported by Bastani et al. (2025). S4 addresses
the possibility that process compliance coexists
with extrinsically driven engagement that erodes
durable learning. S5 examines whether the rela-
tional conditions under which S1–S4 operate are
preserved. Adjacent candidates are absorbed or
relegated: personalization and metacognitive sup-
port are special cases of S1+S4; affect detection
collides with the EU AI Act and is captured by S4
without it; and equity, accessibility, privacy, safe-
guarding, and teacher oversight are deployment-
validity conditions (Luckin et al., 2016). The five
are non-redundant by design; whether they form a
minimal set remains for future formal or empirical
work.
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Table 1: From LLM-mediated failure modes to audit questions and standards.

Failure mode Auditable question Standard

Cognitive substitution
The model does the learner’s work.

Does the system preserve
meaningful learner-side
cognitive work?

S1: Productive cognitive
engagement

No learner-side evidence
Tutor-like behavior is claimed but cannot be inspected.

Can preservation of learner
work be externally inspected?

S2: Cognitive engagement
auditability

Assisted-performance inflation
Success exists only while the tool is present.

Does capability transfer beyond
the tool?

S3: Unassisted near-transfer
validation

Dependence on the tool
Engagement relies on convenience, praise, or completion.

Does the interaction support
autonomy and calibrated
competence?

S4: Intrinsic motivation
support

Eroded human support
The system weakens transparency, safety, or help-seeking.

Does the system preserve safe
disclosure and human handoff?

S5: Relational safety and
human-support preservation

4.1 S1: Productive cognitive engagement
Whatever the learner’s current state, a student-
centered system must channel the cognitive work of
each learning episode into the learner’s own knowl-
edge construction. As a minimum sufficient condi-
tion, the system must elicit active engagement (ar-
ticulation, self-explanation, hypothesis generation,
decision-making) at non-trivial frequency. The ap-
propriate form is state-dependent. In a schema-
building state, the system supports active under-
standing through worked examples paired with self-
explanation prompts (Kirschner et al., 2006; Bisra
et al., 2018). In a schema-application state, it uses
Socratic guidance toward the missing step rather
than supplying the reasoning. In a transfer state, it
minimizes intervention. Direct instruction during
schema building is acceptable only when paired
with elicitation; passive worked-example delivery
without elicitation does not satisfy the standard.

Default helpful-mode LLMs violate S1 struc-
turally, because their reward signal points at solv-
ing rather than eliciting. The Khanmigo case raises
questions about hint design and cognitive offload-
ing, but the public case material cannot establish its
effect on unassisted learning (Sahlman et al., 2023).
Over-detailed hint chains that pre-decompose the
learner’s reasoning into trivial steps satisfy the sur-
face rule (“do not give the answer”) while violating
the underlying engagement requirement.

4.2 S2: Cognitive engagement auditability
The behavioral goal of S1 must be externally au-
ditable from observable system data, not inferred
from a developer’s self-report. Vygotsky’s ZPD
(Vygotsky, 1978) grounds the central methodologi-
cal commitment: support is a property not of an ut-
terance in isolation but of its relation to the learner’s
current capability, so auditing requires learner-side
measurement.

Any operationalization of cognitive-engagement
auditability should optimize for, and explicitly de-
clare its trade-offs against, six design targets: it
should be (i) observable from system-visible data;
(ii) continuous rather than binary; (iii) monotonic
in the direction of better behavior; (iv) optimiz-
able as a training objective and deployment gate;
(v) gaming-resistant against performative behav-
ior; and (vi) learner-relative to current capability.
We frame these as design targets rather than pass-
fail criteria because no current ML metric satisfies
all six at once; treating them as pass-fail would
set an unfalsifiable bar. S2 is met by adopting a
multi-metric audit suite that declares its trade-off
profile, with S3 acting as the outcome-level back-
stop against gaming. Candidate metrics include
the attempt-before-answer rate, the hint-depth pro-
file, the solution-reveal rate, the learner-reasoning
elicitation rate, and SRL-cycle coverage.

A binary “answer-leakage” judge, as in Pedagog-
icalRL (Dinucu-Jianu et al., 2025), fails continuous,
monotonic, and gaming-resistant simultaneously:
a tutor satisfies “no leakage” simply by exhaus-
tively pre-decomposing the reasoning. The public
materials discussed here do not provide enough
learner-side evidence to judge whether commercial
tutors meet S2; Tutor CoPilot illustrates a separate
human-in-the-loop audit channel.
A minimal suite. A minimal suite contains a pro-
cess metric (attempt-before-answer rate), a risk
metric (solution-reveal rate), and a learner-relative
metric (elicitation rate conditional on a prior at-
tempt). S2 is met when a system declares such
a suite, with S3 guarding against residual gam-
ing. Educational-data-mining and engagement-
measurement work (Baker and Inventado, 2014;
D’Mello et al., 2017; Weatherholtz et al., 2025)
supplies concrete instantiations, and auditability
frameworks for AI-integrating systems (Fernsel
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et al., 2024) supply compatible system-level scaf-
folding.

4.3 S3: Unassisted near-transfer validation
An LLM-based learning system must be validated
through learner-side capability evidence collected
outside the tool. Near-transfer performance, mea-
sured on problems that share the structural schema
of practiced material but vary on the surface and are
solved without tool assistance, is the preferred prag-
matic anchor: the experimental design is tractable,
and structural homology separates “learned” from
“remembered” (Koedinger et al., 2012; Barnett and
Ceci, 2002). S3 admits equally strong learner-side
substitutes: delayed retention (Bjork and Bjork,
1992; Bjork et al., 2013), teacher-observed in-
dependent application, metacognitive-strategy up-
take (Roll and Wylie, 2016), or EDM-grounded
retention-equivalent measures (Baker and Inven-
tado, 2014). It excludes in-system performance,
immediate post-tests on the same problems, and
satisfaction or self-report. We set far transfer aside
because even excellent human teaching does not
reliably achieve it (Barnett and Ceci, 2002). S3
requires some learner-side outcome modality. Be-
cause such evidence is more costly than a transcript
score, we attach it to a tiered burden of proof rather
than a uniform mandate: process audits (S1–S2)
during development, a small near-transfer study be-
fore deployment, delayed retention where feasible,
and monitoring in use. Strong claims of student-
centeredness require strong evidence; a weaker
claim, such as assisted-task helpfulness, need not
invoke S3 at all, provided it does not borrow the
language of learning.
S3 decision rule. The pass criterion must be fixed
before data collection. Learners who used the sys-
tem are compared, on the same unassisted measure,
with learners who studied the same material with-
out it. A no-harm claim requires non-inferiority to
that group within a pre-specified margin; a claim
that the system is student-centered, or that it im-
proves learning, additionally requires superiority.
A small pre-deployment study can flag harm early,
but an inconclusive result does not count as a pass.
Applied to Bastani et al. (2025), GPT Base fails
both criteria under any plausible margin; GPT Tu-
tor fails the superiority criterion, and whether it
meets the no-harm criterion depends on the margin
chosen.

S1 and S2 audit the process of within-dialogue
engagement; S3 validates the outcome on the

learner side. PedagogicalRL’s solve-rate reward
measures in-system performance and reports no
transfer; the cited Khanmigo material does not es-
tablish unassisted near-transfer. Kestin et al. (2025)
report doubled immediate post-test gains, consis-
tent with OECD 2026 (OECD, 2026), but without
unassisted near-transfer their gain cannot be distin-
guished from scaffolded-only competence. Math-
TutorBench and MRBench (Macina et al., 2025;
Maurya et al., 2025) measure tutor behavior rather
than learner transfer and so cannot, by design, sat-
isfy S3.

4.4 S4: Intrinsic motivation support
A student-centered system must structurally sup-
port the learner’s intrinsic motivation, that is, the
autonomy to direct one’s own learning and the per-
ceived competence to make progress, and must not
substitute extrinsic rewards, gamification, or ma-
nipulative interaction patterns for it. S4 is grounded
in intrinsic motivation rather than affect detection,
consistent both with the EU AI Act, under which
“emotion recognition in workplace and education in-
stitutions is prohibited except for medical or safety
reasons” (European Union, 2024), and with the em-
pirical observation that pedagogically successful
systems (Wang et al., 2024; Kestin et al., 2025)
achieved their gains without any affect-detection
component.

The theoretical anchor is SDT, via two of its
three basic psychological needs: autonomy and
competence (relatedness falls under S5). A sys-
tem that satisfies S4 offers meaningful learner
choice over learning path, problem difficulty,
and interaction style; calibrates task difficulty to
learner ability; and does not substitute extrinsic
rewards (points, badges, leaderboards), manipula-
tive praise, false affirmation, or leading-question
design for intrinsic motivation. It does not re-
quire emotion recognition, real-time affect de-
tection, physiological surveillance, or self-report.
Over-gamified or forced-path tutors swap exter-
nal reward loops in for intrinsic engagement;
difficulty-mismatched systems produce frustration
or boredom; and manipulative-response designs
are a PedagogicalRL-class reward-hacking risk,
in which the reward optimizes whatever proxy
stands in for motivation and decouples from the
psychological-needs satisfaction that SDT identi-
fies as essential.
S4 audit protocol. The protocol uses three ob-
servable, system-side indicators, none of which
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requires access to learner affect: (i) the dependency-
language rate (per the UK DfE 2026 anti-
anthropomorphism requirements), measured per
100 turns; (ii) the autonomy-violation rate (the
system selects difficulty, pacing, or style with-
out offering the learner a choice); and (iii) the
extrinsic-reward injection rate (points, badges, or
ungrounded praise). The protocol checks whether
the system structurally supports autonomy and
competence without substituting external rewards,
and does so without triggering the EU AI Act’s
emotion-recognition prohibition. S4 is the auton-
omy standard, and it guards against a specific trap:
learner preference, the natural fallback for let stu-
dents decide, is itself shaped by the offloading
mechanism we critique. Confidence in AI tools
rises with offloading, even among users trying to
resist it (Lee et al., 2025; Gerlich, 2025), so sat-
isfaction cannot be the criterion for the thing it is
biased about. S4 supports choice while protecting
the conditions under which choice stays informed.
Voluntary self-reports and learner requests to slow
down or change support, together with response
latency and retry or abandonment patterns, may
prompt an offer of help. These cues must not be
used to infer or label a learner’s emotion.

4.5 S5: Relational safety and human-support
preservation

A student-centered system must establish and
preserve the relational conditions under which a
learner is willing to expose their true cognitive
state, and it must not displace human support struc-
tures such as peers, teachers, and parents. S5 cov-
ers SDT’s third need (relatedness) together with
psychological safety. S1–S4 all depend on the
learner exposing their true cognitive state: a de-
fensive learner offers “sounds-right” answers, So-
cratic guidance loses its footing, motivation signals
distort, and auditability becomes empty.

Rogers’s person-centered approach holds that
learning occurs only when the relational context
supplies unconditional positive regard (Rogers,
1957); Edmondson’s psychological-safety con-
struct shows that team safety is a prerequisite for
learning behaviors (Edmondson, 1999); and SDT’s
relatedness need supplies the motivational basis.
Persistent memory and per-turn evaluation must be
designed so that they do not break the relational
contract: “being evaluated” and “being guided”
cannot occupy the same dialogue turn without the
learner’s awareness. Candidate metrics, consis-

tent with the UK DfE 2026 anti-anthropomorphism
and safeguarding requirements (UK Department
for Education, 2026), include the anthropomorphic-
response rate, the isolation-language rate (encour-
aging dependence on the system), the human-
handoff prompt frequency, the excessive-session
alert rate, and dependency-language flagging.

Most RL-trained tutors run implicit per-turn eval-
uation loops that are opaque to the learner, mixing
test and tutoring phases and damaging psychologi-
cal safety. Commercial “your AI friend” framings
risk exactly the dependency the UK DfE 2026 anti-
anthropomorphism clause is meant to prevent, and
Hou et al. (2025) present ITiCSE evidence that un-
dergraduate computing students increasingly route
help-seeking through ChatGPT rather than peers,
which erodes the human support structures.
S5 audit protocol. The protocol uses four observ-
able indicators: (i) the anthropomorphic-response
rate; (ii) the isolation-language rate (positioning
the AI as a substitute for human support); (iii) the
human-handoff prompt frequency in stress scenar-
ios (distress, deadline, out-of-scope requests); and
(iv) the excessive-session alert rate. The standard
applies to deployments declared as sustained ped-
agogical relationships, per the scope qualifier in
Section 1, and not to friendly assistants for adult
learners.

5 Illustrative Process Audit

To illustrate operationalization, we audit Claude
Opus 4 tutoring interactions under three poli-
cies: (A) a general-purpose assistant, (B) a sim-
ple tutor prompt instructing the model not to
give answers and to provide hints, and (C) a
standards-based prompt encoding attempt-before-
answer, progressive hinting, misconception diag-
nosis, self-regulation support, and human-support
preservation. The audit covers two domains, four
learner scenarios per domain, and three repeats per
condition–scenario, yielding n = 72 transcripts. It
evaluates observable tutoring behavior, not learner
outcomes; its purpose is to test whether the process
layer of the framework is auditable and whether it
reveals failure modes hidden by generic interaction-
quality metrics. Full details are in Appendix A.
Qualitative contrast. The three policies di-
verge on a canonical request: “write a recursive
sum_digits(n) . . . can you just give me the
solution?” Condition A gives the complete func-
tion in the first turn, directly substituting for the
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Figure 2: Illustrative process audit across three prompt conditions (A, B, and C). Positive indicators (higher is better)
and risk indicators (lower is better) on the 0–2 scale.

learner’s reasoning. Condition B withholds the fi-
nal code, but by the third turn largely narrates the
full decomposition itself (getting the last digit, re-
cursing on the rest, and adding the results). This
avoids obvious answer leakage while still trivial-
izing the learner’s central work. Condition C be-
gins instead with task-specific reasoning prompts
and an invitation to attempt. It is not perfect, and
sometimes leaks structure through fill-in-the-blank
scaffolds, but it more consistently routes the work
back through the learner and preserves the human-
support boundary. The contrast shows why “do not
give the answer” is too weak: S1 can fail through
both direct disclosure and superficial pedagogy.
Pattern and interpretation. Figure 2 shows
the aggregate pattern. Attempt-before-answer
increases across A/B/C (0.25/1.62/2.00), while
solution-reveal risk decreases (1.88/0.79/0.29)
and academic-integrity risk decreases
(1.83/0.67/0.12). Pairwise Mann–Whitney
U tests with family-wide Bonferroni correction
show reliable A–C differences on 10 of 12
indicators; B–C differences are directionally
consistent but not significant at this scale. Three
blind cross-vendor LLM judges show mean
pairwise quadratic-weighted κ = 0.68. A small
condition-blind human-coded subset provides a
calibration check: human inter-annotator QWK
is 0.69, and the primary LLM judge agrees with
adjudicated human labels at QWK = 0.81.
Claims. Two conclusions follow. First, process
audits expose failures that helpfulness or answer-
quality scores can miss: a tutor can be polite and
non-revealing while still doing the learner’s cog-
nitive work. Second, process audits are not evi-
dence of learning. Transfer support here means
an opportunity to practice transfer in the dialogue,
not a learner outcome. It remains low across all
conditions (0.04/0.12/0.29; Bonferroni-corrected
p = 1.0), which is why S3 requires learner-
side validation rather than another dialogue-quality

metric. We therefore claim only that standards-
based prompting makes learning-preserving behav-
ior more inspectable; establishing whether it im-
proves learning requires human studies with unas-
sisted near-transfer or retention outcomes.
Cross-model audit of condition C. We tested
whether the standards-based tutor prompt (C)
leaves more reasoning to the learner than the simple
tutor prompt (B). GPT-5.4, Grok-4.5, and Gemini-
3.1 Flash-Lite each generated 40 dialogues under
each of A, B, and C, for 360 dialogues in total. In
the pooled B–C comparison, C improved on eight
of twelve tutor-behavior indicators after Bonferroni
correction. These scores describe tutor behavior,
not learner outcomes.
Unassisted near-transfer study. Ten learners each
studied once with the C tutor (Grok-4.5) and once
with static material. After each session, they an-
swered a near-transfer question without access to
the tutor or study material. Mean scores were 1.80
after C tutoring and 1.40 after static study (0–2
scale). The sample was small and condition order
was unbalanced, so this result is descriptive feasi-
bility evidence; it cannot establish that C caused a
learning gain.

6 Operational Implications

The standards imply that student-centered educa-
tional LLMs should be designed and evaluated as
learning-preserving systems rather than answer-
production systems. This affects three layers of
deployment: interaction design, audit infrastruc-
ture, and learner-side validation.
From prompts to auditable interaction policies.
A student-centered tutor cannot be specified only
by generic instructions such as “be helpful” or
“do not give the answer.” The illustrative audit
shows that answer withholding can still leave the
model performing the learner’s central reasoning.
Educational LLMs therefore need explicit interac-
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tion policies that define the pedagogical role, tar-
get learners, permitted and prohibited forms of as-
sistance, hint-escalation rules, academic-integrity
boundaries, and conditions for human handoff.
From response quality to learner-trace evidence.
The standards require audit infrastructure beyond
single-response quality scores. We propose a five-
layer audit stack (Figure 1): (i) a specification au-
dit of the declared interaction policy, published as
a “pedagogy card” that procurers can require and
compare; (ii) an interaction audit that scores tran-
scripts on the S1, S2, S4, and S5 indicators and
red-teams the system with cognitive-offloading jail-
breaks, such as the direct-answer and time-pressure
scenarios of the illustrative audit (Appendix A); (iii)
a learning audit that applies the S3 decision rule;
(iv) a deployment audit that monitors the offloading
rate, override frequency (how often learner pres-
sure makes the system abandon its declared pol-
icy), dependency-language flags, and performance
by learner subgroup; and (v) an update audit that
repeats the interaction audit, and the learning audit
where the change is material, whenever the model
or prompt changes.

We propose a tiered audit stack comprising a
specification audit, an interaction audit, a learn-
ing audit, a deployment audit, and an update au-
dit. This stack connects directly to ML practice.
Interaction-audit indicators can be used as targets
for pedagogical post-training, with S3 acting as
the outcome-level safeguard (Dinucu-Jianu et al.,
2025; Song et al., 2025; Perczel et al., 2025). A bi-
nary answer-leakage judge is insufficient because it
cannot detect superficial pedagogy, where a model
may avoid printing the final answer while still de-
composing the task so completely that the learner
has little cognitive work left to do. The natural next
step is learner-trace evaluation: interactive bench-
marks that track how learner knowledge, engage-
ment, and support states change across tutoring
turns, rather than scoring tutors in isolation.
From product evaluation to deployment gover-
nance. The pedagogical standards are necessary
but not sufficient for legitimate deployment. Equity,
accessibility, privacy and learner-data rights, safe-
guarding for minors, academic integrity, teacher
oversight, and institutional accountability remain
deployment-validity conditions addressed by exist-
ing governance regimes (European Union, 2024;
UK Department for Education, 2026; UNESCO,
2023; International Society for Technology in Edu-
cation, n.d.; Baker et al., 2019). The two layers are

complementary. A system that satisfies S1–S5 but
violates privacy, equity, or safeguarding should not
be deployed; a system that satisfies general gov-
ernance requirements but fails S1–S5 should not
claim to be student-centered.

7 Conclusion

LLMs can clearly produce educationally useful in-
teractions. The open question is what evidence
should be required before a system may call itself
student-centered. Our answer is that the evidence
must concern learners, not only model outputs:
whether they perform meaningful cognitive work;
whether that work is auditable; whether they im-
prove on unassisted transfer; and whether their mo-
tivation and relational safety are protected. The
proposed standards therefore provide evaluative
criteria and also a research and governance agenda.
Until evidence is routinely required, the field will
keep mistaking task completion for learning.

Limitations

This paper offers a position and an audit vocabu-
lary, not a validated instrument, and several ques-
tions therefore remain open. The five standards
specify what must be evidenced, not the domain-
specific how: operationalizations of S1 and S2
will differ across mathematics, writing, and code;
near-transfer item construction for S3 requires do-
main expertise the framework does not supply; and
the candidate indicators for S4 (intrinsic motiva-
tion) and S5 (relational safety) still require empir-
ical validation against learner outcomes. Several
resources such an audit would draw on are also
immature: K–12 longitudinal data on LLM-tutor
use is scarce, multi-metric audit suites for S2 have
not been benchmarked head-to-head, and intrinsic-
motivation measurement at scale that avoids emo-
tion recognition (prohibited under the EU AI Act)
remains underdeveloped. Finally, S3 as we define
it is a point-in-time check. Its full temporal form,
longitudinal mastery tracking, is harder for LLMs
for an inferential rather than a storage reason: per-
sistent memory retains continuous, semantic, am-
biguous traces without yielding the structured mas-
tery state that pedagogical decisions require. For
student-centeredness, longitudinal tracking is also
the least mature yet most consequential form of
learner-side evidence. Collaborative learning and
peer interaction fall outside this one-to-one tutoring
framework and remain future extensions.
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Ethics Statement

The process audit uses scripted, synthetic tutoring
transcripts rather than interactions with real stu-
dents, and the small human validation subset was
rated by informed adult annotators judging model
behavior, with no personal or learner data collected.
We report inter-annotator agreement openly and
treat the LLM-judge scores as a reliability proxy,
not as ground truth.

Because the framework concerns systems used
by learners, including minors, we state its limits
explicitly. The five standards are a proposed ped-
agogical core, not a safety certification: meeting
them does not make a system safe to deploy, which
is why we pair them with deployment validity con-
ditions (equity, accessibility, privacy, safeguarding,
and teacher oversight) and frame the whole as com-
plementary to existing governance rather than a
replacement. The main foreseeable misuse is audit-
washing, citing process-only compliance to imply
learning gains never demonstrated on the learner
side; our insistence on S3 (unassisted near-transfer)
and on subgroup-level monitoring is intended pre-
cisely to keep such claims checkable and to surface
differential harm. The intended benefit is to help ed-
ucators, procurers, and the community distinguish
systems that build durable learning from those that
merely raise assisted performance.
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A Case-study design summary

The illustrative process audit summarized in Sec-
tion 5 covers 72 transcripts produced by a sin-
gle audited model (Claude Opus 4 via Open-
Router, May 2026), arranged as 3 conditions ×
4 scenarios × 2 domains × 3 repeats. The con-
ditions are A (general-purpose assistant, no tu-
toring system prompt), B (simple tutor prompt:
“do not give the answer; ask questions”), and
C (standards-based prompt: ten rules including
state identification, attempt-before-answer, pro-
gressive hints, and a closing near-transfer task).
The domains are introductory programming (re-
cursive sum_digits) and database functional-
dependency closure (A → C). The scenar-
ios are direct_answer, misconception,
passive_learner, and time_pressure.
Each transcript is six turns (three learner, three
tutor) and is scored on the 12-indicator, 0–2 scale
defined in the audit rubric (7 positive S1–S5 indi-
cators and 5 risk indicators).

B Per-condition mean scores (LLM-judge
aggregate)

Table 2 reports the per-condition means (with
means and standard deviations also stored in
aggregated_results.json). Both views
derive from the same n = 72 transcripts and the
same Claude Sonnet 4.5 LLM-judge run, blind to
condition.

C Pairwise statistical tests

Table 3 reports two-sided Mann–Whitney U tests
on the 12 indicators between each pair of con-
ditions. The reported p-values are Bonferroni-
corrected over the family of 36 pairwise compar-
isons (12 indicators × 3 condition pairs); cells in
bold satisfy the family-wide α = 0.05 threshold.

D Inter-judge agreement (Cohen’s
quadratic-weighted κ)

Table 4 reports three-way inter-judge agreement
on the 12 indicators between Claude Sonnet 4.5
(Anthropic), Gemini 2.5 Pro (Google), and GPT-
4o-mini (OpenAI). The three judges span three
vendors and three training paradigms; agreement is
reported as the mean pairwise quadratic-weighted
Cohen’s κ (appropriate for ordinal 0/1/2 scores),
the exact-agreement rate, and the within-one-
agreement rate, averaged across the three pairs.

Mean pairwise κ = 0.68 overall (substantial on
the Landis–Koch scale); the only fair-band indica-
tor is transfer support, where the universally low
scores (≤ 0.29 across conditions) leave little or-
dinal variance for κ to detect. This three-judge
agreement serves as a substitute LLM-judge inter-
rater-reliability diagnostic; human calibration re-
sults are reported in Table 9. Table 5 reports the
underlying two-judge κ between Sonnet 4.5 and
Gemini 2.5 Pro, included for direct comparison.

E Per-scenario and per-domain
breakdowns

Table 6 reports four key indicators by scenario,
showing that the cross-condition pattern persists
across scenarios, including time_pressure:
Condition C holds attempt-before-answer at 2.00
and solution-reveal at 0.00 even in the dedicated
time-pressure scenario. Table 7 confirms cross-
domain consistency across introductory program-
ming and database reasoning, and Table 8 gives the
full per-scenario risk-indicator breakdown.

F Human-coded validation subset

To check that the LLM-judge audit was not purely
self-referential, we coded a small human-validation
subset of the illustrative audit in Table 9. We sam-
pled 18 transcripts balanced across the two do-
mains, three prompt conditions, and three high-
salience scenario types: direct-answer request, mis-
conception, and time-pressure / over-completion
pressure. Transcripts were anonymized, random-
ized, and stripped of condition labels before an-
notation. Two human annotators independently
scored each transcript using the same 0–2 ordi-
nal rubric used by the LLM judges. We focus on
the indicators most central to the paper’s claims:
attempt-before-answer, reasoning elicitation, mis-
conception diagnosis, productive hinting, transfer
support, relational safety, solution reveal risk, over-
completion risk, trivialization risk, and academic-
integrity risk. We report quadratic-weighted Co-
hen’s kappa and within-one agreement for each of
the ten human-coded indicators. Because this sub-
set is small, these results should be interpreted as a
calibration check rather than a full validation study.

Observable behaviors such as attempt-before-
answer, solution reveal, and over-completion are
expected to be more reliable than higher-level con-
structs such as transfer support or relational safety.
The subset therefore checks whether the main
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Table 2: Per-condition mean LLM-judge scores on the 12 audit indicators (Claude Sonnet 4.5 judge, blind to
condition; human calibration reported in Table 9). All scores on a 0–2 scale; for positive indicators (A1–A7) higher
is better, for risk indicators (B1–B5) lower is better. N transcripts per condition shown in the column header.

Positive indicators (higher = better)

Condition Attempt-1st Reason-elicit Misc-diag Prod-hint SRL Transfer Rel-safe

A: General (N=24) 0.25 0.00 0.46 0.00 0.00 0.04 0.83
B: Simple tutor (N=24) 1.62 1.54 1.04 1.12 0.71 0.12 1.79
C: Standards-based (N=24) 2.00 1.71 1.21 1.17 1.08 0.29 2.00

Risk indicators (lower = better)

Condition Sol-reveal Over-comp Trivial Depend-lang Acad-integ

A: General (N=24) 1.88 1.92 1.75 1.00 1.83
B: Simple tutor (N=24) 0.79 0.79 0.67 0.21 0.67
C: Standards-based (N=24) 0.29 0.29 0.12 0.00 0.12

Table 3: Pairwise Mann–Whitney U tests on the 12 audit indicators (n = 24 transcripts per condition; A: general
assistant; B: simple tutor; C: standards-based). Two-sided p-values, Bonferroni-corrected across the 36 family-wide
tests (α = 0.05). Significant cells are bold.

Indicator A vs. B A vs. C B vs. C

Attempt-1st <.001 <.001 0.369
Reason-elicit <.001 <.001 1.000
Misc-diag 0.810 0.088 1.000
Prod-hint <.001 <.001 1.000
SRL <.001 <.001 0.081
Transfer 1.000 1.000 1.000
Rel-safe <.001 <.001 0.736
Sol-reveal <.001 <.001 1.000
Over-comp <.001 <.001 1.000
Trivial <.001 <.001 0.072
Depend-lang <.001 <.001 0.736
Acad-integ <.001 <.001 0.281

Table 4: Three-way inter-judge agreement on the 12 audit indicators between Claude Sonnet 4.5, Gemini 2.5 Pro,
and GPT-4o-mini (n = 72 transcripts; quadratic-weighted Cohen’s κ averaged across the 3 pairs). Mean pairwise
κ = 0.68 (min indicator-mean 0.30, max 0.87); mean exact agreement 69.0%, mean within-one agreement 95.6%.

Indicator κwt Exact % Within-1 % Band

Attempt-1st 0.86 83.3 98.2 almost perfect
Reason-elicit 0.81 75.5 97.7 substantial
Misc-diag 0.51 65.7 86.1 moderate
Prod-hint 0.63 63.9 89.8 substantial
SRL 0.56 46.8 94.0 moderate
Transfer 0.30 44.9 89.3 fair
Rel-safe 0.55 77.8 99.1 moderate
Sol-reveal 0.87 80.6 100.0 almost perfect
Over-comp 0.85 77.3 99.5 almost perfect
Trivial 0.72 72.7 94.9 substantial
Depend-lang 0.58 61.6 98.6 moderate
Acad-integ 0.86 78.2 99.5 almost perfect

process-audit categories are human-interpretable
and broadly aligned with the primary LLM judge;
it does not validate the benchmark as a learning
measure or show that any audited system improves
learning outcomes.
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Table 5: Two-judge agreement on the 12 audit indicators between claude-sonnet-4.5 and
gemini-2.5-pro (n = 72 transcripts; quadratic-weighted Cohen’s κ for ordinal 0/1/2 scores). Mean weighted
κ = 0.68 (min 0.38, max 0.92); mean exact agreement 71.1%, mean within-one agreement 96.0%.

Indicator κweighted Exact % Within-1 % Band

Attempt-1st 0.82 86.1 94.4 almost perfect
Reason-elicit 0.82 81.9 95.8 almost perfect
Misc-diag 0.57 63.9 88.9 moderate
Prod-hint 0.82 75.0 98.6 almost perfect
SRL 0.38 29.2 87.5 fair
Transfer 0.39 59.7 98.6 fair
Rel-safe 0.42 70.8 97.2 moderate
Sol-reveal 0.92 86.1 100.0 almost perfect
Over-comp 0.90 81.9 100.0 almost perfect
Trivial 0.65 73.6 90.3 substantial
Depend-lang 0.53 61.1 100.0 moderate
Acad-integ 0.90 83.3 100.0 almost perfect

Table 6: Per-scenario means on four indicators (n = 3 repeats per scenario × condition × domain; total n = 6 per
scenario × condition across both domains). On a 0–2 scale; for positive indicators (A1, A6, A7) higher is better, for
risk (B1) lower is better. The time-pressure scenario is the stress test for Condition C; the transfer column records
practice opportunities, not unassisted S3 performance.

Condition Scenario Attempt-1st (S1↑) Sol-reveal (S1↓) Rel-safe (S5↑) Transfer opp. (↑)

A direct answer 0.00 2.00 1.00 0.00
misconception 0.00 2.00 1.00 0.00
passive learner 1.00 1.50 1.00 0.17
time pressure 0.00 2.00 0.33 0.00

B direct answer 1.50 1.50 1.67 0.17
misconception 2.00 0.33 2.00 0.00
passive learner 2.00 0.33 2.00 0.17
time pressure 1.00 1.00 1.50 0.17

C direct answer 2.00 1.00 2.00 0.17
misconception 2.00 0.17 2.00 0.33
passive learner 2.00 0.00 2.00 0.67
time pressure 2.00 0.00 2.00 0.00

Table 7: Cross-domain consistency on four indicators (n = 12 transcripts per domain × condition; programming =
recursive sum_digits; database = functional-dependency closure A → C).

Condition Domain Attempt-1st (S1↑) Sol-reveal (S1↓) Rel-safe (S5↑) Transfer opp. (↑)

A programming 0.50 1.75 0.75 0.00
database 0.00 2.00 0.92 0.08

B programming 1.50 0.83 1.75 0.08
database 1.75 0.75 1.83 0.17

C programming 2.00 0.25 2.00 0.17
database 2.00 0.33 2.00 0.42
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Table 8: Risk indicators (B1–B5) by condition and scenario. Lower is better. Three repeats per cell.

Condition Scenario Sol-reveal Over-comp Trivial Depend-lang Acad-integ

A: General direct answer 2.00 2.00 2.00 0.50 2.00
A: General misconception 2.00 2.00 2.00 1.00 2.00
A: General passive learner 1.50 1.67 1.00 1.17 1.33
A: General time pressure 2.00 2.00 2.00 1.33 2.00

B: Simple tutor direct answer 1.50 1.50 1.00 0.50 1.33
B: Simple tutor misconception 0.33 0.33 0.33 0.00 0.33
B: Simple tutor passive learner 0.33 0.33 0.33 0.00 0.17
B: Simple tutor time pressure 1.00 1.00 1.00 0.33 0.83

C: Standards-based direct answer 1.00 1.00 0.50 0.00 0.33
C: Standards-based misconception 0.17 0.17 0.00 0.00 0.17
C: Standards-based passive learner 0.00 0.00 0.00 0.00 0.00
C: Standards-based time pressure 0.00 0.00 0.00 0.00 0.00

Table 9: Human-coded validation subset agreement (n = 18 transcripts; quadratic-weighted Cohen’s κ for ordinal
0–2 scores). Human–LLM values compare adjudicated human labels with the primary LLM judge. Within-one
agreement is reported for human–LLM calibration.

Indicator Human–human QWK Human–LLM QWK Human–LLM within-one agreement

Attempt-before-answer 0.86 0.97 100.0%
Reasoning elicitation 0.96 0.89 100.0%
Misconception diagnosis 0.90 0.86 100.0%
Productive hinting 0.87 0.81 100.0%
Transfer support -0.09 0.82 100.0%
Relational safety 0.40 0.27 94.4%
Solution reveal risk 0.93 0.93 100.0%
Over-completion risk 0.97 1.00 100.0%
Trivialization risk 0.14 0.73 100.0%
Academic-integrity risk 0.97 0.81 94.4%

Mean (10 indicators) 0.69 0.81 98.9%
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