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Abstract

There are inconsistent conclusions about the
impact of calibration data on Post-Training
Quantization (PTQ) across studies, specif-
ically regarding the factors that make the
method effective, such as language that we
explore in this work. We investigate this
question by evaluating GPTQ and its mixed-
precision variants across three low-bit settings,
using language-targeted calibration sets across
five language families. By evaluating perfor-
mance across both perplexity and downstream
tasks, we find that selecting an appropriate
calibration language is generally beneficial,
though model sensitivity varies with bit-width,
target language, and task difficulty. We
further show that mixed-precision techniques
expand the representational capacity of
low-bit models, occasionally allowing 2-bit
models to approach 3-bit performance when
paired with language-targeted calibration,
while increased effective-bits remains small.
Furthermore, we explore the correlation
between these factors and observe that the
calibration set sensitivity is influenced by
different combinations of factors for each
controlled variable, which can be explained
by the downstream task results. Finally, while
the benefit of language-targeted calibration
transfers to sibling languages within the same
family, the magnitude of this transfer does
not reliably predicted by their closeness.
Together, these findings show calibration
data selection as a deliberate design choice
in multilingual PTQ rather than an incidental
one. Our code and result data can be accessed
in https://github.com/rafifpriyo/multilingual-
calibration-study.

1 Introduction

The impressive multilingual capabilities of Large
Language Models (LLMs) scale with model size
(Lin et al., 2022; Yang et al., 2025; Dang et al.,
2024; Grattafiori et al.); as a result, deploying
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Figure 1: When evaluating on target language, Quanti-
zation using mono-target-language calibration set gen-
erally outperforms mono-another-language, while the
sensitivity varies between bit-width and task difficulty.

the model becomes expensive. To address this,
Post-Training Quantization (PTQ) has become a
widely used compression technique, as it offers a
highly efficient compression method while retain-
ing the original model’s performance by condition-
ing on a small calibration dataset (e.g., 128 sam-
ples) (Gholami et al., 2021; Rakka et al., 2025).
However, existing works primarily focus on En-
glish performance, thus making the field of quan-
tization on low-resource languages underexplored,
especially at extreme quantization levels (3- and 2-
bit) (Marchisio et al., 2024; Zeng et al., 2025; Kurz
et al., 2025; Choenni and Titov, 2025). Further-
more, since PTQ is a non-training approach, opti-
mizing the model for a specific target language is
challenging, leaving the single-pass calibration set
as the primary adjustable hyperparameter.

Despite the intuitive potential to improve PTQ
via calibration set composition, empirical studies
report varying results across problem sets. Inter-
estingly, the perceived impact of calibration sets
has shifted chronologically, from negligible to sub-
stantial results. Rather than dismissing these di-
verse outcomes as random noise or coincidence,
the underlying causes of these discrepancies de-
mand closer analysis.

In this work, we offer a new perspective on
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the discrepant effects of calibration set by inves-
tigating multiple variables. We want to answer
the following question: How calibration set af-
fects quantized model’s performance in progres-
sive representational power across task difficul-
ties, i.e., smooth transition between bits through
mixed-precision? Specifically, we experiment us-
ing GPTQ (Frantar et al., 2023a) as the represen-
tative PTQ method, evaluating it across three low
bit-levels (4-bit, 3-bit, and 2-bit). To smooth
the transition between bit-levels, we incorporate
both “light” and “heavy” mixed-precision variants
(§3.1) (Huang et al., 2025; Xiao et al., 2025). Fi-
nally, we evaluate the effectiveness of language-
targeted calibration across five language families,
focusing on the relative improvement over other-
language calibration.
Our primary contributions are as follows:

* We show that the effect of language-specific
calibration is generally favorable relative to
other-language calibrations. The advantage is
clear in perplexity, although it is rarely sub-
stantial in downstream tasks.

* We observed that mixed-precision methods
help stabilize the model’s sensitivity to the
calibration set. In some cases, they en-
able lower-bit models to compete with higher-
bit counterparts, particularly when combined
with language-targeted calibration, while only
take less than 3% increase in effective-bits.

* We investigate four parameters that modu-
late the sensitivity of language-specific cal-
ibration: bit-levels, downstream task diffi-
culty, mixed-precision variants, and target
languages. Our findings remains explorative,
due to the weak correlations.

* We examine the benefits of language-specific
calibration transfer to sibling languages
within the same family. Generally, the effect
is amplified for lower-resource languages.

To the best of our knowledge, only a few stud-
ies address this specific problem, summarized in
Table 1. Most notably, concurrent works by Kurz
et al. (2025) and Chimoto et al. (2026) reach simi-
lar conclusion although in a different compression
setting (§2).

2 Related Works

Quantization. Quantization is an optimization
problem that seeks to preserve performance degra-
dation despite the reduced representational ca-
pacity, motivating the development of several
quantization algorithms (Gholami et al., 2021).
These methods are broadly categorized into three
types: Data-Free Quantization (e.g., BitsandBytes
(Dettmers et al., 2022)), Post-Training Quantiza-
tion (PTQ) (e.g., GPTQ (Frantar et al., 2023a)
and AWQ (Lin et al., 2026)), and Quantization-
Aware Training (QAT) (e.g., ternary-bit methods
(Ma et al., 2024) and EfficientQAT (Chen et al.,
2025)). Most PTQ and QAT methods are guided
by calibration data, with QAT further requiring
substantial retraining to recover performance loss.
Additionally, some PTQ have succeeded in achiev-
ing extremely low-bit quantization, such as BRECQ
(Li et al., 2021) and QuIP (Chee et al., 2024,
Tseng et al., 2024). To further mitigate perfor-
mance degradation, mixed-precision methods as-
sign higher bit-widths to important weights (Rakka
et al., 2025).

Effect of calibration set selection on PTQ. While
most quantization research focuses on algorithmic
improvements, a growing body of literature begins
to analyze the impact of the calibration dataset on
the quantized model. Early studies suggest that the
effect of calibration set is negligible in general use
cases (Paglieri et al., 2024; Williams and Aletras,
2024). We note that these works focus on 4-bit
quantization, which is widely regarded as the bit
that works in retaining performance (Dettmers and
Zettlemoyer, 2023; Jin et al., 2024). However, it re-
mains unclear whether calibration set can actively
mitigate the performance drop of lower-bit models.
Recent studies have incorporated extreme-bits
in their evaluations, revealing a much more pro-
nounce effect of task-targeted calibration set se-
lection. Liu et al. (2024) demonstrate substantial
fluctuations when calibrating on the same task and
subsequent task subject, while not consistently pro-
duce optimal result. Conversely, Liu et al. (2025a)
demonstrate substantial improvements on heavy
reasoning task, particularly when using GPTQ.

Calibration Sets and Multilinguality. While the
impact of compression on multilingual LLMs has
been the subject of ongoing study (Marchisio et al.,
2024), the specific role of the calibration set has
only recently been explored. For example, Zeng
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Paper

Description

Methodology

Zeng et al. (2025)

Chimoto et al. (2026)
(Most Similar)

Choenni and Titov
(2025)

Kurz et al. (2025) (Most
Similar)

Our paper

During training, each language converges to its
own local minimum, while higher-resource
languages converge closer to English. Therefore,
it should be similar in compression setting.

Study how monolingual, uniform, or randomly
sampled multilingual calibration sets impact
quantization

M-Wanda: Improving language-agnostic Wanda
via language-activation statistics for
better-informed pruning decisions

Addresses the same problem as ours

We systematically contrast direct- and
cross-language performance on perplexity and
broader task benchmarks across progressive
representational power

Pruning and Quantization (GPTQ, not specified;
presumably 4-bit); construct a calibration set that
reflects the language distribution of the model’s
training data

Focus on 4-bit quantization; compare GPTQ, AWQ,
and Any4; also provide aggregated
multilinguality and per-language evaluation

Multi-sparsity pruning; multilingual calibration
set

Single-sparsity pruning (Wanda and SparseGPT);
monolingual calibration set; internal analysis

Low-bit quantization; monolingual calibration
set; GPTQ variants of mixed-precision;
exploration on cross-lingual and factor analysis

Table 1: Comparison with closely related studies on calibration sets and multilinguality.

et al. (2025), Choenni and Titov (2025), and Chi-
moto et al. (2026) propose multilingual calibration
sets to better preserve general multilingual capabil-
ities.

Subsequent studies focus on language-targeted
compression using calibration datasets. Kurz
et al. (2025) investigate language-specific calibra-
tion through pruning, a compression technique that
removes redundant model parameters. Similar to
our PTQ setting, Chimoto et al. (2026) investigate
how varying the language composition of calibra-
tion data affects outlier activation statistics, focus-
ing on 4-bit precision and vanilla PTQ methods.
Fundamentally, these studies arrive at a shared con-
clusion: the language distribution within the cali-
bration set improves multilingual perplexity, while
downstream performance gains are not guaranteed.
Our work distinguishes itself through its analyti-
cal focus, broader quantization configurations, and
preliminary cross-lingual analysis.

3 Experimental Setup

3.1 Quantization Techniques

Aside from a data-free calibration, SINQ (Miiller
et al., 2026), as a baseline, we primarily focus
on PTQ because we want to observe the impact
of calibration-set language. Specifically, we use
GPTQ as a representative PTQ method, along with
two mixed-precision variants that differ in how ag-
gressively they protect important weights, enabling
smooth transitions across bit-widths. The “light”
variant (S1iM-LLM, (Huang et al., 2025)) assigns
important weights a higher bit-width than the rest,

but still below 16 bits. The “heavy” variant (TaCQ,
(Xiao et al., 2025)) goes further and keeps impor-
tant weights in full FP16.

Under the hood, S1iM-LLM assigns /N +1-bit to
the k-most important weight groups while assigns
N-1-bit to the k-least important ones, with the
number k is exhaustively searched to minimize
quantization error. In contrast, TaCQ is inspired
by activation patching in mechanistic interpretabil-
ity. It treats vanilla GPTQ as a corrupted model
and measures weight importance based on its de-
viation from the clean, unquantized model. For in-
terested readers, we defer detailed discussions of
these methods to Appendix A.

Although mixed-precision necessarily increases
total effective bit-width relative to the target bit-
width, the increase remains small. In our case,
the effective-bit count increases by less than 3%
(Appendix C). Ideally, mixed-precision models
should improve memory efficiency and inference
speed. However, our current choices, S1iM-LLM
and TaCQ, do not provide these benefits due to
packing limitations (Appendix C).

3.2 Model, Calibration Dataset, and
Languages

Model. We use open-source multilingual LLMs
that have 8B parameter variants, namely Qwen3
8B (Yangetal.,2025), Llama 3.1 Instruct 8B
(Grattafiori et al.), and Aya Expanse 8B' (Dang

'Although Aya primarily supports English, Indonesian,
and Chinese (while Llama officially supports only English
from the selections), we found that both downstream task per-
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Figure 2: Multilingual Perplexity on 4-bit models. The local-diagonal cells represent the relative effect of Target-
Calibration over Cross-Calibrations, i.e., a single row of each quantization method (lighter/lower is better). The
relative advantage is clear even in the 4-bit settings, while we defer the rest lower-bits to Appendix D.1. S1iM LLM
Llama Tamil produce outlier, thus biasing the perplexity result.

et al., 2024). We then quantize each model into
3 bit-levels: 4-bit, 3-bit, and 2-bit. Although a
2-bit model is currently impractical, we seek to
explore the relationships between variables to bet-
ter understand how calibration impacts PTQ. Ad-
ditionally, we evaluate Qwen3-14B under a subset
of the calibration settings and report the results in
Appendix E.

Calibration Dataset and Languages. We use
a machine translation dataset, Floresplus dev set
(NLLB Team et al., 2024), as the source for our
quantization calibration data. We do not enforce
exact semantic alignment across calibration sets
(except through random seed), as each language
has varying token length for the same sentence,
while calibration set has a sequence length require-
ment. We select English (EN), Tamil (TA), In-
donesian (ID), Swahili (SW), and Chinese (ZH),
which span diverse language families, with Tamil
and Chinese using non-Latin scripts.

Evaluation Tools. We use lm-eval-harness
(Gao et al., 2024) for downstream tasks, with
vLLM (Kwon et al., 2023) as the inference back-
end for higher throughput. Token perplexity is
computed using the Hugging Face evaluate library
(Von Werra et al., 2022). We report the geometric
mean across datasets, since perplexity values can
become extremely large in the 2-bit setting, and the
arithmetic mean would be dominated by these out-
liers.

Hyperparameter. Our hyperparameter, calibra-

formance remains reasonably strong across the evaluated lan-
guages.

tion set construction setup, and quantization failure
can be seen in the Appendix C.

3.3 Multilingual Tasks

Perplexity. We use Floresplus devtest set
(NLLB Team et al., 2024) to evaluate the multilin-
gual perplexity of the quantized models. We use
this data since it provides a fair comparative multi-
lingual performance due to its parallel structure.

Multilingual Downstream Tasks. We evaluate
on various task difficulties to explore the language-
specific calibration effectiveness across configura-
tions. We evaluate on minimal grammatical pair
test with MultiBlimp and its language variants
(Jumelet et al., 2025; Liu et al., 2025b; Leong
et al., 2023; Kryvosheieva and Levy, 2025), sce-
nario classification with MASSIVE (FitzGerald
et al., 2022; Bastianelli et al., 2020), story com-
pletion with XStoryCloze (Lin et al., 2021). Fur-
thermore, we evaluate on knowledge-explicit read-
ing comprehension with Belebele (Bandarkar et al.,
2024), and both knowledge-implicit question an-
swering with Global MMLU Lite (Singh et al.,
2025) and INCLUDE? (Romanou et al., 2024). All
evaluations are conducted in a multiple-choice for-
mat without using thinking mode for any of models
used.

For reasoning tasks that require thinking tokens,
we include the multilingual grade-school math
benchmark, MGSM (Shi et al., 2022; Peter et al.,

*We prioritize evaluation on the 5 languages, while some
task may not covering these languages. Specifically for IN-
CLUDE, we use aggregated german and dutch as the english
evaluation, as they are from the Germanic language family.
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. Perplexity Reduction
Model Quant Bit TA D SW 7H
41 39% 6.7% 12.3% 4.3%
GPTQ 3 |32.6% 21.1% 50.1% 10.8%
m 2 199.98% 96.8% 96.6% 43.0%
ﬁ 41 6.1% 3.8% 19.8% 4.1%
5 SIiM 3 [ 42.2% 28.8% 55.7% 13.2%
5 2 199.94% 91.4% 89.4% 99.97%
41 39% 2.9% 12.6% 3.0%
TaCQ 3 | 27.6% 16.9% 43.6% 9.8%
2 178.9% 81.8% 82.4% 56.6%
41 3.8% —0.6% 12.3% 0.2%
o GPTQ 3 |282% 17.8% 44.9% 27.1%
‘33 2 199.98% 92.1% 92.8% 95.2%
& 4 — 4.6% 15.2% 5.5%
§ SIiM 3 —  17.01% 46.4% 16.98%
84| 2 — 99.7% 94.7% 99.996%
g, 41 33% 1.7% 6.1% 3.1%
< TaCQ 3 |149% 7.0% 28.1% 10.0%
2| 73.7% 62.8% 77.0% 61.3%

Table 2: Perplexity reduction when adopting Ciaree
across quantization settings (higher reduction is less
robust towards calibration). Calculated by (Ce, —
Clarget) / Cen. The green and red colored denote the least
and most sensitive language towards Cyqrget-

2025). We evaluate MGSM using a generate-until
format with a maximum of 1024 thinking tokens
and enable thinking mode for Qwen models. Due
to the complex observed pattern and evaluation set-
ting, we treat MGSM evaluation as exploratory and
defer it to Appendix D.4.

3.4 Paper’s Shorthand

For brevity, we introduce the following shorthand
notation. Cx (X Calibration Language): An X-
only calibration set. Ciarget, Cerosss Cdefault> OF Chree:
On evaluating a target language (X), using the
same (CY), different (C_ x), default (Cs,), or with-
out calibration set. Consequently, T'arget, Cross,
Default, and SINQ: the impact of correspond-
ing calibration set. Unquantized: The original
16-bit model.

4 Results and Analysis

4.1 The effect of Target-Calibration on
Perplexity

Effects of Ciarget are Reflected in Multilingual
Perplexity. Consistent with prior work by Kurz
et al. (2025) and Chimoto et al. (2026), our results
for 4-bit models show that the Ciager perplexity
over unquantized baseline is small, typically within
a 10% difference. However, Ciarger is generally bet-
ter than Ci;ogs across configurations. This pattern
is clear on the diagonal entries of Figure 2. How-

ever, some exception do occurs, such as GPTQ on
English. For extreme-bit, this effect intensifies, as
elaborated in the next point; we defer the heatmaps
to Appendix D.1. For the data-free quantization
baseline, SINQ, Carger clearly outperforms SINQ in
most configurations, except for the English evalu-
ation. Meanwhile, SINQ still outperforms Clogs,
particularly at 2-bit quantization, where the per-
plexity gap intensifies.

Effect of Ciargetr becomes significant at extreme-
bit widths. We compare the perplexity reductions
when switching from Cgefautt t0 Clarger in Table 2.
In general, the improvement made by Clarger in-
creases as bit-width decreases, amplify by the de-
creasing performance of Cgefaylt, although the mag-
nitude varies across languages. Notably, Indone-
sian is the least sensitive to calibration language,
while Swahili is the most sensitive, despite both
languages using Latin script. Furthermore, sensi-
tivity increases sharply when moving from 3-bit to
2-bit (e.g., Qwen3 GPTQ on Indonesian rises from
21.1% to 96.8%), which is far more severe than
from 4-bit to 3-bit (from 6.7% to 21.1%). This con-
trast is more pronounced for non-Latin scripts (e.g.,
S1iM-LLM on Tamil and Chinese). These results
suggest a strong degradation in target-language
linguistic capability under Cyefayye at 2-bit quanti-
zation, particularly for non-Latin scripts. If this
linguistic capability collapse can be mitigated, 2-
bit performance may become comparable to 3-bit
models.

Calibration Language and Mixed-Precision de-
termine 2-bit model generation. To highlight
this effect, we report generated Tamil sentences,
which shows the most contrast between GPTQ and
TaCQ (see Table 3). The outputs vary depending
on whether Target-Calibration, Mixed-Precision,
or both are used. In particular, Ciyge Steers gen-
eration towards the target language, while mixed-
precision improves overall coherence. Interest-
ingly, the TaCQ 2-bit Ce;, model generates reason-
ing in the default language (i.e., English) but falls
into repetitive looping behavior. This may indi-
cate that Cyefauie preserves reasoning ability but de-
grades broader capabilities, such as long-context
comprehension and duplicate word penalty. Con-
sequently, using both Mixed-Precision and Clarget
allows the 2-bit model to function as a targeted
monolingual model, albeit generating overly sim-
plistic sentences.
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Prompt: Qlevau &l sreddlat BoHE1 GHID
USGIL 6T Mot GlgFeveug) UDM e SHelevd
6T GHIBIH6IT

Write me a poem about the picnic with family in the middle
of the fall season

GPTQ 2-bit English-calibrated (48256.105)
F4toString Mid representations furthermore rematch
convoBf '\''rielZ1_foot whereneaulFR4E ...

GPTQ 2-bit Tamil-calibrated (8. 060)

21D, 61601 Qj,aaqrr@&r[@ 611UL9_60T @@m&@lg_
Sfevws UIeTUT(Bl HTSHHTEF60T 61631 1) 61 G
flw 5@

Uyam, I am a big fan of Agrachandi Ward’s Orungarudi
Karikai Kakkasen.

TaCQ 2-bit English-calibrated (14.578)

Okay, let’s break down this sentence. First, the user
is asking about the process of writing a sentence in
a way that it’s not a sentence, but ...

TaCQ 2-bit Tamil-calibrated (3.077)

*eddaimon Ansgmng:* Boaudl
Hnr[sug)@m EG6i6, GHOLOUSGIL 6T i mieur
Qaeugyd & 1) 619

**Stopping the Poet:** In the middle of autumn, A little girl
goes on a family trip.

Table 3: Contrasting the generation of Tamil when the
model is calibrated using C, and C}, on Qwen3 8B.
Number inside parenthesis is the model’s Tamil perplex-
ity. Higher-bit models adhere to the prompt.

4.2 The effect of Target-Calibration on
downstream task performance

We observe that the effectiveness of Ciqrget varies
across task difficulties; it is critical for some while
negligible for most. This suggests a fluctuating cal-
ibration set sensitivity across quantized configura-
tions. We present results comparing Ciargets Cerosss
Clree as bar-charts.

2-bit models require mixed-precision and
target-calibration on MultiBlimp. Figure 3
shows the MultiBlimp evaluation results (see
Appendix D.2 for Massive and XStoryCloze),
revealing four relationships between Ciarger,
language resource level, and mixed-precision.
Notice that 3-bit models achieve near-lossless
performance, while 2-bit models exhibit high
variance, suggesting that MultiBlimp is a suitable
benchmark for 2-bit quantization evaluation.
First, 2-bit models can match 3-bit performance

= Direct Cross
— Unquantized Score = = Random Guess Score
S=SIiM-LLM T=TaCQ
EN A zH

R AR

3-bit 4-bit 0 2-bit 3-hit A-bit 0 2-hit 3-hit 4-bit
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G=GPTQ
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=

Figure 3: MultiBlimp: Contrasting accuracy (Higher
is better) of Direct vs mean of 2 Cross. Notably, 2-
bit can be comparable to 3-bit when use both mixed-
precision and target-calibration. We omit the Swahili
(SW) and Indonesian (ID) as their unquantized accuracy
are near random guess (0.5).

when using techniques such as mixed-precision
and target-calibration; mixed-precision is pri-
mary for recovery, while Clyge iS secondary
for performance gains (e.g., Qwen3 on ZH). It
is important to note that this performance gain
comes from optimizing selected critical weights
while keeping the total effective-bits unchanged
for S1iM-LLM or increasing it by less than 5% for
TaCQ. Second, the behaviors of mixed-precisions
and Cigrger differ between language resource
level: low-resource language requires Ciager for
stability, hence mixed-precision is not enough
on TA; while Cigrger remained secondary in
high-resource languages (e.g., contrast TaCQ
on TA and ZH). Third, the effect of light and
heavy mixed-precisions are noticeably different.
Fourth, SINQ’s performance is comparable to that
of Ceross across settings in MultiBlimp. These
four findings serve as foundational patterns that
persist in subsequent, more difficult tasks. Finally,
the delta performance between Ciarger and Cerogs
ranges from —0.05 to 0.27.

3-bit models sometimes show strong calibra-
tion sensitivity on Belebele, especially in low-
resource languages. Belebele is a suitable
benchmark for evaluating 3-bit models, due to
the less informative result on 4-bit and 2-bit, as
shown in Figure 4 (see Appendix D.3 for IN-
CLUDE and Global MMLU Lite). The four pat-
terns identified in the previous tasks are also ob-
served here, although reduced in intensity. First,
mixed-precision remains primary to be beneficial,
as observed in the TaCQ results across 3-bit con-
figurations. Furthermore, Ciyree; improves perfor-
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Figure 4: Belebele: Contrasting accuracy (Higher is better) of Ciarger Vs mean of 4 Clyogs. Overall, the relative ad-
vantage remains, while absolute improvements mostly occur on 3-bit and low-resource language. Notably, English

is robust towards calibration language.

mance retention for low-resource languages (e.g.,
Qwen3 on Tamil) and acts as a safeguard against
unexpected quantization failure (e.g., Llama with
S1iM-LLM across all languages). Next, “light” and
“heavy” mixed-precisions remain noticeably differ-
ent. Lastly, SINQ’s performance is slightly lower
than Ccyoss performance and substantially lower
than TaCQ (in contrast to INCLUDE and Global
MMLU Lite, where its performance is comparable
to Ccross)- Interestingly, 2-bit models can achieve
decent performance when paired with TaCQ and
Target-Calibration, although the outcome depends
on the base model. This pattern suggests that
stronger base model capabilities may enhance re-
silience to extreme quantization. However, these
patterns becomes less pronounced in Qwen3-14B
models, likely due to its increased representational
capacity. Consequently, Belebele evaluation for
Qwen3-14B becomes more simlar to MultiBlimp
for 8B models, as discussed in Appendix E. Over-
all, the delta performance at 3-bit models ranges
from —0.02 to 0.32.

4.3 The effect of Target-Calibration on
within-family perplexity

We extend our study to cross-lingual intra-family
scenarios, serving as a preliminary test of whether
Clarger preserves performance across similar, re-
lated languages. We analyze the effect on perplex-
ity using all languages available in Floresplus test
set (NLLB Team et al., 2024), leaving exhaustive
downstream tasks evaluations for future work (see
preliminary in Appendix G.1).

We limit our in-depth analysis to the Austrone-

sian (Indonesian) language family. We investi-
gate the correlation between the degree of transfer
and its relationship to the target language based on
sibling relationship (i.e. glottolog® (Hammarstrom
et al., 2025).) and geographical proximity.

Austronesian (Indonesian) cross-lingual mainly
applies to languages spoken in Indonesia,
Malaysia, and Philippines. The Austronesian lan-
guage family (Indonesian) includes seven phylo-
genetic subgroups, ranging from the highest level
Austronesian node to the terminal node, Stan-
dard Indonesian. Almost all available Malay
and Indonesian languages share a common ances-
tral subgroup within the second-highest (Malayo-
Polynesian) branch, except for four Indonesian
languages: Balinese (BAN), Buginese (BUG), Ja-
vanese (JAV), and Sundanese (SUN). Following
our naming convention, the 13 languages meet at
the Malayo-Polynesian level as distant-relative
({ Dgene distant)» and the 5 more phylogenetically
closer languages as close-relative (1 D gepe,close)-

From the 2-bit section in Figure 5, the cross-
lingual transfer can be categorized into four lev-
els: High, Moderate, Low, and Negligible. Specif-
ically, we classify it from the transfer ratio percent-
age: 0-20% (Ceross is 5x higher than Ciyrger), 20-
50%, 50-80%, and 80+Y%. These results suggest
that transfer levels cannot be predicted solely by
sibling or geographical proximity. For instance,
while Indonesian and Malay exhibit a high trans-
fer effect, not all language spoken in Indonesia or
all Inner-Languages automatically exhibit a moder-

3https://glottolog.org/
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Figure 5: Austronesian (Indonesian) cross-lingual transfer benefits aggregated across quantization methods. Values
represent the perplexity ratio percentage between C;; and mean of 4 C. Language are ordered (left to right)
according to their phylogenetic proximity in Glottolog. Among the evaluated languages, only 5 languages from
Indonesian (ID) to Acehnese (ACE) that are closer in siblingness, while the remaining languages meet at the highest

node.

Variable Order Comment
Model’s release data  Newer Bias towards the newest
Quantization Technique Heavier See subsection 3.1

Bit Width Higher Omit 4-bit
Language Resource  Higher See Table 5 in Appendix
Task Difficulty Harder Based on similar results
Delta Acc Higher Target — Cross

Table 4: Ordinal Setting for spearman correlation.

ate or high transfer effect. Specifically, Acehnese
(ACE) (I Dgeneclose) exhibits a low transfer ef-
fect, together with Buginese (BUG) ( Dgene distant)-
Conversely, Javanese (JAV) and Sundanese (SUN)
({ Dgene distant) €xhibit a moderate transfer effect.
Geograhically, the former two originated outside
Java Island, where the Indonesia’s capital is lo-
cated, while the latter two originated on the is-
land itself. Interestingly, four languages spoken in
Philippines are categorized as having a low trans-
fer effect, while the remaining languages (Oceanic
languages and Malagasy) exhibit a negligible trans-
fer effect.

Other Language Family analysis.. We defer the
rest intra-family transfer in Appendix G.1. In sum-
mary, we observe that high-resource languages
tend to restrict benefits to themselves, yielding neg-
ligible or even negative effects for their sibling lan-
guages. Conversely, mid and low-resource lan-
guages, especially tamil that use different scripts,
exhibit much stronger cross-lingual benefits. We
note the limitation that these cross-lingual effects
are observed only through perplexity and negligi-
ble except at 2-bit level.

{g %
2 2
. 9 S,
Q(/a /7, 8/[ W ’9 Q So '(' O/}}? O@ /[Q
Scp Tl e Uy e

Delta Acc  0.09 0.04 -0.16 -0.26

Figure 6: Which variable influence calibration sensitiv-
ity?

4.4 Exploratory: Calibration Sensitivity
Analysis

To uncover factors that influence model calibra-
tion sensitivity, we calculate the Spearman cor-
relation between variables®’, as detailed in Ta-
ble 4. We omit the correlations between variable
settings because they only represent experimental
co-occurrence. Importantly, these correlations do
not directly indicate improvements in “quantiza-
tion accuracy”, but instead capture general calibra-
tion sensitivity, defined as Ciarger — Ceross- For ex-
ample, a negative correlation with the quantization
technique does not mean that using TaCQ reduces
accuracy. Rather, it indicates that TaCQ is more
robust than GPTQ, consistent with the downstream
task results.

General Correlation. Figure 6 shows the over-
all Spearman correlations. We observe that task
difficulty and language resource level have the
strongest correlations with delta accuracy, albeit

*4-bit bias towards negative correlation.

>We used aggregated accuracy by bit-width as a proxy to
rank the Task Difficulty, as shown in Figure 1. Therefore,
from the easiest, MultiBlimp as 1; Massive and XstoryCloze
as 2; Belebele as 3; INCLUDE and Global MMLU Lite as 4.
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weak negative correlations. In contrast, bit width
and quantization technique show relatively weak
correlations with the delta, despite their apparent
influence in the downstream task results. There-
for, we further analyze each variable in isolation
to understand its individual relationships with cal-
ibration sensitivity.

Grouping by Bit. Bit Width provides the simplest
perspective for interpreting calibration sensitivity:
“If I want to quantize to N-bit, when should I care
about language-targeted calibration?” Figure 7
shows the correlations for 2-bit and 3-bit models.
At 2-bit, “easier” task difficulty (p = —0.43) and
“heavier” quantization technique (p = 0.30) show
the strongest correlations with calibration sensitiv-
ity, while language resource (p = 0.10) shows
a weaker correlation. For 3-bit models, however,
“lower”-resource language (p = —0.41) shows the
strongest correlation with calibration sensitivity.
These results indicate that calibration sensitivity is
more strongly associated with “easier” task diffi-
culty and “heavier” quantization technique at 2-bit,
whereas language resource becomes more relevant
at 3-bit. Lastly, the quantization technique correla-
tion’s magnitude decreases from p = 0.30 at 2-bit
to p = —0.14 at 3-bit, indicating that the choice of
mixed-precision technique becomes more robust at
3-bit. These patterns match with downstream task
evaluations.

Grouping by others variables. We defer further
analysis of interactions among the other variables
to Appendix F. Overall, no single variable consis-
tently influences calibration sensitivity across all
configurations. Notably, for English, calibration
sensitivity shows a weak negative correlation with
task difficulty and bit width, which corresponds to
the setting considered in most existing calibration
studies.

5 Conclusion

Our work demonstrates that models quantized via
PTQ are affected by the choice of language in
the calibration set, leading to several key insights.
First, we recommend using Target-Calibration for
monolingual LLM applications. However, its im-
provements over Default- or Cross-Calibration are
often marginal, while notable exceptions exist.
Second, we find that a quantized model’s sensitiv-
ity to the calibration set is primarily limited by the
model’s representational capacity. One implica-
tion is that low-resource languages have a greater
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Figure 7: Calibration sensitivity across Bit Widths.
Each row represents the correlation between delta ac-
curacy and another variable.

potential to benefit from monolingual calibration,
as supported by most downstream task evaluations.
Another implication is that mixed-precision meth-
ods expand this representational capacity, occa-
sionally allowing 2-bit models to perform compara-
ble to their 3-bit counterparts without substantially
increasing the effective bit count, whereas Target-
Calibration maximizes performance within that ca-
pacity. Third, the effects of Target-Calibration
do transfer across languages within the same lan-
guage family (intra-family), although the degree
depends on language resource level. Fourth, the
correlation results support the downstream task
findings, while no single parameter strongly influ-
ences calibration sensitivity across settings. Fi-
nally, our findings suggest that the conflicting cali-
bration impacts reported in previous studies may
be explained by the tendency of English calibra-
tion sensitivity to decrease as bit level and task dif-
ficulty increase.

Suggestion

We observe that assessing the true target-language
capability of quantized LLMs remains challeng-
ing. Therefore, we encourage the NLP community
to develop dedicated language capability bench-
marks, analogous to CEFR language proficiency
levels, that can quantitatively measure the linguis-
tic competence of smaller models, including quan-
tized LLMs. Such benchmarks may be more feasi-
ble to construct given that existing online language
learning materials have been categorized accord-
ing to CEFR proficiency levels.

Limitation

We limit our study to three 8B models and one 14B,
thus the observed patterns may not generalize well
to larger models. Second, although we use five lan-
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guages spanning varying resource levels and lan-
guage families, our selection is not exhaustive. In
particular, non-Latin script languages warrant fur-
ther investigation. Third, the distinction between
simple tasks and more complex reasoning tasks is
based on a quantitative accuracies aggregated by
bit-width, although a more rigorous quantitative
characterization of each task difficulty may be pos-
sible. Fourth, although recent studies suggest that
GPTQ family exhibits higher sensitivity to calibra-
tion set, we have yet to evaluate whether this ob-
servation generalizes across a broader family of
quantization methods. Future work should exam-
ine the complex relationships holds under more
recent PTQ and QAT methods that have achieved
strong performance on extreme-bit settings. In par-
ticular, evaluate on activation quantization tech-
niques is interesting directions, becaue per-token
activation outliers can introduce a different calibra-
tion sensitivity. Fifth, while Floresplus is a trans-
lation benchmark, we have not conducted an ab-
lation study on the effect of semantic parallelism.
Lastly, the cross-lingual analysis is based on geo-
graphic and sibling similarities, while more direct
measures of linguistic similarity have yet to be ex-
plored, such as URIEL+ (Khan et al., 2025).

Ethical Considerations

LLM Usage: We use Gemini and ChatGPT
to proofreading and correcting: grammar, word
choice, and awkward phrasing.

Potential Risk: As we found that language-
targeted calibration on 2-bit TaCQ can generate co-
herent response in target language, albeit simple,
we afraid that it can cause unintended multilingual
future risk, such as multilingual jailbreak (Deng
et al., 2024). With assumption that the model can
provide knowledgeable answer in extreme-bit set-
ting on top of target language understanding.
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A Background

A.1 Quantization

Model quantization aims to reduce memory and
computational requirements while preserving the
original performance. It seems to be a simple
problem but a challenging one in practice. Do-
ing this naively inevitably alters the weight distri-
bution and therefore propagates the error to the fi-
nal layer, leading to performance degradation. The
existing methods range from simple lookup table,
intricate mathematical optimizations, to resource-
intensive retraining (Gholami et al., 2021; Rakka
et al., 2025).

Despite their differences, quantization funda-
mentally seeks an optimal function that maps a
model’s parameters from a high-precision to a low-
precision format while ensuring the mapped model
maximally emulates the original behavior. More-
over, due to the inherent compromises of this trade-
off, theoretically, quantization can be optimized to
maintain general capabilities (which may result in
a shared global performance loss) or to preserve
a niche capability (which currently requires delib-
erate configuration). For example, one may pri-
oritize preserving the model’s broad multilingual
proficiency or its proficiency in a single targeted-
language. While most quantization methods focus
on the former, for our problem, the latter is prefer-
able.

A.2 Post-Training Quantization

Utilizing a calibration set allows one to optimize
the direction of quantization process; most notably,
it enables the simulation of the quantized model’s
behavior. The primary metric to quantify the er-
ror during quantization is the layer-wise reconstruc-
tion error, defined in Equation A.2. The fundamen-
tal objective is to minimize the layer-wise output
distance between the unquantized (original) model
and its quantized counterpart, in the hope of achiev-
ing an effective yet efficient quantization process.
Recent finding has proven that layer-wise optimiza-
tion is linearly upper-bounded (at maximum linear
multiplication) of the end result (Kashyap et al.,
2026).

CW, W, 1) = || XiW, — X,W ||

The symbols in the equation are as follows: X;
represents the [-th layer’s input batch, while W,
and W, represent the unquantized and quantized

[-th layer’s weight tensors, respectively. || - ||, de-
notes p-norm or, in simple term, a distance metric.

GPTQ (Frantar et al., 2023a) and its origin, 0BQ
(Frantar et al., 2023b), navigate layer-wise recon-
struction optimization problem using the mathe-
matical properties of Hessian matrix. In this con-
text, the Hessian matrix (second-order derivatives)
holds the sensitivity of each parameter to induce
error when changed (e.g., during quantization).
Specifically, GPTQ quantizes each parameter iter-
atively and optimizes the remaining unquantized
weights through the inverse Hessian matrix, which
informs inverse sensitivity to balance the backlash
of point-quantization. More importantly, each
layer’s Hessian matrix is calculated solely from
the layer’s input matrix, which intuitively made
the calibration set important. Although the orig-
inal work states that GPTQ is robust to calibration
set sampling, recent discoveries empirically prove
otherwise.

A.3 Improvements: Mixed-Precision

Notice that, from the Hessian matrix, we can es-
timate which weights induce the most sensitive to
error than the rest, implying that not every weight
is equally important. It is an observed phenom-
ena, such as outlier-inducing weights (Dettmers
et al., 2022). Therefore, we can mix the preci-
sions in at least two ways: maintaining the total
bit count (such as S1iM-LLM (Huang et al., 2025))
or quantizing all weights except the most impor-
tant ones (such as TaCQ (Xiao et al., 2025)). For
convenience, we call the former as Light Mixed
Precision and the latter as Heavy Mixed Precision.
Fundamentally, both variants introduce a weight-
importance determination method step prior to
quantization.

S1iM-LLM, Salience-Driven Mixed-Precision
Quantization (Huang et al., 2025) focuses on
two aspects: structured mixed-precision and
preserving the total bit count. First, structured
mixed-precision ensures that the model can be
inferred directly in low-precision through the
currently supported efficient hardware operations,
which necessitate weights having the same pre-
cision for each input dimensions. Second, by
splitting 2D weights into groups of consecutive
input dimensions (e.g., each group consisting of
128 parameters of output dimension), S1iM-LLM
quantizes the top-k most important groups to
N + 1 bits, the least-k important groups to N — 1
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bits, and the rest to the target bit, or N. The
salience of each group is determined by averaging
the group’s Hessian matrix. We observe that
S1iM-LLM is prone to overfitting on calibration set
due to the exhaustive nature of determining the k
parameter.

TaCQ, Task-Circuit Quantization (Xiao et al.,
2025) is inspired by Mechanistic Interpretabil-
ity methods. Specifically, TaCQ uses absolute
weight, the difference between unquantized (clean)
and quantized (corrupted) weights, and calibration
data’s gradient to determine important weights,
as expressed in Equation A.3. Moreover, the
authors reported that task-specific calibration set
improves related task accuracies by saving task-
related weights in higher-precision. We observed
that TaCQ is more robust than the other two GPTQ
variants, probably due to its heavy mixed-precision
and the use of gradient salience. However, the orig-
inal TaCQ method does not yet support inference
directly in low-bit due to its unstructured mixed-
precision.

Salience =W © |W — W| oG

Here, W is the unquantized weight matrix
(clean), W is the vanilla GPTQ quantized weight
matrix (corrupted), G is the gradient of chosen loss
function, and © represents the Hadamard (item-
wise) multiplication operation.

B Expanded Related Works

B.1 Quantization Degrades Quality Beyond
Downstream Metrics

Numerous studies suggest that PTQ can achieve
“negligible performance loss” on standard bench-
marks (Frantar et al., 2023a; Dettmers and Zettle-
moyer, 2023; Jin et al., 2024). However, recent
studies indicates that this claim does not hold true
across more nuanced qualitative attributes. For in-
stance, Marchisio et al. (2024) observe that while
quantized models exhibit negligible performance
degradation on automated generative tasks, they
receive lower scores from human evaluators, par-
ticularly when generating non-Latin scripts. Wang
et al. (2026) employ interpretability tools to show
that the factual memorization abilities of quantized
LLMs degrade modestly. Furthermore, Proskurina
et al. (2024) highlight the shift in confidence score,
resulting in overconfidence on incorrect answers.

Finally, Liu et al. (2025a) find that extreme quan-
tization substantially degrades the reasoning capa-
bility of 3-bit models.

C Experiment Setup

Hyperparameters Generally, we adopt the default
parameters and scripts from the respective GitHub
repositories: GPTQModel®(ModelCloud.ai and
qubitium @modelcloud.ai, 2024) (v4.2.0), S1iM-
LLM’ (Aug 2024), and TaCQ® (June 2025). We
set the random seed to 1234, the number of cali-
bration samples to 128, and the sequence length
to 2048. Additionally, for TaCQ, we use 16-
bit float datatypes during backpropagation
to mitigate GPU memory constraints.

Multi-seed Experiments Initially, we quantize
and evaluate each configuration in a single run with
a fixed random seed of 1234, cutting both budget
and runtime. For selected configurations, specif-
ically the 2-bit models and the 3-bit Qwen3-8B
model, we conduct two additional random seeds,
1000 and 2000, to estimate variability. This is par-
ticularly important for the 2-bit models, which ex-
hibit high volatility across random seeds, except
for Direct setting. The results from additional
seeds have been incorporated into all figures, with
perplexity reported as mean + std and downstream
task results as error bars.

Calibration Set Construction We follow the
methodologies of S1iM-LLM and TaCQ to construct
the calibration set. For each language, we first
concatenate all dataset instances, separated by a
double newline character (\n\n). Then, the con-
catenated text is tokenized using the correspond-
ing model’s tokenizer. Finally, we randomly select
chunks of 2048 consecutive tokens as individual
samples.

Library Modification: We locally extend the
S1iM-LLM and TaCQ libraries with additional
model families and utilities for the Floresplus cali-
bration dataset.

Quantization Failure S1iM-LLM Aya experi-
ence numerical instability error, although we have
tried multiple dampening coefficient.

Packing failure Unfortunately, both mixed-
precision methods fail to pack the quantized mod-
els into lower-bit formats (e.g., storing weights na-
tively in 2-bit); thus, we must simulate the quan-

®https://github.com/ModelCloud/GPTQModel
"https://github.com/Aaronhuang-778/S1iM-LLM
8https://github.com/The-Inscrutable-X/TACQ
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Language Characteristic Ranking
Script Family Order Resource Level
English Latin  Germanic 5 High
Chinese Hans Sino-Tibetan 4 High
Indonesian Latin Austronesian 3 Mid
Tamil  Tamil Dravidian 2 Mid
Swahili Latin Niger-Congo 1 Low

Table 5: Language resource ranking

Target Bit Avg bit (Higher Bit Count)

GPTQ  SLM TaCQ

2bit 2.0 2.0(5.52%) 2,049 (0.35%)
3bit 3.0  3.0(521%) 3,046 (0.35%)
4bit 40 4.0 (25.05%) 4,042 (0.35%)

Table 6: Average bits of each quantization techniques
and target-bit levels. S1iM-LLM maintains total-bits
while optimizing its bit-allocation, allocating higher bit
to target + 1. TaCQ keep its higher-bits in 16-bit preci-
sion. Total parameter = 6.9B

tized models in full precision during inference. For
S1iM-LLM, we encounter packing failure when ex-
ecuting it from the source code. TaCQ, on the other
hand, was not originally designed to prioritize in-
ference efficiency.

Language and Average Bits Figure 5 shows
our work’s language coverage. The resource level
is taken from Aya dataset (Singh et al., 2024),
while the order is taken from OSCAR® (Brack
etal., 2024). Figure 6 shows the average bit of each
quantization techniques. Notably, even though
TaCQ allocates some weight into 16-bit, its average
bit stay close to the GPTQ counterpart (less than 0.1
point).

D Expanded Results

D.1 Perplexity Results

Figure 13 shows perplexity results at 3-bit and 2-
bit. The Clager advantage over Clross persist in
extreme-bit, even with a higher contrast.

D.2 Massive and XStoryCloze Task Results

We can observe that the substantial effects of Ciarget
are still visible in Massive (shown in Figure 14)
and less visible in XStoryCloze (shown in Fig-
ure 15). This can be attributed to the hypothesis
that calibration set can have substantial effect when
the potential of quantized model is present, i.e.,
the gap between unquantized and the quantized.
While in XStoryCloze results, we can see that the
gap between Unquantized score and random-guess

*https://huggingface.co/datasets/oscar-
corpus/community-oscar

threshold are close (<0.2 accuracy point on ID, SW,
and ZH). Another way to explain it, the original
score is close to the random-guess, therefore there
is nothing left to calibrate.

D.3 Global MMLU Lite and INCLUDE Task
Results

Figure 16 and Figure 17 show Global MMLU Lite
and INCLUDE results, respectively. We observe
that the Ciyge effect are visible in some configu-
rations, in particular at 3-bit, similar to Belebele
evaluation in Figure 4. The combination of mixed-
precision and Target-Calibration can serve as a
safeguard against extreme-bit quantization failure,
such in 3-bit S1iM-LLM model on INCLUDE’s
ID. Another note is that German and Dutch evalua-
tion at 3-bit in INCLUDE prefer Cross-Calibration
rather than using English-Calibration. This can be
attributed to the fact that English-Calibration has
less effective transfers on Germanic languages as
seen in Figure 28.

D4 MGSM

Exploratory math reasoning benchmark using
limited thinking tokens. Due to the limited time
and computational budget before the conference,
we restrict the maximum number of thinking and
output tokens to 1024 and consider an answer cor-
rect only after the model produced its finalized,
formatted answer. This means that the quantized
model must either understand the required answer
format (e.g., “Answer: [number]” in English) or
stop thinking within the 1024-tokens. Moreover,
due to limited storage for saving generated sam-
ples, we cannot analyze the ratio of completed an-
swers to those stopped mid-thought. Therefore,
our analysis only considers a coarse-grained accu-
racy: whether the model can completely solve the
problem, regardless of the reason.

We analyze with the first, second, and fourth
patterns observed in the main findings. Note that
we exclude Aya Expanse 8BandLlama 3.1 8B
Instruct from the analysis because their results
are unnatural. For example, 4-bit Aya model pro-
duces zero score on Tamil, and C,..s occasion-
ally substantially outperforms Ciarge;. First, Qwen3-
8B at 3-bit achieves performance comparable to 4-
bit model with TaCQ on high-resource languages,
while not necessarily using Ciager. In contrasts,
Qwen3-14B at 2-bit fails to achieve non-zero accu-
racy and cannot be brought closer to 3-bit perfor-
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mance, except on higher-resource languages. Sec-
ond, lower-resource languages benefit more from
Clarger than higher-resource languages. Fourth,
most SINQ scores are low; in particular, Qwen
8B and Qwen3 14B produce close to zero across
nearly all settings.

Rationale on why close to zero score at MGSM.
First and formost, the 1024-token may be too lit-
tle for grade school math questions. In particular,
Liu et al. (2025a) experiment on longer reasoning
tasks, allowing 32768 tokens. Their findings show
that aggressive quantization (i.e., 3-bit quantiza-
tion) produces longer outputs, whereas the output
length of 4-bit models is comparable with the un-
quantized baseline.

D.5 Multi Seed Experiment

Quantization on three run across seeds. We re-
peated quantization experiments on all 8B model
at 2-bit and Qwen3-8B at 3-bit precision across cal-
ibration languages and quantization methods. For
each configuration, we used random seeds of 1000,
1234, and 2000.

Perplexity. Figure 13 shows the perplexity re-
sults across three quantization runs at 3- and 2-bit.
The local-diagonal or Ciareer consistently remains
the lowest, while Coss Occasionally widens, espe-
cially at the 2-bit settings. In particular, the stan-
dard deviations of Ciygee are substantially lower
than those for Cioss.

E Qwen3 14B Results

E.1 Perplexity

Figure 19 and 20 show perplexity results of the
Qwen3 14B model at 3- and 2-bit, respectively.
The pattern of Capger outperforming Cross persists,
as clearly seen in the diagonal entries of the fig-
ures. However, SINQ’s performance is substan-
tially lower than Cioss. This pattern is similar to
that observed in Qwen3 8B models, but contrasts
with Aya Expanse 8B and Llama 3.1 8B In-
struct, for which SINQ’s performance is compa-
rable to Ciross, as shown in Figure 13.

E.2 downstream tasks

We contrast whether the first, second, and fourth
patterns observed in 8B models also hold in Qwen3-
14B model. Specifically, we examine whether 2-
bit performance is comparable to 3-bit when us-
ing with mixed-precision and/or Ciarger, how perfor-
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Figure 8: Calibration sensitivity across Quantization
Techniques. Each row represents the correlation be-
tween delta accuracy and another variable.

mance differs between high- and low-resource lan-
guages, and how SINQ performs relative to Ciross.
We divide the analysis into three parts: MultiB-
limp, Belebele, and MGSM.

The patterns exactly the same for MultiBlimp,
MASSIVE, and XStoryCloze. Figure 21-23
show results of MultiBlimp, MASSIVE, and XS-
toryCloze, respectively, on Qwen3 14B. Again,
we focus on 2-bit performance, while 3-bit per-
formance is close to the unquantized baseline.
The same three patterns persist in the Qwen3 14B
model. First, 2-bit models can match 3-bit perfor-
mance when using TaCQ and Ciyree;. Specifically
for MultiBlimp, even GPTQ 2-bit can match 3-bit
performance. Second, the roles of TaCQ and Clarget
differ between high-resource and low-resource lan-
guages: TaCQ is necessary to achieve performance
above random guess, while Clargeq is only necessary
for lower-resource languages. Lastly, SINQ’s per-
formance is comparable to Cioss, although it is oc-
casionally performs worse on higher-resource lan-
guages.

The Target-Calibration effects shallower on
Belebele, Global MMLU Lite, and INCLUDE.

Figure 24-26 show Belebele, Global MMLU
Lite, and INCLUDE results, respectively, for
Qwen3 14B. We observe that the choice of calibra-
tion becomes negligible at 3- and 2-bit, except for
2-bit TaCQ, where the difference remains substan-
tial. The pattern becomes similar to MultiBlimp
results of Qwen3-14B and 8B models, but differs
from the Belebele results for 8B models. There-
fore, the conclusions are unchanged with previous
finding.
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Figure 9: Calibration sensitivity across Calibration Lan-
guages. Each row represents the correlation between
delta accuracy and another variable.

F Extended Calibration Sensitivity
Analysis

F.1 Grouping by Quantization Technique

Figure 8 shows the correlations for GPTQ, S1iM-
LLM, and TaCQ. Bit width has an interesting rela-
tionship with quantization technique: calibration
sensitivity tends to increase as the bit width in-
creases for GPTQ, whereas the opposite trend is
observed for TaCQ. Next, both GPTQ and TaCQ
weakly correlate with “lower”-resource languages.
Finally, all quantization techniques weakly corre-
late with “easier task, while SIiM-LLM shows a
stronger correlation with “easier” task.

F.2 Grouping by Language Resource

Figure 9 shows the correlations for each calibration
language. Indonesian and Chinese exhibit the least
variation across variables, with no clear correla-
tion with calibration sensitivity. This is consistent
with the downstream task results, where both lan-
guages show relatively low sensitivity to language-
targeted calibration across settings. In contrast,
Swahili and Tamil show stronger correlations with
bit width and task difficulty, with higher calibra-
tion sensitivity at “higher” bit widths and “easier”
tasks. Lastly, English shows an inverted sensitiv-
ity pattern with respect to bit-width and task diffi-
cutly, with Coss > Cep at higher bit widths and
harder tasks. This pattern can be observed in the 3-
bit results for Global MMLU Lite and INCLUDE,
as shown in Figure 16-17.
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Figure 10: Calibration sensitivity across Task Difficul-
ties. Each row represents the correlation between delta
accuracy and another variable.

F.3 Grouping by Task Difficulty

Figure 10 shows the correlations for “easier” and
“harder” tasks. “Easier” tasks show a clear ten-
dency toward “lower”-bit widths and “lower”-
resource languages, consistent with the down-
stream task results. However, the correlation with
quantization technique is very weak, despite the
substantial delta accuracy observed for S1iM-LLM
and TaCQ and the negligible delta accuracy in GPTQ
on “easier” tasks. This suggests that, for “easier”
tasks, calibration sensitivity is more strongly asso-
ciated with bit width than with quantization tech-
nique. In contrast, “harder” tasks show weaker sen-
sitivity to the choice of calibration language.

G Expanded Cross-Lingual within
family

Sino-Tibetan (Chinese) cross-lingual transfer
may produce negative effect Based on the pat-
terns in Figure 11, we categorize the cross-lingual
effects into three levels: High, Low, and Detri-
mental (observed only at 2-bit setting). The high
transfer effect are Chinese (ZH) and Yue Chi-
nese (YUE), the two languages are the only Inner-
Languages. Moderate effects are observed for
Tibetan (BOD) and Dzongkha (DZO). The re-
maining languages fall into the detrimental effect,
where a specific cross-lingual transfers yield signif-
icantly better perplexity. Upon closer inspection,
all four in the Detrimental effect category tend to
prefer calibration using a low-resource language:
Swabhili yields better perplexity for Southern Jingh-
paw (KAC) and Mizo (LUS), while Tamil yields
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Figure 11: Sino-Tibetan (Chinese) cross-lingual trans-
fer benefits aggregated across quantization methods.
Values represent the perplexity ratio percentage be-
tween C',j, and mean of 4 C..s. Languages are ordered
(left to right) according to phylogenetic proximity in
Glottolog. Among the evaluated languages, only 2
languages, ZH and Yue Chinese (YUE), that are closer
in siblingness.

better perplexity for Manipuri (MNI) and Burmese
(MYA). Interestingly, all four of these languages
are geographically close to Myanmar (Burmese).
Notably, these suboptimal effects are observe only
at the 2-bit level. This may suggest a nuanced role
for low-resource languages in improving another
low-resource languages.

Cross-lingual effects are negligible or nega-
tive for high-resource languages, limited for In-
donesian, and significant for low-resource lan-
guages. Across these five language families, we
can see a general pattern (see Appendix G.1 for the
barplot). High-resource languages tend to restrict
benefits to themselves, yielding negligible or even
negative effects for their sibling languages. Con-
versely, lower-resource languages, especially those
using different scripts, exhibit much stronger cross-
lingual benefits. We note the limitation that these
cross-lingual effects are observed only through per-
plexity remain and negligible except at 2-bit level;
therefore, these findings do not override our gen-
eral recommendation to use Ciyree for targeted lan-
guage settings.

G.1 Cross-Lingual Perplexity Results

The pattern of high-resource languages tend to pre-
fer transfer to self-language that can be seen in Fig-
ure 28, showing Germanic evaluations. We can see
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Figure 12: Perplexity of Dravidian (Tamil) on cross-
lingual calibration. The score is calculated using
Clarget/ Ceross (lower is preferring Tamil), aggregate
across quantization methods.

that at 2-bit, English is the only language that ben-
efited from English-Calibration, even Eastern Yid-
dish (YDD) prefer Tamil language. The pattern of
low-resources tend to share the benefit across lan-
guage within the same family can be seen in Fig-
ure 12 and Figure 29, showing Dravidian (Tamil)
and Niger-Congo (Swahili), respectively.

G.2 Cross-Lingual Downstream Task Results

Figure 30-33 show the general (barplot) and de-
tailed (heatmap) evaluations of Cross-Lingual Cal-
ibration on Belebele, encompassing Austronesian
(Indonesian) and Sino-Tibetan (Chinese). Due
to the time constraint, we only evaluate on 3-bit
for Austronesian and Qwen3 at three bit-levels
for Sino-Tibetan. Overall, the transfer effect is
negligible, clearly seen from the barplots, while
the relative advantage varies according to the lan-
guage family. Specifically, Austronesian still pre-
fer Indonesian-Calibration (Swahili as secondary).
As for Sino-Tibetan, evaluating on BOD and KAC
have their unquantized’s accuracy close to random-
guess, so their evaluation should not be considered.
As for Burmese (MYA), it prefers Tamil (Swabhili
as Secondary) for the extreme-bits. This pattern
corroborates with the perplexity evaluations at Fig-
ure 11, although its belebele’s delta accuracies are
negligible.
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Figure 13: Ablation perplexity with a recent data-free Quantization (SINQ) and 3 random seed (Qwen3 and Aya
Expanse) - 3-bit (Left) and 2-bit (Right) - GPTQ (Top), SIMLLM (Middle), and TaCQ (Bottom) - lighter or lower
is better.
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Figure 14: Massive Barplot.
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Figure 15: XStoryCloze Barplot.
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Figure 16: Global MMLU Lite Barplot.
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Figure 17: INCLUDE Barplot. INCLUDE does not have English evaluation, so we aggregate Dutch and German
evaluations as a proxy for English.
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Figure 18: MGSM: Contrasting finalized accuracy within the allocated 1024 thinking tokens (Higher is better) of
Clarget Vs mean of 3 Crogs. The evaluation only considers the final response after the complete reasoning chain has
terminated, i.e., formatted answer.
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Figure 19: Qwen3-14B Floresplus 3-bit.
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Figure 20: Qwen3-14B Floresplus 2-bit.
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Figure 21: Qwen3-14B MultiBlimp Barplot.
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Figure 22: Qwen3-14B Massive Scanario Barplot.
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Figure 23: Qwen3-14B XStoryCloze Barplot.
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Figure 24: Qwen3-14B Belebele Barplot.
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Figure 25: Qwen3-14B Global MMLU Lite Barplot.
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Figure 26: Qwen3-14B INCLUDE Barplot. INCLUDE does not have English evaluation, so we aggregate Dutch
and German evaluations as a proxy for English.
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Figure 27: Qwen3-14B MGSM Barplot. Contrasting finalized accuracy within the allocated 1024 thinking tokens
(Higher is better) of Ciarger VS mean of 3 Cross. The evaluation only considers the final response after the complete
reasoning chain has terminated, i.e., formatted answer.
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Figure 28: Perplexity of Germanic (English) on cross-lingual calibration. The score is calculated using Ciarget /Clross
(lower is preferring English), aggregate across quantization methods.
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Figure 29: Perplexity of Niger-Congo (Swahili) on cross-lingual calibration. The score is calculated using
Clarget /Cleross (lower is preferring Swahili), aggregate across quantization methods.
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Figure 30: Belebele Austronesian (Indonesian) accuracy.
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Figure 31: Belebele Austronesian (Indonesian) accuracy: 3-bit, lighter or higher is better.
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Figure 32: Belebele Sino-Tibetan (Chinese) accuracy. ZHO_HANT is Tradiational Chinese
Quantization Technique - Calibration Language - Base Model
16-bit Gptq Slimlim Tacq
EN TA 1D SW ZH EN TA 1D SW  ZH EN TA SW  zH
ZH -0.01
® E
S BOD m 001 -0.01
(o))
S Qwen3 KAC -0.03 -0.02 m
—
§ MYA -0.06 -0.04 - -0.01
i 2Ho oo [
Quantization Technique - Calibration Language - Base Model
16-bit Gptq Slimlim Tacq
- EN TA 1D SW ZH EN TA 1D SW ZH EN TA ID SW ZH
o ZH
(o))
S BOD m 005 -0.06 -0.02
(o]
S Qwen3 KAC -0.05 -0.03 m
-
w ZHO m -0.04 [
Quantization Technique - Calibration Language - Base Model
16-bit Gptq Slimlim Tacq
- EN TA 1D SW ZH EN SW EN TA SW ZH
ZH -0.65 -0.63 -0.23
® [o]
S BOD -0.08 -0.06
(o))
S  Qwen3 KAC 008 - -0.08 -0.08
—
§ MYA -0.38 -0.38 -0.38 -0.38 -0.38
m

ZHO

-0.64 -0.65

-0.65

Figure 33: Belebele Austronesian (Chinese) accuracy: 4-bit (Top), 3-bit (Middle), and 2-bit (Bottom), lighter or
higher is better. ZHO is Traditional Chinese.
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