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Message from General Chair

Welcome to the 31st edition of the Conference on Empirical Methods in Natural Language Proces-
sing (EMNLP)!

EMNLP is organized annually by SIGDAT, the Association for Computational Linguistics’ special
interest group devoted to linguistic data and corpus-based approaches to NLP. This year, we are delighted
to bring the conference to Budapest, Hungary, from October 24–29. It is a particularly special edition
of EMNLP: the largest in the conference’s history, with more than 17,000 submissions, over 5,000 ac-
cepted papers, and thousands of researchers, students, practitioners, and friends of the community
coming together from around the world.

This scale is a remarkable reflection of the vitality of our field—but it also brings extraordinary
organizational challenges. Making EMNLP possible at this size requires an enormous amount of coordi-
nation, care, and behind-the-scenes work. The conference would not have been possible without the out-
standing support of the ACL professional conference organization team—Jenn Rachford, Lina Staggs,
Hannah Pietsch and Damira Mrsic with Underline—as well as the many volunteers who worked ti-
relessly across countless tasks, from coordinating communications and room assignments to managing
acceptance decisions, administrative and financial matters, and the inevitable last-minute requests and
unexpected challenges that arise when bringing thousands of people together.

A conference of this magnitude can only succeed through collaboration. Organizing EMNLP has
been a wonderful opportunity to work with an exceptional group of people, and I have learned a great
deal from all of them. I am deeply grateful to every chair, committee member, reviewer, and volunteer
whose dedication has turned months of planning into the conference we are now able to share.

Our Program Chairs—Hung-Yi Lee, Sunipa Dev, Jessy Li, and Desmond Elliott, together with
Senior Program Chair Christos Christodoulopoulos—have done an extraordinary job assembling an
exciting and diverse scientific program. The number of submissions exceeded even our most ambitious
expectations, while the reviewing process brought a number of new challenges, including AI-generated
submissions, contribution slicing, and hallucinated references. The program team had to respond to many
of these challenges in real time, developing new approaches while coordinating the largest program
committee EMNLP has ever had and managing an exceptionally demanding reviewing and decision-
making process.

They also took the opportunity to explore new approaches to peer review through the AI Reviewing
Experiment, opening an important conversation about how emerging technologies may shape the future
of scientific publishing and evaluation.

The scientific program is complemented by three outstanding keynote speakers—Pascale Fung,
Graham Neubig, and Anna Korhonen—who will share exciting perspectives and research with our
community. We will also have the opportunity to look beyond the immediate challenges of today throu-
gh the panel “New Missions in NLP,” exploring the future directions of our field and the many scientific
and societal opportunities that lie ahead.

And this year, our discussions take place in Budapest, a city with a remarkable history at the cros-
sroads of cultures, languages, and ideas. From the banks of the Danube to the historic neighborhoods of
Buda and Pest, Budapest offers a fitting setting for a conference devoted to language, communication,
and the exchange of knowledge. I hope that, alongside the talks, papers, workshops, and conversations,
you will have the chance to experience the city itself—its architecture, cafés, food, music, and vibrant
intellectual and cultural life. Perhaps EMNLP 2026 will be remembered not only for the research we
shared, but also for the conversations and friendships that began here.

My heartfelt thanks go to the entire organization committee for their extraordinary work and tireless
commitment. A conference of this scale simply would not exist without them. If you meet any of the
people listed below during the conference, please take a moment to thank them for everything they have
done.

• Program Chairs: Hung-Yi Lee, Sunipa Dev, Jessy Li, Desmond Elliott
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• Senior Program Chair: Christos Christodoulopoulos

• Visa/Local Organizing Chairs: Noémi Ligeti-Nagy, Veronika Lipp

• ARR May 2026 Editors-in-Chief: Giovanni Da San Martino, Jing Jiang, Xiaojun Wan, Michael
White, Xiaodan Zhu

• Award Chairs: Ivan Titov, Luciana Benotti, Nancy Chen

• Industry Track Chairs: Pepa Atanasova, Gholamreza Haffari, Minghan Wang

• Workshop Chairs: Chrysoula Zerva, Steffen Eger, George Filandrianos, Jun Suzuki,

• Tutorial Chairs: Goran Glavas, Ana Marasovic

• Virtual Infrastructure Chairs: Fernando Batista, Ali Hurriyetoglu

• Sponsorship Chairs: Nikos Aletras, Matthias Gallé

• Ethics Chairs: Anil Ramakrishna, Giuseppe Attanasio

• Demonstration Chairs: Sweta Agrawal, Alberto Abad, Lingpeng Kong

• Publication Chairs: Shaoxiong Ji, Junjie Hu

• Handbook Chairs: Vlad Niculae, Jia Xu

• Publicity Chairs: Yuki Arase, Eran Hirsch

• Student Volunteer Chairs: Nafise Sadat Moosavi, Favour Aghaebe

• Diversity and Inclusion Chairs: Anne Lauscher, David Ifeoluwa Adelani, Spandana Gella

• Website Chairs: Raj Dabre, Hour Kaing

• Workflow Chairs: Cheng-Han Chiang, Yating Wu

I would also like to extend my sincere thanks to the Area Chairs, Senior Area Chairs, and the
countless reviewers whose time and expertise made the scientific program possible. My thanks go
as well to our local chair Noémi Ligeti-Nagy and to the SIGDAT Board—Kai-Wei Chang, Raquel
Fernández, Yue Zhang, and Jose Camacho-Collados, as well as former officers Alice Oh and Juan
Pino, for their support, guidance, and trust throughout the organization of the conference.

A special word of thanks goes to David Yarowsky, one of the founders of EMNLP, and Yuji Ma-
tsumoto, whose perspectives on the history of the conference and continued support help connect this
31st edition with the community and ideas from which EMNLP grew.

Finally, I hope that EMNLP 2026 will be more than a successful scientific meeting. I hope it will
be a place where new ideas emerge, collaborations begin, old friendships are renewed, and new ones are
formed. Most of all, I hope you leave Budapest inspired by the research, energized by the people you
met, and motivated to return to your work with new questions and new ideas.

Thank you for being part of EMNLP 2026. I hope you enjoy the conference—and your time in
Budapest!

André Martins
EMNLP 2026 General Chair
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Message from Program Chairs

Welcome to the 2026 Conference on Empirical Methods in Natural Language Processing! We look
forward to joining you in Budapest, a city with a rich history stretching back to the Celtic times. We are
excited to present a diverse program featuring over 5,000 accepted papers distributed across the Main
Conference, Findings, the Industry Track, the Demo Track, and the 28 Workshops. In addition to this
exciting scientific program, we hope you will have the opportunity to take a stroll along the Danube
river, enjoy some of the local delicacies, and perhaps even visit one of the famous thermal spas. The
organization of this conference has been a huge collaborative effort involving hundreds of people. We
would like to acknowledge the support of the following people:

• General Chair, André F. T. Martins

• Senior Program Chair, Christos Christodoulopoulos

• The SIGDAT Executive Officers, Kai-Wei Chang, Raquel Fernández, and Yue Zhang, and the
former SIGDAT President Alice Oh

• The ARR Editors-in-Chief of the May 2026 cycle: Giovanni Da San Martino, Jing Jiang, Xiaojun
Wan, Michael White, and Xiaodan Zhu

• The ARR technical staff: Holy Lovenia and Yuntian Deng

• The Workflow Chairs, Cheng-Han Chiang, Yating Wu, and Mike Zhang

• The OpenReview team

• The 287 Senior Area Chairs

• The 1,445 Area Chairs and the 11,418 reviewers

• Jennifer Rachford and the conference support staff

• Damira Mrsic and Underline team

• The Awards Committee Chairs, Luciana Benotti, Nancy Chen, and Ivan Titov, and the awards
committee members

• The Ethics Chairs, Anil Ramakrishna and Giuseppe Attanasio

• The Industry Track Chairs, Pepa Atanasova, Gholamreza Haffari, and Minghan Wang

• The Demonstration Chairs, Lingpeng Kong, Sweta Agrawal, and Alberto Abad

• The Website Chairs, Raj Dabre and Hour Kaing

• The Publication Chairs, Shaoxiong Ji and Junjie Hu

• The Handbook Chairs, Vlad Niculae and Jia Xu

• The Local Organization Chairs, Veronika Lipp, Noémi Ligeti-Nagy, Brigitta Ivanyi-Bitter, and
their team

• The Publicity Chairs, Yuki Arase and Eran Hirsch

• The Student Volunteer Chairs, Nafise Sadat Moosavi and Favour Y Aghaebe, and all the volunteers

• The Diversity/Inclusion Chairs, Anne Lauscher, David Ifeoluwa Adelani, and Spandana Gella
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• The Virtual Infrastructure Chairs, Fernando Batista and Ali Hurriyetoglu

• The Workshop Chairs, Chrysoula Zerva, Steffen Eger, and Jun Suzuki

• The Tutorial Chairs, Goran Glavas and Ana Marasović

• The Sponsorship Chairs, Nikos Aletras and Matthias Gallé

• The AI Reviewing Experiment Chairs, Joydeep Biswas and Gaurav Sahu

• The ACL Anthology Director Matt Post and the team

• The TACL editors-in-chief Asli Celikyilmaz, Yun-Nung (Vivian) Chen, Ehud Reiter, and Dilek
Hakkani Tur, and the Editorial Assistant Yesari Tolga Eden

• The CL Editor-in-Chief, Wei Lu, and the Editorial Assistant Cynthia-Anne Robinson

• All the authors of papers submitted for review

Review Process

All submissions to EMNLP 2026 went through a two-stage review process. First, papers were submitted
to the ACL Rolling Review (ARR), where they were reviewed by reviewers and received meta-reviews
from area chairs. Authors then had the option to commit their reviewed papers to EMNLP via a sepa-
rate EMNLP 2026 commitment site. At this stage, senior area chairs provided recommendations, and
final acceptance decisions were made by the program chairs. This process is consistent with previous
conferences. We worked closely with the ARR team, particularly the Editors-in-Chief for the May 2026
cycle who served as guest Editors-in-Chief for this round, and the ARR technical staff. We recruited
additional reviewers and area chairs for ARR, bringing the total to 11,418 reviewers and 1,445 area
chairs in the May 2026 ARR cycle, who handled the majority of EMNLP 2026 submissions. We also
recruited 287 senior area chairs to oversee the review and meta-review processes, and to provide final
recommendations during commitment stage.

Acceptance Rate

The acceptance rate calculation follows precedent set by previous conferences that also go through ACL
Rolling Review (ARR). The calculation takes into account the multi-stage process of ARR, where a
paper may get revised in ARR and then later committed to the conference. The denominator includes
all those committed to EMNLP from ARR February 2025 through ARR May 2026.1 Among these
submissions, 2,033 were withdrawn, either before or after receiving three reviews, and 1,422 were desk-
rejected, which are still counted in the denominator. In total, there are 2,704 papers accepted to the
Main Conference and 2,478 papers accepted to Findings. The final acceptance rate for Main Conference
papers is therefore: 2704/17661 = 15.31%. The Main Conference proceedings will include 2,626 long
papers and 78 short papers. Findings papers are those which are not accepted at the Main Conference,
but nevertheless have been judged worthy of publication as “solid work with sufficient substance, quality
and novelty”. We accepted 2478/17661 = 14.03% of papers to the Findings of the ACL: EMNLP 2026.
The Findings proceedings will include 2,380 long papers and 98 short papers.

New Initiative: Paper Integrity Policy

We introduced a new Paper Integrity Policy to address the growing concerns in the community regarding
irresponsible AI use in paper submissions that overwhelm community resources and make marginal
contributions to the field.

1For the curious reader, we note that 8,642 papers were committed from ARR May 2026.
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Long Short
Papers from ARR May 2026 15,581 1,102
Papers from ARR March 2026 706 36
Papers from ARR January 2026 194 14
Papers from ARR October 2025 17 2
Papers from ARR May 2025 3 1
Papers from ARR July 2025 1 2
Papers from ARR February 2025 1 1
Total 16,503 1,158

Thinly Sliced Contributions. This policy enforces the new ARR originality requirement that “any
concurrently submitted papers on a related topic with an overlapping set of authors must cite each other
and discuss the differences in the related work section”. Outside of ARR and EMNLP, we coordinated
with conferences with overlapping submission windows (COLM, NeurIPS and AAAI); dual submis-
sions, or thinly sliced submissions that do not follow the originality requirement, were desk rejected. In
the end, we desk rejected 8 submissions that overlapped with COLM, 40 submissions that overlapped
with AAAI, and 32 submissions that overlapped with NeurIPS.

Unverifiable References EMNLP 2026 partnered with GPTZero to detect references that do not exist
in academic databases in all submitted papers.2 The process for desk rejecting papers followed two
routes: (i) reviewers or ARR Area Chairs reported unverifiable references themselves; or (ii) unverifiable
references were automatically identified by GPTZero and manually checked by ARR Area Chairs. Papers
were desk rejected if references broke either of these criteria: (a) there was at least one reference to a
paper that did not exist with the given title; or (b) at least three references had major errors in their author
lists, where ≥ 50% of the authors did not match the expected reference. The final decisions were made
by either an EMNLP Program Chair or ARR May 2026 Cycle Editor-in-Chief. In total, we rejected 258
submissions written by 1,166 authors. The authors were also informed about the reference(s) that caused
their paper to be desk rejected. We sanctioned all 1,166 authors by preventing them from committing
their desk rejected papers to EMNLP 2026. We will also recommend an additional sanction to the
EMNLP 2027 Program Chairs to prevent the 35 authors with multiple papers desk rejected under this
policy from committing any papers to the EMNLP 2027 conference. These sanctions were discussed
with and approved by the SIGDAT Executive Leadership. Desk rejected submissions have also been
forwarded to the ACL Publications Ethics Committee. This process was repeated for the Camera Ready
submissions.

New Initiative: AI Review Experiment

EMNLP 2026 ran an AI Reviewing Experiment to collect feedback from authors about the quality of AI
reviews of their submissions. This experiment took place in an opt-in basis, where authors needed to
declare whether they agreed to take part in the experiment. We collaborated with two research groups to
provide AI-generated reviews for opted-in submissions:

• The ReviewerToo system from researchers at Mila - Quebec AI Institute, ServiceNow Resear-
ch, HEC Montréal, Polytechnique Montréal, Université de Montréal, and Unified Sciences. This
system used two different backbone LLMs: GPT-OSS-120B and GLM 4.7 Flash.

• The AAAI AI Review System, developed by a multi-institutional research team consisting of re-
searchers from the University of Texas at Austin, the University of Alberta, the University of Mi-

2More details in the GPTZero technical report: https://gptzero.me/news/
how-does-gptzeros-hallucination-check-detector-work-a-technical-report/
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chigan, and Oregon State University. This system used the GPT-5.4 under a Zero Data Retention
agreement to protect the privacy of the submissions.

In total, 7,921 submissions opted-in to the experiment and received an AI review of their paper. After
removing 1,407 papers that were either desk rejected or withdrawn by the authors, we collected quanti-
tative and qualitative feedback from the authors of 1,282 papers. This represents a 1282/6514=19.68%
response rate, after removing desk rejected submissions. We also collected feedback from the authors
of 921 opted-out submissions, representing a 10.5% response rate. We will present the preliminary fin-
dings of this experiment on Sunday, October 25 — Main Conference Day 1 in the Plenary Room from
14:00–14:30.

Special Theme: New Missions for NLP

Large language models have rapidly shifted from research prototypes to widely used infrastructure. This
new reality is changing the center of gravity of NLP research, and progress can no longer be measured
only by fractional improvements in benchmark scores. When strong general-purpose models are increa-
singly available through open releases and commercial platforms, the field faces a more foundational
question: What are the missions of NLP research now, and what kinds of contributions most advance
that mission?

The EMNLP 2026 special theme invited papers that articulate, test, and advance visions for NLP
in this era. We welcome work that reflects on the mission(s) of NLP research, reframes our collective
research goals, proposes new evaluation and scientific methodologies, and builds bridges across multiple
disciplines that can sharpen both our theories and our impact. Submissions may be empirical, theoretical,
or position and survey papers, but should be grounded in clear claims, strong evidence, and actionable
insights. We received 322 submissions, of which 45 were accepted to the Main Conference and 11 were
accepted to Findings.

Best Paper Selection

This year, we received an exceptional collection of papers with novel and notable contributions. To
highlight the most outstanding work, we asked our reviewers, ACs, and SACs to all nominate papers
they thought were the strongest contributions to the field. In parallel, the Program Chairs identified
an additional selection of standout manuscripts. This consolidated set of nominated papers was then
forwarded to our Best Paper Award Committee chaired by Ivan Titov, Luciana Benotti, and Nancy Chen.
A committee of 49 members conducted a rigorous, comparative review of the anonymized camera-ready
papers. We will announce the award winners on Tuesday, October 27 - Main Conference Day 3 in the
Plenary Room from 16:00–17:00. It will be our pleasure to honour the Best Papers and Outstanding
Papers of EMNLP 2026 in this session.

Program Composition & Presentation Modes

This year, 490 papers were selected for oral presentation by the Program Chairs, with the goal of creating
a well-rounded program featuring a diverse set of topics. We placed a high value on representation across
tracks and topical coherence in the sessions. In addition to the Main Conference papers, the program al-
so includes 13 papers accepted by Computational Linguistics and 49 papers accepted by Transactions
of the ACL (TACL), of which 28 will be presented as in-person oral presentations, thematically distri-
buted across sessions, according to author preferences. Main Conference and journal papers that were
not selected for oral presentation will be presented as a poster alongside in-person presenters of Findings
papers in designated sessions. Finally, in a change from previous events, in-person presenters are only
required to upload materials to Underline that correspond to their presentation type. The Virtual Confe-
rence will take place in (mostly) parallel sessions alongside the main conference. This decision is based
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on discussions with the General Chair, Jennifer Rachford’s team and the Underline team led by Damira
Mrsic. There are two virtual conference sessions per day, in an effort to accommodate virtual attendees
from across the globe. We have distributed the keynote talks throughout the program in order to support
increased attendance by virtual conference attendees. Rounding out the program is a panel discussion,
a session reporting the findings of the AI Reviewing experiment, a business meeting, dedicated sessions
for the demonstrations track, and Birds-of-a-Feather sessions.

Keynotes and Panel

We are delighted to welcome three keynote speakers to EMNLP 2026, offering complementary perspec-
tives on the future of AI and natural language processing:

• Pascale Fung (AMI Labs and The Hong Kong University of Science and Technology) will
present “Towards AI that understands the Real World.”

• Graham Neubig (Carnegie Mellon University and OpenHands) will present “On the Value of
Open Research in Language Modeling - An Adversarial Dialog.”

• Anna Korhonen (University of Cambridge) will present “AI for the Many: Starting from the
World, Not the Model.”

Our program also features a panel on this year’s special theme, “New Missions for NLP Resear-
ch”, moderated by Raymond J. Mooney (The University of Texas at Austin), with contributions from
Dirk Hovy (Bocconi University), Lillian Lee (Cornell University), and Mor Geva (Tel Aviv University).

We thank our keynote speakers, panel moderator, and panelists for sharing their perspectives with the
EMNLP community. We hope that you will enjoy this year’s program and hybrid conference!

Sunipa Dev, Google
Desmond Elliott, University of Copenhagen
Hung-yi Lee, National Taiwan University
Junyi Jessy Li, The University of Texas at Austin
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Keynote 1
Towards AI that understands the Real World

Pascale Fung
AMI Labs and The Hong Kong University of Science and Technology

Sun, October 25, 2026 – Time: 09:30 – 10:30 –

Abstract: Recent advances in AI have been driven by large-scale generative models with impressive
capabilities in language, code, and digital tasks. Yet these systems still have a limited understanding of
the physical world, human intentions, and real-world context. In this talk, Pascale Fung will discuss the
next frontier of AI: world models. World models allow AI systems to learn abstract representations of
the world from continuous multimodal data, enabling reasoning, planning, memory, and action beyond
next-token prediction. Moving toward real-world AI agents requires modeling not only the physical
world, but also the mental world—including intent, attention, goals, and social context. The future of AI
will depend on systems that can understand, adapt, and collaborate in the real world, safely and reliably.

Bio: Pascale Fung’s long term research background is in multimodal interactive systems including au-
dio, speech, text and video. She started research on world modeling after studying the limitation of
generative models due to hallucinations. She is the Co-founder and Chief Research & Innovation Officer
at AMI Labs. She was previously the Senior Director of AI Research at Meta-FAIR, leading research
on embodied AI agents. She is also a Chair Professor of ECE at The Hong Kong University of Scien-
ce & Technology (HKUST). She is a Fellow of the ACL, AAAI, IEEE, and ISCA for her significant
contribution to human-machine interactions.
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Keynote 2
On the Value of Open Research in Language Modeling - An

Adversarial Dialog
Graham Neubig

Carnegie Mellon University and OpenHands

Mon, October 26, 2026 – Time: 15:15 – 16:15 –

Abstract: Large language models are simultaneously one of the greatest advances in natural language
processing ever and one of the most confounding for the open research community. Given the extreme
resource intensiveness and economic value of research in this area, much research has moved out of the
public eye and behind closed doors. What does that mean for scientists, like many of the participants
in EMNLP, who believe in the value of open publishing of research results? In this talk, I will present
some often-cited arguments against the value of open research in core LLM technology, and some coun-
ter arguments for why open research is still important, albeit under certain conditions. I will also try to
present some personal anecdotes for my own projects that I think have been successful in the face of
these headwinds, and may be informative for listeners who are also interested in expanding the impact
of their work.

Bio: Graham Neubig is an associate professor at the Language Technologies Institute of Carnegie Mellon
University and Chief Scientist at OpenHands. His research focuses on large language models, including
both fundamental advances in model capabilities and applications to tasks such as software development.
His final goal is that every person in the world should be able to communicate with each other, and with
computers in their own language. He also contributes to making NLP research more accessible through
open publishing of research papers, advanced NLP course materials and video lectures, and open-source
software, all of which are available on his web site.
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Keynote 3
AI for the Many: Starting from the World, Not the Model

Anna Korhonen
University of Cambridge

Tue, October 27, 2026 – Time: 14:30 – 15:30 –

Abstract: AI is advancing at extraordinary speed, but its benefits remain profoundly uneven. For much
of the world, the dominant path towards ever larger, more resource-intensive models is out of reach and
not necessarily the right one. In this talk, I will examine the global AI divide through the lens of langua-
ge. Recent evidence shows a widening global linguistic hierarchy, with thousands of languages and their
communities at risk of being left behind. I will argue that addressing this divide requires a fundamental
shift in how we approach AI development. Instead of asking how existing models can be extended to
more people, we should ask what communities need from AI and how it can deliver meaningful benefit
in their particular contexts. This means grounding AI in local needs and realities, taking account of avai-
lable resources and infrastructure, and judging success by what it delivers in practice. If this technology
is to make a meaningful difference across the world, we need not one path to AI, but many.

Bio: Anna Korhonen is Professor of Natural Language Processing at the University of Cambridge. Her
research focuses on multilingual and human-centred language technology and AI, with the broader aim
of ensuring societal and global benefit. Her work spans applications in health, education, science and the
environment. She is the Director and co-founder of the Centre for Human-Inspired Artificial Intelligence
(CHIA), the Institute for Technology and Humanity (ITH), and the Cambridge Language Technology
Laboratory (LTL). She is a Fellow of the ACL, ELLIS and the British Academy. Her work informs
global AI policy and governance through the United Nations and other international bodies.
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Panel
New Missions in NLP Research

Sun, October 25, 2026 – Time: 14:30 – 15:30 – Room: Hall H

Large language models have rapidly shifted from research prototypes to widely used infrastructure. This
new reality is changing the center of gravity of NLP research, and progress can no longer be measured
only by fractional improvements in benchmark scores. When strong general-purpose models are increa-
singly available through open releases and commercial platforms, the field faces a more foundational
question: What are the missions of NLP research now, and what kinds of contributions most advance
that mission?
This panel will focus on EMNLP 2026’s special theme to discuss and advance visions for NLP in this era.

Moderator: Raymond J. Mooney, The University of Texas at Austin Raymond J. Mooney is a Pro-
fessor Emeritus in the Department of Computer Science at the University of Texas at Austin. He received
his Ph.D. in 1988 from the University of Illinois at Urbana-Champaign. He is an author of over 200 pu-
blished research papers, primarily in the areas of machine learning and natural language processing. He
was the President of the International Machine Learning Society from 2008–2011, program co-chair for
AAAI 2006, general chair for HLT-EMNLP 2005, and co-chair for ICML 1990. He is a Fellow of AAAI,
ACM, and ACL and the recipient of the Classic Paper award from AAAI-19 and best paper awards from
AAAI-96, KDD-04, ICML-05 and ACL-07.

Panelists:

Dirk Hovy, Bocconi University Dirk Hovy is a Professor in the Computing Sciences Department of
Bocconi University in Milan, where he co-leads the MilaNLP lab. He is also the scientific director of the
Data and Marketing Insights research unit. He is interested in what computers can tell us about language
and what language can tell us about society. That includes questions of bias and algorithmic fairness in
machine learning. He has authored over 150 articles on these topics, including 3 best and one outstanding
paper awards, and has also published two textbooks on text processing in Python for social scientists. He
has co-founded and organized several workshops (on computational social science, and ethics in NLP),
and was a local organizer for EMNLP 2017 and general chair for EMNLP 2025.

Lillian Lee, Cornell University Lillian Lee is the Charles Roy Davis professor of computer science at
Cornell University. Her research interests include natural language processing and computational social
science. She is a AAAI Fellow, an ACL Fellow, and an ACM Fellow. She is a recipient of best paper
awards at ACL 2023 (joint with Jack Hessel, Ana Marasović, Jena Hwang, Jeff Da, Rowan Zellers, Bob
Mankoff, and Yejin Choi, one of three awarded), NAACL 2004 (joint with Regina Barzilay, inaugural,
one awarded), and the IJCAI 2016 “Natural Language Processing Meets Journalism” workshop (joint
with Liye Fu and Cristian Danescu-Niculescu-Mizil, one awarded); Test of Time awards from NAACL
2018 for a paper between 2002–2012 (joint with Bo Pang, inaugural, one of three awarded) and ACL
2024 for 25 years (one awarded); and the ACL 2021 Distinguished Service Award for her work with TA-
CL. Her co-authored work has received several mentions in the popular press, including The New York
Times, NPR’s All Things Considered, and NBC’s The Today Show; and one of her co-authored papers
on the memorability of movie quotes was publicly called “boring” by YouTube channel Good Mythical
Morning in a video viewed over 2.7 million times.

Mor Geva, Tel Aviv University Mor Geva is an Assistant Professor at the School of Computer Science
and AI at Tel Aviv University. Her research focuses on understanding the inner workings of large lan-
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guage models to increase their transparency, control their behavior, and improve their reasoning abilities.
Mor completed a Ph.D. in Computer Science at Tel Aviv University, was a postdoctoral researcher at
Google DeepMind and the Allen Institute for AI, and worked as a Research Scientist at Google Resear-
ch. She is a recipient of Intel’s Rising Star Faculty Award (2024), the Alon Scholarship for Outstanding
Faculty (2024), EMNLP Best Paper Award (2024), EACL Outstanding Paper Award (2023), MIT Ri-
sing Star in EECS nomination (2021), and the Dan David Prize for Graduate Students in the field of AI
(2020).
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Sonia Ołubczyńska . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .18961

lxxxviii



The Struggle Between Continuation and Refusal: A Mechanistic Analysis of the Continuation-Triggered
Jailbreak in LLMs

Yonghong Deng, Zhen Yang, Ping Jian, Xinyue Zhang, Zhongbin Guo, Chengzhi Li and Junxi
Yin . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18972

VALCON: Benchmarking and Enhancing Value Consistency in Large Language Models via Dual-Role
Variation

Junru Wu, Jingting Zheng, Yuqi Ren and Deyi Xiong . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18988

MemGovern: Enhancing Code Agents through Learning from Governed Human Experiences
Qihao Wang, Ziming Cheng, Shuo Zhang, Fan Liu, Rui Xu, Heng Lian, Kunyi Wang, Xiaomin

Yu, Jianghao Yin, Sen Hu, Yue Hu, Shaolei Zhang, Yanbing Liu, Ronghao Chen and Huacan Wang
19012

TokenPilot: Cache-Efficient Context Management for LLM Agents
Buqiang Xu, Zirui Xue, Dianmou Chen, Chenyang Fu, Chiyu Wu, Caiying Huang, Chen Jiang,

Jizhan Fang, Xinle Deng, Yijun Chen, Yunzhi Yao, Xuehai Wang, Jin Shang, Huajun Chen and Ningyu
Zhang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19034

Romanized Arabic Across Dialects: Views, Usage Patterns, and Linguistic Variation
Amr Keleg, Ahmed Amine Ben Abdallah, Taha Yassine, Chadi Helwe, Imane Guellil and Nedjma

Ousidhoum. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .19050

HeTGB: A Comprehensive Benchmark for Heterophilic Text-Attributed Graphs
Shujie Li, Yuxia Wu, Yuan Fang and Chuan Shi . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19080

Alignment by Stereotyping: How LLMs Sacrifice Individual Distinctiveness for Cultural Adaptation
Qishuai Zhong, Zongmin Li, Siqi Fan and Aixin Sun . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19097

EM²Mem: Event-Centric Multimodal Memory for Large Language Models
Yijun Chen, Yaqi Zheng, Yanya Li, Boyi Xiao, Buqiang Xu, Shuofei Qiao, Jizhan Fang, Xinle

Deng, Yunzhi Yao, Xuehai Wang, Liuxin Zhang, Hui Li, Huajun Chen and Shumin Deng . . . . . . 19117

AIMER: Calibration-Free Task-Agnostic MoE Expert Pruning
Zongfang Liu, Guangyi Chen, Yifan Shen, Shengkun Tang, Huan Wang and Xin Yuan . . . . 19145

EMemBench: Interactive Benchmarking of Episodic Memory for VLM Agents
Xinze Li, Ziyue Zhu, Siyuan Liu, Yubo Ma, Yuhang Zang, Yixin Cao and Aixin Sun . . . . . 19163

LiST: Local-Simplex Test-Time LoRA Fusion
Yihua Shao, Jia Li, Siyu Chen, Xinyu Luo, Yang Liu, Kecheng Chen, Xinwei Long, Lingyu Zhu,

Fanhu Zeng, Maolin Wang, Ziyang Yan, Jingcai Guo, Hao Tang, Nicu Sebe and Zhenyi Wang . . 19193

ChapterRL: Chapter-Aware Reward Framework for Novel Generation Reinforcement Learning
Bingqian Sun, Jingchao Yang, Xiangyu Wu, Zhang Yunfei, Tingting Gao and Han Li . . . . . 19206

Activation-Space Anchored Access Control for Multi-Class Permission Reasoning in Large Language
Models

Zhaopeng Zhang, Pengcheng Sun, Lan Zhang, Chen Tang, Jiewei Lai, Xirong Zhuang, Yunhao
Wang, Hui Jin and Li Liu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19224

Improving Low-resource Grammatical Error Correction Via Automatic Linguistic Neurons Probing and
Optimizing

Zihao Yu, Ying Li, Zhengtao Yu, Shengxiang Gao, Cunli Mao, Yuxin Huang, Hua Lai and Wenjun
Wang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19241

lxxxix



JudgePanel: A Compact Judge with Panel Deliberation via Adaptive Multi-Reward Reinforcement
Learning

Yiyue Qian, Shinan Zhang, Huan Song and Hannah R Marlowe . . . . . . . . . . . . . . . . . . . . . . . . 19253

AFCS: Atomic-Fact-Conditioned Synthesis for Factual Knowledge Pretraining
Yunhao Wang, Feng Zhang, TingHao YU, Xing W and Jiang Zhou . . . . . . . . . . . . . . . . . . . . . 19268

IRIS: Iterative Refinement of Internal States for Safer Language Models
Beize Zhang, Yuchen Feng, Peize Li, Zhitong Zhu, Peng Fu, Mu Weimin, Zheng Lin and Weiping

Wang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19288

Probing Benchmark-Specific Regularities in Knowledge Gating via Lightweight Feature Analysis
Zilong Cheng, Yubo Chen, Jingbo Sun, Ge Gao, Bo Chen and Xiaobing Zhao . . . . . . . . . . . 19303

CrossAlpha: An Annual-Report Benchmark for Cross-Market Factor Research with LLM Agents
Qian Wang, Tong Zhongyi, Nuo Chen, Zhaomin Wu and Bingsheng He . . . . . . . . . . . . . . . . . 19312

AEMAgent: Cognition-Inspired Active Memory Formation for Very-Long Video Understanding
Xian Zhao, Jiaming Zhang, Haonan Chu, Weihao Bo, Xu Chen, Delai Qiu, Yining Wang, Yi

Zhang, Shengping Liu, Jian Yu and Jitao Sang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19342

Talking to Itself While Coding: What Makes Comments Help Code Generation?
Dangfeng Pan, Zhensu Sun, Cenyuan Zhang, David Lo and Xiaoning Du . . . . . . . . . . . . . . . . 19356

Skill0.5: Joint Skill Internalization and Utilization for Out-of-Distribution Generalization in Agentic
Reinforcement Learning

Jiapeng Zhu, Jianxiang Yu, Yibo Zhao, Chengcheng Han, Xierui Song, Xunliang Cai, Xiang Li
and Weining Qian . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19381

Learning New Facts with QLoRA: An Acquisition-Retention Frontier
Estelle Zheng, Sébastien Warichet, Emmanuel Helbert and Christophe Cerisara . . . . . . . . . . 19397

One prompt is not enough: Instruction Sensitivity Undermines Embedding Model Evaluation
Yevhen Kostiuk and Kenneth Enevoldsen . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19408

SkillMol: Skill-Conditioned Action Editing for Molecular Optimization
Jiajun Yu, Kun Li, Zhihao Wu, Weifan Mao, Yizhen Zheng and Haishuai Wang . . . . . . . . . . 19428

Expected Contribution Matching: Optimal Value Merging for KV Cache Compression
Pengzhan Li, Yixuan Wang and Wanxiang Che . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19446

Enhancing Event Candidate Acquisition for Event Linking
Ziyang Zhang, Yinan Liu, Boyi Xue, Yingxuan Huang, Bin Wang and Xiaochun Yang . . . . 19459

DeALOG: Decentralized Multi-Agents Log-Mediated Reasoning Framework
Abhijit Chakraborty, Ashish Raj Shekhar, Shiven Agarwal and Vivek Gupta . . . . . . . . . . . . . 19470

Building Long-Term LLM Memory with Neo-Davidsonian Discourse Units
Sizhe Zhou, Yanzhen Shen, Siru Ouyang, Yuyang Bai, Yiheng Shu, Yu Zhang and Jiawei Han

19494

AQS: MoCA-Guided Adaptive Questioning with Learned Stopping for Efficient Cognitive Impairment
Screening

Mingyu Li, Shuqiong Wu and Zhaojie Luo . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19532

GRAIL: Gradient-Reward Aligned Initialization for LoRA-based GRPO
Liwen Shi, Zijie Zeng, Bowen Wang, Yunji, Zeyu Chen, Xinyu Shao, Xinzheng Sun, Xuyang

Xiong, Haoyang Wu and Sheng Zhang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19549

xc



LegalOne: A Family of Foundation Models for Reliable Legal Reasoning
Haitao Li, Yifan Chen, Shuo Miao, Qian Dong, Jia Chen, Yiran HU, Junjie Chen, Minghao Qin,

Yueyue Wu, Yujia Zhou, Qingyao Ai and Yiqun Liu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19566

The Shape of Power: A Multilingual Framework for Social Power Reasoning in Dialogues
Farah Atif, Sougata Saha and Monojit Choudhury . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19589

Think Before You Prune: Selective Self-Generated Calibration for Pruning Large Reasoning Models
Yang Xiang, Yixin Ji, Juntao Li and Min Zhang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19605

ProMediConv: Benchmarking Proactive Conversational Agents in Legal Dispute Mediation
Zesheng Wei, Mengfan Li, Wenhao Liu, Yixin Zhang, Zilei Wang and Yang Deng . . . . . . . . 19618

Unlocking the Unsolvable: Teacher-Guided Curriculum for Data-Efficient RLVR
Yukang Zhu and Zhen Han . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19639

EnterpriseBench: Benchmarking LLM Agents on Enterprise-Level Strategic Reasoning and Decision-
Making

Min Yang, Yichen Pan, Jinghua Piao, Dandan Song, Yongshun Gong and Yong Li . . . . . . . .19659

How You Ask Shapes What You Get: A Theory-Seeded Measurement of Articulation in Advice-Seeking
LLM Conversations

Juneha Baek, Suhyeon Lee and Donghyuk Shin . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19683

Skip-Connected Rollouts for Mid-Trajectory Rewards in GRPO
Fengwei Teng, Jinyi Bai, Xinhao Yao, Demi Wang, Jiahao Zhao and Zhijiang Guo . . . . . . . 19710

SYMMETRA : Semantic prompt sanitization for end-to-end utility-preserving privacy protection in LLM
interactions

Seongsu Moon, Juyeon Jeong and Taejune Park . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19729

Test-Time Training with Next-Token Prediction
Xuan Ouyang, Zefan Cai and Junjie Hu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19750

TRIO: Task Refinement with Individual Optimization for Retrieval-Augmented Generation
Yingtao Ren, Xiao Luo, Yiwei Fu, Jinzhao Zhou, Yu-Cheng Chang and Chin-teng Lin . . . . 19765

The Target Is a Predicate: Predicate-State Grounding for Semantic-Level Video Reasoning Segmenta-
tion

Yuhuan Hong, Yiming Ren, Zhiqiang Lin, Feize Wu, Liu Xingyun, Yitong Xie, Lei Zhou, Lisheng
Wu, Junjie Wang and Yujiu Yang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19783

LongMem-RAT: Long-Term Memory for Cross-Session Red Teaming
Nurit Cohen Inger, Barak Haziz, Seffi Cohen, Yonatan Diga, Barak Chizi, Lior Rokach and Bracha

Shapira . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19798

Triplet-Block Diffusion RWKV
Ke Lin, Yiyang Luo, Zhaolong Su, Yunya Song and Anyi Rao . . . . . . . . . . . . . . . . . . . . . . . . . . 19816

How to Score Experts for One-Shot MoE Expert Pruning: A Systematic Formulation and Selection
Principle

Zongfang Liu, Jinghui Zhang, Zijian Ma, Guangyi Chen and Xin Yuan . . . . . . . . . . . . . . . . . . 19830

Rank4Gen: RAG-Preference-Aligned Document Set Selection and Ranking
Yongqi Fan, Yuxiang Chu, Zhentao Xia, Xiaoyang Chen, Jie Liu, Haijin Liang, Jin Ma, Ben He,

Yingfei Sun, Jie Zhai, Dezhi Ye and Tong Ruan . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19847

xci



K-BrowseComp: A Web Browsing Agent Benchmark Grounded in Korean Contexts
Nahyun Lee, Dongkeun Yoon, Guijin Son, Geewook Kim, Dayoon Ko, Jeonghun Park, Haneul

Yoo, Jaewon Cho, Junghun Park, Changyoon Lee, Kyochul Jang, Jaeyeon Kim, Eunsu Kim and Seun-
gone Kim . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19876

TypoCD: Training-Free Contrastive Decoding for Typographic Defense in Large Vision-Language Mo-
dels

Xia Sihan, Jing Li, Junhao Dong, Ivor Tsang and Yew-Soon Ong . . . . . . . . . . . . . . . . . . . . . . . 19905

AdaptInfer: Adaptive Token Pruning for Vision Language Model Inference via Dynamical Text Guidan-
ce

Weichen Zhang, Zhui Zhu, Ningbo Li, Shilong Tao, Hongzi Zhu, Jingao Xu, Kebin Liu and
Yunhao Liu. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .19920

EgoErrorVQA: Assess Egocentric Comprehension Capabilities through Procedural Errors for Ego-
Agentic AI

Junlong li, Junxi LI, Jianjun Gao, Chen Cai, Lap-Pui Chau and Yi Wang . . . . . . . . . . . . . . . . 19939

MemPulse: Memory Pulse-Driven Adaptive Long-Context Reasoning with Fact-based Hypergraph
Wenbiao Tao, Yuanfu Wang, Yunshi Lan and Chao Yang. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .19960

Function-Level Execution Feedback for Code Preference Optimization
Idris Nechnech, Sehwan Kim, Jimin Seo, Yeongoon Kim, Minhae Oh, Sangwoo Hong and Jun-

gwoo Lee . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19976

MI-Distillation: Selecting from Model-Interpolated Instruct-Reasoning Data Spectrum for Chain-of-
Thought Distillation

Yangsong Lan, Renkai Hu, Hong-Kai Zheng, Bo Zhang, Renzhi Wang, Hongliang Dai and Piji Li
19996

Improving Synthetic Data Generation for Argument Mining via Adversarial Reinforcement Learning
Zhijun Zhang, Qianlong Wang, Keyang Ding, Genan Dai, Bowen Zhang, Bin Liang, Ruifeng Xu

and Yongsheng Liang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20017

SCOPE-SQL: Structured Semantic Credit for Reinforcement Learning of Interactive SQL Repair Agent
Hong Qi, Junyi Zhao, Boyan Li, Juyong Jiang and Yuyu Luo . . . . . . . . . . . . . . . . . . . . . . . . . . . 20037

Forget-to-Focus: Targeted Unlearning for Domain Specialization in LLMs
Chaitali Bhattacharyya, Shinhyoung Jang, Seohyun Kim, Junyoung Lee and Yeseong Kim 20059

Beyond Factual QA: Mentorship-Oriented Question Answering over Long-Form Multilingual Content
Parth Bhalerao, Ruiwen Guan, Diola Dsouza and Oana Ignat . . . . . . . . . . . . . . . . . . . . . . . . . . . 20086

Are LLMs Ready to Assist Physicians? PhysAssistBench for Interactive Doctor-Patient-EHR Assistance
Tianming Du, Peijie Yu, Sihan Shang, Danli Shi, My Linh Nguyen, Shengbo Gao, Guangyuan

Li, Yinghong Yu, Yan Jiang, Qianlong Zhao, Behzad Bozorgtabar, Shaoxiong Ji, Jiazhen Pan, Daniel
Rueckert and Jiancheng Yang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20108

SnapBench: Benchmarking Snap-and-Ask Multimodal Retrieval for Mobile Interactions
Zirong Chen, Fuda Ye, Kuan Zhang, Enjun Du, Junfu Pu, Xinlei Wang, Xinyu Zuo, Lisheng

Duan, Jin Ma and Yongqi Zhang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20143

Can Agents Read the Room? Benchmarking Visual Social Intelligence in Multimodal Simulation
Shijun Wan, Xuehai Wu, Jiwen Zhang, Siyuan Wang and Zhongyu Wei . . . . . . . . . . . . . . . . . 20179

TACME: Task-Aware Cross-Modal Experts for Disjoint-Corpus Multimodal Behavioral Understanding
Elena Ryumina, Alexandr Axyonov and Dmitry Ryumin. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .20210

xcii



CogManip: Benchmarking Manipulative Behavior in Multi-Turn Interactions with Large Language
Models

Zeyang Yue, Chenfei Yan, Feifei Zhao, Haibo Tong, Mengwen Xu, Xiaozhen Wang, Erliang Lin
and Yi Zeng . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20235

Robust Text Watermarking for Large Language Models via Dual Semantic Embeddings
Jonas Schäfer, Cezary Pilaszewicz and Gerhard Wunder . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20266

AdaR: A Framework for Equipping LLMs with Adaptive Reasoning
Zhejian Lai, Xiang Geng, Zhijun Wang, Yang Bai, Jiahuan Li, Rongxiang Weng, Jingang Wang,

Xuezhi Cao, Xunliang Cai and Shujian Huang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20288

DeepWeaver: Bridging the Evidence Synthesis Gap in Open-Ended Question Answering
Xujia Wang, Yizhe Zhang, Bin Xu, Lei Hou and Juanzi Li . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20307

One-Stage Multi-Task Instruction-Guided 3D Spatial Audio Editing
Ke Lei, Chenyuhao Wen, Yu Zhang, Wenxiang Guo, Changhao Pan, Sashuai Zhou, Yongshi Li,

Ruiqi Li, Ruofan Hu, Haorui Xu, Xiang Yin and Zhou Zhao . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20355

Internalizing Meta-Experience into Memory for Guided Reinforcement Learning in Large Language
Models

Shiting Huang, Zecheng Li, Yu Zeng, Qingnan Ren, Zhen Fang, Qisheng Su, Kou Shi, Ziao
Zhang, Lin Chen, Zehui Chen and Feng Zhao . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20370

Diagnosing and Repairing Local Reasoning Preference Collapse in Medical Chain-of-Thought Distil-
lation

RuiQing Wang, Xiaoyu Tan, Xiyao Wang, Jue Chen and Xihe Qiu . . . . . . . . . . . . . . . . . . . . . . 20390

Learning to Recover Bridge Path for SQL Schema Linking via Tentative Answer Profiling
Wenzhong Qiu, Shixin Liu and Yu Hong . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20413

Data Augmentation via Relation-Variant Discourse Recasting for Implicit Discourse Relation Recogni-
tion

Yikang Yang, Weihao Sun, Yu Hong, Zhipang Wang and Guodong Zhou . . . . . . . . . . . . . . . . 20430

Exploring Information Seeking Agent Consolidation
Guochen Yan, Jialong Wu, Zhengwei Tao, Bo Li, Qintong Zhang, Jiahao Xu, Haitao Mi, Yuejian

Fang, Qingni Shen, Wentao Zhang and Zhonghai Wu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20445

From Monolithic Prompts to Scaffolded Execution for Memory Agents with Small Language Models
Seunghan Yang, Jihwan Bang, Sungha Choi and Juntae Lee . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20471

Light or Full Verb? A Minimal-Pair Dataset for Probing Phraseological Competence in Language
Models

Francesca Franzon, Nicolás Rosàs Gómez and Leo Wanner . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20499

KARMA: Knowledge graph-based Automated Reasoning Materialization and Alignment
Jinkyeong Choi, Chaebin Jeong and Donghyeon Park . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20513

Can Agentic Trading Systems Pay for Their Own Intelligence?
Qiqi Duan, Changlun Li, Chen Wang, Fan Zhang, Mengxiang Wang, Dayi Miao, Peixian Ma,

Jiangpeng Yan, Liyuan Chen, Shuoling Liu, Preslav Nakov, Yuyu Luo and Nan Tang . . . . . . . . . . 20532

From Homogeneity to Diversity: Self-Refined GRPO for Controllable Creative Writing
Minna Peng, Wei Tan, Zeyu Wang, Yongquan Hu, Ruizhi Huang and Yang Jie . . . . . . . . . . . 20555

xciii



ASE-MCTS: Asynchronous Self-Evaluated Monte Carlo Tree Search for Efficient LLM Reasoning
Yang Wu, Yuyang Liu, Zhicheng Zhang and Xiaolong Zheng . . . . . . . . . . . . . . . . . . . . . . . . . . 20572

AutoCRAT: Within-trajectory Joint Control of Stochasticity and Compute for LLM Reasoning
Hanjun Luo, Qiushi Liu, Jingya Zhang, Haihong Pang, Jiaheng Wen, Yifei. Ma, Yu Yao, Chengxi

Zhang, Hanrong Zhang, Yankai Chen and Hanan Salam . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20592

MoE Sparsity Begets Monosemanticity: Insights into Understanding and Fine-Tuning
Mingxue Tian, Qi Zhang, Xiaohan Wang, Jiajun Chai, Guojun Yin, Wei Lin, Cailian Chen, Qimin

Xu, Siyu Wang and Yisen Wang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20613

Isolation as a First-Class Principle for LLM-Agent System Safety: Concepts, Taxonomy, Challenges
and Future Directions

Huihao Jing, Wenbin Hu, Shaojin Chen, Haochen Shi, Sirui Zhang, Hanyu Yang, Changxuan Fan,
Zhongwei Xie, Hongyu Luo, Wun Yu Chan, Wei Fan, Haoran Li and Yangqiu Song . . . . . . . . . . . 20631

Formally Verified AI Co-Reasoning: An Education Case Study
Arnav Mehta, Chenjun Guo, Thomas Lu, Niels Voss, Manooshree Patel, Rayna Bhattacharyya,

Peter Donovan and Gireeja Ranade . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20651

MissMAC-Bench: Building Solid Benchmark for Missing Modality Issue in Robust Multimodal Affective
Computing

Ronghao Lin, Honghao Lu, Ruixing Wu, Aolin Xiong, Qinggong Chu, Qiaolin He, Sijie Mai and
Haifeng Hu. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .20669

MACRO-LLM: LLM-Empowered Multi-Agent Collaborative Reasoning under Spatiotemporal Partial
Observability

Handi Chen, Running Zhao, Xiuzhe Wu, Zhanfeng Xu and Edith Cheuk-Han Ngai . . . . . . . 20685

Multimodal Reward Hacking in Reinforcement Learning
Jiayu Yao, Yiwei Wang, Anmeng Zhang, Zhe Sun, Songsong Wang, Lingrui Mei, Yuyao Ge and

Shenghua Liu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20718

Vital Trace: Protocol-Constrained Patient-State Reasoning for Longitudinal Clinical Trajectories
Zhan Qu and Michael Färber . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20734

AsyncTool: Evaluating the Asynchronous Function Calling Capability under Multi-Task Scenarios
Kou Shi, Ziao Zhang, Shiting Huang, Avery Nie, Zhen Fang, Qiuchen Wang, Lin Chen, Huaian

Chen, Zehui Chen and Feng Zhao . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20752

In-Context Compilation: Encoding Context-Induced Behavioral Shift into Model Weights
Michael Merzin, Yehonatan Elisha, Oren Barkan, Yonatan Toib and Noam Koenigstein . . . 20777

Zipping the Thought: When and How Compressed Reasoning Data Works in LLM Post-Training
Kohsei Matsutani, Gouki Minegishi, Takeshi Kojima, Yusuke Iwasawa and Yutaka Matsuo20797

Disentangling Form and World Knowledge in LLM Interpretation: Evidence from Quantifier Scope Di-
sambiguation

Jakub Kosterna, Justyna Grudzińska, Maciej Miecznikowski, Wojciech Borysewicz, Julia Pote-
ralska, Kacper Rutkowski and Jan Henryk Kwapisz . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20823

Adapting Dynamic Sampling to Fine-Grained Rewards for Tool Learning with Curriculum Learning
Zihao Feng, Xiaoxue Wang, Bowen Wu, Zhen Xu, Hailong Cao, Tiejun Zhao and Baoxun Wang

20834

xciv



Beyond Polarization: The Generative Constraint of Chain-of-Thought in Pointwise Reranking
Xiaoyang Chen, Jie Liu, Haijin Liang, Haibo Shi, Jin Ma, Ben He, Yingfei Sun and Dezhi Ye

20854

CASCADE Against Jailbreaks: Combination Across Stages with Controlled Attack-Defense Evaluation
Jiale Luo and Han Liang Wee Eric . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20866

PruneTIR: Inference-Time Tool Call Pruning for Effective yet Efficient Tool-Integrated Reasoning
Luan Zhang, Dandan Song, Zhijing Wu, Zhengyu Chen, Chen Zhang, Yuhang Tian, Huipeng Ma,

Chenhao Li, Changzhi Zhou, Xudong Li, Ruochen Zhou and Shuhao Zhang . . . . . . . . . . . . . . . . . . 20889

FedSubMuon: Communication-Efficient Federated LLM Fine-Tuning via Structured Subspace Muon
Shaolong Chen, Youming Tao, Shuzhen Chen, Falko Dressler, Qingqing Ye and Di Wang . 20908

SKILLREVISE: Improving LLM-Authored Agent Skills via Trace-Conditioned Skill Revision
Yuxuan Liu, Zhaochen Su, Lingyun Xie, Yuhao Zhang, Qing Zong, Jiahe Guo, Zhongwei Xie,

Yiyan Ji, Yauwai Yim, Hongyu Luo, Xiyu Ren, Ruan Chenyu, Haoran Li and Yangqiu Song . . . 20923

StreamMemBench: Streaming Evaluation of Agent Memory for Future-Oriented Assistance
Guanming Liu, Yuqi Ren, Hansu Gu, Peng Zhang, Weihang Wang, Jiahao Liu, Ning Gu and Tun

Lu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20947

SAC-Copula: Quality-Preserving Watermarking for Diffusion Language Models via Smooth Correlated
Gumbel Fields

Baixin Li and Haiyun He . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20961

Self-Evolving Dual-Role Deliberation for Medication Recommendation from Clinical Records
Jiyue Jiang, Yu Lei, Yitao Xu, Zikang Wang, Zhenyu Wang, Licheng Zong, Han Huang, Ziyi Li,

Zhiyu Huo, Yuhan Chen, Jiayang Chen, Xiaodan Fan and Yu Li . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20985

Routing by Reasoning Need: Trajectory-Aware Decoding Control for Diffusion Vision-Language Mo-
dels

Yixiang Liu, Zhongxing Xu, Zhonghua Wang and Xiaoying Tang . . . . . . . . . . . . . . . . . . . . . . . 21005

Planning Before Reasoning: A Vision-Language Dataset for Structured Stepwise Reasoning in Docu-
ment Understanding

Dongjae Shin, Hangyeol Yoo, Yerin Nam, Hoyeon Shin, SeungWoo Song, Seohyun Song, Dong-
hun Yang and KyungTae Lim . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21022

LoSATok: Low-Dimensional Semantic-Acoustic Tokenizer for Cross-Domain Audio Understanding and
Generation

Zhisheng Zhang, Xiang Li, Yixuan Zhou, Jing Peng, Guoyang Zeng and Zhiyong Wu . . . . 21062

Mind the Implicit Gap: Quantifying Attribute Inference Leakage in Privacy-Conscious Delegation
Nicole Ren and James Teo . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21080

A Systematic Comparison of Multilingual Interpretability Methods Reveals Anisotropy-Driven Failures
Oskar Holmström, Marcel Bollmann and Marco Kuhlmann . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21115

Selective Agent Guidance via Entropy: Learning Autonomous Policies from Imperfect VLM Teachers
Giovanni Bonetta, Matteo Merler, Davide Zago, Rossella Cancelliere and Bernardo Magnini

21165

SAPA: a Situation-Augmented Personalized web Agent
Qianyue Li, Bin Ji, Xiaodong Liu, Shasha Li, Xiaopeng Li, Yueyu Wang, Xinran Hong, Ma Jun

and Jie Yu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21192

xcv



DataChef: Cooking Up Optimal Data Recipes for LLM Adaptation via Reinforcement Learning
Yicheng Chen, Ma Zerun, Xie Xinchen, Yining Li and Kai Chen . . . . . . . . . . . . . . . . . . . . . . . 21208

Multi-Step Knowledge Interaction Analysis via Rank-2 Subspace Disentanglement
Sekh Mainul Islam, Pepa Atanasova and Isabelle Augenstein . . . . . . . . . . . . . . . . . . . . . . . . . . . 21231

BiasGym: A Simple and Generalizable Framework for Analyzing and Removing Biases through Injec-
tion

Sekh Mainul Islam, Nadav Borenstein, Siddhesh Milind Pawar, Haeun Yu, Arnav Arora and Isa-
belle Augenstein . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21249

LoopViT: Scaling Visual ARC with Looped Transformers
Wen-Jie Shu, Xuerui Qiu, Rui-Jie Zhu, Harold Haodong Chen, Yexin Liu and Harry Yang 21271

X-GS: An Extensible Framework for Perceiving and Thinking with 3D Gaussian Splatting
Yueen Ma, Zenglin Xu and Irwin King . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21281

TreePS-RAG: Tree-based Process Supervision for Reinforcement Learning in Agentic RAG
Tianhua Zhang, Kun Li, Junan Li, Yunxiang Li, Hongyin Luo, Xixin Wu, James R. Glass and

Helen M. Meng . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21297

LaME: Learning to Think in Latent Space for Multimodal Embedding via Information Bottleneck
Peixi Wu, Biao Yang, Feipeng Ma, Bosong Chai, Bo Lin, Wei Yuan, Fan Yang, Tingting Gao,

Hebei Li and Xiaoyan Sun . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21317

The Unsampled Truth: Quantifying Prompt Artifacts in LM Psychometrics
Nils Schwager, Christoph Hau, Simon Münker and Achim Rettinger . . . . . . . . . . . . . . . . . . . . 21330

Syntax-Aware Detection of Training Data Contamination in Code LLMs
Jiazheng Zhang, Cheng Liu, Long Cheng, Xiaowei Li and Huawei Li . . . . . . . . . . . . . . . . . . . 21342

From Route to Survey: Probing Spatial Perspective Transformation in Large Language Models
Haotong Zhang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21368

Better World Models Can Lead to Better Post-Training Performance
Prakhar Gupta, Henry Conklin, Sarah-Jane Leslie and Andrew Lee . . . . . . . . . . . . . . . . . . . . . 21387

SAP: State-Guided Data Synthesis with Argument Provenance for Multi-Turn Tool Use
Zichen Tian, Jinpeng Chen, Cheng Gong, Suiyun Zhang and Rui Liu . . . . . . . . . . . . . . . . . . . 21400

Adaptive Hierarchical Representation Alliance for Multimodal Learning
Chunlei Meng, Pengbin Feng, Jacqueline J. Pang, Chih-Ting Liao, Rong Fu, Zhaolu Kang, Zhon-

gxue Gan and Chun Ouyang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21423

SALA: Semantic-Aware Logical Alignment for Complex Reasoning in In-Context Learning
Zhao Ji, Wenqing Chen, Zhixuan Chu, Jianxing Yu, Jingping Liu, Shanhe Zhao and Zibin Zheng

21440

IFMTBench: A Comprehensive Benchmark for Multilingual Translation Instruction Following
Mingrui Sun, Mao Zheng, Zheng Li and Mingyang Song . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21457

ViPlan: A Benchmark for Visual Planning with Symbolic Predicates and Vision-Language Models
Matteo Merler, Nicola Dainese, Minttu Alakuijala, Giovanni Bonetta, Pietro Ferrazzi, Yu Tian,

Bernardo Magnini and Pekka Marttinen . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21469

Breaking the Cloak! Unveiling Chinese Cloaked Toxicity with Homophone Graph and Toxic Lexicon
Xuchen Ma, Jianxiang Yu, Wenming Shao, Bo Pang and Xiang Li . . . . . . . . . . . . . . . . . . . . . . 21517

xcvi



To Each Language Its Tokenizer: Modular Tokenizers for Efficient Multilingual LLMs
Franck Signe Talla, Hippolyte Pilchen, François Yvon and Edouard Grave . . . . . . . . . . . . . . . 21534

Phonemizing User-Generated Text: A Benchmark, Taxonomy, and Compositional Approach
MinJu Jeon, Younghan Park, Han Sung Park, Jong-Hwan Kim, Dong-Jin Kim and Hoyeon Lee

21564

Can Released LLM Vocabularies Support Token-Level Estimation of Hidden Corpora?
Qingjie Zhang, Xingzhang Ren, Zixuan Chen, Jinfeng Li, YueFeng Chen, Yitong Yang, Hui Xue,

Dayiheng Liu and Han Qiu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21582

SkillDAG: Self-Evolving Typed Skill Graphs for LLM Skill Selection at Scale
Tong Bai, Zhenglin Wan, Pengfei Zhou, Xingrui Yu, Yang You and Ivor Tsang . . . . . . . . . . . 21597

Why Do LLM Agents Fail in Exploring New Environments? A World-Modeling Perspective
Shiqi Chen, Tongyao Zhu, Zian Wang, Jinghan Zhang, Kangrui Wang, Ruochen Zhou, Siyang

Gao, Teng Xiao, Yee Whye Teh, Junxian He and Manling Li . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21612

Interference-Aware Composition of Steering Vectors
Giwon Hong, Gorjan Radevski, Goran Glavaš, Kiril Gashteovski, Edoardo Ponti, Carolin Law-

rence and Pasquale Minervini . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21627

BASS: Budget-Aware Structured Search for Text-to-SQL Generation
Bin Zheng, Zheng Chen, Kefan Chen, Lulu Cui, Hao Tang, Zijun Xu and Chen Anlong . . . 21659

DLSA: Dual-Level Semantic Alignment with Adaptive Multi-Scale Modeling for Referring Remote Sen-
sing Image Segmentation

Wei Qu, Wei Wei, Shihao Zou and Zian Cao . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21687

DSFlow: Evolutionary Workflow Optimization for Generalizable LLM-Based Data Science Automation
Fan Liu, Tianyu Pang, Chao Du and Hao Liu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21705

WaymoQA: A Multi-View Visual Question Answering Dataset for Safety-Critical Reasoning in Autono-
mous Driving

Seungjun Yu, Seonho Lee, Namho Kim, Jaeyo Shin, Junsung Park, Wonjeong Ryu, Raehyuk Jung
and Hyunjung Shim . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21721

Towards Reliable, Generalizable, and Specific In-Context Knowledge Editing via Multi-Objective Rein-
forcement Learning

Xuzhong Wang, Maiqi Jiang, Tejal Nair, Girija Bhusal, Yanfu Zhang and Haipeng Chen . . 21745

ReVEL: Multi-Turn Reflective LLM-Guided Heuristic Evolution via Structured Performance Feedback
Van Duc Cuong, Nguyen Dinh Tuan Minh, Vu Duc Tam, Tung D. Vu, Son Van Nguyen, Nguyen

Thi Hanh and Huynh Thi Thanh Binh . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21762

Same Symptoms, Different Severity?: Investigating Gendered Cue Effects on LLMs in Depression Se-
verity Assessment

Migyeong Kang, Sihyeon Yang, Minseok Kim, Jisun An, Haewoon Kwak and Jinyoung Han
21783

Toward Detecting Modern Social Media Agents: Dataset, Experimental Analysis, and an Agent-Based
Solution

Yi Han, Lizi Liao, Haiqi Lu, Yuanxing Liu, Weinan Zhang and Ting Liu . . . . . . . . . . . . . . . . 21801

SEC: Selective Embedding Correction for Cross-Lingual Transfer in Low-Resource Languages
Mengting Hu, Wenjie Xue, Peiyu Xu, Xuan Li, Junpeng Huang, Zhiyuan Guang, Xiaoru Zhang,

Hang Gao, Sicheng Wei, Bingyang Fan and Tiegang Gao . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21821

xcvii



The Physicist, the Coder, and the Critic: Agentic Photonic Crystal Fiber Inverse Design via Verbal
Gradient Descent

Shengchao Chen and Ting Shu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21837

Do AI Reviewers Converge? Diversity Collapse in Model-Generated Peer Review
Xuzhe Hou, Shengxin Zhang, Riley Stacy, Emily Black and Varun Chandrasekaran . . . . . . 21856

Controlled Self-Evolution for Algorithmic Code Optimization
Tu Hu, Ronghao Chen, Shuo Zhang, Rui Xu, Jianghao Yin, Mou Xiao Feng, Jingping Liu, Wenqi

Jiang, Shaolei Zhang, Yuqi Fang, Sen Hu, Yi Xu and Huacan Wang . . . . . . . . . . . . . . . . . . . . . . . . . . 21886

Improving Allocentric Spatial Reasoning of VLMs via Perspective-conditional Prompt-based Contra-
stive Decoding

Hyejin Chung and Hyunsoo Yoon . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21917

HyperTrace: Hypothesis-Based Preference Tracing for Online LLM Personalization
Jianzhi Shen, Keyu Mao, Minghao Shao, Chuanyang Jin, Yusong Wang, Ailiang Lin, Kotaro

Funakoshi, Manabu Okumura and Muhammad Shafique . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21936

Can LLMs Spot Data Anomalies That Make Table QA Impossible?
Yucheng Wei, Shenzhi Yang, Ning Wang, Jinchang Zhang, Yuhang Yang, Haobo Wang, Liangyu

Zha, Wentao Ye, Liyao Li, Cheng Peng and Gang Chen . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21952

Uncertainty Is Not a Safety Net for Clinical VQA, but Can It Anticipate Model Failure?
Arnisa Fazla, Alberto Testoni, Ameen Abu-Hanna, Barbara Plank and Iacer Calixto . . . . . . 21988

Agent Planning Benchmark: A Diagnostic Framework for Planning Capabilities in LLM Agents
Haoyu Sun, Wenxuan Wang, Mingyang Song, Jujie He, Weinan Zhang, Yang Liu, Yang Yang and

Yu Cheng . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22008

TimeClaimBench: A Claim-Level Benchmark for Grounded LLM Explanations of Time Series
Sijia Peng, Fan Zhang, Yixi Zhou, Changlun Li, Yun Xiong, Yangyong Zhu, Xi Chen, Yanwei Yu

and Nan Tang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22071

Readable Yet Unpredictable: Rotated-Outcome Prediction in Vision-Language Models
Lexin Wang, Shenghua Liu, Yiwei Wang, Jiafeng Guo and Xueqi Cheng . . . . . . . . . . . . . . . . 22095

Modal Sense Disambiguation in Language Models: The Role of Context, Training Domain, and Input
Frequency
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Devrim Çavuşoğlu and Emre Akbas . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31659

When 2D Tasks Meet 1D Serialization: On Serialization Friction in Structured Tasks
Chung-Hsiang Lo, Lu Li, Diji Yang, Tianyu Zhang, Yunkai Zhang, Yoshua Bengio and Yi Zhang

31678

Benchmarking Argument Identification and Ellipsis Recovery in Chinese Comparative Constructions
Wenjing Xu and Hongzhi Xu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31694

OPE: Overcoming Information Saturation in Parallel Thinking via Outline-Guided Path Exploration
Qi Guo, Jianing Wang, Deyang Kong, Xiangyu Xi, Jianfei Zhang, Yi Lu, Jingang Wang, Wei

Wang, Shikun Zhang and Wei Ye . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31708

Beyond Similarity: Coverage-Aware Prompt Selection for Time Series Forecasting with LLMs
Daeun Ji, Minkyoung Kim, Dongkuk Kim, Yohan Lee, Beomsoo Kim and Beakcheol Jang31723

BlockBatch: Multi-Scale Consensus Decoding for Efficient Diffusion Language Model Inference
Xiaoyou Wu, Cheng-Jhih Shih, Binfei Ji, Yong Liu and Yingyan Celine Lin . . . . . . . . . . . . . 31747

AMDKernelVault: Large-Scale Datasets and Agentic Training for AMD GPU Kernel Optimization
Ji Liu, Saptarshi Majumder, Yiqing Huang, Wenwen Ouyang, Umang Pandey, Zeping Li, Chushi

Chen, Zihao An, Puyuan Yang, Zekai Li, Sina Rafati, Ziqiong Liu, Pratik Prabhanjan Brahma, Dong
Li, Zicheng Liu, Sharon Zhou and Emad Barsoum . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31775

KGFlow: Enhancing Large Language Model Reasoning with Multi-Graph Alignment for Knowledge-
Intensive Medical Question Answering

Tiantian Zhu, Xiangdong Kong, Xizhao Wang, Wing W. Y. Ng, Yuheng Jia, Jun Zhang and Zexuan
Zhu. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .31799

CWF: A Collaborative Writing Framework for Personalized and Reliable Long-Form Popular Science
Writing

Ruibiao Fu, Di Tang, Yunlong Yang, Ran Wang, Sicheng Lu, Peixuan Wu, Xiaoyu Fan, Jiacheng
Ma, HaoZhe Luo and Yang Xiao . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31820

cxxvi



Compositional Generalization with Outcome-Level Optimization
Xiyan Fu and Wei Liu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31845

From Perception to Simulation: Unveiling and Empowering Mental Spatial Dynamics in MLLMs
Jiachun Li, Zhuoran Jin, Kang Liu and Jun Zhao . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31858

SteganoBackdoor: Evading Data-Poisoning Defenses via Steganographic Backdoors
Eric Xue, Ruiyi Zhang and Pengtao Xie . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31886

Vendi-RAG: Adaptively Trading-Off Diversity And Quality Significantly Improves Retrieval Augmented
Generation With LLMs

Mohammad Reza Rezaei and Adji Bousso Dieng . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31909

Which Language Should a Skeleton Speak? Language Choices in Multilingual Reasoning
HyeonSeok Lim, SeungWoo Song, Inho Won, Hoyun Song, Jihyo Kim and KyungTae Lim31933

When Helpfulness Becomes Scientific Sycophancy: Triggering and Mitigating LLM Failures on Flawed
Scientific Premises

Yiyuan Zhang, Cailong Hua, Murti Salapaka and Dongyeop Kang . . . . . . . . . . . . . . . . . . . . . . 31958

SciTrace: Trajectory-Aware Safety Reasoning for Scientific Discovery Agents
Tanush Swaminathan, Runmin Jiang, Letian Zhang and Min Xu . . . . . . . . . . . . . . . . . . . . . . . . 31988

Beyond Task-Based Evaluation: Toward Situated Benchmarks for Educational LLMs
Xiaolongwang, Tianyi Xu, Rui Zou, Jiawen Zuo, Mingzi Zhang, Keqian Li, Zhe Zhao, Ye Wei

and Aimin Zhou . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32011

KREL: Automatic Medical Coding via Knowledge-Guided Reasoning over Clinical Evidence with LL-
Ms

Xubin Chen, Yipeng Zhou, Wen Sun, Chengkai Huang, Xiaoming Fu and Quan Z. Sheng . 32024

Mitigating Object Hallucinations in Vision-Language Models via Head-Level Attribution and Counte-
ractive Pruning

Wu Liyan, Xin Luo, Fan Wu, Yingen Liu and Wuxiaobin . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32040

Can LVLMs Uncover the Truth Behind Visual Illusions? An Analysis of Perceptual and Reasoning
Capabilities

Liangjie Zhao, Jiaqing Lyu, Kexin Tang, Zecheng Fang, Rong Yin, Yulan Hu, Da Li and Jianing
Li . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32061

Graph Neural Networks for Automatic Term Generation: Defining and Exploring Terminological Graph
Toshihide Fujii, Amir Hazem and Kyo Kageura . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32074

Implicit Personality Representations in Humans and LLMs
Yilin Geng, Omri Abend, Eduard Hovy and Lea Frermann . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32092

Behavior2Trip: Towards Personalized Travel Planning via User Behavior Trajectory
Zihao Cheng, Yingyu Shan, Hongru Wang, Zeming Liu, Xinyi Wang, Xiangrong Zhu, Yuhang

Guo, Wei Lin and Yunhong Wang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32110

LongPIBench: A Long-Context Benchmark for Prompt Injection
Yupei Liu, Yuqi Jia, Neil Zhenqiang Gong and Jinyuan Jia . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32132

Agent4Weakness: An Agentic Framework for In-Depth Model Weakness Discovery
Xuanliang Zhang, Chenghao Yang, Zhoufutu Wen, Dingzirui Wang, Ge Zhang, Xiying Zhao,

Tianren Feng, Jianpeng Jiao, Jingkai Liu, Zaiyuan Wang, Zuo Wang, Wenya Wu, Zhou Huan, Jin Chen,
Wenhao Huang, Qingfu Zhu and Wanxiang Che. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .32150

cxxvii



MedCalc-Pro: Solving Complex Medical Calculations with LLM Agents
Siran Zhao, Ruihui Hou, Ziyue Huai, Chennuo Zhang and Tong Ruan . . . . . . . . . . . . . . . . . . . 32187

Retrieval-Augmented Simplification of Sectioned Biomedical Abstracts
Pascal Mathas, Jan Bakker and Jaap Kamps . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32209

FaVOR: LLM-Based Agentic Framework for Factor Mining via Empirical Validation
Hyeonjin Kim, Minseok Kim, Seunghyeon Jung, Sujin Pyo, Huisu Jang and Woojin Lee . . 32220

Decision Rigidity in LLM Disinformation Detection: Behavioral and Representational Evidence
Ming-Jhe Hu and Hung-Yu Kao . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32248

Decouple and Orthogonalize: A Data-Free Framework for LoRA Merging
Shenghe Zheng, Hongzhi Wang, Chenyu Huang, Xiaohui Wang, Jiayuan Fan, Shuyue Hu and

Peng Ye . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32287

ReasonMap: Making Implicit Mathematical Knowledge Explicit in Long Chain-of-Thought Traces
Haodong Wu, Yuhang He and Yongqi Zhang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32308

VizRAG: Enhancing Retrieval-Augmented Generation with Hypergraph Visualization
Yanbin Wei, Yang Chen, Renling Gan, Ziru Liu, Xinyu Fu, Chun Kang, Ning Lu, Rui Liu, Yu

Zhang and James Kwok . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32327

HuggingBrew: Brewing High-Quality Mid-Training Data from the HuggingFace Community Datasets
Han Zhang, Ningqi Chen, Xiao Liu, Zhenghao Lin, Yeyun Gong, Yan Lu and Hanfang Yang

32346

Transition Overlap: Construction-Time Conditioning for Position-Independent KV Cache Reuse
Liang Xu, Zhichun Wang and Xuetao Tian . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32366

PrAM: Offline Checkpoint Selection for Post-Hoc Training Data Attribution
Stephanie Schoch, Sidhya Pathak and Yangfeng Ji . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32387

Counterfactual Self-Distillation: A Distribution-Shaping Framework for Entity-Fact Unlearning in Lar-
ge Language Models

Ying Zhao, Yihui Zhang, Mengyi Deng, Xin Li, Yuan Tian, Wei Wang and Yi Chang . . . . . 32401

Why Knowing Both Hops Is Not Enough: Understanding Two-Hop Generalization in Language Models
Zili Zhang, Yilin Wang, Heng Wang, Herun Wan and Minnan Luo . . . . . . . . . . . . . . . . . . . . . . 32415

Unified Fragment Growing, Linking, and Merging with Energy-Aware Pre-training and Reward-Ranked
Alignment

Xuefeng Liu, Songhao Jiang, Tinson Xu, Qinan Huang and Rick L. Stevens . . . . . . . . . . . . . 32439

HoloDP: A Multilingual Benchmark Suite and Script-Aware Framework for Document Parsing
Mengxiao Zhu, Wencan Ying, Yingjie Cao, Jie Liu and Jiu Sha . . . . . . . . . . . . . . . . . . . . . . . . . 32453

LookBack: Where and How to Score LVLM Responses via Visual Reference Usage
Beomsik Cho, JinHyeong Kim, Dongseok Lee and Jaehyung Kim . . . . . . . . . . . . . . . . . . . . . . 32471

LogitsCoder: Towards Efficient Chain-of-Thought Path Search via Logits Preference Decoding for Co-
de Generation

Jizheng Chen, Weiming Zhang, Xinyi Dai, Lingyue Fu, Weiwen Liu, Kounianhua Du, Qingyao
Li, Yong Yu and Weinan Zhang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32495

Towards Generalizable Visually Grounded Exploration of Household Devices
Linhao Zheng, Zeming Liu, Wangke Chen, Li Zeng, Wanxiang Che, Heyan Huang and Yuhang

Guo . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32511

cxxviii



HybridProver: Augmenting Theorem Proving with LLM-Driven Proof Synthesis and Refinement
Jilin Hu, Jianyu Zhang, Yongwang Zhao and Talia Ringer . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32542

HyperPathsRAG: Multi-Target Path Approximation over Hypergraph Knowledge Graphs for Multi-Hop
QA

Guanhua Zhu, Zirui He, Mengnan Du and Chenxi Yuan . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32558

GRAIN: Bridging Name and Narrative Shifts in Real-World Graph Reasoning through Invariance-
Rewarded Agentic RL

Zike Yuan, Han Zhang, Jianzhi Yan, Le Liu, Cai Ke, Huozhi Zhou, Jian Xie, Jaron Yin, Yukun
Cao, Yue Yu, Hui Wang, Ming Liu and Bing Qin . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32584

Counterfactual Selective Imitation for Long-Horizon Agents
Chunlin Yu, Ruiqi Xu, Huan Li and Chuliang Weng . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32605

Ada-SQL: Efficient and Adaptive Reasoning for Text-to-SQL
Xiaohan Shen, Xiao Ling and Jie Liu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32619

Beyond Gradient Egalitarianism: Dual-Adaptive C-AUM Framework for Few-Shot Fine-Tuning of Lar-
ge Language Models

Qiaojuan Peng, Xiong Luo, Yuqi Yuan and Wenbing Zhao . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32641

Interpretable Oracle Bone Script Decipherment via Progressive Glyph Analysis with LVLMs
Kaixin Peng, Mengyang Zhao, Haiyang Yu, Teng Fu and Bin Li . . . . . . . . . . . . . . . . . . . . . . . . 32654

NUM2EVENT: Structured Event Inference from Numerical Time-Series
Ninghui Feng, Songning Lai, Xinan Chen, Zheng Chu and Yiyan Qi . . . . . . . . . . . . . . . . . . . . 32675

CQA-Eval: Designing Reliable Evaluations of Multi-paragraph Clinical QA under Resource Con-
straints

Federica Bologna, Tiffany Pan, Matthew Wilkens, Yue Guo and Lucy Lu Wang . . . . . . . . . . 32694

APEX-Searcher: Hierarchical Credit Assignment with Subgoaling for Agentic Retrieval-Augmented
Generation

Kun Chen, Qingchao Kong, Zhao Feifei and Wenji Mao . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32708

When AI-Text Detectors Become Evidence: Rethinking Detection for Human Decisions
Jiatao Li, Mao Ye, Xinyu Hu, Cheng Peng, Xunjian Yin and Xiaojun Wan . . . . . . . . . . . . . . . 32727

Personalized Privacy Control in LLMs via Attention Head Intervention
Junseok Kim, Nakyeong Yang and Kyomin Jung . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32758

SALUTE: Benchmarking and Adapting LLMs for the Defense Domain
Hyeongcheol Park, Sumin In, Suyeon Myeong, Hogun Park, Sangmin Kim, Moonhyun Lee,

Daekyeong Park and Sangpil Kim . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32780

ICL4Decomp: Towards Re-executable Reverse Engineering
Xiaohan Wang, Yuxin Hu and Kevin Leach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32819

Agentic Open-Domain Tabular Question Answering with Self-Supervised Multi-Table Retriever
Jianwei Wang, Mengqi Wang, Qing Liu, Xiwei Xu, Zhenchang Xing, Liming Zhu and Wenjie

Zhang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32833

Are Fine-Tuned LLM Membership Signals Real? Separating Memorization from Likelihood Shortcuts
Zilong Wang, Yingjie Xu, Yutong Wu, Ruiyang Li, Qinglin Ji, Xueming Tang and Songfeng Lu

32850

cxxix



DMDIntel: Interpreting Large Language Models via Dynamic Mode Decomposition
Amogh Joshi, Animesh Mukherjee and Sergey Utyuzhnikov . . . . . . . . . . . . . . . . . . . . . . . . . . . 32870

NGDBench: Towards Neural Graph Data Management
LI Yufei, Yisen Gao, Jiaxuan Xiong, Jiaxin Bai, Shijie Zhong, Haoyu Huang, Zhongwei Xie,

Hong Ting Tsang and Yangqiu Song . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32890

GlobeAudio: A Multilingual Multicultural Benchmark for Naturalistic Evaluation of Large Audio-
Language Models

Ryner Tan and Wenxuan Zhang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32924

Asuka-Bench: Benchmarking Code Agents on Underspecified User Intent and Multi-Round Refinement
Xin Wang, Liangtai Sun, Yaoming Zhu, Shuang Zhou, Jiaxing Liu, FengJiao Chen, Lin Qiu,

Xuezhi Cao, Xunliang Cai, Licheng Zhang and Zhendong Mao . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32938

All Claims Are Equal, but Some Claims Are More Equal Than Others: Importance-Sensitive Factuality
Evaluation of LLM Generations

Miriam Wanner, Leif Azzopardi, Paul Thomas, Soham Dan, Benjamin Van Durme and Nick
Craswell . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32960

“Not in My Backyard”: LLMs Uncover Online and Offline Social Biases Against Homelessness
Jonathan A. Karr Jr., Benjamin F. Herbst, Xueyun Li, Matthew L Sisk, Ting Hua, Matthew Ha-

uenstein, Georgina Curto and Nitesh V. Chawla . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32982

TIGRIS: Integrating Policy Knowledge Graphs and Theory of Change for Institutionally Grounded
Policy Impact Simulation

Haein Yeo, Junghyun Kim, Beejin Son and Kyungsik Han . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33008

ATC-Bench: A Simulation-Grounded Benchmark for Evaluating LLM-Generated Air Traffic Control
Instructions

Jinjun Cai, Jiaxing Li, Xingyue Wang, Weihuang Zheng, Youyong Kong and Hui Ding . . . 33032

A Tree-based RAG Framework for Evidence-Intensive QA via Adaptive Planning and Topology-Aware
Evidence Gathering

Songeun Lee, Kyungjin Min, Injae Na, Lee Suyeong, Chi-young Kim and Woohwan Jung 33056

OpenSkillEval: Automatically Auditing the Open Skill Ecosystem for LLM Agents
Jiahao Ying, Boxian Ai, Wei Tang, Siyuan Liu and Yixin Cao . . . . . . . . . . . . . . . . . . . . . . . . . . 33083

GraDuLa: Graph-based Dual-branch Language-agnostic Modeling for Misinformation Detection with
Cross-lingual Evidences

Atul Kumar Singh and Rahul Mishra . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33112

FServe: FP8-Native W4A8KV4 Quantization and Attention Kernel Optimization for Efficient LLM Ser-
ving

Daehyeon Baek, Jieun Choi, Jimyoung Son, Jaeyoung Choi, Kyungmin Bin, Seungbeom Choi,
Kihyo Moon, Minsung Jang and Hyojung Lee . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33132

EviDx: Evidence-Aware Active Diagnosis with Scaffolded LLM Agents
Lihang Zeng, Shaoting Zhang and Xiaofan Zhang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33154

Why LLMs Give In: Conversational Factors and Reasoning Behind Medical Sycophancy
Kaike Ping, Buse Çarık, Caleb Wohn, Xiaohan Ding, Tongshuai Wang and Eugenia Rho . . 33180

SAUL: Sharpness-Aware Augmented-Lagrangian Unlearning
Jaewan Choi, Junyoung Yang and Sangdon Park . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33202

cxxx



Communicating Chess Strategies in Natural Language
Langyuan Cui, Chun Kai Ling and Hwee Tou Ng . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33231

Visual Representation Regularization for Multimodal Hallucination Mitigation
Yifan Meng, Enguang Wang, Xusheng Cao, Fei Yang and Xialei Liu . . . . . . . . . . . . . . . . . . . . 33253

Neuron-Guided Fine-Tuning: Unlocking Efficient Alignment Mechanisms for Large Language Models
Zeyu Wu, Junchao Wu, Shudong Liu, Runzhe Zhan, Xin Chen, Shu Yang, Yichao Du, Longyue

Wang, Weihua Luo, Jinsong Su and Derek F. Wong . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33268

Plan the Semantics, Then Render the Signal: A Hybrid State-Space Model for Incomplete Multimodal
Learning

Ruiting Dai, Zhihao Qin, Yilin Chen, Xianhua Yan, Lisi Mo and Tao He . . . . . . . . . . . . . . . . 33292

A Thousand Words or An Image: Studying the Influence of Persona Modality in Multimodal LLMs
Julius Broomfield, Kartik Sharma and Srijan Kumar . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33309

Learning Structured Emotional Dynamics in Latent Space via Trajectory Modeling and Controlled
Transitions

Agampreet Saini, Bayan Abusalameh, Rahul Kumar Singh and Erik Cambria . . . . . . . . . . . . 33329

Skill-Guided Continuation Distillation for GUI Agents
Zhimin Fan, Hongwei Yu, Yeqing Shen, Haolong Yan, Guozhen Peng, Tianhao Peng, Yudong

Zhang, Xiaowen Zhang, Kaijun Tan, Zheng Ge, Xiangyu Zhang and Daxin Jiang . . . . . . . . . . . . . . 33355

SLMFix: Leveraging Small Language Models for Domain Specific Language Error Fixing with Rein-
forcement Learning

David Jiahao Fu, Aryan Gupta, Aaron Councilman, Yu-Xiong Wang and Vikram S. Adve . 33374

CabinProAct: Visually Triggered Proactive Intervention for Intelligent Cabin Agents
Chengqing Bu, Mengxue Qu, Mingming Ma, Yuyao Huang, Yao Zhao and Yunchao Wei . 33392

ChipLayoutBench: A Multimodal Benchmark for Vision-Language Models in Semiconductor Layout
Understanding

Serim Ryou, Jayeon Yoo, Minjae Jeong, Won Hwa Kim and Seong-Jin Park . . . . . . . . . . . . . 33414

SocialReasonBench: A Video-QA Benchmark for Social Reasoning with Counterfactual Narrative Vi-
deos

Zheyu Huang, Zijing Shi, Haozhe Luo, Huadong Tang, Mingyu Liu, Meng Fang and Ling Chen
33442

Self- and Other-Labels Induce Bidirectional Bias in LLM Judges
Songeun Chae, Min Kim, Donghoon Jung, Seojin Choi and Seohyon Jung . . . . . . . . . . . . . . . 33466

PatientAct: Theory-Grounded Mental Health Client Simulation
Sahand Sabour, NG Tsz Yam, Yaqian Chen, Guanqun Bi and Minlie Huang . . . . . . . . . . . . . 33483

RADAM: A Retrieval-Augmented Detection and Mitigation Framework for Faithfulness Hallucinations
Bin He, Guanghua Li, Yu Liu, Mingyang Zhou, Rui Mao, Naipeng Chao and Hao Liao . . . 33507

SCP-ISA: Spatial Cross-attention Projection for Textual Spatial Semantic Anomaly Detection and At-
tribution

Bei Xu and Mengqi Ding . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33528

Cross-Session Decomposition Attacks: Scaling Risk and Intent-Aligned Retrieval Defense
Disen Liao, Yihan Wang, Freda Shi and Yaoliang Yu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33535

cxxxi



SAFIRE: Safety-Critical Benchmark for Fine-grained Fire and Smoke Understanding in Multimodal
LLMs

Pengfei Li, Naufal Suryanto, Sicheng Zhang, Mohammad Alsharid and Muzammal Naseer33565

Relevant Is Not Warranted: Evidence-Force Calibration for Cited RAG
Pin Qian, Su Wang, Yihang Chen, Wenxuan Xu, Xiaoyuan Wang, Qiaolin Yu, Shuhuai Lin, Sipeng

Zhang, Junxian You and Xinpeng Wei. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .33590

LivingRAG: Augmenting Graph RAG with Experience
Yuzhuo Cui, Zongye Zhang and Qingjie Liu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33604

Human Inputs, Model Outputs: Dual Sources of Variability in Stance Mining on Gun Rights/Control
Niranjana Sathish Avilery, Soumyajit Datta, Ashini Anantharaman and Ashiqur R. KhudaBukhsh

33629

SurrogateKV: Representation-Preserving KV Cache Compression for Long-Context LLMs
Junwon Kim, Junghyun Ryu, Farid Talibli, Jungmin So and Youngjae Kim . . . . . . . . . . . . . . 33643

DyMT-ESB: Dynamic Multi-Turn Evaluation of Social Bias in User-LLM Interactions
Rem Hida, Masahiro Kaneko, Daisuke Oba, Danushka Bollegala and Naoaki Okazaki . . . . 33661

Skill-MAS: Evolving Meta-Skill for Automatic Multi-Agent Systems
Hehai Lin, Qi Yang and Chengwei Qin . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33685

Not All Components Forget Alike: Component-Level Intervention Profiles in Continual Pretraining
Sangyeol Baek and Suan Lee . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33719

Retrieve Few, Verify Many: Segment-Level Evidence Reuse for Long-Form Factuality Assessment
Junjie Liao and Yuxia Wang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33740

Scaling Multi-Agent Systems with Prospect-State Propagation
Zhimei Chen, Mu Chen and Fakhri Karray . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33754

Uncovering and Mitigating Aggregation-Induced Reward Hacking in Multi-Reward Reinforcement Lear-
ning

Yu Yuan, Yaoyou Fan, Lili Zhao, Guangting Zheng, Kai Zhang, Lu Pan, Ke Zeng and Qi Liu
33767

Black-Box Dataset-Level Source Ranking via Context Mixture Factorization
Milad Fotouhi, Mohammad Taha Bahadori, Payman Arabshahi and Oluwaseyi Feyisetan . 33781

Discerning Minds or Generic Tutors? Evaluating Instructional Guidance Capabilities in Socratic LLMs
Ying Liu, Can Li, Ting Zhang, Mei Wang, Qiannan Zhu, Jian Li and Hua Huang . . . . . . . . . 33802

LIRQuant: An Efficient Locally Isolated Rotation Quantization Method for Large Language Models
Desheng Xu, Hanglin Li, Tianchen Song, Zhiyong Zhao and Kun Zhan . . . . . . . . . . . . . . . . . 33835

Compressing Long Context into Answer-Aligned Memory Embeddings for LLM Inference
Md Mostafizer Rahman, Md Faizul Ibne Amin, Md. Shahajada Mia, Yutaka Watanobe and Fang

Liu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33852

Chart-EARL: Improving Chart Reasoning of Vision LLMs via Early Anchoring in Reinforcement Lear-
ning

Gongyao Jiang and Qiong Luo . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33872

IALR: Instance-Adaptive Legal Rubric Supervision for Legal Judgment Prediction
Jianbai Zhao, Bibo Cai, Xiao Ding, Xinran Dai, Yu Bao, Bo Xin, Kai Xiong, Bing Qin and Ting

Liu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33890

cxxxii



From Base Rollouts to RL Reasoning: A Budgeted Search Perspective
Wenhe Sun, Cunxiang Wang, Zijun Yao and Yixin Cao . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33908

Scaled Autoregressive Projection Steering (SAPS): Token-level Steering to Induce Sarcasm and Hum-
blebrag in Text

Sharath Naganna, Ritesh Sur Chowdhury, Dipankar Srirag and Aditya Joshi . . . . . . . . . . . . . 33932

Learning to Predict Future-Aligned Research Proposals with Language Models
Heng Wang, Pengcheng Jiang, Jiashuo Sun, Zhiyi Shi, Haofei Yu, Jiawei Han and Heng Ji 33962

Quantifying and Mitigating Default Behaviors in Text-to-Image Models
Royi Rassin, Aviv Slobodkin, Shauli Ravfogel, Yanai Elazar and Yoav Goldberg . . . . . . . . . 33994

SPUR-XMC: Context-Adaptive Spurious Correlation Mitigation for Extreme Multi-Label Classification
of Biomedical Literature

Ratri Mukherjee, Shailesh Dahal and Kishlay Jha . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34025

HarmMetric Eval: Benchmarking Metrics and Judges for LLM Harmfulness Assessment
Langqi Yang, Yixuan Chen, Kedong Xiu, Tianhang Zheng, Hao Zhou, Wangze Ni, Lei Chen,

Zhan Qin and Kui Ren . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34046

A Survey on Rubric-guided Reinforcement Learning for Language Models
Zifei Shan and Fangning Shao . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34065

Revising Context, Shifting Simulated Stance: Auditing LLM-Based Stance Simulation in Online Discus-
sions

Xinnong Zhang, Wanting Shan, Hanjia Lyu, Zhongyu Wei and Jiebo Luo. . . . . . . . . . . . . . . .34088

MedCPEnv: A Reproducible Cost-Aware Simulated Hospital for Benchmarking and Training Medical
LLM Agents

Zixiao Jia, Changjie Hua, Weiqi Zhai, Ruyi Xu, Xue Yang, Han Li, Tianyun Lu, Kailuan Wu,
Xiang Zheng, Lin Qu, hu Wei, Bing Zhao and Ruohan Zhang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34108

Post-Training Shifts Confidence: A Three-Stage Analysis of How SFT, RL, and OPD Shape CoT Cali-
bration

Shuhao Li, Guodong DU, Anhao Zhao, Wanyu Lin, Tianyu Yuan and Xiaoyu Shen . . . . . . . 34126

CultureVLM: Characterizing and Improving Cultural Understanding of Vision-Language Models
Shudong Liu, Yiqiao Jin, Cheng LI, Qingsong Wen, Lichao Sun, Haipeng Chen, Derek F. Wong

and Jindong Wang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34142

Taming the Thinker: Conditional Entropy Shaping for Adaptive LLM Reasoning
Shuyu Wei, Jian Sun, Delai Qiu, Yining Wang, Shengping Liu, Jerry Liang, Ying Fu, Wei Huang

and Jitao Sang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34167

Thought-Aware KV Cache Compaction for Reasoning via Adaptive Attention Matching
Yang Liu, Bin Chong, Chongyang Zhang, Hao Zheng, Jiayu Liang and Xu Kefu . . . . . . . . . 34181

Revisiting Task Vectors: A Structural Analysis of Their Limits
Leekyeung Han, Hyeseung JI, Sangwon Jung, Seungwoo Lyu and Paul Hongsuck Seo . . . . 34196

Does Reasoning Preserve Alignment? On the Trustworthiness of Large Reasoning Models
Prajakta Kini, Avinash Reddy, Souradip Chakraborty, Satya Sai Srinath Namburi GNVV, Furong

Huang, Amrit Singh Bedi and Alvaro Velasquez . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34213

From Narrative to Auditable Forecasts: A Structured Scaffold for Agentic Forecasting
Yuanpu Cao, Yongkang Du, Yurui Chang, Lu Lin and Jinghui Chen . . . . . . . . . . . . . . . . . . . . . 34249

cxxxiii



RAMP: Regime-Aware Merge-Prune Token Compression for ASR-Oriented Audio-Language Models
Jaehan Jung, Taehan Lee and Hyukjun Lee . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34268

RADAR: Accelerate Large Language Model Inference with RL-Based Dynamic Draft Trees
Junjie Ma, Jinlong Li and Jiajun Luo. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .34289

DeepResearch RewardBench: Evaluating Reward Models for Deep Research Report
Shudong Liu, Yuting Zhong, Guanhua Chen, Xinyi Yang, Junnan Liu, Lidia S. Chao, Jiaheng Liu

and Derek F. Wong . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34302

Not All Tokens See Equally: Perception-Grounded Policy Optimization for Large Vision-Language Mo-
dels

Zekai Ye, Xiaocheng Feng, Ruihan Chen, Ziming Li, Haoyu Ren, Kun Chen, Dandan Tu and
Bing Qin . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34320

Social Caption: Evaluating Social Understanding in Multimodal Models
Leena Mathur, Bhaavanaa Thumu, Gaoussou Youssouf Kebe and Louis-Philippe Morency 34345

ZipRL: Adaptive Multi-Turn Context Compression with Hindsight Response Replay
Zhexin Hu, Li Wang, Xiaohan Wang, Jiajun Chai, Xiaojun Guo, Wei Lin, Xin Zhou and Guojun

Yin . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34371

ProofFrontier: Turning Verified Proofs into Boundary-hard Tasks for Formal Theorem Proving
Zhengyan Shi, Jianyuan Zhong, Xiaolin Zheng, Liangliang Shi and Qiang Xu . . . . . . . . . . . 34392

You Frame It: How Conceptual Representations Shape LLM Detection and Reasoning about Antisemi-
tism

Katharina Soemer and Helena Mihaljevic . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34405

Learning When to Think: Utility-Guided Adaptive Reasoning for Efficient Text Retrieval
Yingtao Luo, Kangyi Zhao, Shiyi Du and Yubo Li . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34424

MMRad-22K: A Structured Multimodal Evidence Dataset for Chest X-ray Report Generation
Yichen Zhao, Zelin Peng, Fenghe Tang, Piao Yang, Yu Huang and Wei Shen . . . . . . . . . . . . . 34435

LSH-RL: Long-Short Horizon Reinforcement Learning for Persona-Level Role-Playing Agents
Wenlong Shi, Jianxun Lian, Haiming Qin, Jiwei Zhang, Wei Zhang, Mingyang Zhou and Hao

Liao . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34453

PrivAgentFlow: Agentic Workflow for Automating Privacy Preservation in Web Agents
Tianyi Tang, Tianyi Ma, Yueming Lyu, Yew-Soon Ong, Ivor Tsang and Haiyan Yin . . . . . . 34471

REALM: Reliable Expertise-Aware Language Model Fine-Tuning from Noisy Annotations
Sajjad Ghiasvand, Mark Beliaev, Mahnoosh Alizadeh and Ramtin Pedarsani . . . . . . . . . . . . . 34492

Data-Driven Red-Teaming: Reusing Adversarial Attacks via Metadata-Aware Retrieval
Mateusz Kowalczyk, Marcin Sendera and Sebastian Cygert . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34510

STAR-Table: Spatial Textual Anchoring and Reconstruction for Hierarchical Table Reasoning via OCR
Zhoujian Wang, Han Zhang and Hanfang Yang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34529

Training-Free Policy Violation Detection via Activation-Space Whitening in LLM
Oren Rachmil, Avishag Shapira, Roy Betser, Omer Hofman, Itay Gershon, Yuval Elovici, Asaf

Shabtai and Roman Vainshtein . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34559

ASSAY: Reconciling Stability and Validity in Reference-Free Scientific LLM Judges
Soyeon Hong, Heegyu Kim, Ji Hoon Hong, Jindong Hwang, Juhyeon Ha, Sung Beom Cho and

Hyunsouk Cho . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34580

cxxxiv



Fusian: Multi-LoRA Fusion for Fine-Grained Continuous MBTI Personality Control in Large Langua-
ge Models

Zehao Chen and Rong Pan . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34601

PRISM: Multidimensional Safety Risk Detection and Measurement Beyond Superficial Compliance for
LLMs

YIfan Sun, Xiang Zhao, Beining Lin, Feng Huang and You Song . . . . . . . . . . . . . . . . . . . . . . . 34612

Text Attribution as Continuous Trajectories: Paired AUC Metrics and Mid-Layer Allocation-Effect De-
composition

Zihan Gu, Xinyan Zhang, TianYi Zhang, Han Zhang, Hua Zhang and Yue Hu. . . . . . . . . . . . 34633

From Detection to Refusal: Safer LLMs via Circuit-Guided Weight Scaling
Kuan-Lin Chu, Chung-En Sun and Tsui-Wei Weng . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34657

NDD-R1: Reinforcement Learning for Multimodal LLMs to Understand Communication in Non- and
Minimally-Speaking Autistic Individuals

Siddhant Bikram Shah and Kristina T. Johnson . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34681

Preserving General Capability in Personality-Aligned LLMs via Orthogonal Gradient Projection
Yangfu Zhu, Linyue Wei, Nianwen Ning, Pengpeng Zhou, Chenguang Song, Yuandong Wang and

Zhenzhou Shao . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34698

EviGen: Predictive Evidence Scaffolding for Verifiable Clinical Rationale Generation
Fengnan Li, Heman Burre, Liwen Sun, Roshni Varma and Matthew M. Engelhard . . . . . . . .34715

Mirror, Mirror on the Wall: Prompt Echoing in Instruct Language Models
Inez Okulska, Bartosz Naskręcki, Jan Piotrowski and Tomasz Steifer . . . . . . . . . . . . . . . . . . . .34744

Learning to Code by Learning to Verify: Execution-Grounded Co-Evolution of Code Generation and
Self-Verification for Reliable Code LLMs

Juyong Jiang, Chansung Park, Jiasi Shen and Sunghun Kim . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34751

Cost-efficient Active Learning for Referring Image Segmentation and Grounding
Junbeom Hong, Seonghoon Yu, Hyung Rok Jung, Sundong Kim and Jeany Son . . . . . . . . . . 34765

Gaming the Judge: How Unfaithful Chain-of-Thought Can Undermine Agent Evaluation
Muhammad Khalifa, Lajanugen Logeswaran, Jaekyeom Kim, Sungryull Sohn, Yunxiang Zhang,

Moontae Lee, Hao Peng, Lu Wang and Honglak Lee . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34789

From Memory to Skills: Evidence-Grounded Governance for Long-Horizon LLM Agents
Bo Tang, Yang Zhang, Guomian Zhuang, Wenqiang Wei, Gaoyang Zheng, Lindong Xie, Yanchao

Tan, Feiyu Xiong, Qingyu Yang, Edward Chung and Zhiyu li . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .34826

Is LoRA Robust to Adversarial Attacks? Expectation-Based Regularization for Parameter-Efficient Ad-
versarial Training

Mingze Ni, Yongshun Gong, Xinghao Yang and Wei Liu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34848

HINTBench: Horizon-agent Intrinsic Non-attack Trajectory Benchmark
Jiacheng Wang, Jinchang Hou, Fabian Wang, Ping Jian, Zhonghou Lv and Chenfu Bao . . . 34862

CODEPIVOT: Bootstrapping Multilingual Transpilation in LLMs via Reinforcement Learning with Re-
duced Reliance on Parallel Corpora

Shangyu LI, Juyong Jiang, Meibo Ren, Sizhe Zhong, Huiri Tan, Yunhao Gou, Xu Han, Chun
Yong Chong, Yun Peng and Jiasi Shen . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34889

cxxxv



MetaGAI: A Large-Scale and High-Quality Benchmark for Generative AI Model and Data Card Gene-
ration

Haoxuan Zhang, Ruochi Li, Yang Zhang, Zhenni Liang, Junhua Ding, Ting Xiao and Haihua
Chen . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34910

Before the Script, Set the Stage: How Worldview Simulation Amplifies Psychologically Grounded Per-
suasion in Multi-Turn Jailbreaking

Siyu Chen, Haoran Wang, Xiaojian Li, Yao Huang, Yinpeng Dong and Wei Xu . . . . . . . . . . 34932

Frames2LoRA: Parametric Video Internalization for Vision-Language Models
Manan Suri, Sarvesh Baskar and Dinesh Manocha . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34951

When Should Queries Be Decomposed? A Stage-Aware Study of Query Decomposition for Multi-
Condition Retrieval

Bochao Yin, Xuan Lu, Zhengyu Qi and Xiaoyu Shen . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34990

Puzzles to Paradigms: A Survey of Human–Agent Collaboration in Scientific Innovation
Zhenni Liang, Haoxuan Zhang, Haihua Chen, Ting Xiao, Junhua Ding and Yang Zhang . . 35017

TALIM: A Benchmark Dataset for Tajik Academic Language Intelligence Measurement
Azamat Rashidov, Anis Rashidov, Archit Narumanchi and Jong C. Park. . . . . . . . . . . . . . . . .35042

Hybrid PIR: Balancing Token Compression and Structural Invariance via Pān. inian Role Assignment
Kriti Bharadwaj and Gowri Srinivasa . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35057

Linearly Readable, Not Robust: How Linear Jailbreak Probes Conflate Benign Register with Adversa-
rial Intent

JaeSeong Kim and Suan Lee . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35071

EvoCurr: Self-evolving Curriculum with Behavior Code Generation for Complex Decision-making
Yang Cheng, Weiyu Ma, Zilai Wang, Wenhui Zhu, Tangjie Lv, Yujing Hu, Mohamed Elhoseiny,

Yue Deng and Jian Zhao . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35089

UniSurgBench: Benchmarking Surgical Video Understanding with Step-wise Reasoning and Workflow
Aligned Evaluation

Zhenxin Lei, Mengyang Li, Qian Li, Haozhe Cui, Zhimin Zhao, Hu Han, Shiguang Shan and
Xilin Chen . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35125

How do World Models and Policies Compose in LLM Agents? A Joint Spectral and Behavioral Account
Ruize Xu, Xiao Yu, Yujin Tang, Chenming Shang and Nikhil Singh . . . . . . . . . . . . . . . . . . . . . 35162

Bridging SLMs and LLMs: A Lightweight Framework for Knowledge Injection
Zihao Li, Xuekong Xu, Yuqing Yu, Lixin Zou, Chenliang Li and Wei Lu . . . . . . . . . . . . . . . . 35183

QO-Bench: Diagnosing Query-Operator-Preserving Retrieval over Typed Event Tuples
Mengao Zhang, Xiang Yang, Liu Chang, Tan Tianhui and Ke-Wei Huang . . . . . . . . . . . . . . . 35211

Inside the LLM Word Factory
Benzi Busigin and Yuval Pinter . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35230

Evaluating Cross-lingual Knowledge Consistency in Code-Mixed vis-a-vis Indian Languages using In-
dicKLAR

Debajyoti Mazumder, Divyansh Pathak, Prashant Kodali, Aditya Joshi, Akshay Agarwal and Ja-
sabanta Patro . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35250

From Helpfulness to Toxic Proactivity: Diagnosing Behavioral Misalignment in LLM Agents
Xinyue Wang, Yuanhe Zhang, Zhengshuo Gong, Haoran Gao, Fanyu Meng, Zhenhong Zhou, Li

Sun, Yang Liu and Sen Su . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35278

cxxxvi



THRD:A Training-Free Multi-Turn Defense Framework for Jailbreak Attacks on Large Language Mo-
dels

Zhiqing ma, Zhonghao Xu, Dong Yu, Chen Kang, Changliang Li and Pengyuan Liu . . . . . . 35313

Lost in Localization: Benchmarking Intralingual Cultural Adaptation in Large Language Models
Soumedhik Bharati, Maharaj Brahma and Maunendra Sankar Desarkar . . . . . . . . . . . . . . . . . .35338

Mining Legal Arguments in U.S. Corporate Case Law
Luis Brena, William Jurayj, Gregory Deyesu, Zaid Al-Huneidi, Andrew Blair-Stanek and Benja-

min Van Durme . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35359

Patch the Distribution Mismatch: RL-Based Data Rewriting for Stable Downstream SFT
Jiacheng Wang, Zhijie Liu, Ping Jian, Zirong Chen, Ke Ren Liao, Zhen Yang and Zhongbin Guo

35387

Conditional Accuracy Profiles: Diagnosing LLM Judges across Deployment Conditions
Wenqi Li, Bin Liu, Mindi Ruan, Chuanbo Hu, Minglei Yin and Xin Li . . . . . . . . . . . . . . . . . . 35408

Peak Information Flux: A Resource Rational Measure of Language Processing Difficulty
Millan Hamilton and Jiaxuan Li . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35428

KSAFE-MM: A Multimodal Safety Benchmark via Localized Contextualization for Korean Cultural
Risks

Yongwoo Kim, Sojung An, Yunjin Park, Jungwon Yoon, Dujin Lee, HyunBeom Cho, Jaewon
Lee, Wonhyuk Lee, Youngchol Kim, JeongYeop Kim and Donghyun Kim . . . . . . . . . . . . . . . . . . . . 35442

Evaluating Harmful Memorization in LLM Code Generation
Lizhe Zhang, Wentao Chen, Li Zhong, Letian Peng, Zilong Wang and Jingbo Shang . . . . . . 35469

DisasterBench: Benchmarking LLM Planning under Typed Tool Interface Constraints
Zhitong Chen, Kai Yin, Weifeng Zhang, Zhiyuan Wang, Xiangjue Dong, Chengkai Liu, Zhewei

Liu, Yiming Xiao, Ali Mostafavi and James Caverlee . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35492

ExpRL: Unified Non-Parametric and Parametric Experience Learning for LLM Agent Evolution
Zhuoran Jin, Lingshuai Wang, Yupu Hao, Tianyi Men, Zhitao He, Daojian Zeng, Kang Liu and

Jun Zhao . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35524

KITE: Kernelized and Information Theoretic Exemplars for In-Context Learning
Vaibhav Singh, Soumya Suvra Ghosal, Kapu Nirmal Joshua, Soumyabrata Pal and Sayak Ray

Chowdhury . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35547

Grove MoE: Towards Efficient and Superior MoE LLMs with Adjugate Experts
Haoyuan Wu, Haoxing Chen, Xiaodong Chen, Zhanchao Zhou, Tieyuan Chen, Yihong Zhuang,

Guoshan Lu, Zenan Huang, Junbo Zhao, Lin Liu, Zhenzhong Lan, Bei Yu and Jianguo Li . . . . . . 35569

Shopping Companion: Benchmarking and Training LLM Agents for Long-Horizon Preference-Grounded
E-Commerce Tasks

Zijian Yu, Kejun Xiao, Huaipeng Zhao, Tao Luo and Xiaoyi Zeng . . . . . . . . . . . . . . . . . . . . . . 35582

MPIB: A Benchmark for Medical Prompt Injection Attacks and Clinical Safety in LLMs
Junhyeok Lee, Han Jang and Kyu Sung Choi . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35610

Symbolic Mechanistic Data Attribution: Tracing Training Influence to Learned Behavioral Policies
Reza Habibi, Darian Lee and Magy Seif El-Nasr . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35629

CC-Mediation: Evaluating Large Language Models for Cross-Cultural Conflict Mediation
Suhyun Lee, Wenxuan Zhang, W. Quin Yow and Yang Deng . . . . . . . . . . . . . . . . . . . . . . . . . . . 35662

cxxxvii



Video-Language Entailment for Video Similarity Estimation
Benedetta Liberatori, Lorenzo Vaquero, Elisa Ricci and Paolo Rota . . . . . . . . . . . . . . . . . . . . . 35690

PACE-Bench: Benchmarking Physics Adaptation via Code Evolution in Dynamic Environments
Yuhao Zhan, Bingxiang He, Zecong Tang and Chaojun Xiao . . . . . . . . . . . . . . . . . . . . . . . . . . . 35707

SubT: Subspace Tuning for Few-shot Generalization of Audio-Language Models
Jaehyuk Jang, Kangwook Ko, Wonjun Lee and Changick Kim. . . . . . . . . . . . . . . . . . . . . . . . . .35754

VIBE-Bench: Evaluating Personalized Large Language Models When Profiles Don’t Mean Preferences
Yiwen Jiang, Yang Deng, Stephanie Fong, Zimu Wang, Yaling Shen, Wei Feng, Hongxi Yang,

Xiangyu Zhao, Zhongxing Xu, Deval Mehta, Xuelian Cheng and Zongyuan Ge . . . . . . . . . . . . . . . 35771

Calibration-Free Early Stopping for Chain-of-Thought Reasoning via E-processes
Dong-Jae Lee, Gyojin Han and Junmo Kim . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35798

Mem-ABC: Attitude-Aware Agent Memory for Personalized Question Answering
Yinghan Shi, Kai Fu, Quanyou Chu, Xinyu Liu, Ming Du, Hongya Wang, Xiaojun Meng, Jian-

sheng Wei, Yanghua Xiao and Bo Xu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35815

Beyond Static Dialogues: Benchmarking Realistic, Heterogeneous, and Evolving Long-Horizon Memo-
ry

Han Zhang, Zihao Tang, Xin Yu, Xiao Liu, Yeyun Gong, Haizhen Huang, Yan Lu, Weiwei Deng,
Feng Sun, Qi Zhang and Hanfang Yang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35836

Recursive Reasoning or Statistical Extrapolation? In-Context Learning in Multi-Agent Interdependent
Decision-Making

Yu Liu, Wenwen Li, Yifan Dou and Guangnan Ye . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35873

MC-CXR: A Multi-Context Chest X-ray Benchmark for Context-Induced Disruption in Vision-Language
Models

Junhyeok Lee, Songsoo Kim and Kyu Sung Choi . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35896

OrcaJack: Hijacking Agent Orchestration in Open Multi-Agent Systems
Xiang Li, Haining Yu, Wenbo Pan, Hongli Zhang and Xiaohua Jia . . . . . . . . . . . . . . . . . . . . . . 35911

Affordance20Q: Evaluating Affordance Reasoning from Physical Properties
Yifan Jiang, Meige Yang, Zitong Li and Jay Pujara . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35930

Beyond My Own Shadow: Collaborative Latent Prompting for Personalized Question Answering
Yinghan Shi, Kai Fu, Xinyu Liu, Quanyou Chu, Ming Du, Hongya Wang, Yanghua Xiao and Bo

Xu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35949

TAP-RAG: Task-Aware Policy Control for Long-Document Multimodal Question Answering
Zhong Ji, Keqi Jin, Yan Zhang and Jiasheng Li . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35966

AudioProcessBench: Benchmark for Identifying Process Errors in Audio-Grounded Reasoning
Xiangyu Zhao, Junyu Yan, Yaling Shen, Stephanie Fong, Zimu Wang, Yiwen Jiang, Qingyang

Xu, Jiahe Liu, Dominic Dwyer and Zongyuan Ge . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35981

SAGE: Sink-Aware Guided Emphasis for Visual Grounding in Vision-Language Decoders
Jeonghyo Song and YoungJoon Yoo . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36004

AutoHealth: Uncertainty-Aware Multi-Agent Framework for Autonomous Health Prediction
Tong Xia, Weibin Li, Yu Liu, Liu Gang and Yong Li . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36027

PTCG-Bench: Can LLM Agents Master Pokémon Trading Card Game?
Dongdong Hua, Yifei Sun, Renhong Huang, Chunping Wang, Feng Gao and Yang Yang . . 36084

cxxxviii



All Leaks Count, Some Count More: Interpretable Temporal Contamination Detection and Mitigation
in LLM Backtesting

Zeyu Zhang and Bradly Stadie . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36100

MVC-Bench: Benchmarking Calibration of Medical Vision-Language Models
Ashshak Sharifdeen, Shihab Aaqil Ahamed, Ufaq Khan, Muhammad Akhtar Munir, Sujair Ibra-

him, Mohamed Rafeek Mareer Ahamed, Yutong Xie, Imran Razzak and Muhammad Haris Khan36128

Dummy Backdoor as a Defense: Removing Unknown Backdoors via Shared Internal Mechanisms for
Generative LLMs

Kazuki Iwahana, Masaru Matsubayashi, Takuma Koyama, Toshiki Shibahara, Kenichiro Ominato
and Akira Ito . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36163

Phonological Abstraction and Exception Memorization in Noisy Tone Learning
Yi Yang, Yiming Wang and Jiahong Yuan . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36181

Agent4ExpRec: Towards Generating and Evaluating User-Centric Recommendation Explanation
Yayu Hou, Dongjin Yu, Dongjing Wang and Changgeng Li . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36200

Immersion in the GitHub Universe: Scaling Coding Agents to Mastery
Zhao Jiale, Guoxin Chen, Fanzhe Meng, Minghao Li, Jie Chen, Hui Xu, Yongshuai Sun, Xin

Zhao, Ruihua Song, Yuan Zhang, Peng Wang, Cheng Chen, Ji-Rong Wen and Kai Jia . . . . . . . . . . 36216

The Geometry of LLM-as-Judge: Why Inter-LLM Consensus Is Not Human Alignment
Sourabrata Mukherjee, Hamna Abid, Kalika Bali and Sunayana Sitaram. . . . . . . . . . . . . . . . .36237

G-STAR: End-to-End Global Speaker-Tracking Attributed Recognition
Jing Peng, Ziyi Chen, Haoyu Li, Yucheng Wang, Mengtian Li, Duo MA, Yu Xi, Yunfan Du, Kai

Yu and Shuai Wang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36267

Is Reasoning Always Useful? Rethinking Reasoning Utility in Universal Multimodal Embeddings
Wenxiao Fan, Jingling Fu, Luohang Liu, Xinyuan Shan, Lichen Ma, Yu He, Junshi Huang, Yan

Li and Kan Li . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36277

ToolSmith: An Automatic Tool-Generation Framework for Multimodal Search Agents
Rui Sun, Junhua Huang, Luca Zancato, Md Mofijul Islam and Kai-Wei Chang . . . . . . . . . . . 36305

ThinkFuse: Trajectory-Aware Test-Time Fusion for Small Reasoning Models
Myunghoon Kang, Jungseob Lee, Jaehyung Seo and Heuiseok Lim . . . . . . . . . . . . . . . . . . . . . 36325

Adversarial Robustness of Retrieval-Based Fact-Checking: Detecting and Mitigating Evidence Conta-
mination

Alamgir Munir Qazi, John Philip McCrae and Jamal Abdul Nasir . . . . . . . . . . . . . . . . . . . . . . . 36342

Unknown Unknowns: Do Hidden Intentions in LLMs Evade Detection?
Devansh Srivastav, David Pape and Lea Schönherr . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36356

ThinkRetrieve: Retrieval-Augmented Reasoning Traces for Test-Time Scaling
Vaibhav Singh, Soumya Suvra Ghosal, Sarvesh Gharat, Soumyabrata Pal, Ramasuri Narayanam

and Dinesh Manocha . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36409

ASTER: Agentic Scaling with Tool-integrated Extended Reasoning
Xuqin Zhang, Quan He, Zhenrui Zheng, Zongzhang Zhang, Xu He and Dong Li . . . . . . . . . 36427

PEARL: Perturbation Efficient Alignment Group Relative Reinforcement Learning
Yue Huang, ChenZhuo Zhao, Zhi Yang, Pu Zhao, Fangkai Yang, Lu Wang, Mengqiao Liu, Qin-

gwei Lin, Saravan Rajmohan and Dongmei Zhang. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .36452

cxxxix



Assessment of Generative Named Entity Recognition in the Era of Large Language Models
Qi Zhan, Yile Wang and Hui Huang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36475

Controllable Affective Generation via Latent Vector Steering
Xixian Yong, Siyuan Chang, Yingying Zhang, Xian Wu and Xiao Zhou . . . . . . . . . . . . . . . . . 36494

I Wrote This Because of That: Interpretable Radiology Report Generation via Visual Prototypes
Marco Salmè, Federico Siciliano, Fabrizio Silvestri, Paolo Soda, Rosa Sicilia and Valerio Guarrasi

36511

Co-ReAct: Rubrics as Step-Level Collaborators for ReAct Agents
Jiazheng Kang, Bowen Zhang, Zixin Song, Jiangwang Chen, Yuan Shen, Yang Liu and Guanjun

Jiang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36528

QatarGuard: A Culturally-Aware Safety Benchmark for Arabic and Multilingual LLMs
Wajdi Zaghouani, Kholoud Khalil Aldous, Md. Rafiul Biswas and Mohammed Abdelkreem36539

GRZO: Group-Relative Zeroth-Order Optimization for Large Language Model Fine-Tuning
Liyan Tan, Yequan Zhao, Yifan Yang, Ruijie Zhang, Xinling Yu and Zheng Zhang . . . . . . . 36551

From Enumeration to Principle: Robust Prompt Optimization via Semantic Reflection and Multi-Objective
Evolution

Gang Xie, Dongming Shan, Kai Li and Ziyuan Huang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36582

Retrieval Myopia: Why RL Search Agents Fail to Read What They Find
Hyeondong Woo, Jaeho Han, Trung X. Pham and Junyeong Kim . . . . . . . . . . . . . . . . . . . . . . . 36608

Omanic: Towards Step-wise Evaluation of Multi-hop Reasoning in Large Language Models
Xiaojie Gu, Sherry T. Tong, Aosong Feng, Sophia Simeng Han, Jinghui Lu, Yingjian Chen,

Yusuke Iwasawa, Yutaka Matsuo, Chanjun Park, Rex Ying and Irene Li . . . . . . . . . . . . . . . . . . . . . . 36623

Confidence-Gated Transductive Test Generation for Code Reranking
Sungjae Lee, Youngsik Yoon, Seockbean Song, Siwei Wang, Wei Chen and Jungseul Ok . 36648

Collaborative OS of Multi-Agent Systems
Jiazheng Kang, Ruochen Zhao, Dongying Lin, Gezi Li and Ting Bai . . . . . . . . . . . . . . . . . . . . 36661

QUIETT: Query-Independent Table Transformation for Robust Reasoning
Gaurav Najpande, Tampu Ravi Kumar, Manan Roy Choudhury, Neha Valeti, Yanjie Fu and Vivek

Gupta . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36675

Thinking at the Right Size: Amortized Distillation Across Post-Trained LLMs
Yan Zhou, Sara Kangaslahti, Jonathan Geuter, Nihal V. Nayak, Marco Fumero, Francesco Loca-

tello and David Alvarez-Melis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .36697

Code-Switching Reveals Language Anchoring in Multilingual LLMs
Jeonghyun Park, Seunghyun Yoon, Yonghyun Jun and Hwanhee Lee . . . . . . . . . . . . . . . . . . . . 36729

Back to the Future: Forward-Only Committor Projection for Trajectory-Level Collapse Attribution in
RLVR Reasoning

Jaeeun Jang, Hansle Lee and Sangmin Kim. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36769

CHILLGuard: Towards Fine-Grained Chinese LLM Safety Guardrail with Scalable Data Construction
and Model-aware Preference Alignment

Wenbo Yu, Bohua Wang, Hao Fang, Kuofeng Gao, Jingru Zeng, Xiaochen Yang, Tianyi Zhang,
Xiaoxiao Ma, Jiawei Kong, Hao Wu, Bin Chen, Shu-Tao Xia and Min Zhang . . . . . . . . . . . . . . . . . 36802

cxl



EGTR-Review: Efficient Evidence-Grounded Scientific Peer Review Generation via Multi-Agent Tea-
cher Distillation

Xinpeng Qiu, Wang Yihu, Zhifeng Liu, Xiaochen Wang and Jimin Wang . . . . . . . . . . . . . . . . 36828

DrDEE: A Deconstruction-Reconstruction Framework for Document-Level Event Extraction
Kuofei Fang, Yuting Wei, Zexuan Wan, Bo Wang, Siyan Wu and Bin Wu . . . . . . . . . . . . . . . . 36857

Online Language Adaptive Sampling for Better Distributed Cross-lingual Gains
Quang Phuoc Nguyen, Félix Gaschi, David Anugraha, Santiago Martínez Novoa and En-Shiun

Annie Lee . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36873

No Action Without a NOD: A Heterogeneous Multi-Agent Architecture for Reliable Service Agents
Zixu Yang, Hang Zheng, Nan Jiang, Zhiyang Tang, Situo Zhang, Xiaobao Wu, Lu Chen and Kai

Yu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36892

ArabicDialectSafety: A Dialect-Aware Benchmark for Arabic Content Safety Classification
Wajdi Zaghouani, Md. Rafiul Biswas, Kholoud Khalil Aldous and Mabrouka Bessghaier . 36924

Internalize the Temperature: On-Policy Self-Distillation as Policy Reheater for Reinforcement Learning
Xuewei Yang, Jiachen Yu, Jie Wu, Shaoning Sun, Junjie Wang and Yujiu Yang. . . . . . . . . . .36939

MEETINGQA2: A Generative Speaker-Centric Benchmark for Multi-Party Dialogue Question Answe-
ring

Yuhan Chen, Yanling Li, Bowei Zou, Yifan Fan and Yu Hong . . . . . . . . . . . . . . . . . . . . . . . . . . 36957

GuardianAgent: Policy-Conditioned Risk-Adaptive Anonymization with Verified Adversarial Escalation
Ruiyi Yang, Gayathri Lihinikaduarachchi, Rahat Masood, Flora D. Salim and Salil S. Kanhere

36968

SafeBranch: Branch-Pair Safety Alignment for Embodied Agents
Hyunse Lee, Jiwoo Jung, Haneul Lee, Kyochul Jang, Youngjae Yu and Woojin Lee . . . . . . .36985

A Geometry-Aware Depth Function for Robust Unsupervised Textual Anomaly Detection
Pierre Fihey, Matthieu Labeau and Pavlo Mozharovskyi . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37011

Two-Stage Reinforcement Learning for Sound and Adversarial Test Generation in Code LLMs
Jiacheng Xu, Wentao Zhang, Zhiyi Lyu, Fuxiang Zhang, Chaojie Wang, Yang Liu and Bo An

37031

What do Reward Models Memorize?
Ivo Verhoeven, Pushkar Mishra and Ekaterina Shutova . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37052

DyCo: Dynamic Cognitive Role Coordination for Open-Ended Multi-Agent Research Synthesis and
Verification

Zhiyu Zhang, Leheng Wu, Yijun Mo, Mingchu Zhong, Yulin Zhang and Chen XI . . . . . . . . 37087

Measuring Human-Like Bias in LLMs? A Critique of Human-Derived Bias Constructs in LLM Evalua-
tion

Antonela Tommasel and Markus Schedl . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37111

RELOOP: Recursive Retrieval with Multi-Hop Reasoner and Planners for Heterogeneous QA
Ruiyi Yang, Hao Xue, Imran Razzak, Hakim Hacid and Flora D. Salim . . . . . . . . . . . . . . . . . 37120

GREAT: Generalizable Backdoor Attacks in RLHF via Emotion-Aware Trigger Synthesis
Subrat Kishore Dutta, Yuelin Xu, Piyush Pant and Xiao Zhang . . . . . . . . . . . . . . . . . . . . . . . . . 37139

Compliance, Capability, and Conflict: Benchmarking Multimodal LLMs under System Messages
Juan Yeo and Geewook Kim . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37171

cxli



Trajectory Self-Feedback in Diffusion Language Models: A Systematic Survey
Yash Shah, Abhijit Chakraborty and Vivek Gupta . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37189

Navigating Intention Reasoning Trees to Guide Agentic Preference Optimization
Ziben Yue, Hongyu Yang and Weixin Li . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37209

SVote-2S: Input-Side Evidence Voting for Two-Stage Self-Consistency in Multi-Hop QA
Guo Ouyang, Ge Wang, Tao Zhu, Yi Zou, Xuehao Yin, Guoliang Li and Fuchuan Ni . . . . . 37229

Crowd Values: How Human Values Reshape LLM-Agent Communities
Xiangxu Zhang, Jiamin Wang, Qinlin Zhao, Hanze Guo, Linzhuo Li, Jing Yao, Xiaoyuan Yi, Xing

Xie and Xiao Zhou . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37250

PaperScout: An Autonomous Agent for Academic Paper Search with Process-Aware Sequence-Level
Policy Optimization

Tingyue Pan, Jie Ouyang, Mingyue Cheng, Qingchuan Li, Zirui Liu, Daoyu Wang, Mingfan Pan,
Shuo Yu, Qi Liu and Enhong Chen . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37294

Leaving the Past Behind: Breaking Personalization Inertia in Long-Term LLM Agents
Wenhao Yuan, Chenchen Lin, Jian Chen, Weijie Liu, Jinfeng Xu, Shuo Yang and Edith Cheuk-

Han Ngai . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37311

RLPgR: Reinforcement Learning from Dependency-Aware Progress Rewards
Shaofan Liu, Tingyi Yang, Shihan Dou, Zhiheng Xi, Junjie Ye, Junlin Shang, Yuming Yang,

Shaowen Wang, Jiayi Chen, Jiazheng Zhang, Guoqiang Zhang, Huaibing Xie, Pluto Zhou, Tao Gui, Qi
Zhang and Xuanjing Huang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37334

Enhancing Emotional Support Conversation with Plug-in Modules for Sequential Strategy Modeling
and Strategy-Specialized Generation

Yerin Park, Junhyeok Park and Junsu Cho . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37365

Multimodal Boolean Logic Culture Retrieval
Jian Zhang, Shuheng Hu, Jiutian Chang, Junyi Guo, Huanda Lu, Qiufeng Wang and Fangyu Wu

37380

Neither Here Nor There: Cross-Lingual Representation Dynamics of Code-Mixed Text — A Hin-
di–English Case Study

Debajyoti Mazumder, Divyansh Pathak, Prashant Kodali and Jasabanta Patro . . . . . . . . . . . . 37390

CL-OCR: Fusing Layout Analysis and Adapting Recognition for Document Parsing in the Wild
Haijie Yuan, Yiming Zhang, Dekang Ran, Yi Chen, Xinming Wang, Jun Cao, Wenzhuo Liu,

Xiao-Hui Li, Fei Zhu, Fei Yin and Cheng-Lin Liu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37416

Unveiling Latent Cognitive Bias Constructs in Large Language Models
Bezawit Lake Tilaye, Huw Day, Chris McWilliams and Telmo M Silva Filho . . . . . . . . . . . . 37438

IHDec: Divergence-Steered Contrastive Decoding for Securing Multi-Turn Instruction Hierarchies
Nicole Geumheon Liu, Haeun Jang, Yonghyun Jun and Hwanhee Lee . . . . . . . . . . . . . . . . . . . 37459

Stay Within Your Bounds: Distance-Guided Decoding for Guaranteed Context-Free Grammar Com-
pliance

Vincenzo Collura, Karim Tit, Eleonora Giunchiglia, Mike Papadakis and Maxime Cordy . 37479

Remember and Reweight: Enhancing Multi-Agent Debate with Experience Memory and Confidence
Estimation

Xuanfa Jin, Zhijian Ma, Yongcheng Zeng, Xinyu Cui, Haifeng Zhang and Jun Wang . . . . . 37493

cxlii



Retrieval Evaluation Under Temporal Drift in Technical Documentation
Nathan Kuissi, Suraj Subrahmanyan, Nandan Thakur and Jimmy Lin . . . . . . . . . . . . . . . . . . . 37517

ATLAS: Exploring Scalable Activation-Space Data Attribution
Linda Cai, Xinyan Hu, Alexander Pan, Socrates Osorio, Pratyay Pandey, Michael I. Jordan and

Jacob Steinhardt . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37528

PLANE: Plug-and-Play Fine-Grained Visual Experts for Hallucination Mitigation in Large Vision-
Language Models

Jianghao Yin, Lang Yu, Qianxi Yu, Qin Chen, Jie Zhou, Zhikai Lei and Liang He . . . . . . . . 37559

R3 -MDT: A Retain-Rerank-Revise Framework Based on Uncertainty and Consistency for Medical
Decision Tree Extraction

Boyu Qiu, Xiaolong Weng, Zehua Wang, Buzhou Tang, Ying Xiong and Min Zhang . . . . . 37577

Ancient-Bench: A Comprehensive Multi-millennial, Multi-medium, and Multi-script Benchmark for
Ancient Chinese Artifact Text Recognition

Hiuyi Cheng, Nuo Xu, Yuyi Zhang, Xuhan Zheng, Wei Pan, Jing Zhang, Dezhi Peng, Minghui
Liao, Teng Yihua, Jihao Wu, Haoyu Ren and Lianwen Jin . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37595

A Circuit for Plural Reference: How LLMs Represent and Retrieve Singular and Plural Entities
Dang Thi Thao Anh, Rick Nouwen and Massimo Poesio . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37627

SpikeXL: Language-Agnostic Spike Representations for Few-Shot Cross-Lingual Speech Command Re-
cognition

Vu Son Tung, Minh-Thuan Bui and Duc-Tho Mai . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37645

Learning to Search: A Decision-Based Agent for Knowledge-Based Visual Question Answering
Zhuohong Chen, ZhengXian Wu, Yunyao Yu, Hangrui Xu, Zirui Liao, Zhifang Liu, Xiangwen

Deng, Peng Jiao and Haoqian Wang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37658

PRFC: Learning Progressive Recovery from Function Calling Errors for Tool-Using LLMs
Beibei Yu, Tao Shen and Ling Chen . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37685

EDWARD-NMT: Elastic Dimensions With Adaptive Routing and Dual-consistency for Neural Machine
Translation

Edward Nguyen, Trung Thai Tran, Kiet Anh Hoang, Duy Hoang Vien, Duy Vo, Khanh Le and Vu
Le Tuan . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37707

Predictive Language Grounding for Event-Driven Time Series Forecasting via Dual-Path Event Injec-
tion

Jintao Wu, Xin Xue, Yabin Cao, Peng QI, Su Zhao, Shuai Chen, Wei Lin, Tianyu Chen and Haoyi
Zhou . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37728

HalluPeer: A Taxonomy-driven Benchmark for Detecting Hallucinations in Scientific Peer Reviews
Tzu-Ling Lin, Dong-Ting Yao, Teng-Fang Hsiao, Wei-Chih Chen and Hong-Han Shuai . . . 37746

Learning from Own Solutions: Self-Conditioned Credit Assignment for Reinforcement Learning with
Verifiable Rewards

Yingyu Shan, Yuhang Guo, Zihao Cheng, Zeming Liu, Xiangrong Zhu, Xinyi Wang, Jiashu Yao,
Wei Lin, Hongru Wang and Heyan Huang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37784

Simple Beats Spend: Cost-Performance Trade-Offs for Multi-Agent Machine Translation of Financial
Long Documents

Arturo Oncevay, Zhijin Guo, Elena Kochkina, Damiano Fassina, Simerjot Kaur, Charese Smiley,
Xiaomo Liu and Manuela Veloso . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37804

cxliii



OntoDiagnose: Ontology-Grounded Reasoning for Medical Question Answering with Language Mo-
dels

Pratik Jalan, Mukul Joshi and Kshitij Sharad Jadhav . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37819

Long Listening Thoughts: Eliciting Open Auditory Reasoning with Deliberative Perception and Cogni-
tive Refinement

Jaeyeon Kim, Chao-Han Huck Yang, Luoyi Zhang, Chan-Jan Hsu, Fernando Ruiloba Portilla,
Jinchuan Tian, Shinji Watanabe and Carlos Busso . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37844

Evidence-Guided Bidirectional Iterative Reasoning for Interpretable Personality Recognition
Tinghao Chen, Yuxuan Song, Mengyu Xiang, Qiudan Li, Shu Wu and Daniel Dajun Zeng 37877

UltraVoice: Scaling Fine-Grained Style-Controlled Speech Conversations for Spoken Dialogue Models
Wenming Tu, Guanrou Yang, Ruiqi Yan, Wenxi Chen, Ziyang Ma, Yipeng Kang, Kai Yu, Xie

Chen and Zilong Zheng. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .37897

EvolSQL: Structure-Aware Evolution for Scalable Text-to-SQL Data Synthesis
Xuanguang Pan, Chongyang Tao, Jiayuan Bai, Jianling Gao, Kai Hua, Ge Zhang and Shuai Ma

37915

Think Wider: Mitigating Latent Rank Collapse in Implicit Chain-of-Thought Reasoning
Yuwen Hao and Menglin Yang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37936

Adaptive Test-Time Compute Allocation for Block Diffusion Language Models in Complex Reasoning
Yi Lu, Deyang Kong, Jianing Wang, Linsen Guo, Xue Wang, Qi Guo, Tao Gui, Xuanjing Huang,

Wei Ye, Shikun Zhang and Wei Wang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37952

TrajToM: Evaluating Theory of Mind over Mental State Trajectories in Social Dialogues
Chenglong Wu, Xi Wang, Jinzhi Liao and Xiang Zhao . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37968

Beyond Token-Level Guidance: Inference-Time Alignment of Specialized LLMs via Cross-Family Re-
presentation Steering

Jin Gan, Xin Li and Jun Luo . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37991

DualES: Internalizing Query-Text Duality for Text-to-ES via Bidirectional Reasoning-Enhanced Super-
vision

Dongge Xue, Yuxiang Wang and Tong Ruan . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38006

IWP: Token Pruning as Implicit Weight Pruning in Large Vision Language Models
Dong-Jae Lee, Sunghyun Baek and Junmo Kim . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38025

SVD-Attention: Efficiently Analyzing Attention Blocks in Transformers
Debopam Sanyal, Hongjie Chen, Riya Elizabeth Kuriyan, Arth Tak, Divya Kothandaraman, Ak-

shay Mehra, Joshua Kimball and Alexey Tumanov . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38048

Variance-Adaptive Muon: Pre-Orthogonalization Variance Modulation for Efficient Language Model
Pretraining

Jingru li, Yibo Fan and Huan Li . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38060

StoryLens: Preference-Aligned Story Rewriting via Context-Aware Narrative Enrichment
Hanwen Cui, Yuting Mei, Yuhang Fu, Dingyi Yang and Qin Jin . . . . . . . . . . . . . . . . . . . . . . . . 38082

Spatial Reasoning in Large Vision-Language Models via Egocentric-to-Allocentric Transformation
Yoonji Kim, Jieun Kim and Sung-Bae Cho . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38100

Retrieval-Augmented Agentic Rubric Generation for Reliable Medical Response Evaluation
Yinzhu Chen, Abdine Maiga, Hossein A. Rahmani and Emine Yilmaz . . . . . . . . . . . . . . . . . . 38119

cxliv



Make an Offer They Can’t Refuse: Grounding Bayesian Persuasion in Real-World Dialogues without
Pre-Commitment

Buwei He, Yang Liu, Zhaowei Zhang, Zixia Jia, Yang Yu, Huijia Wu, Zhaofeng He, Zilong Zheng
and Yipeng Kang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38143

MedFeat: Model-Aware and Explainability-Driven Feature Engineering with LLMs for Tabular Pre-
diction

Zizheng Zhang, Yiming Li, Justin Xu, Jinyu Wang, Rui Wang, Lei Song, Jiang Bian, David W
Eyre and Jingjing Fu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38173

Dual-Bias Load Balancing: Mitigating Expert-Bias Staleness in Auxiliary-Loss-Free Mixture-of-Experts
Yuxin Tian, Hailin Zhao, Jia Liu and Zhiqiang Zhang. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .38193

Beyond Objective Equivalence: Constraint Injection for LLM-Based Optimization Modeling on Vehicle
Routing Problems

Xizi Luo, Changhong He, Dongdong Geng, Chenggong Shi and Yu Mei . . . . . . . . . . . . . . . . 38207

Beyond Scalar Scores: Exploring LLM-based Metrics for Clinical Significance Evaluation in Radiology
Reports

Qingyu Lu, Ruochen Li, Liang Ding, Yufei Xia, Youxiang Zhu and Dacheng Tao . . . . . . . . 38237

Synthetic Data Characterization via Training Dynamics
Irene Lago, Ana Ezquerro and David Vilares . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38265

STARS: State-Aware Reasoning Stopping via Hidden-State Spectral Analysis
Aaron T. Cheng, Junda Wu, Sheldon Yu, Rui Wang, Ryan A. Rossi, Sizhe Zhou, Jiawei Han,

Julian McAuley, Lina Yao and Tong Yu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38289

Do No Harm: Exposing Hidden Vulnerabilities of LLMs via Persona-based Client Simulation Attack in
Psychological Counseling

Qingyang Xu, Yaling Shen, Stephanie Fong, Zimu Wang, Yiwen Jiang, Xiangyu Zhao, Jiahe Liu,
Zhongxing Xu, Vincent Lee and Zongyuan Ge . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38307

FEPO: Future-Entropy Policy Optimization with Selective Update Modulation
Cunjie He, Tianhao Cheng, Zhiqi Li, Jiaxin Gu, Xiaoshuang Huang, Jiayin Cai, Xiaolong Jiang,

Yao Hu, Jing Xu, Yuan Qi and Zenglin Xu. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .38326

ConsistKV: Layer Adaptive KV Cache Compression via Cross Layer Consensus
Dongjie Xu, Kai Qian, Weijie Shi, Fenglei Jin and Jiajie Xu . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38344

Text-Conditioned Static-Dynamic Composition for Composed Video Retrieval
Yulin Zhang, Haitian Zheng, Zhengwei Yang, Hao Li and Zheng Wang. . . . . . . . . . . . . . . . . .38356

Patterns of Priming in Production: Lexical, Semantic and Structural Alignment in Language Model
Generation

Giulia Pucci, Ruizhe Li and Arabella Sinclair . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38374

MppReasoner: Reasoning-Enhanced Large Language Models for Molecular Property Prediction
Jiaxi Zhuang, Yaorui Shi, Jue Hou, Mingwei Ye, Mingjun Xu, Yuming Su, Linfeng Zhang, Ying

Qian, Linfeng Zhang, Guolin Ke and Hengxing Cai . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38399

From Discovery to Internalization: Length-Adaptive Policy Optimization for Efficient Reasoning
Xingyu Wu, Yuchen Yan, Shangke Lyu, Linjuan Wu, Yiwen Qiu, Yongliang Shen, Weiming Lu,

Jian Shao, Jun Xiao and Yueting Zhuang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38422

When Helpfulness, Harmlessness, and Honesty Remember They Are on the Same Team
Gautam Siddharth Kashyap, Mark Dras and Usman Naseem . . . . . . . . . . . . . . . . . . . . . . . . . . . 38443

cxlv



MCPlanner: Hierarchical Adaptive Planning-Based Medical Consultation with Large Language Mo-
dels

Qing Feng, Zhihao Jia and Junwen Duan . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38455

On the Universality of the Inner Product as a PMI Estimator in Embedding Models
Enrique Amigo, Fernando Giner and Julio Gonzalo . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38472

OmniPhys: A Unified Multimodal Benchmark for Physics Understanding and Generation from Chinese
Educational Corpora

Hao Chen, Yumin Lin, Nadila Yushanjiang, Xin Lin and Min Zhang . . . . . . . . . . . . . . . . . . . . 38481

KoNeoBench: A Curated Evaluation Dataset for LLM Understanding of Korean Neologisms
Soha Lee, Soojin Lee, Heesung Yang, Hyunju Song, Hyunji Lee, Jinsan An, Jeongwan Shin, Jin

Hyun Park, Jun Lee, Hyeyoung Park and Kilim Nam . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38499

TriLens: Per-Layer Logit-Lens Entropy for White-Box Hallucination Detection
Bohan Yang, Yijun Gong, Zhi Zhang, Ge Zhang, Wenpeng Xing and Meng Han . . . . . . . . . 38536

MemoryCD: Benchmarking Long-Context User Memory of LLM Agents for Lifelong Cross-Domain
Personalization

Weizhi Zhang, Xiaokai Wei, Wei-Chieh Huang, Zheng Hui, Chen Wang, Michelle Gong and
Philip S. Yu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38554

Beyond ID Embeddings: Process-Grounded Language Modeling for Cognitive Diagnosis
Minghang Liu, Yuanzhuo Wang, Qiang Qiu, Huawei Shen and Xueqi Cheng. . . . . . . . . . . . .38576

ShardMemo: Scope-Before-Routing for Agentic Memory Retrieval
Yang Zhao, Chengxiao Dai, Mengying Kou, Yue Xiu and Dusit Niyato . . . . . . . . . . . . . . . . . . 38596

SoVTR: Set-of-Vision-Text Rewards for Attribute-Grounded Emotion Recognition in VLLMs
Qixuan Zhang, Zhifeng Wang, Donghao Zhang, Jiyang Zheng, Wenjia Niu, Ramesh Sankarana-

rayana, Sabrina Caldwell, Tom Gedeon, Yang Liu and Zhenyue Qin. . . . . . . . . . . . . . . . . . . . . . . . . .38611

Ethical Imprints in LLMs: From Corpus Ethics to ICL, SFT, and Their Interaction on Deception Di-
lemmas

Jiafeng Wang, Jiale Chen, Zheng Luo, Xinyi Yan and Lingpeng Kong . . . . . . . . . . . . . . . . . . . 38630

Hallucination-Aware Multi-Agent RAG via Internal Attention Rewards
Runsong Jia, Qian Chang, Mengjia Wu, Ciprian Doru Giurcaneanu, Jie Lu and Yi Zhang . 38648

GNMR: Runtime Stability Control for Low-Precision Large Language Model Training
Boao Kong, Weichen Jia, Engao Zhang, Guohong Li, Yonghan Dong, Yao Wang, Yaoyuan Wang,

Yunke Peng and Kun Yuan . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38665

Lost in Sampling: Assessing Lexical Reachability in LLMs via the Word Coverage Score (WCS)
Samer Awad, Javier Conde, Carlos Arriaga, Tairan Fu, Javier Coronado-Blázquez and Pedro

Reviriego . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38690

Data Shapes What, Scale Shapes How: Lexical Learning Dynamics in LLMs
Nazanin Shafiabadi and Guillaume Wisniewski . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38703

RIDGE: Region-Informed Derivative-Guided Evidence Selection for Long Video Understanding
Shanqing Xu, Meng Luo, Mengchen Qian, Yuhui Gao, Siyue Peng, Xiaohan Zhong, Xiaojin

Zhang, Zhongyu Wei, Wei Chen and Xiang Bai . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38717

Reliability-Prioritized Fine-Grained Generation in Multimodal Large Language Models
Xiaomeng Fan, Wei Wu, Yuwei Wu, Zhi Gao, Luo Shiyu, Mingyang Gao, Haoyu Zhao, Zhenxin

Diao, Yuxuan Ba, Lijia Feng, Yunde Jia and Mehrtash Harandi . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38735

cxlvi



One Polluted Page Is Enough: Evaluating Web Content Pollution in LLM Recommenders
Minghao Luo and Liang Chen. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .38779

Rationale-Grounded In-Context Learning for Time Series Reasoning with Multimodal Large Language
Models

Qingxiang Liu, Zhiqing Cui, Xiaoliang Luo, Yuqian Wu, Zhuoyang Jiang, Huaiyu Wan, Sheng
Sun, Lvchun Wang, Wei Yu and Yuxuan Liang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38806

ECO-Mem: An Event-Centric Organization Framework for Visibility-Controlled Long-Term Memory
Xing Pei, Dandan Song, Zhijing Wu, Yuhang Tian, Jun Yang, Yitian Ma, Yading Li, Xudong Li,

Huipeng Ma and Yan Xu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38825

Local Evidence, Global Credit: Visual Evidence-Calibrated Policy Optimization for Multimodal Rea-
soning

Zijing He, Zhongyi Deng, Kankan Lan, C.L.Philip Chen, Zeyu Chen, Enlei Gong and Tong Zhang
38844

From Bugs to Fixes: Self-Evolving Hierarchical Knowledge Graphs for LLM-Based Code Repair
Haoyue Ran, Junguo Zhu and Hongyu Ge . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38859

MATE: Mobile Agent Trustworthy Execution for Safe and Efficient Mobile Control
Minsuk Jang, Hee-Seon Kim, Hui-Cheol Yu and Changick Kim . . . . . . . . . . . . . . . . . . . . . . . . 38874

From Repetition to Recognition: Inductive Discovery of Disinformation Narratives
Max Upravitelev, Veronika Solopova, Jing Yang, Charlott Jakob, Alexandra Tsiakalou, Neda

Foroutan and Vera Schmitt . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38896

Who Flips? Self- and Cross-Model Counterarguments Reveal Answer Instability in LLMs
Nafiseh Nikeghbal, Amir Hossein Kargaran, Shaghayegh Kolli and Jana Diesner . . . . . . . . . 38928

CHRONOEXPERT: A Temporal Mixture-of-Experts for Knowledge Editing in Large Language Models
Xudong Li, Yizhou Jin, Dandan Song, Yongyu Huo, Yuhang Tian, Jun Yang, Chenhao Li, Huipeng

Ma, Luan Zhang and Xing Pei . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .38943

SimRule: Collaborative Similarity-Driven Rule Learning for Interpretable Temporal Knowledge Graph
Forecasting

Wenshuo Liu, Shufeng Hao, Ziyu Li and Chongyang Shi . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38960

What Transfers Under Source Shift? Definitions, Examples, and Fine-Tuning for Climate Disclosure
Classification

Guosheng Li, Fenghui Ren, Bin Liu, Chuan Yu, Kaiying Ji, Lin Yue, Jun Shen and Sasa Qian
38975

From Tokens to Topology: When Large Language Models Meet Graph-Structured Reasoning
Qihang Zhang and Liang Zeng . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38990

Semantic Averaging with MUltiple Languages (SAMUL)
Cliff O’Reilly, Ernesto Jiménez-Ruiz and Tillman Weyde . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39013

Contextualized Divergence Detection in Health Advice: A Benchmark and Analysis
Reet Yogesh Kothari, Sirajum Munir, Madhusudan Basak and Sarah Masud Preum . . . . . . . 39035

Where Steering Signals Come From: Activation Source Selection in Activation Steering
Jiaran Ye, Lingxu Ran, Zijun Yao, Chenpeng Wang, Yong Jiang, Lei Hou, Juanzi Li and Liang-

ming Pan. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .39061

cxlvii



Multi-Model Framework for Sentiment Annotation: A Use Case of Multilingual Wikipedia
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