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Abstract

Ultra-long video understanding remains an
open challenge, as existing vision language
models (VLMs) falter on such content due
to limited context length and inefficient long-
term memory retention. To address this, re-
cent works have attempted to construct ex-
ternal knowledge bases and corresponding re-
trieval agumented generation (RAG) systems,
yet these incur enormous storage and compu-
tational overhead. In this paper, we propose
VideoMem, a novel framework that pioneers
models long video understanding as a sequen-
tial generation task via adaptive memory man-
agement. Specifically, VideoMem dynamically
updates a global memory buffer, which adap-
tively retains critical information while discard-
ing redundant content across the video timeline.
To efficiently train VLMs for such long-term
tasks, VideoMem integrates the Progressive
Grouped Relative Policy Optimization (PRPO)
algorithm, equipped with two core modules:
Progressive State Propagation (PSP) adaptively
retains valid current states, propagates them
to the next rollout step, and gradually narrows
the model’s exploration space. Temporal Cas-
cading Reward (TCR) further alleviates reward
sparsity, improving sample utilization and ac-
celerating convergence. Extensive experiments
demonstrate that VideoMem significantly out-
performs existing open-source models across
diverse benchmarks for ultra-long video under-
standing tasks.

1 Introduction

Nowadays, Vision-Language Models (VLMs; (Liu
et al., 2023; Li et al., 2023; Alayrac et al., 2022; Li
et al., 2024a)) have attained remarkable advance-
ments across a wide range of image-centric down-
stream tasks (Bai et al., 2025; Wang et al., 2025c).
However, processing video content, particularly
ultra-long videos, remains a prominent challenge
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for their core architectures (Wang et al., 2025b; Fu
et al., 2025; Jin et al., 2025). This phenomenon
stems from two fundamental bottlenecks: (i) lim-
ited context length (Chen et al.; Liu et al., 2024b),
restricted by the quadratic computational cost of at-
tention mechanisms; (ii) inefficient memory mod-
eling (He et al., 2024; Song et al., 2024; Wang et al.,
2025e; Lin et al., 2026a), which results in catas-
trophic forgetting of early video content. These
constraints impede the development of critical ap-
plications such as long-form video summarization
and question-answering over extended timelines,
both of which demand comprehensive and holistic
video comprehension.

Existing long-video understanding approaches
can be broadly categorized into three paradigms.
Compression-based methods reduce input dimen-
sionality through frame sampling or feature com-
pression (Jin et al., 2024; Li et al., 2024b; Shen
et al.; Wang et al., 2025a; Wu et al., 2025; Jin
et al., 2026a), yet inevitably discard fine-grained
temporal details. Static memory mechanisms em-
ploy pre-defined rules to manage long-term mem-
ory (Song et al., 2024; Zhang et al., 2024a; Wang
et al., 2025d; He et al., 2024; Qian et al., 2024;
Wang et al., 2025e), but lack adaptability to accom-
modate diverse video content and task-specfic re-
quirements. RAG-based methods (Luo et al., 2024;
Tian et al., 2025; Long et al., 2025) construct ex-
ternal knowledge bases to store full video informa-
tion and design corresponding retrieval-augmented
generation (RAG) systems, which however incur
substantial storage and computational overhead.

To address these challenges, we propose
VideoMem, a framework for ultra-long video un-
derstanding via adaptive memory management.
This core component dynamically retains critical
video details to mitigate forgetting while discard-
ing redundant content to control resource consump-
tion. In Figure 1, VideoMem pioneers framing
long-video understanding as a sequential genera-
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Figure 1: VideoMem demonstrates amazing ability to capture key information and perform long-term memory.

tion task conditioned on the query. Specifically,
the long video is first split into segments and are
then processed iteratively: at each step, the model
dynamically updates a global memory buffer using
the current segment, while reserving key temporal
details from prior segments. After processing the
entire long-video, the model synthesizes all accu-
mulated memories to generate the final answer.

To train this framework, reinforcement learning
(RL) is a natural fit for such sequential tasks. How-
ever, directly applying prior methods (Shao et al.,
2024; Jin et al., 2026b,c) to ultra-long videos pro-
cessing is hindered by sparse and delayed reward
signals, as well as prohibitive training computa-
tional costs. We thus propose Progressive Grouped
Relative Policy Optimization (PRPO), an algorithm
that enable efficient and effective RL training for
this setting. In detail, PRPO reduces training over-
head by progressively propagating valid states and
narrowing the exploration space, namely progres-
sive state propagation (PSP). Furthermore, it incor-
porates a temporal cascading rewards (TCR) mech-
anism to provides denser, stage-aware feedback,
effectively mitigating the sparse reward problem
inherent to long-term tasks.

To extensively validate our proposed framework,
we conduct experiments on a comprehensive suite
of standard and challenging long-video bench-
marks, including VideoMME (Fu et al., 2025),
LongVideoBench (Wu et al., 2024), MLVU (Zhou
et al., 2024), LVBench (Wang et al., 2025b),
LongTimeScope (Zohar et al., 2025b). On one
hand, leveraging adaptive memory management,
VideoMem achieves state-of-the-art (SOTA) per-

formance among 17 comparable open-source mod-
els across all long-video benchmark. On the other
hand, PRPO excels in training efficiency: it outper-
forms GRPO by 3.1× in computational efficiency,
cuts convergence steps by 30% (i.e., 0.7× the origi-
nal), and yields notably improved training stability.

2 Related Work

Long video understanding poses challenges that
stem from highly redundant visual information and
inefficient temporal dependency modeling. Ex-
panding context length is an intuitive solution,
which directly enlarges model’s temporal recep-
tive field. Methods such as Gemini (Team et al.,
2023), Kangaroo(Liu et al., 2024b), and LongVILA
(Chen et al.) achieve this via efficient positional
encoding or sliding-window. Token compression
approaches such as VideoAgent (Fan et al., 2024),
LongVU (Shen et al.), LLaVA-onevision (Li et al.,
2024a), PLLaVA (Xu et al., 2024) and VideoXL-2
(Qin et al., 2025) attempt to reduce the sequence
length via pooling mechanism or similarity com-
putation, while tend to lose fine-grained details.
Recent studies focus on building RAG systems
for long videos. Ego-R1 (Tian et al., 2025) con-
structs a knowledge base in a multi-level hierarchy,
and trains VLMs to retrieve from it. M3-Agent
(Long et al., 2025) trains two models separately:
one learns to store while the other learns to retrieve.
Different from the above methods, we enhance long
video understanding via adaptive memory manage-
ment without external databases or handcrafted se-
lection rules. More related work is described in the
appendix A.
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Figure 2: An overview of VideoMem framework. The
video are divided into multiple clips and fed into the
model iteratively. The question, video clips are concate-
nated with the memory of each turn’s model output as
input for the next turn.

3 VideoMem

In this section, we elaborate on our proposed
framework VideoMem. We formulate ultra-long
video understanding task as a sequential generation
task and outline adaptive memory management, as
shown in Figure 2. Then we design an automated
pipeline to construct chain-of-memory data and
perform cold start training for enhanced stability,
as illustrated in Figure 3. Finally, we propose a
novel RL framework, Progressive Grouped Rela-
tive Policy Optimization (PRPO), which comprises
two core components: temporal cascading reward
(TCR) and progressive state propagation (PSP).

3.1 Adaptive Memory Management

Ultra-long video understanding grapples with two
inherently conflicting bottlenecks: redundant tem-
poral information in ultra-long content demands
compression to save computation yet risks losing
critical details, while inefficient long-term memory
modeling requires continuously retaining key infor-
mation for holistic comprehension yet exacerbates
redundancy and computational burden. To address
these issues, we frame ultra-long video understand-
ing as a query-conditioned sequential generation
task augmented with adaptive memory manage-
ment. This method dynamically retains key infor-
mation, discards redundancy, and accumulates tem-
poral context across video segments, enabling the
model to holistically comprehend ultra-long videos

without catastrophic forgetting or prohibitive costs.

Algorithm 1 Progressive Grouped Relative Policy
Optimization (PRPO)
Require: Policy πθ, video segments
V = {V1, . . . , VT }, question Q, ground-truth
answer Ans, Group count G, token budget Lmax,
coefficients α, β
Ensure: Updated policy πθ

1: Initialize memory M ← ""
2: Initialize trajectory buffer B ← ∅
3: for each example in dataset do
4: Q,V,Ans← example
5: for t = 1 to T do
6: {Oi}Gi=1 ← Rollout(πθ, Q, Vt,M) {Gen-

erate G trajectories}
7: {âi}Gi=1 ← ExtractAnswer(Q, {Oi}Gi=1)

{Provisional answer from <answer>}
8: ConsRewardi ← I[âi = Ans] {1 if

matches Ans, 0 otherwise}
9: FmtRewardi ← I[CheckFormat(Oi)]

{1 if <memory> · · · </memory> <
answer> · · · </answer>, 0 else}

10: MemPenaltyi ←
max(0, ∥ExtractMemory(Oi)∥tokens −
Lmax)

11: Ri ← α ·ConsRewardi+FmtRewardi−
β ·MemPenaltyi

12: {Ai}Gi=1 ← ADV({Ri}Gi=1) {Group-
relative advantage}

13: B ← B ∪ {(Oi, Ai)}Gi=1 {Reserved for
policy updates}

14: if t < T then
15: M ←

ExtractBestMemory({Oi, Ai}Gi=1)
{Sample by relative advantage}

16: end if
17: end for
18: Update πθ via GRPO-style objective using

B
19: end for

In Figure 2, we first split a given ultra-long
video into a sequence of equally long clips
{V1, V2, ..., VT }. We then iteratively feed these
clips to the VLM one on at a time, processing clip
Vt at step t. At each step t, the VLM takes three
types of inputs: the current video clip Vt, the user’s
query Q, and a global memory buffer Mt−1. Given
these inputs and the prompt detailed in Appendix C,
the VLM retains critical temporal details (e.g., re-
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Figure 3: Chain-of-memory data construction pipeline. By combining multiple models, multi-stage generation, and
human supervision, we ensure high-quality of video chain-of-memory pairs.

curring symbols, plot transitions) and prunes redun-
dant content (e.g., static backgrounds) to form the
updated global memory buffer Mt. This adaptive
memory management balances current information
with prior context, resolving the “forgetting vs. re-
dundancy” dilemma. Finally, the global memory
buffer MT adaptively accumulates key information
from all clips {V1, ..., VT }, enhancing the accuracy
of the final answer.

This sequential generation task can be naturally
formulated as a reinforcement learning (RL) prob-
lem, where the policy πθ is optimized to generate
high-quality trajectories. However, challenges arise
in two key aspects: first, the ultra-long video setting
exacerbates inherent reward sparsity and demands
improved training efficiency; second, the model re-
quires robust foundational memory capabilities to
avoid unproductive exploration during RL training.
Therefore, we detail two tailored training compo-
nents in the following subsections: a cold-start
stage and the Progressive Grouped Relative Policy
Optimization algorithm.

3.2 Cold Start Stage

Following Deepseek-R1 (Shao et al., 2024), we
introduce a cold start stage prior to RL to equip
the base model with fundamental capabilities for
compressing ultra-long videos and retaining their
key information. By pre-aligning the model with
basic memory management heuristics, it further
accelerates the RL process, enabling more efficient
discovery of high-value policies—thereby stabiliz-
ing and enhancing the subsequent training pipeline.

To automatically construct our chain-of-memory
data, we first sample video–question–answer pairs

from VideoMarathon (Lin et al., 2025) dataset.
VideoMarathon is a comprehensive open-source
long video training dataset, covering a wide range
of video distributions with 1,573k multiple-choice
questions and 1,726k open-ended questions. Each
video is split into multiple equal long clips, which
are sequentially fed into Qwen3-VL-32B-Instruct
to generate semantic summaries. These summaries
capture core narrative or factual content according
to the context of specific video clips. Then, the
clip-wise summaries are fed to Qwen3-8B (Yang
et al., 2025) iteratively to filter out irrelevant in-
formation and generate coherent memories with
manual checking. This yields a high-quality chain-
of-memory dataset. Prompt templates are illurated
in Appendix C.

Finally, we fine-tune the base model on these
high-quality chain-of-memory instances using stan-
dard supervised instruction tuning to initialize its
memory management ability. This cold start phase
equips the model with the fundamental capability
to construct coherent and concise memory repre-
sentations.

3.3 Progressive Grouped Relative Policy
Optimization

While Grouped Relative Policy Optimization
(GRPO; (Shao et al., 2024)) lays a solid foundation
for policy optimization without step-wise reward
modeling, it encounters notable challenges when
adapted to long-term tasks. The primary issues are
the exponential expansion of the exploration space
and exacerbated sparse reward signals inherent to
extended temporal sequences. To mitigate these
limitations, as illustrated in Figure 4, we propose
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Figure 4: rollout and policy optimization pipeline of PRPO

Progressive Grouped Relative Policy Optimization
(PRPO). This algorithm is integrated with two key
innovations: temporal cascading reward (TCR) and
progressive state propagation (PSP).

3.3.1 Temporal Cascading Reward
A major challenge in long-term RL is the sparsity
and delay of reward signals: A reward for correctly
answering a question grounded in early video con-
tent may only be observed after processing the en-
tire sequence, rendering credit assignment highly
non-trival. To address this, the temporal cascad-
ing reward (TCR) mechanism decomposes sparse
final rewards into denser intermediate rewards at
each step, delivering more frequent feedback to
guide memory management. Specifically, at each
step t, the model generates a provisional answer ât
conditioned on the current video clip Vt, memory
buffer Mt−1 and query Q. The immediate reward
R̂t for each trajectory is then computed as the sum
of three components:

R̂t = α ·Rcons +Rformat − β ·MemPenalty (1)

(i) Rcons = I[ât = a]: For multiple-choice QA
tasks, consistency reward is 1 if ât exactly matches
the ground-truth answer a and 0 otherwise. (ii)
Rformat: A binary reward, where the reward is equal
to 1 if the output conforms to the required for-
mat ⟨memory⟩ · · · ⟨memory⟩⟨answer⟩ · · · ⟨answer⟩,
0 otherwise. (iii) MemPenalty = max(0, ∥Mt∥ −
Lmax): Penalizes the length of memory buffer ex-
ceeding threshold Lmax to prevent bloat while pre-
serving efficiency.

Hyperparameters α and β control the relative
importance of consistency and memory efficiency,

respectively. These rewards are used to compute
group-relative advantages Ârel

t following the same
procedure as GRPO for policy update, detailed in
Appendix E. This TCR mechanism can alleviate
reward sparsity, improve sample utilization, and
accelerate convergence.

3.3.2 Progressive State Propagation
Moreover, another key challenge in long-term RL is
the exponential expansion of the exploration space
as the sequence accumulates. Directly applying
GRPO would incur prohibitive computational costs,
especially for ultra-long video sequences. To miti-
gate this cost barrier, the Progressive State Propa-
gation (PSP) mechanism acts as a memory-aware
trajectory selection strategy that adaptively narrows
the exploration space while retaining high-reward
paths.

Let Mt = {m1,m2, . . . ,mG} denotes the set of
global memory buffers extracted from the G tra-
jectories at step t. Instead of retaining all G states,
PRPO selects a single memory buffer M∗

t to propa-
gate to the next turn generation, conditioned on the
group-relative advantage Ârel

i of each trajectory:

M∗
t = Sample(Mt, pj ∝ Ârel

j ) (2)

The sampling probability is softened with a temper-
ature τt that decreases over time:

pj =
exp(Ârel

j /τt)∑G
k=1 exp(Â

rel
k /τt)

(3)

where τt = τ0 ·γt (γ < 1) ensures high exploration
early and focused exploitation later. The selected
state M∗

t is concatenated with the query Q and the
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upcoming clip Vt+1 to form the input for the next
turn rollout. This progressive narrowing yields two
key benefits: (i) Computational efficiency, as pre-
filling complexity drops from O(N ·G) to O(N).
Since only one memory path is cached per step,
explained in detail in Section 4.8. (ii) Training
stability, where early noise is filtered out and only
trajectories with strong provisional consistency and
format compliance propagate, thereby preventing
error accumulation.

4 Experiment

4.1 Implementation Details

We choose Qwen3-VL-8B as our base model. Dur-
ing training, we divide each video into four equal
segments, and extract 32 frames from each seg-
ment with max pixels not exceeding 128 ∗ 32 ∗ 32.
The number of rollouts G is set to 8. For tempo-
ral cascading reward, the hyperparameters are set
to α = 1.0, β = 0.005 and Lmax = 1024. We
set global batch size to 16 and use the AdamW
optimizer. All experiments are conducted on 16x
PPU-ZW810E with 96GB memory. The complete
training process requires 4800 PPU hours or 3200
A100 GPU hours. During evaluation, the input
frame number is all set to 64, and the number of
video segments in VideoMem is 4.

As for data, we sample 26k records from Video-
Marathon dataset, and label them with chain-of-
memory as the cold start training set. During RL
training stage, we sample 147k multi choice QA
pairs from VideoMarathon and 49k from LLaVA-
Video-178K (Zhang et al., 2025c) dataset as train-
ing dataset, emphasis on long videos while also
considering short videos. We adopt this data ra-
tio, following the best results described in Video-
Marathon (Lin et al., 2025).

4.2 Main Results

Table 1 presents our main results across all bench-
marks. VideoMem significantly outperforms var-
ious strong baselines, achieving new state-of-the-
art (SOTA) performance among comparable open-
source models on diverse long-video benchmarks.
Notably, our model delivers the largest perfor-
mance gains on the most challenging long-form
video benchmarks–LVBench, VideoMME and
LongTimeScope–outperforming the base model
Qwen3-VL-8B by 7.9%, 5.7% and 8.9%, respec-
tively. These results are particularly revealing.
While the base model exhibits strong static visual

comprehension capabilities, it is not inherently opti-
mized for the long-term reasoning required by ultra-
long videos. It processes extended context as a flat
sequence, struggling to effectively retain salient
information over time. In contrast, VideoMem
is explicitly trained via PRPO to act as a stateful
agent: it learns an adaptive memory management
policy that decides what critical information from
the current clip Vt to integrate into memory Mt and
what to discard. The substantial performance gains
provide direct evidence that our adaptive memory
mechanism successfully overcomes this core limi-
tation of baseline models.

These findings offer a key insight: rather than re-
lying solely on expanding context windows, which
faces computational scaling challenges, a more effi-
cient and effective paradigm is to reframe long-
video understanding as a sequential generation
problem. The fundamental reason for VideoMem’s
success lies in this shift—from training a model
for static, one-shot comprehension to training an
agent with a dynamic policy for information com-
pression and propagation. Our work demonstrates
that VLMs can be effectively optimized for long-
term tasks using tailored RL strategies like PRPO,
which successfully manage the sparse-reward and
large-exploration-space challenges inherent to this
formulation.

4.3 Core Components Analysis
We ablate the core components of VideoMem in
Table 2. Removing progressive state propagation
(PSP) drops performance by 2.1%, confirming
its role in stabilizing long-term training. Remov-
ing temporal cascading reward (TCR) causes even
larger degradation (4.2-4.9)%, leading to severe
reward sparsity problem. And removing the mem-
ory penalty will also lead to a certain performance
degradation.

4.4 Reward Mechanism Analysis
Table 3 further analyzes the impact of temporal
cascading reward (TCR) compared to the single
terminal reward (TR) used in GRPO. We observe
significantly denser and more stable reward feed-
back when applying TCR. PRPO’s temporal re-
ward decomposition increases reward frequency by
4.0×, resulting in smoother policy gradients and
faster convergence. We also notice that temporal
cascading rewards stabilize training and prevent
premature policy collapse. Empirically, models
trained with TCR converge in about 70% of the
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Models Size VideoMME LongVideoBench MLVU LVBench LongTimeScope
Long Overall

Duration 30∼60 min 1∼60 min 23sec∼60 min 3∼120 min 30∼90 min 300min+

Proprietary Models
GPT-4V - 56.9 60.7 59.1 49.2 - -
GPT-4o - 65.3 71.9 66.7 64.6 64.4 -
Gemini-2.5-Pro - - 87.0 - 81.2 69.2 -
Seed1.5-VL 8B - 77.9 74.4 82.1 64.6 -
Eagle2.5 8B - 72.4 66.4 77.6 - -

Open Source Models
Video-LLaVA (Lin et al., 2024) 7B 38.1 40.4 39.1 47.3 - 17.6
ShareGPT4Video (Chen et al., 2024) 8B 37.9 43.6 39.7 46.4 - -
LLaVA-Next-Video (Liu et al., 2024a) 7B - 46.5 50.5 39.3 - -
VideoLLaMA2 (Cheng et al., 2024) 7B 43.8 46.6 - 48.5 - -
LongVA (Zhang et al., 2024b) 7B 47.6 54.3 - 56.3 36.2 -
LLaVA-Onevision (Li et al., 2024a) 7B 46.7 58.2 56.4 64.7 26.9 30.2
LLaVA-video (Zhang et al., 2025c) 7B 50.6 62.6 58.2 70.8 41.5 34.0
Qwen2.5-VL (Bai et al., 2025) 7B 51.6 65.1 54.7 70.2 45.3 40.7
VideoNSA (Song et al., 2025) 7B - - 60.0 51.8 - 44.4
Apollo (Zohar et al., 2025a) 7B - 61.3 58.5 70.9 - -
NVILA (Liu et al., 2025b) 8B 54.8 64.2 57.7 70.1 44.0 -
Flow4Agent(Liu et al., 2025a) 7B 54.2 64.7 60.4 71.4 - -
VideoLLaMA3 (Zhang et al., 2025a) 7B 54.1 66.2 59.8 73.0 45.3 39.1
Qwen2.5-VL 72B 61.2 73.3 - 74.6 47.3 -
InternVL3.5 (Wang et al., 2025c) 8B - 66.0 62.1 70.2 - -
Video-XL2 (Qin et al., 2025) 8B - 66.6 61.0 74.8 48.4 -
Qwen3-VL* 8B 58.6 67.9 59.1 71.6 50.6 36.2

VideoMem* 8B 64.2 73.6 63.3 77.4 58.5 45.1

Table 1: Evaluate results on various long video benchmarks, including VideoMME, LongVideoBench, MLVU,
LVBench, LongTimeScope. All benchmarks adopt percentage accuracy as the evaluation metric. *Scores from our
evaluation using 64 uniform frames, to ensure fair comparisons with same context length. All other results are from
their original paper, with at least 64 frames of input.

Method PSP TCR MP MME LTS

VideoMem ✓ ✓ ✓ 73.6 45.1
w/o PSP. ✓ ✓ 71.5 43.0
w/o TCR ✓ ✓ 69.4 40.3
w/o MP ✓ ✓ 72.0 43.9
SFT 67.5 38.2

Table 2: Ablation of VideoMem core components.

steps required by TR, highlighting the efficiency of
our dense feedback design.

Reward Type Reward Density Convergence Steps LVBench

TR 1.0x 1.0x 54.6
TCR 4.0x 0.7x 58.5

Table 3: Ablation of TCR mechanism.

4.5 Per-Segment Accuracy Analysis

To verify the performance improvement of
VideoMem truly stems from long-term memory,
rather than a “general guess” based on early seg-
ments, we conducted the following experiments on
LVBench.

We utilize the Temporal Cascaded Reward
(TCR) mechanism to generate a provisional an-
swer ât at each step t, and record the correspond-

ing "provisional accuracy". As shown in Table

Method Seg1-1 Seg1-2 Seg1-3 Seg1-4

Qwen3-VL 50.3 48.5 46.2 44.8
VideoMem 51.2 55.4 57.1 58.5

Table 4: Seg1-N represents the accuracy of the model’s
prediction after N turns of input.

4, the accuracy of the baseline model decreased
from 50.3% to 44.8% with the addition of segments.
This demonstrates catastrophic forgetting, where
the model fails to integrate new information to cor-
rect early error. Conversely, VideoMem’s accu-
racy showed non-trivially increases with each new
segment added, steadily increasing from 51.2% to
58.5%. This strongly demonstrates that VideoMem
continuously and proactively utilizes new segments
to refine and improve its understanding, confirming
the substantial contribution of later fragments.

4.6 Cold Start Effiency
To verify the actual contribution of the cold start
phase, we conducted corresponding ablation ex-
periments in Table 5. We conducted a compar-
ison on three representative long video bench-
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Figure 5: Inference Scalability

marks: VideoMME (long subset), LVBench, and
LongVideoBench. All other training hyperparam-
eters (batch size, number of frames, token budget,
etc.) are consistent with the main experiment. Re-
sults show that cold start is a necessary training
phase that can accelerate model convergence and
avoid invalid rollouts.

Method VideoMME LVBench LVB

Qwen3-VL 58.6 50.6 59.1
SFT 58.1 51.7 58.5
PRPO-only 59.8 53.4 59.5
ColdStart-only 61.9 54.4 60.7
VideoMem 64.2 58.5 63.3

Table 5: Cold Start Efficiency and Key Baseline Com-
parison. We compared five different experimental se-
tups: (1) Qwen3-VL (untrained); (2) SFT (fine-tuned on
general video instruction data); (3) PRPO-only (trained
using only PRPO); (4) ColdStart-only (SFT training
only on our chain-of-memory data); (5) VideoMem
(trained with both cold start and PRPO).

4.7 Inference Scalability

While the number of video segments during train-
ing is fixed to T = 4, to ensure stable RL con-
vergence and balanced reward density, the learned
memory policy generalizes seamlessly to arbitrary
segment counts during inference.

To verify this scalability, we conducted anal-
ysis on LongTimeScope, LongVideoBench and
LVBench, shown in Figure 5. Fix the number of
segments to 4 during training while evaluate its
performance during inference with different num-
bers of segments T = 1, 2, 3, 4, 5, 6. Simultane-
ously, we compared the performance of the base-
line model (Qwen3-VL) under the same settings.

The performance of baseline quickly reaches
a bottleneck around T = 3, and shows a rapid
decline, indicating that it cannot effectively utilize
long term memory context. In contrast, VideoMem
exhibits clear positive correlation scalability: as the
number of segments increases, VideoMem is able

to integrate more contextual information, and its
accuracy steadily improves accordingly.

4.8 Computational Efficiency

VideoMem achieves a 3.1x speedup in training
compared to vanilla GRPO while maintaining su-
perior performance, shown in Table 6. The key lies
in PSP: at each turn, a memory state is selected
based on relative strengths to serve as the starting
state for next turn, avoiding the expensive "prefill"
operation for all G paths. This reduces the number
of pre-filling calls from O(N ∗G) to O(N) (only
once per segment). While decoding (i.e., token-
level generation for each candidate trajectory) still
requires O(N ∗G) times, its computational over-
head is far less than pre-filling. The evaluation
results did not decrease but even improved, making
our approach practical for large-scale deployment.

Method Train Speed ↑ VideoMME LVBench

Qwen3-VL - 67.9 50.6
GRPO 1.0x 72.0 56.7
PRPO 3.1x 73.6 58.5

Table 6: Computational Efficiency

5 Conclusion

In this paper, we introduced VideoMem, a novel
framework designed to address the significant chal-
lenges of ultra-long video understanding. We pi-
oneeringly model this problem as a sequential
generation task, and train VLMs to progressively
compress video information and maintain effective
long-term memory. We also propose Progressive
Grouped Relative Policy Optimization (PRPO) al-
gorithm, a novel reinforcement learning strategy
tailored for this complex task. Experiments demon-
strate that VideoMem achieves new state-of-the-
art performance among comparable open-source
models on a wide range of challenging long-video
benchmarks, showing particularly strong gains on
hour-long tasks.
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Limitations

While VideoMem demonstrates state-of-the-art per-
formance in ultra-long video understanding, we ac-
knowledge certain limitations that present opportu-
nities for future work. First, the framework’s upper
bound is inherently tied to the zero-shot spatial-
temporal perception of the base VLM. In instances
requiring deep implicit reasoning—such as infer-
ring psychological states from subtle facial expres-
sions—initial perception failures may lead to the
discarding of critical cues during memory updates.
However, VideoMem’s highly modular architec-
ture allows for the seamless integration of more
powerful base models to naturally alleviate this
bottleneck. Additionally, while our uniform video
segmentation poses a slight risk of truncating con-
tinuous actions, the Progressive State Propagation
(PSP) mechanism robustly bridges most temporal
gaps, though future work could explore dynamic,
event-driven chunking to further enhance semantic
continuity.
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A Extended Related Works

RL has become a cornerstone for LLMs to align
with human preferences and enhance reasoning ca-
pabilities (Ouyang et al., 2022; Jin et al., 2026c).
PPO (Schulman et al., 2017) optimizes policies
through actor-critic frameworks, balancing ex-
ploration and exploitation to improve generation
quality. Recent GRPO (Shao et al., 2024) fur-
ther reduces computation overhead by eliminat-
ing critic model and estimating advantages rela-
tive to grouped samples. In video domain, Video-
R1 (Feng et al., 2025) explores the R1 paradigm
(Guo et al., 2025) to incentivize video reasoning.
LongVILA-R1 (Chen et al., 2025) introduces a
full-stack framework that scales up reasoning in
long videos. TinyLLaVA-Video-R1 (Zhang et al.,
2025b) explored the reasoning potential of small-
scale VLMs. However, standard RL approaches
struggle with exponential exploration space and
reward sparsity in ultra-long video sequences (Jin
et al., 2025; Lin et al., 2026b). Our work incorpo-
rates temporal cascading rewards and progressive
state propagation specifically designed for such
challenges.

B Discussion

Generalizability of VideoMem to Open-ended
Tasks. A key avenue for future work is to general-
ize our framework to open-ended QA tasks. The
core sequential processing and adaptive memory
management of VideoMem are task-agnostic. We
hypothesize that by replacing the binary reward
Rcons within TCR with a score from an LLM-as-
a-judge, PRPO can effectively train VLMs to gen-
erate high-quality, free-form answers, confirming
that VideoMem learns a deep, compressible under-
standing of video content.
Generalizability of PRPO to Other Long-term
Tasks. PRPO algorithm is a general-purpose opti-
mization strategy for sequential decision-making
under sparse rewards. Its core components, PSP
and TCR, address fundamental challenges in long-
term tasks, independent of input modality. We
believe PRPO holds significant promise for other
domains, such as long-document QA, where text
chunks replace video clips Vt. Furthermore, PRPO
could be applied to multi-step agents, where PSP
prunes the exponential exploration space of rea-
soning paths, and TCR provides denser feedback
on intermediate sub-goals, effectively extending its
application far beyond video understanding.

C Prompt Template

This section details the prompt templates used dur-
ing VideoMem training and data construction.

Figure 6 shows the prompt template used for
PRPO reinforcement learning training. This tem-
plate instructs the model to perform two tasks after
receiving the current video clip, the question, and
previous memory.

Update Memory: Carefully watch the video
clip, updating the memory with new information
while retaining all relevant details from the previ-
ous memory.

Answer Question: Answer the question using
only a single option letter (e.g., A, B, C, D, etc.)
within the <answer> tag.

Figure 7 shows the prompt template used for data
annotation in the Cold Start phase. As described in
Section 3.2 of the main paper, this phase uses two
models:

Qwen3-VL-32B-Instruct: As a multimodal
model, it is responsible for watching the video clip
and reading the question, then summarizing the
main plot points relevant to the question.

Qwen3-8B: As a pure text model, it receives
current content and historical memory from the
multimodal model, and is responsible for piecing
the two together into a complete memory while
removing irrelevant information.

D Case Study

D.1 Good Case
VideoMem possesses global semantic awareness
capabilities for videos several hours long and ex-
hibits a certain degree of robustness against inter-
ference, as shown in Figure 8.

It performs exceptionally well in scene and en-
vironment recognition, person and object tracking,
anomaly detection/event classification, and scene
sequence/temporal understanding, thus validating
the effectiveness of its temporal understanding and
memory mechanisms.

D.2 Bad Case
The model exhibits errors on implicit reasoning
tasks, such as inferring causal logic or mental states
from subtle cues like facial expressions or third-
party hints.

During long-term memory iterations, low-
relevance estimations may cause the model to dis-
card crucial implicit information, resulting in infer-
ence gaps.
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User:
<vision start> <video pad> <vision end>
You are presented with a question, a video clip, and some memory (between the <memory>
</memory> tags) about previous clips from the same video.
Please watch the video clip carefully and update the memory with new information that helps
to answer the question, while retaining all relevant details from the previous memory.
<question> {question} </question>
<memory> {memory} </memory>
Update previous memory within the <memory> </memory> tags, then answer the question
with only single option letter (e.g., A, B, C, D, etc.) within the <answer> </answer> tags.
Assistant:

Figure 6: Prompt template for PRPO training

Specific reasons include:

Facial expression misinterpretation: The model
fails to accurately infer a subject’s personality or
emotional state from specific facial cues, and also
fails to understand the implied meaning behind ex-
pressions (e.g., recognizing that a smile may some-
times imply malice, not just happiness).

Implicit inference failure: The model fails to
capture implicit narrative reasoning. For example,
although video clips subtly foreshadow subsequent
events through subtle cues (such as a dog entering a
room, a man brandishing a gun, or a violent conflict
between women), the model fails to capture this.

E Group Computation

In reinforcement learning, standard policy opti-
mization algorithms (such as PPO (Schulman et al.,
2017)) typically rely on a "critic" model to estimate
the value of a state or the advantage of an action.
However, training an accurate critic model for long
sequence generation tasks is challenging in itself
and incurs additional computational overhead.

Grouped Relative Policy Optimization (GRPO)
(Shao et al., 2024) provides an efficient alternative.
The core idea of GRPO is to "eliminate the critic
model". It achieves this by generating a "group"
of G candidate trajectories for the same input. It
eschews the need for an accurate step-wise reward
model by learning from relative advantage. Given
a set of G trajectories {Ti}Gi=1 generated from the

policy, the GRPO objective is defined as:

JGRPO(θ) = E[q,{oi}Gi=1]

1

G

G∑

i=1

1

|oi|

|oi|∑

t=1{
min

(
ri,t, clip(ri,t, 1− ε, 1 + ε)

)

Âi,t

− βDKL

[
πθ∥πref

]
}
,

(4)
where ri,t is the probability ratio:

ri,t =
πθ(oi,t|q, oi,<t)

πθold(oi,t|q, oi,<t)
(5)

and Âi,t denotes the group-relative advantage:

Âi,t =
ri,t −mean(rt)

std(rt)
(6)

E.1 Memory Length Analysis

No Cold Start (Blue Line): The memory length
shows a clear decreasing trend across all chunks
(chunks 0, 1, 2). This indicates that the model’s
memory was excessively large in the early stages of
training (e.g., close to 600 tokens in chunk 2), and
its learning process largely involved compressing
information to avoid MemPenalty.

With cold start (orange line): the memory length
trend is more stable and shows a gentle upward
trend. This indicates that the model has mastered
how to concisely represent information through
the SFT cold start phase. Therefore, during the
RL training phase, it can confidently add more
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Qwen3-VL-32B-Instruct

User:
<vision start> <video pad> <vision end>
Watch this video carefully and read the question about it.
Then summarize the main plot in the video that relates to the question.
<question> {question} </question>
Assistant:

Qwen3-8B

User:
<memory> {memory} </memory>
<content> {content} </content>
<question> {question} </question>
You are given a memory of a past video clip, summary about the current video clip, and a
question about the entire video.
Please piece the current information together with your past memory to form a complete
recollection.
This memory should retain the main information from the video to answer the question, while
removing irrelevant information.
Assistant:

Figure 7: Prompt template for cold start annotation

relevant contextual information to memory without
triggering penalties. This reflects a healthier and
more efficient memory management strategy.

F Benchmark

We extensively tested the performance of
VideoMem on various benchmarks, These
benchmarks comprehensively evaluate whether
VideoMem can effectively preserve video memory
from highly redundant information.

VideoMME (Fu et al., 2025) includes 900
videos of varying lengths and 2,700 manually anno-
tated multiple-choice questions. The video lengths
include short (2min), medium (2-30min), and long
(30-60min). It distinguishes from prior benchmarks
through four key features: diversity in video types,
duration in temporal dimension, breadth in data
modalities and quality in annotations.

LVBench (Wang et al., 2025b) is a benchmark
specifically designed to assess the ability of VLMs
to understand ultra-long videos. It contains 1549
question-answer pairs with an average duration of
approximately 68 minutes. It is designed to chal-

lenge multimodal models to demonstrate long-term
memory and extended comprehension capabilities.

LongVideoBench (Wu et al., 2024) is a bench-
mark for long video retrieval and reasoning, con-
taining 6,678 manually annotated multiple-choice
questions and 17 fine-grained categories.

LongTimeScope (Zohar et al., 2025b) is an
open-source benchmark designed to measure how
well vision-language models understand long
videos, by adding short “needle” clips into videos
ranging from 1 minute to 8 hours.

MLVU (Zhou et al., 2024) is also a benchmark
for long video understanding, containing nine dif-
ferent categories with video lengths ranging from
3 minutes to 2 hours. It presents the following criti-
cal values: the substantial and flexible extension of
video lengths, the inclusion of various video gen-
res, and the development of diversified evaluation
tasks.

G Manual Screening in Cold Start

In our data building process, the standard operat-
ing procedure for human expert review aims to
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Figure 8: Good Case

Figure 9: Bad Case

ensure high-quality "chain-of-memory" data. Our
human experts rigorously verify that the memories
generated by Qwen3-8B simultaneously meet four
criteria:
Factual Consistency: Ensure the integrated

memories faithfully reflect the video clip sum-
maries provided by Qwen3-VL-32B-Instruct, with-
out distorting or omitting key facts.
Query Relevance: Verify that the retained

memories closely revolve around the "key infor-
mation needed to answer the question," filtering
out irrelevant details.
Conciseness (Low Redundancy): Ensure the

model successfully removes irrelevant information
or redundant content such as static backgrounds,
retaining only core information.
Coherence: Ensure that the logical and temporal

order of memories is "coherent" when iterating
across segments, forming a complete context.

H Ethical Considerations

We acknowledge that the long video datasets used
to train and evaluate this model (e.g., the Video-

Marathon dataset) may contain copyrighted con-
tent. Our research focuses primarily on the techni-
cal challenges of developing efficient video under-
standing and adaptive memory management; the
model itself is not intended to generate or repro-
duce copyrighted material.

However, we recognize that the potential for us-
ing such techniques on unauthorized copyrighted
content is a significant societal issue. We advo-
cate for prioritizing the use of datasets that have
been properly licensed or belong to the public do-
main in future research. Furthermore, exploring
technologies or norms to ensure “fair use” and con-
tent attribution in practical applications is also a
direction worthy of future attention.
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Figure 10: Memory length across segments
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