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Abstract

Large Language Model (LLM)-based agents
have achieved promising performance in web
task planning. However, they primarily fo-
cus on task completion rather than preference
modeling, leading to imprecise personalization.
This can be attributed to two facts: (1) Con-
textual scarcity. Vague instructions and insuffi-
cient background of users’ inputs make it dif-
ficult to accurately identify users’ intents. (2)
Preference unpredictability. It’s hard for a sin-
gle response path to handle users’ sudden intent
changes. To address these issues, we propose
SAPA, a Situation-Augmented Personalized
web Agent. Specifically, a Situational Intent
Grounding module is proposed to enrich the
contexts of users’ inputs by incorporating his-
torical records and candidate constraints, effec-
tively alleviating the contextual scarcity. Then,
we propose a Task-Driven Semantic Expan-
sion module to explore diverse response paths
and reduce preference unpredictability in turn,
which is achieved by employing a test-time
expansion strategy. We construct SAPA with
representative LLMs and conduct extensive
experiments on Personal WAB and Amazon
Reviews datasets. On Personal WAB, SAPA
achieves new state-of-the-art performance with
improvements of +14.0%, +8.8%, and +1.3%
in Overall score on personalized recommenda-
tion, search, and question answering, respec-
tively. We further evaluate on three single-
category scenarios from Amazon Reviews (Of-
fice Products, Beauty and Personal Care, Elec-
tronics), where SAPA consistently improves
Overall scores by 16%—18% with gains across
all task types. Ablation studies and case anal-
yses further confirm that the gains stem from
jointly addressing contextual scarcity and pref-
erence unpredictability. Our code is available
at https://github.com/QianyLi/SAPA.

* Corresponding author.

1 Introduction

Large Language Model (LLM)-based agents have
demonstrated remarkable potential in autonomous
web navigation. Some existing studies, such as
WebGPT (Nakano et al., 2021) and WebCPM (Qin
et al., 2023), have established the feasibility of
autonomous browsing for open-domain question
answering. Some other studies have extended these
capabilities to more complex, goal-oriented envi-
ronments. For instance, agents in WebShop (Yao
et al., 2022) manage sequential decision-making
in e-commerce interfaces, generalist agents like
Mind2Web (Deng et al., 2023) handle diverse cross-
domain tasks. Recent studies leverage LLMs’ con-
versational capabilities to facilitate multi-turn user
dialogues and enhance conversational task response
(Deng et al., 2024; Chen et al., 2025). While ex-
isting web agents have achieved promising perfor-
mance on general task completion, they primarily
focus on whether tasks are successfully executed,
with limited attention to modeling user preferences.
Consequently, they still fall short in precise person-
alizations, which can be attributed to contextual
scarcity and preference unpredictability. Specif-
ically, the instructions and background of users’
inputs are often ambiguous and insufficient, and
the commonly used single response struggles to
handle users’ sudden intent changes.

In light of the above issues, we propose SAPA,
a Situation-Augmented Personalized web Agent.
To be specific, SAPA includes a Situational In-
tent Grounding module to alleviate the contextual
scarcity problem, which maps vague user refer-
ences to concrete task entities by leveraging histor-
ical records and filtered candidate pools. Moreover,
SAPA incorporates a Task-Driven Semantic Ex-
pansion module to reduce preference unpredictabil-
ity, which is achieved by employing test-time n-
sampling to explore diverse response paths, thereby
ensuring robust coverage even when user prefer-
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ence deviates from historical patterns.

To validate the effectiveness of SAPA, we con-
duct extensive experiments on Personal WAB (Cai
et al., 2025), the standard personalized web agent
benchmark, where SAPA achieves up to +14.0%,
+8.8%, and +1.3% improvements on recommen-
dation, search, and review tasks, establishing new
state-of-the-art results. To further demonstrate that
SAPA is not limited to a specific benchmark, we
evaluate on three additional personalized agent sce-
narios constructed from single-category Amazon
subsets (Hou et al., 2024) (Office, Beauty, Elec-
tronics), where SAPA consistently delivers 16 %—
18% Overall improvements. Ablation studies
confirm that the observed gains stem from jointly
addressing contextual scarcity (via Grounding) and
preference unpredictability (via task-adaptive ex-
pansion).

In summary, our contributions are three-fold: (1)
we identify two key bottlenecks in personalized
web agents, namely contextual scarcity and pref-
erence unpredictability, which respectively arise
from the input and output sides of personalized tool
invocation; (2) we propose SAPA, a unified frame-
work that combines Situational Intent Grounding
for training with Task-Driven Semantic Expansion
for inference across three web tasks; and (3) we
conduct extensive experiments on PersonalWAB
and three Amazon datasets, showing consistent im-
provements over strong baselines.

2 Related Work

LLM-based Web Agents. Recent years have wit-
nessed a surge in LLM-based web agents. Bench-
marks such as Mind2Web (Deng et al., 2023) and
WebArena (Zhou et al., 2024) have established
realistic platforms to evaluate agent performance
across tasks ranging from information retrieval to
service booking. Advanced frameworks like We-
bVoyager (He et al., 2024) and SteP (Sodhi et al.,
2024) further enhance these capabilities by inte-
grating multi-modal perception and hierarchical
planning. Despite these advancements in planning
and reasoning capabilities, existing agents primar-
ily focus on general task execution without model-
ing user preferences for web content presentation.
Consequently, they struggle to ground vague user
instructions and align outputs with individual user
preferences.

Personalized Web Navigation. Integrating user
history into LLMs has been explored in specialized

domains like recommendation (Wang et al., 2024).
In web navigation, PUMA (Cai et al., 2025) intro-
duced an agentic workflow for personalized brows-
ing by incorporating memory-augmented retrieval.
However, PUMA’s reliance on matching current
intent with specific historical behaviors limits its
capacity to handle situational shifts. Meanwhile,
AdaPA (Nie et al., 2025) attempts to capture dy-
namic preferences by mixing logic and arithmetic
during inference, yet it still operates within a deter-
ministic framework that struggles to accommodate
sudden changes in user intent. Our work departs
from these history-constrained paradigms by utiliz-
ing situational metadata for intent grounding and
test-time expansion for proactive exploration, al-
lowing the agent to move beyond the constraints
of historical patterns when user requirements shift
unexpectedly.

Inference-time Scaling. Reasoning paradigms
such as Self-Refine (Madaan et al., 2023) and Tree-
of-Thoughts (Yao et al., 2023a) enhance perfor-
mance through iterative refinement, but suffer from
error propagation in smaller models like Llama-
2 (Touvron et al., 2023), where inaccurate self-
critiques accumulate into hallucinations. While
increasing inference-time computation has proven
effective (Snell et al., 2024), uniform expansion
strategies fail to adapt to varying task complex-
ity. SAPA addresses this through task-adaptive
parallel sampling that dynamically adjusts explo-
ration breadth based on task characteristics and
intent uncertainty. Unlike recursive reasoning that
propagates errors sequentially, or preference align-
ment methods like DPO (Rafailov et al., 2023) that
risk mode collapse, SAPA maintains broader explo-
ration while avoiding error accumulation. This
ensures responsiveness to intent instability and
reachability of correct responses even when require-
ments deviate from historical patterns.

3 Methodology

3.1 Problem Formulation

Given a personalized web task, let Q be the user
instruction, H the historical behavior metadata, C
the situational candidate product pool, and P the
global product database. SAPA optimizes task pa-
rameters Y to fulfill intent 7 via two modules:

(1) Situational Intent Grounding: Anchoring the

21193



Shared Input Context

Situational Intent Grounding

s A
[ @ Relatea 1 GT GT ' -
"Excellent quality"
I Ihavebought ILIFE V5s | a8 d <
Ium\mmp | Pro Robot Vacuum 1 = = 0=
1 © unreated 1 <> "Disappointed”
@ Replacement parts for 1 nrelate 1 Product Hi @ D
robotic vacuum cleaner? | lhavean OfficeStep | Bank (GT in'ctls“ ded) 0 Randomly . "Save ur money
\ Trash Can I . shuffle and time"
05+9Neg
N e oo 7’
""" History Candidates Accent
Function Search Tasks Recommendation Tasks
P N
[ | robotic vacuum cleaner 1 Seed Nx
Electropan Replacement I Sroundis20 } 1 Semantic Seed Selection
Vacuum Filter Brush Kit for I e | Expansi
Robotic Vacuum ILIFE V5s 1 ° eca HHistory
I % % !
"BOSGC2KTG6' | oo o, ! Reach a consensus
I
"Easy to replace And they fit." I Rerank 1 ﬁ;‘ << ® <<
b eawas cH
Parameter \ ssmmnm ,
N -
Parameter Output Task-Driven Semantic Expansion

Figure 1: Overview of the proposed SAPA framework. Situational Intent Grounding aligns vague intent using
historical metadata and candidates. Task-Driven Semantic Expansion leverages test-time scaling and refinement to

accommodate intent volatility and model stochasticity.

latent intent Z using situational priors:

fground(Qa H) C)a
fground(Q; H)7

if recommendation,

for search and review.
(1)
This formulation ensures that for recommenda-
tion, the intent is anchored within the specific can-
didate space C, while for generative tasks, the intent
is distilled directly from the interaction between
the instruction and historical context.
(2) Task-Driven Semantic Expansion: Exploring
the semantic space to identify the optimal path Y™*:

Y* = Ref({Yi},), Yi~P(Y |Z,P), 2)

where n is the number of test-time samples and
Ref(-) denotes the selection strategy to refine the
final output.

3.2 Situational Intent Grounding

User intent often requires refinement by integrat-
ing both historical patterns and current situational
factors. To enable the LLM to distill intent in such
contexts, SAPA augments the situational input with
‘H and C, thereby aligning the model’s reasoning
with the user’s actual requirements.

Input Construction. For a given instruction Q,
we construct a situational prompt by augmenting
the original query with two key components:

(1) Historical Metadata H: This includes fil-
tered records of the user’s past behaviors and long-
term preferences, providing the necessary priors
to interpret personalized needs. To reduce noise,

we apply a task-specific extraction function & to
the user’s historical records H: i) For search, we
extract product attributes including title, category,
price, and store name; ii) For recommendation, we
retain the product title, category, and parent ASIN
(ID); iii) For review tasks, only the user’s past rat-
ings and comments are preserved. Such historical
contexts can be defined as:

Hetr = Extract(TopK(H, sim(Q, h;), K), ®),
3)
where sim(-) denotes the similarity between the
current query Q and each historical record h; € H,
and K is the retrieval threshold.

(2) Situational Candidate Pool C (utilized only
for recommendation): This represents the set of
entities available in the current situation. Specifi-
cally, for each training instance, given the global
product sequence P, we construct a candidate set
Ctrain containing n items. This set consists of two
components, including ground truth (GT) denoted
as p' and a set of hard negative samples P~. Sub-
sequently, the set Cypqin = {p™} UP ™ is randomly
shuffled and input into the model. For evaluation,
we simply select the top-10 semantically relevant
products and shuffle them as candidates Cyes: ac-
cording to the instructions to simulate a real-world
scenario.

By providing these multi-source signals, SAPA
constrains the agent’s reasoning scope, allowing it
to map latent preferences to specific task targets
within the environment.
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SFT for Intent Anchoring. We fine-tune the
backbone LLM to distill situational signals into
a grounded target intention Z. The specific form
of 7 varies by task: (1) In recommendation, 7 is a
discrete seed entity (Z € C) that anchors the user’s
product interest. (2) In search, 7 is a set of refined
keywords that distill the key information need from
the historical context. (3) In review tasks, 7 is a set
of prototype reviews aligned with the user’s histori-
cal feedback style. Even when the original query
@ is misleading or inconsistent, these grounded
outputs ensure accurate intent alignment, providing
a reliable foundation for the subsequent task-driven
expansion of response strategies.

3.3 Task-Driven Semantic Expansion

The second module explores the semantic space
around the grounded intention Z to accommodate
intent fluctuation and response stochasticity. By
scaling computation at test-time, SAPA ensures
that the optimal response path Y* remains reach-
able even when user requirements deviate from
historical patterns.

Semantic Exploration. Starting from the anchored
intention Z, we explore the related semantic solu-
tion space. In recommendation, we retrieve entities
from P that are semantically similar to the seed Z:

Nneighbors = Top'Kjej(Sim<Iv pj))7 4
R=1U Nneighborsa (5)

where p; € P. For search and review tasks, we
perform n-path sampling Y; ~ P(Y | Z, P) with
an increased decoding temperature to explore a
broader range of potential responses.
Task-Specific Refinement. To identify the most
robust response Y * from the expanded candidates,
we employ task-specific selection strategies.

(1) Search Reranking: To avoid potential omis-
sion errors, we adopt a hybrid strategy. Let A be
the aggregated candidate set retrieved by the n gen-
erated queries:

A=[JBM25(¢;, P), (©6)

i=1

where BM25(g;, P) (Robertson and Zaragoza,
2009) denotes the sparse retrieval from the database
‘P. We identify the optimal result set Y * by scoring
candidates against the original instruction Q:

Y* = arg top{feA o(p, Q). (N

We employ BGE-Reranker-v2-m3 (Chen et al.,
2024) as the reranking function ¢(-), which lever-
ages a cross-encoder architecture to capture fine-
grained semantic interactions. By reranking the
distinct candidates in A and retaining the Top-K
(K = 10) results, SAPA effectively filters out re-
trieval noise and ensures that the final output is
precisely aligned with the user’s intent.

(2) Review Centroid Refinement: To resolve po-
tential semantic misalignments, we implement a
selection mechanism based on semantic consensus.
LetY = {y1,...,yn} be the set of n review sam-
ples generated in the expansion module. We first
encode each sample into a normalized embedding
v;. The optimal review y* is then identified by
maximizing the cumulative similarity within the
set:

n

y* = argmax Z Sim(v;, v;), ®)
Yi€Y j=1
where Sim(-) denotes the cosine similarity. By
selecting the candidate that achieves the highest
consensus score, we effectively identify the central
sample. This mitigates the impact of intent drift
and model stochasticity, ensuring the final output
aligns with the most consistent response observed

across multiple sampled paths.

This expansion-and-refinement process allows
the agent to transcend the limitations of single-
shot generation, providing a reliable solution for
complex web navigation.

4 Experiments

4.1 Experimental Setup

Dataset and Tasks. We evaluate SAPA on four
datasets to validate effectiveness across diverse
compositions. (1) Personal WAB (Cai et al., 2025)
is a multi-category benchmark with 35,772 items
across five categories and 1,000 users. It contains
three task types: search (query generation), rec-
ommendation (product ranking), and review (text
generation). Following the standard protocol, 80%
of interactions serve as historical context, with the
remaining 20% split into training (10%) and test
(10%), yielding 6,896/2,174 samples per task. (2)
Amazon datasets are derived from Amazon Re-
views 2023 (Hou et al., 2024), focusing on three
single-category subsets: Office Products (11,196
items), Beauty & Personal Care (15,167 items), and
Electronics (14,596 items). Each contains 1,000
users processed with 10-core filtering. We con-
struct tasks following the same three-task protocol
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Figure 2: Category distribution and catalog size compar-
ison between Personal WAB and three single-category
Amazon scenarios. Personal WAB spans five product cat-
egories with 35,772 items, while each Amazon scenario
focuses on a single category with ~11K-15K items.

and apply a 76%/24% train/test split (2,280/720
samples per task). SAPA is trained independently
on each dataset to assess generalizability across
user behavior patterns (cross-category generalists
vs. single-category specialists) and catalog scales.
Detailed statistics are in Appendix E; Figure 2 il-
lustrates category distributions.

Evaluation Metrics. According to the standard
evaluation protocol for personalized agents, we em-
ploy task-specific metrics. For Search and Recom-
mend tasks, we use Result Accuracy (Res. Acc.),
which is a rank-decayed score based on the target
product’s position within the top-10 results. Given
the rank r of the ground truth item, the score is
defined as:

1—r=t if1 <r <10,
10 (9)

Res. Acc. =
0, if r > 10.

For the Review task, we assess semantic
consistency between the generated text and ac-
tual reviews via cosine similarity. We utilize
the pre-trained all-MiniLM-L6-v2 (Reimers and
Gurevych, 2019) model to compute the embed-
dings. Finally, an average score is calculated as the
arithmetic mean across all tasks to represent the
overall performance of the agent.

Baselines. We evaluate SAPA by comparing it
against a diverse set of representative baselines.
Unless specified otherwise, all methods utilize
GPT-40-mini as the default backbone: (i) Mem-
ory Retrieval Methods: These include No Memory
(instruction only), Random Memory, Last Memory,
and Relevant Memory (similarity-based retrieval).
(ii) Reasoning and Feedback Mechanisms: We eval-
uate ReAct (Yao et al., 2023b), which implements

a synergy of reasoning and acting, and Reflexion
(Shinn et al., 2023), which enhances agentic per-
formance through linguistic self-reflection and it-
erative error correction. (iii) Specialized Personal-
ization Frameworks: We include RecMind (Wang
et al., 2024) and InteRecAgent (Huang et al., 2025),
both designed for personalized recommendation.
We also compare against PUMA (Cai et al., 2025),
the state-of-the-art framework for personalized web
navigation. PUMA’s performance is reported on
both gpt-40-mini and Llama-2-7b for compari-
son. (iv) Adaptive Inference Methods: We evaluate
AdaPA (Nie et al., 2025), which captures dynamic
user preferences by mixing logic and arithmetic
weights during inference without extra training.
Implementation Details. SAPA uses L1ama-2-7B
as the backbone, with additional evaluations on
Llama-3-8B (Llama Team, 2024), Qwen-2.5-7B
(Yang et al., 2025), and Qwen-3.5-9B (Qwen Team,
2026) (Appendix D). SFT is fine-tuned via LoRA
(Hu et al., 2022) with learning rate 3e — 4. We set
similarity threshold 7 = 0.5 for recommendation
grounding, sampling count N = 10 and tempera-
ture 7' = 1 for semantic expansion. Search tasks
use BM25 retrieval with BGE Reranker-v2-m3
reranking; review tasks use all-MinilM-L6-v2
for semantic centroid computation. Experiments
run on 8 NVIDIA L40S GPUs. Main results are
averaged over three runs with different seeds.

4.2 Main Results

This section reports the experimental results
achieved by SAPA on the Personal WAB bench-
mark with GPT-40-mini and Llama-2-7B. For
clear comparisons, we analyze the main results
from single- and multi-turn perspectives.

4.2.1 Single-turn Track.

Table 1 presents the performance of SAPA and
baseline methods on PersonalWAB under the
single-turn setting, where the agent has only one
opportunity to select the correct function and gen-
erate the optimal parameter. We report both Func-
tion Accuracy (F. Acc., whether the correct tool
is selected) and Result Accuracy (Res. Acc., the
rank-decayed score of the target product).

SAPA achieves state-of-the-art performance.
SAPA consistently outperforms all baselines
across both model scales. Notably, SAPA with
L1lama-2-7B even surpasses PUMA with the more
powerful GPT-40-mini, demonstrating that archi-
tectural innovations in contextual enrichment can
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Method Search Recommend Review Average
F. Acc. Res. Acc. F. Acc. Res. Acc. F. Acc. Res. Acc. F. Acc. Res. Acc.
GPT-40-mini
No Memory 1.000 0.647 0.092 0.000 1.000 0.444 0.684 0.355
Random Memory 0.974 0.640 0.296 0.018 0.996 0.442 0.745 0.357
Last Memory 0.937 0.626 0.432 0.028 1.000 0.442 0.782 0.357
Relevant Memory 0.928 0.622 0.492 0.030 1.000 0.443 0.800 0.356
ReAct 0.903 0.605 0.560 0.027 0.996 0.444 0.815 0.350
RecMind 0.981 0.645 0.226 0.017 0.990 0.442 0.721 0.359
AdaPA 0.987 0.654 0.592 0.027 1.000 0.457 0.851 0.367
PUMA 1.000 0.649 0.939 0.048 1.000 0.449 0.979 0.373
SAPA(Ours) 0.989 0.711 0.989 0.167 0.991 0.446 0.990 0.433
Llama-2-7B
PUMA 0.996 0.652 0.987 0.054 1.000 0.538 0.994 0.406
SAPA(Ours) 0.997 0.740 0.989 0.194 1.000 0.551 0.995 0.487

Table 1: Performance comparison on PersonalWAB benchmark on the single-turn track. We report Function
Accuracy (F. Acc.) and Result Accuracy (Res. Acc.) across three tasks. Bold numbers indicate the best performance.

Method Search Recommend Review Average
F. Acc. R.Acc. Steps F Acc. R.Acc. Steps F. Acc. R.Acc. Steps F. Acc. R.Acc. Steps
No Memory 099 0.656 239 0.096 0.000 242 1.000 0446 201 0.685 0.358 2.28
Random Memory 0999 0.680 4.19 0.703 0.042 447 1.000 0448 2.00 0.896 0.380 3.56
Last Memory 099 0.676 422 0.708 0.045 425 1.000 0449 2.00 0.897 0381 3.49
Relevant Memory 0.996  0.686 423 0.715 0.042 456 0999 0448 2.00 0.899 0383 3.60
ReAct 099 0.674 4.65 0218 0013 546 0974 0448 212 0.718 0369 4.09
Reflexion 1.000 0.686 540 0.281 0.014 6.14 0976 0449 2.14 0.741 0373 457
RecMind 0997 0642 672 0347 0.026 6.00 0997 0451 2.10 0.771 0364 493
InteRecAgent 0999 0.642 3.11 0618 0022 3.00 1.000 0447 2.00 0867 0362 270
PUMA 0999 0.720 5.08 0984 0.052 379 1.000 0453 2.00 0994 0399 3.60
SAPA(Ours) 0991 0.734 449 0989 0.177 212 1.000 0452 204 0993 0446 2.85

Table 2: Performance comparison on the multi-turn evaluation track on GPT-40-mini. F. Acc. denotes Function
Accuracy, R. Acc. represents Result Accuracy, and Steps indicates the average number of interaction steps. Bold

numbers indicate the best performance.

be more impactful than simply scaling model size.

SAPA addresses the two core bottlenecks. The
results validate SAPA’s dual-component design:
contextual grounding mitigates input-side scarcity,
while task-adaptive aggregation handles output-
side unpredictability. The gains are particularly
pronounced in recommendation, where SAPA dra-
matically reduces hallucination by constraining the
output space through candidate injection and self-
consistency voting. Detailed hallucination analysis
is provided in Appendix A.

Review task shows modest improvements. While
SAPA achieves consistent gains in search and rec-
ommendation, the improvement in review genera-
tion is relatively modest. This is primarily due to a
distributional mismatch between user instructions
and ground-truth targets, where agents that faith-
fully follow instructions for detailed responses are

penalized by the evaluation metric. We provide a
detailed analysis in Section 4.5.

4.2.2 Multi-turn Track.

Table 2 presents multi-turn evaluation results on
GPT-40-mini, where agents iteratively refine out-
puts based on environmental feedback. We report
Function Accuracy (F. Acc.), Result Accuracy (R.
Acc.), and average interaction steps. We focus on
GPT-40-mini as smaller models like L1ama-2-7B
are prone to error accumulation in multi-turn inter-
actions.

SAPA achieves superior accuracy with im-
proved efficiency. SAPA attains higher Overall
R. Acc. than PUMA while requiring 20.8% fewer
steps (2.85 vs. 3.60), demonstrating that contex-
tual grounding enables precise intent identification
from the first attempt. The efficiency gain is most
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Figure 3: Performance comparison between Vanilla
PUMA and SAPA across three Amazon datasets (Office
Products, Beauty & Personal Care, Electronics). SAPA
consistently outperforms the vanilla baseline across all
tasks.

pronounced in recommendation, where SAPA re-
quires only 2.12 steps (fewest among all baselines)
while substantially outperforming PUMA.
Task-specific patterns validate constrained out-
put spaces. For search, diverse query paths re-
quire moderate reranking refinement, resulting in
more steps. For recommendation, candidate in-
jection reduces the search space, enabling both
higher accuracy and exceptional efficiency. For re-
view, SAPA maintains competitive performance de-
spite the instruction-target mismatch (Section 4.5),
demonstrating self-consensus robustness.

The multi-turn results confirm that SAPA’s dual-
component design improves both accuracy and ef-
ficiency. Situational enrichment provides a stable
semantic anchor, reducing trial-and-error cycles,
particularly in recommendation where candidate
constraints enable rapid convergence.

4.3 Generalizability on Amazon Datasets

To assess SAPA’s generalizability beyond Person-
alWAB, we evaluate on three single-category Ama-
zon datasets (Office Products, Beauty & Personal
Care, Electronics) derived from Amazon Reviews
2023. As detailed in Appendix E, these datasets
differ from Personal WAB in two key aspects: (1)
single-category vs. mixed-category product cata-
logs, and (2) specialist vs. generalist user behavior
patterns. Importantly, SAPA is trained indepen-
dently on each dataset rather than transferred from
Personal WAB, allowing us to isolate the contribu-
tion of our architectural design.

Figure 3 presents the results comparing SAPA
against the vanilla PUMA baseline. SAPA achieves
consistent and substantial improvements across all
three datasets, with relative Overall gains ranging
from 38% to 44%. These gains are driven primar-

Configuration Search Rec. Review Average

SAPA (Llama-2-7B) 0.740 0.194 0.551  0.487
w/o Grounding 0.738 0.007 0.541 0.418
w/0 Expansion 0.638 0.080 0.540 0.412
base 0.652 0.054 0.538  0.406

Table 3: Ablation analysis on SAPA. We compare SAPA
against variants removing specific mechanisms.

ily by dramatic improvements in recommendation
tasks, where the vanilla baseline suffers from se-
vere hallucination (near-zero accuracy). This vali-
dates that SAPA’s candidate injection mechanism
addresses a critical failure mode in personalized
agents. The consistent performance across diverse
data compositions demonstrates that SAPA’s dual-
component design generalizes effectively and ad-
dresses fundamental bottlenecks rather than over-
fitting to specific dataset characteristics.

4.4 Ablation Studies

To validate component necessity, we ablate SAPA’s
two core modules: Situational Intent Grounding
and Task-Driven Semantic Expansion. Table 3
presents results on Llama-2-7B.

Both modules are essential. Removing either
module causes substantial degradation. Full SAPA
achieves the highest Overall score, while removing
grounding or expansion leads to significant drops.
Removing both recovers the base PUMA perfor-
mance, confirming the modules’ complementary
contributions.

Grounding is critical for recommendation. With-
out grounding, recommendation performance col-
lapses to near-zero, while search and review re-
main relatively stable. This validates that candidate
injection is essential for mapping underspecified
instructions to specific product IDs in vast output
spaces.

Expansion is critical for search. Without expan-
sion, search shows the largest degradation, demon-
strating that single-shot generation cannot over-
come preference drift. Multi-path sampling and
reranking ensure robust target coverage. Expan-
sion also benefits recommendation by capturing
intent volatility.

The ablation confirms SAPA’s modules address
orthogonal challenges: grounding constrains out-
put space (critical for recommendation), while ex-
pansion enriches input representation (critical for
search). Both are necessary for state-of-the-art per-
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Task Method Total Time LLM Time Tool Time Total Tokens Res Acc.
Search PUMA 5.35s 2.64s 0.01s 1111 0.655
earc SAPA 7.77s 2.56s 2.47s 936 0.685
Recommendation  PUMA 5.80s 2.97s 0.02s 1075 0.024
ccommendation g A pa 10.90s 8.08s 0.13s 5619 0.159
Revi PUMA 6.01s 3.11s 0.015s 1794 0.446
eview SAPA 10.36s 7.56s 0.015s 4418 0.407

Table 4: Efficiency and response accuracy comparison between PUMA and SAPA across different tasks. Lower
values are better for time and token metrics, while higher values are better for response accuracy.
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Figure 4: Analysis of target review lengths based on in-
struction types. Red indicates instructions Q containing
“short”, while blue indicates those containing “detailed”.
Target reviews are categorized as short-text (< 50 to-
kens) or long-text (> 50 tokens).

formance. Detailed analyses are in Appendix B.

4.5 Further Analysis

Efficiency-Accuracy Trade-offs. Table 4 reveals
task-specific efficiency-accuracy trade-offs, mea-
sured on 100 randomly sampled single-turn tasks
per method. SAPA generally introduces addi-
tional computational overhead through reranking
and multi-path sampling, while its effectiveness de-
pends on the task. For search, SAPA increases total
and tool execution time due to BGE reranking, but
slightly reduces LLM inference time and token con-
sumption. Meanwhile, response accuracy improves
from 0.655 to 0.685, suggesting that the modest
computational overhead yields a measurable accu-
racy gain. For recommendation, SAPA achieves
a substantial accuracy improvement from 0.024
to 0.159, but at the cost of considerably higher
latency and token consumption. In particular, can-
didate injection and subsequent reasoning increase
both LLM inference time and the number of gen-
erated tokens, indicating a clear trade-off between
computational efficiency and recommendation ac-
curacy. For review, SAPA requires substantially

more LLM time and tokens while achieving slightly
lower accuracy (0.407 vs. 0.446). This result is
consistent with the instruction-target mismatch dis-
cussed in Section 4.5, where additional sampling
and self-consensus cannot compensate for limita-
tions in the evaluation data. Overall, SAPA exhibits
different efficiency-accuracy profiles across tasks:
it provides a modest accuracy gain with limited
additional cost for search, trades substantial com-
putation for a large accuracy improvement in rec-
ommendation, and offers no accuracy advantage
for review under the current evaluation setting.
Analysis of Query-Target Dismatch. During re-
view task evaluation, we identified a distributional
mismatch between user instructions and ground-
truth targets (Figure 4). Approximately 70% of
instructions explicitly request detailed reviews, yet
over 50% of ground-truth reviews contain fewer
than 10 tokens. This creates an evaluation dilemma:
agents that faithfully follow the instruction to gener-
ate detailed reviews are penalized when compared
against sparse ground-truth targets, while agents
that ignore the instruction and generate short out-
puts achieve higher scores. SAPA’s Self-Consensus
mechanism mitigates this issue by sampling multi-
ple responses and selecting the one closest to the
semantic centroid. This approach prioritizes the
dominant behavioral pattern observed in the data
over potentially misleading instruction signals, al-
lowing SAPA to maintain competitive performance
despite this instruction-target inconsistency.

5 Conclusion

We introduce SAPA, a Situational-Augmented
Personalized Agent that addresses two fundamental
bottlenecks in personalized web navigation: contex-
tual scarcity and preference unpredictability. SAPA
employs Situational Intent Grounding to anchor
underspecified instructions via historical metadata
and candidate constraints, and Task-Driven Seman-
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tic Expansion to explore diverse response paths
at inference. Extensive experiments demonstrate
state-of-the-art performance across search, recom-
mendation, and review tasks, with particularly dra-
matic improvements in recommendation, validat-
ing that SAPA’s dual-component design effectively
mitigates hallucination and enhances robustness in
personalized tool invocation.

Limitations

While SAPA demonstrates strong performance, sev-
eral directions warrant further investigation: (1)
Computational overhead: Multi-sampling (n = 10)
increases inference latency by 1.3, though adap-
tive sampling or early-stopping mechanisms could
mitigate this cost. (2) Evaluation challenges: As
shown in Section 4.5, existing metrics (e.g., co-
sine similarity) may not fully capture user satisfac-
tion in open-ended tasks where instruction-intent
mismatches occur—developing robust evaluation
frameworks for subjective personalized generation
remains an open problem. (3) Long-term model-
ing: SAPA’s context window (4096 tokens) may
be insufficient for users with extensive histories;
hierarchical summarization or retrieval-augmented
selection could address this constraint.

Ethics Statement

This work follows standard ethical guidelines. (1)
Data Privacy: We utilize the public Personal WAB
dataset (Cai et al., 2025) and Amazon Reviews
2023 (Hou et al., 2024), both fully anonymized
with no personally identifiable information. For
the three Amazon-derived datasets (Office, Beauty,
Electronics), we apply additional 10-core filtering
and synthesize task instructions via LLM-based
augmentation (detailed in Appendix E), ensuring
all generated content remains grounded in pub-
lic review data without exposing individual user
identities. In real-world applications, SAPA is de-
signed to be compatible with privacy protection
protocols to ensure user history is handled securely.
(2) Safety and Bias: Like other systems based on
large language models, SAPA may occasionally
produce incorrect or biased results. We recom-
mend human oversight when deploying the agent
for critical tasks to ensure accuracy and account-
ability.
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A Hallucination Analyze

Table 5 reveals the root causes of hallucina-
tion in vanilla personalized agents and validates
SAPA’s mitigation mechanisms. PUMA exhibits
an 11.06% overall hallucination rate, dominated by
three failure modes: (1) Plausible but fake item
IDs (5.49%)—the model generates well-formed
ASIN-like strings (e.g., BOSX7K9M3L) that do
not exist in the corpus, indicating the agent has
learned the syntactic pattern but lacks grounding
in the actual product space; (2) Over-length out-
puts (3.30%)—-concatenated ASINs or repeated
prompt fragments, suggesting the model struggles
to identify stopping boundaries when the output
space is unconstrained; (3) Truncated outputs
(1.92%)—incomplete generations reflecting uncer-
tainty in mapping underspecified instructions to
specific targets. SAPA reduces the overall hallu-
cination rate by 96.4% (11.06% — 0.40%), with
the most dramatic improvement in plausible fakes
(5.49% — 0.13%, -97.6%). This validates our hy-
pothesis that hallucination stems from preference
unpredictability in vast output spaces—without
explicit candidate constraints, the agent resorts
to pattern-based generation rather than retrieval-
grounded selection. SAPA’s Situational Intent
Grounding addresses this by injecting candidate
items filtered through historical interactions, trans-
forming the generation task into a constrained se-
lection problem where the output space is anchored
to verifiable product IDs. The near-elimination of
format errors (over-length, truncated, empty out-
puts: 5.40% — 0.26%) further demonstrates that
candidate injection provides clear stopping signals,
preventing the stochastic drift observed in uncon-
strained generation.

B Detailed Ablation Experiments

To investigate the effectiveness of each component
from multiple dimensions, we conduct detailed in-
ternal experiments in Table 6.

Reranking in Search. In the search task, we ex-
amine the synergy between expansion and rerank-
ing. As shown in Table 6, while BGE-Reranker
significantly improves upon single-query sparse
retrieval (0.689 vs. 0.638), the optimal perfor-
mance is achieved through our multi-query expan-
sion (BM25* + BGE). This suggests that parallel
query expansions effectively rectify potential omis-
sion errors inherent in single-shot search. The per-
formance gap between RRF (Cormack et al., 2009)

(0.645) and BGE (0.740) underscores the necessity
of cross-encoder semantic scoring in filtering noise
and ensuring precise alignment.

Grounding in Recommendation. The recommen-
dation results highlight the importance of situa-
tional anchoring. Importantly, removing the can-
didate pool leads to a drastic performance decline
(0.015), demonstrating that the candidate pool pro-
vides the essential inductive bias for the agent to
instantiate its intent. Furthermore, our full SAPA
framework outperforms the “w/o Expansion” set-
ting by a large margin (0.194 vs. 0.101). This
validates that similarity-based neighborhood explo-
ration is crucial for capturing the transient shifts in
user product preferences that historical data alone
cannot predict.

Refinement in Reviews. In the review task, we
observe a counter-intuitive phenomenon: simply
increasing the sample count via random selection
or BERT-reranking actually impairs performance
(0.522 and 0.518 vs. 0.540). This suggests that
multi-path sampling introduces additional seman-
tic noise that can mislead standard reranking al-
gorithms. In contrast, our self-consensus strategy
achieves the highest score (0.551) by identifying
the most representative response. This confirms
that searching for the semantic medoid is more ef-
fective than direct scoring at stabilizing outputs,
thereby mitigating prompt-induced bias and inher-
ent model randomness.

C Situational Historical Context

We analyze how the volume of historical metadata
‘H, denoted by K, affects search performance. As
shown in Figure 5, the relationship between accu-
racy and K follows a non-monotonic trend, peak-
ing at K = 6 with 0.740 accuracy, compared to
0.736 at K = 0. This confirms that while rele-
vant situational context improves intent grounding,
excessive history introduces semantic noise.
Performance declines when K exceeds 8, reach-
ing a minimum of 0.719 at K = oo (Window
Truncation). This trend highlights the necessity
of memory filtering to prevent contextual distrac-
tion. Selecting the Top-6 records ensures the agent
remains anchored to the most pertinent intent while
effectively filtering historical interference.

D Model-Agnostic Applicability

Table 7 validates that SAPA’s improvements gener-
alize across diverse backbone architectures. Across
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Table 5: Taxonomy of error types in item generation. We report the description for each error category along with
the percentage of occurrences for PUMA and SAPA models. The bottom row indicates the total hallucination rate.

Error Type Description PUMA  SAPA
Plausible but fake item ID Well-formed ASIN-like output but not contained in the item  549%  0.13%
corpus
Over-length output Output length > 10, e.g., concatenated ASINs or repeated promp-  3.30%  0.13%
t/category words
Truncated output Output length < 10, indicating incomplete generation 1.92%  0.13%
Empty output Empty string or redundant separator 0.18%  0.00%
Invalid characters Length = 10 and starts with “B”, but contains lowercase or illegal ~ 0.10% 0.00%
characters
Wrong prefix Length = 10 but does not start with “B” 0.06%  0.00%
Overall invalid / hallucinated items — 11.06% 0.40%
Search Strategy Recommend Strategy Review Strategy
Method Res. Acc. Method Res. Acc. Method Sim.
BM25 0.638 w/o History 0.184 w/o Sample 0.540
BM25% + rrf 0.645 w/o Candidate 0.015 Random Selection  0.522
BM25 + BGE 0.689 w/o Expansion 0.101 BERT-Rerank 0.518
BM25* + BGE 0.740 Grounding 0.194 Self-Consensus 0.551

Table 6: Strategy comparison across three tasks. Metrics: retrieval accuracy (Search/Rec.) and semantic similarity
(Review); * denotes test-time expansion. Our final SAPA configurations (BM25*+BGE, Situational Grounding, and
Self-Consensus) consistently yield superior performance by filtering noise and capturing the intent medoid.
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Figure 5: Impact of candidate number K on Search
Accuracy. Performance peaks at K = 6, balancing
recall and noise.

three representative open-source models—LIlama3-
8B, Qwen2.5-7B, and Qwen3.5-9B—SAPA con-
sistently outperforms PUMA with substantial mar-
gins: 4+26.3% Overall on Llama3-8B (0.380 —
0.480), +36.5% on Qwen2.5-7B (0.342 — 0.467),
and +24.6% on Qwen3.5-9B (0.378 — 0.471).
The consistency of improvements across architec-
turally distinct models (Llama’s decoder-only vs.
Qwen’s optimized attention mechanisms) demon-
strates that SAPA’s dual-component design ad-
dresses fundamental bottlenecks in personalized

parameter generation rather than exploiting model-
specific biases. Notably, the recommendation task
exhibits the most dramatic and stable gains across
all backbones (+320.5% on Llama3, +487.9% on
Qwen2.5, +345.2% on Qwen3.5), confirming that
candidate injection is a model-agnostic solution to
the output-space unpredictability challenge. Even
on Qwen2.5-7B, which shows the weakest baseline
performance (0.342 Overall), SAPA elevates it to
competitive levels (0.467), approaching the perfor-
mance of stronger baselines—this suggests SAPA’s
grounding and expansion mechanisms can compen-
sate for weaker base model capabilities, making
personalized agents more accessible across diverse
computational budgets.

E Dataset Statistics

Table 8 presents comprehensive statistics for all
four datasets used in our experiments.

Personal WAB is constructed from real-world
user-product interactions across five major Ama-
zon categories. The mixed-category nature reflects
realistic scenarios where users browse across di-
verse product types. Each user has an average of
40.6 interactions, providing rich behavioral context
for personalization. The dataset follows a standard
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Method Search Recommend Review  Average
Llama3-8B

PUMA 0.608 0.044 0.512 0.380
SAPA (ours)  0.736 0.185 0.542 0.480
Qwen2.5-7B

PUMA 0.532 0.033 0.482 0.342
SAPA (ours)  0.730 0.194 0.500 0.467
Qwen3.5-9B

PUMA 0.606 0.042 0.511 0.378
SAPA (ours)  0.736 0.187 0.513 0471

Table 7: Performance comparison of PUMA and SAPA
on search, recommendation, and review tasks across
different backbone models. The best result within each
model group is shown in bold.

Table 8: Statistics of PersonalWAB (Cai et al., 2025)
and Amazon (Hou et al., 2024) datasets.

Dataset Personal WAB Office Beauty  Electronics
Catalog Statistics

# Products 35,772 11,196 15,167 14,596
# Categories 5 (mixed) 1 (single) 1 (single) 1 (single)
User Statistics

# Users 1,000 1,000 1,000 1,000

# Interactions 40,648 17,067 19,596 18,290
Avg. interactions/user 40.6 17.1 19.6 18.3
Task Sample Counts

(train/test)

Search 6,896/2,174  2,280/720 2,280/720  2,280/720
Recommendation 6,896/2,174  2,280/720 2,280/720  2,280/720
Review 6,896/2,174  2,280/720 2,280/720  2,280/720
Data Source

Origin Personal WAB Amazon Reviews 2023
Preprocessing Official split 10-core filtering + 76%/24% split

protocol: 80% of interactions serve as historical
context, while the remaining 20% are evenly split
into training (10%) and test (10%) target interac-
tions for task construction.

Amazon Scenarios are derived from the Ama-
zon Reviews 2023 dataset (Hou et al., 2024), which
contains 571.54 million reviews spanning 33 cat-
egories. We select three representative single-
category subsets and apply 10-core filtering (re-
taining only users and products with >10 interac-
tions) to ensure sufficient interaction density. The
resulting datasets exhibit specialist user behavior
patterns (within-category browsing) and smaller
catalog scales compared to Personal WAB, provid-
ing complementary scenarios for validating SAPA’s
broader applicability. Each Amazon dataset con-
tains 1,000 users with an average of 17-20 interac-
tions per user. Tasks are constructed following the
same protocol as Personal WAB, with a 76%/24%
train/test split.

Task Construction and Data Splitting For all
four datasets, we construct three task types follow-
ing the Personal WAB protocol:

* Search: Given user history, generate a textual
query that retrieves the target product.

* Recommendation: Given user history, rank a
candidate set to place the target product at the
top.

* Review: Given user history and target product,
generate a personalized review text.

The data splitting strategies differ slightly be-
tween Personal WAB and Amazon datasets due to
their original data structures. Personal WAB fol-
lows a temporal split where 80% of each user’s
interactions (chronologically earlier) serve as his-
torical context, while the remaining 20% are split
into training (10%) and test (10%) target interac-
tions. This ensures that the model predicts fu-
ture interactions based on past behavior. Amazon
datasets, constructed from the Amazon Reviews
2023 raw data, use all available interactions as his-
torical context and randomly sample target inter-
actions for task construction, then split these tasks
into 76%/24% train/test sets. Despite the differ-
ent splitting procedures, both approaches ensure
that: (1) models have sufficient historical context
for personalization, (2) training and test sets are dis-
joint, and (3) the task construction protocol remains
identical across all datasets. The key difference
is that Personal WAB uses a fixed 80-10-10 tem-
poral split inherited from the original benchmark,
while Amazon datasets use a more flexible context-
plus-sampling approach that maximizes the use of
available interaction data.

Data Availability PersonalWAB is publicly
available at https://github.com/HongruCai/
PersonalWAB. Amazon Reviews 2023 can
be accessed at https://amazon-reviews-2023.
github.io/. Our processed 10-core subsets and
task construction code will be released upon publi-
cation.

F Further Analysis of Review Evaluation

For the Review task, we follow the official Per-
sonal WAB evaluation protocol in the main experi-
ments, which measures the similarity between the
generated response and the ground-truth review us-
ing cosine similarity. We retain this metric in our
main results to ensure direct comparability with the
benchmark. However, cosine similarity mainly cap-
tures semantic proximity and may not fully reflect
fine-grained differences in review quality, such as
sentiment consistency, writing style, instruction fol-
lowing, and personalized grounding. Therefore, we
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Metric SAPA PUMA  Diff.

GT Faithfulness 2.776 2.138  +0.638
Sentiment Consistency 3.382 2.680  +0.701
Style/Length Consistency  2.642 2.040  +0.602
Instruction Compatibility ~ 2.697 2075  +0.622
Grounded Personalization  2.317 1.838  +0.479

Table 9: LLLM-as-a-Judge evaluation on the Review task.
Scores range from 1 to 5, with higher values indicating
better performance. PUMA is the strongest baseline.

conduct an additional LLM-as-a-Judge evaluation
to provide a more comprehensive analysis.

Since the Personal WAB Review task is defined
against the user’s ground-truth review, we use the
reference review as evidence of the user’s actual
product experience, sentiment, and writing style,
while also considering the user instruction, target
product, and user history. Specifically, GPT-40
evaluates five dimensions: (1) GT faithfulness,
measuring whether the generated review preserves
the core claims and product experience in the refer-
ence review; (2) sentiment consistency, measuring
whether the sentiment polarity and intensity match
the reference; (3) style/length consistency, measur-
ing whether the generated review follows the user’s
writing style and level of detail; (4) instruction
compatibility, measuring whether explicit user re-
quirements are satisfied without contradicting avail-
able evidence; and (5) grounded personalization,
measuring whether the review incorporates relevant
personalized evidence rather than generic content.

To mitigate positional and method-name biases,
SAPA and PUMA outputs are compared using a
blinded A/B protocol with randomized ordering.
The judge assigns a score from 1 to 5 for each
dimension. The average scores are reported in Ta-
ble 9.

As shown in Table 9, SAPA consistently out-
performs PUMA, the strongest baseline, across
all five dimensions, with particularly large gains
in sentiment consistency and GT faithfulness.
These results provide complementary evidence that
SAPA generates higher-quality personalized re-
views, while such improvements are only partially
captured by the benchmark’s cosine-similarity met-
ric.

G Prompt Templates

This appendix provides the complete prompt tem-
plates used in our experiments. We present two cat-
egories of prompts: (1) situational intent grounding

prompts used during training and inference (Sec-
tion G.1), and (2) instruction synthesis prompts
used for constructing Amazon dataset tasks (Sec-
tion G.2).

G.1 Situational Intent Grounding Prompts

For the contextual grounding module, the prompt is
designed to integrate the original instruction Q with
historical metadata / and situational candidates C
(for recommendation task only). The prompts fol-
low a tool-use format where the model is instructed
to generate appropriate parameters for specific e-
commerce tools.

Design Rationale The grounding prompts are
designed with three key principles: (1) Tool-
use framing: By framing the task as gener-
ating parameters for specific e-commerce tools
(e.g., get_recommendations, search_product,
add_review), we encourage the model to produce
structured, actionable outputs rather than conversa-
tional responses. (2) Explicit output constraints:
For the recommendation task, we explicitly instruct
the model to output only the ASIN without expla-
nations, ensuring clean extraction of the selected
product. (3) Historical context integration: All
prompts include user history as a reference, en-
abling the model to ground its predictions in past
user behavior.

G.2 Instruction Synthesis Prompts for
Amazon Datasets

Since the Amazon Reviews 2023 dataset does not
provide natural language instructions, we synthe-
size user instructions using GPT-4 based on product
metadata and user reviews. The synthesis prompts
are designed to generate realistic, casual shopping
requests that match the style of Personal WAB in-
structions.

Design Rationale The instruction synthesis
prompts are designed to ensure consistency with
Personal WAB while adapting to the Amazon data
structure: (1) Style consistency: By providing
few-shot examples from Personal WAB, we ensure
that synthesized instructions match the casual, first-
person tone of the original benchmark. (2) Avoid-
ing exact matches: For recommendation tasks,
we explicitly instruct GPT-4 not to name the exact
brand or model, ensuring that the task requires se-
mantic understanding rather than simple keyword
matching. (3) Review-grounded synthesis: For
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Template for Recommendation Task

System Prompt: Below is an instruction that describes a task. Select the tool parameter (ASIN)
that appropriately completes the request.

Tool: get_recommendations_by_history.

Requirement: Please select the most suitable item from the “Candidate List” based on the
Instruction and History. Output ONLY the Product ID (ASIN) of the selected item. Do not output
the product name, explanations, or any other text.

User Input: [Instruction]: OQ; [User History (Reference)]: H; [Candidate List

(Options)]: C.
Output: The grounded seed entity Z.

Template for Search Task

appropriately completes the request.

Tool: search_product_by_query.

Output: The grounded seed entity Z.

System Prompt: Below is an instruction that describes a task. Generate the tool parameter that

User Input: [Instruction]: Q; [User History (Reference)]: H.

Template for Review Task

appropriately completes the request.

Tool: add_product_review.

Output: The grounded seed entity Z.

System Prompt: Below is an instruction that describes a task. Generate the tool parameter that

User Input: [Instruction]: Q; [User History (Reference)]: H.

Figure 6: Prompt templates for situational intent grounding across three task types. The recommendation task
includes a candidate list C for constrained selection, while search and review tasks generate free-form outputs.

review tasks, we incorporate the user’s actual re-
view text to ensure that the synthesized instruction
reflects genuine user sentiment and preferences.

Quality Control To ensure the quality of synthe-
sized instructions, we apply the following filters:
(1) Length check: instructions must be 10-100
words. (2) Relevance check: instructions must men-
tion at least one product attribute (type, category,
or key feature). (3) Naturalness check: instructions
must not contain phrases like “synthesize”, “gener-
ate”, or “based on the product”. After synthesis, we
manually inspect 100 random samples per dataset
to verify quality, achieving 96% acceptance rate.
For recommendation and search tasks, we ex-
plicitly prohibit the generator from mentioning the
exact brand, model number, or full product title,
so that the generated instruction does not trivially
reveal the target item. For review tasks, we con-

dition the prompt on the user’s original rating and
review text, allowing the synthesized instruction
to preserve the user’s true sentiment while avoid-
ing verbatim copying. The few-shot examples are
used only to match the casual first-person style of
Personal WAB-style shopping requests.
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General Template for Amazon Instruction Synthesis

System Prompt: You write short, casual, first-person shopping requests for an e-commerce
assistant. Match the tone of the few-shot examples. Output ONLY the request text, no preamble,
no explanation, no quotes.

User Input:

[Task Typel: 7 € {RECOMMEND, SEARCH, REVIEW }

[Target Product]: Z = {title, category, price, store, features, description}

[Few-shot Examples]: &, (sampled from Personal WAB)

[User Review]: R = {rating, review text} (only for 7 = REVIEW)

Output: A synthesized user instruction Q.

Specific Template for Recommendation Instructions

System Prompt: You write short, casual, first-person shopping requests for an e-commerce
assistant. Match the tone of the few-shot examples. Output ONLY the request text, no preamble,
no explanation, no quotes.

User Input:

Write a casual recommendation request from a shopper who is looking for an item LIKE the
target product but does NOT name the exact brand or model. Mention the product type, key
attributes, and a rough price expectation if the price is given. Keep it 1-3 sentences.

[Target Product]:

Title: Zist1e
Category: Zcat
Price: Zprice
Store: Zgiore
Features: Zgeat
Description: Zgesc

[Style Examples]: & (3—5 examples from Personal WAB)

Output: A synthesized recommendation instruction Q..

Figure 7: Prompt templates for synthesizing user instructions for Amazon datasets. The general template applies to
all three task types, while the specific template shows detailed requirements for recommendation tasks.
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