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Abstract

When prompting language models for psy-
chometric assessment, researchers assume that
the responses reflect the injected persona and
the meaning of the survey item. We test this
premise using a diagnostic design that crosses
five semantically distinct baseline personas
with five semantically equivalent variants of
each of four prompt components (persona word-
ing, task instruction, item wording, option sym-
bol). Measuring the 1-Wasserstein distance be-
tween the resulting response distributions and
partitioning the variation among the five compo-
nents allows for the separation of target effects
from prompt artifacts. We apply the frame-
work to 13 open-weight small language models
(0.6B–14B) on the Big Five Inventory and the
Short Dark Triad. We find that in most models,
the task instruction and option symbol displace
response distributions further than paraphras-
ing the persona description or the item itself.
For a substantial share of items, the artifact
share of explained variation exceeds 50%; non-
semantic changes of the prompt account for
more response variation than the baseline per-
sonas. Our framework lets researchers quantify
these prompt artifacts before interpreting psy-
chometric output.

1 Introduction

When researchers prompt a language model (LM)
to take a personality test, they are operating under a
fragile premise. The current methodology involves
feeding models specific personas and standardized
inventories to extract simulated human attitudes
and behaviors (Jiang et al., 2024; Lee et al., 2025;
Zheng et al., 2025). However, this paradigm rests
on a critical assumption: that the model’s predicted
output is primarily a reflection of the injected per-
sona and the semantic meaning of the survey item.

Ongoing research questions whether LMs
can accurately predict human response behavior
(Dominguez-Olmedo et al., 2024; Rupprecht et al.,

2026; Santurkar et al., 2023; Tjuatja et al., 2024;
Ahnert et al., 2026) or whether classical psycho-
logical principles, such as construct validity, can
be applied to LMs (Münker, 2025a). These con-
cerns are compounded by the models’ sensitivity
to prompt design. Studies demonstrate that altering
components, such as answer option symbols (Yang
et al., 2025b; Brucks and Toubia, 2025), personas
(Lutz et al., 2025), output constraints in the instruc-
tion (Röttger et al., 2024), and item reformulations
(Tosato et al., 2026), induces substantial response
variance.

However, core elements including the task in-
struction remain under-researched. More impor-
tantly, the field lacks a unified experimental design
that evaluates prompt components (task instruction,
option symbols, item & persona wording) simulta-
neously. Because prior studies have not quantified
the impact of variations of these components when
their semantic meaning is held constant, the share
of prompt artifacts1 in LM psychometric predic-
tions remains unknown. Without isolating prompt
artifacts from target effects, the field risks misinter-
preting these artifacts as simulated psychology.

To start addressing this gap, we develop a frame-
work that quantifies prompt artifacts in LM
psychometric assessment. Our design varies five
prompt components: five semantically distinct
baseline personas (assessment targets) and five se-
mantically equivalent variants of each of four fur-
ther components (persona wording, task instruc-
tion, item wording, and option symbol). We com-
pare the response distributions by 1-Wasserstein
distance and partition the total variation among the
five components. Because only the baseline per-
sona is construct-relevant, this separates target ef-

1In classical psychometrics, an artifact is a finding that is
produced artificially, for example by the measurement instru-
ment itself. Accordingly, we define a prompt artifact as the
distributional shift induced by semantically equivalent prompt
variants, representing method variance rather than target ef-
fects (Podsakoff et al., 2003).
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fects from prompt artifacts. We test this framework
in a case study of 13 open-weight small language
models (SLMs), where artifacts displace response
distributions further than the baseline persona in
most configurations.

Our work makes two primary contributions to
the evaluation and critique of LM psychometrics:
A Variation Partitioning Framework: We intro-
duce a diagnostic framework that separates prompt
artifacts from target effects in LM-based survey
experiments. Varying five prompt components over
a balanced design with only one construct-relevant
component (the baseline persona), we measure the
Average Pairwise Wasserstein Distance (APWD)
between response distributions and partition the
variation among the five.
Quantifying Artifact Dominance: Applying this
framework across 13 open-weight models (0.6B to
14B), we quantify an artifact dominance that raises
concerns about the validity for the tested configura-
tions. For most models and most items the artifact
share of explained variation exceeds the target’s
variation, and scaling to 14B parameters narrows
but does not close the gap. Because the artifact
share frequently exceeds 50%, the interpretation of
these predictions is compromised well before any
psychological claim is made.

2 Related Work

As in classical psychometrics, the measurement
instrument in LM psychometrics is a prompt, built
from text chosen by the researcher: task instruc-
tion, item wording, and response options, each can
be formulated in multiple valid ways. However,
unlike real psychometrics, the same prompt also
defines the persona taking the test, meaning the
prompt (and the model’s weights) serves as both
the measurement instrument and the respondent.
The model conditions on all parts of the prompt,
with nothing separating the component that carries
the construct from the rest, making prompt sensi-
tivity an inherent challenge in LM psychometrics.

Prompt Sensitivity Research defines prompt sen-
sitivity as a model’s robustness against semanti-
cally equivalent rephrasings of the same prompt
(Errica et al., 2025). Those perturbations need not
be semantic: arbitrary formatting choices, such as
casing or spacing, shift predictions substantially
(Sclar et al., 2024). Hua et al. (2025) counter that
the literature’s over-reliance on exact-match and
log-likelihood metrics artificially inflates prompt

sensitivity, masking the true robustness of LMs.

LM Psychometrics The field of LM psychomet-
rics splits into several subquestions. The most
prominent of these asks how far model responses
align with those of individuals (Ahnert et al., 2026)
or of subpopulations (Santurkar et al., 2023; Ah-
nert et al., 2026; Münker, 2025b). These studies
find that alignment is partial, uneven across groups,
and sensitive to how the group is specified. A sec-
ond line examines whether the scores satisfy core
psychometric criteria, such as validity and reliabil-
ity (Tosato et al., 2026; Münker, 2025a; Lee et al.,
2025), and finds that they frequently do not. Com-
bining both interests, a third line asks whether mod-
els reproduce human response biases (Rupprecht
et al., 2026; Tjuatja et al., 2024), finding that select
models reproduce some of those biases.

Methodological Advances Methodological re-
search in LM psychometrics examines different ap-
proaches to prompt formulation (Lutz et al., 2025),
as well as comparing different response generation
methods (Ahnert et al., 2026; Dominguez-Olmedo
et al., 2024). This comparison matters, because the
approaches are not neutral: Wang et al. (2024b)
show that a model’s first token probabilities dis-
agree with its own generated text answers, and
Röttger et al. (2024) demonstrate that forced choice
prompts, required to obtain valid responses, lead
to constrained predictions that diverge from un-
constrained ones, aligning with Hua et al.’s (2025)
argument that part of the measured sensitivity is an
artifact of the readout itself.

Prompt Perturbations Combining research on
psychometrics, annotation, and multiple-choice
questions with LMs, this research area tests model
robustness to perturbations. Item reformulations
and scale variants (Tosato et al., 2026), option sym-
bol sets (Yang et al., 2025b), prompt architecture
(Brucks and Toubia, 2025), response option design
(Dominguez-Olmedo et al., 2024), and formatting
choices (Sclar et al., 2024), have each been shown
to move responses, establishing that the exact phras-
ing of a prompt matters.

Research Gap What no existing research estab-
lishes is how much the perturbations matter rel-
ative to the construct the instrument is meant
to measure. Varying one axis and reporting the
spread shows that a feature is influential, but it can-
not say whether that influence is small or large
compared to the intended psychological signal,
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Figure 1: Prompt Variant Matrix ■ ■ ■ ■ : The Cartesian product of the semantically equivalent prompt
variations (colored components). These four axes define the complete prompt space evaluated for each item.

because the signal is held fixed. This compari-
son requires manipulating construct-relevant and
construct-irrelevant components in the same design
and decomposing both on a common scale (Mes-
sick, 1989). We therefore construct such a design
to quantify prompt artifacts for a given model ×
questionnaire combination.

3 Methods

3.1 Experimental Setup

Models We evaluate 13 instruction-tuned mod-
els (with reasoning deactivated) across four open-
weight families: Llama-3.1/3.2 (Grattafiori et al.,
2024), Qwen3 (Yang et al., 2025a), Ministral-3
(Liu et al., 2026), and Gemma-4 (Gemma Team,
2026).

Psychometric Inventories We utilize the Big
Five Inventory (BFI) (John and Srivastava, 1999)
and the Short Dark Triad (SD3) (Jones and Paul-
hus, 2014), each using a 5-point Likert scale. Both
are popular instruments belonging to the standard
repertoire of current LM psychometrics.

Baseline Personas To establish psychological
baselines, we select five distinct personas from the
Nemotron dataset, using their default texts (Meyer
and Corneil, 2025). These five personas are the
assessment targets, representing the only construct-
relevant component in the design.

3.2 Constructing the Prompt Variant Matrix
■ ■ ■ ■

To construct the Prompt Variant Matrix (Figure 1),
we use five variants for each component while pre-
serving its semantic meaning. The goal of these
variations is not to create an exhaustive grid search
of all possible prompt combinations, but to mea-
sure the amount of variation within a contained set
that remains within the reasonable bounds of what
researchers might realistically design. Full variants
are detailed in Appendix C.

Persona Wording ■ We supplement each base-
line persona by creating four variations. These vari-
ations systematically alter vocabulary and sentence
order while preserving the underlying meaning, en-
suring the target remains constant.
Task Instruction ■ We adapted our instructions
from standard LM psychometric research. How-
ever, following Wang et al.’s (2024b) findings on
first-token probability deviations, we augmented
these baselines with formatting constraints.
Item Wording ■ We utilize the item reformula-
tions introduced by Tosato et al. (2026). For each
BFI and SD3 item, we test five lexical variants: the
original questionnaire wording and four randomly
sampled paraphrases from their validated dataset.
Option Symbol ■ Based on prevalent formatting
practices in the literature (Yang et al., 2025b), we
test five distinct ordinal option symbol sets: Arabic
numerals (1-5), Roman numerals (I-V), uppercase
letters (A-E), lowercase letters (a-e), and an arbi-
trary alphanumeric baseline (x1-x5).

3.3 Metrics

3.3.1 Logit-Based Distribution Extraction

We apply softmax (t = 1) over the full vocabu-
lary at the answer position and read the probability
mass of the option tokens, computing the joint prob-
ability for multi-token variants as the product of
their sequential token probabilities. By treating the
output as a distribution, we capture the model’s
underlying uncertainty across the trait spectrum,
avoiding the information loss caused by greedy
text generation.

3.3.2 Displacement (APWD)

Because Likert responses are ordinal, standard
probability metrics (e.g., Jensen-Shannon diver-
gence) fail to penalize the ordinal magnitude of an
error. Therefore, we quantify distributional shifts
using the 1-Wasserstein distance (W1), which cal-
culates the minimum transport cost required to
transform one distribution into another.

21332



1B 3B 8B

0.0

0.5

1.0

1.5

2.0

2.5

M
ar

gi
na

l A
PW

D

Llama 3.1/3.2

0.6
B

1.7
B 4B 8B 14

B

Qwen3

3B 8B 14
B

Ministral-3

2B 4B

Gemma-4

Persona Wording Task Instruction Item Wording Option Symbol

Figure 2: Marginal APWD for individual prompt components on the BFI dataset. Boxplots display the isolated
displacement induced by altering a single component while holding the remaining components constant. SD3 results
in Figure 4.

Total APWD We compute the APWD across all
54 combinations within a single Prompt Variant
Matrix ■ ■ ■ ■ . This establishes an LM’s
geometric instability for a specific psychometric
item and a specific persona. The reported score
averages the APWDs from all 220 unique matrices
(5 baseline personas × 44 BFI items).

Marginal APWD To isolate the displacement
caused by individual prompt components, we calcu-
late the marginal APWD by varying only the target
component while keeping the others fixed. Con-
sequently, each marginal effect in a single model
represents the APWDs across 27,500 isolated ma-
trices (5 baseline personas × 53 fixed variants ×44
BFI items).

3.3.3 Variation Partitioning
We partition the total sum of squares, computed
from the W1 distances, among the five prompt com-
ponents, using the distance-based decomposition
that follows Anderson’s (2001) approach. It oper-
ates directly on a distance matrix and requires no
parametric assumption about the response distri-
butions. Each component is a distance-based R2

(db-R2): the share of the total variation in response
distributions that is explained by a prompt compo-
nent rather than remaining within its levels (details
in Appendix D). We analyze the artifact share of
explained variation (ASV),

ASV =

∑
k∈A db-R2

k∑
k∈A db-R2

k + db-R2
baseline

with A representing the four construct-irrelevant
components and db-R2

baseline the component of the
baseline persona. Our claims concern the distribu-

tion of ASV across items rather than significance
at any single item.

4 Experiments

4.1 Total Magnitude of Displacement

Table 1 reports the APWD. The APWD values be-
tween 0.5 and 1.0 mean that, averaged over pairs
of semantically equivalent prompts, the response
distributions vary by roughly half to one full ordi-
nal step. We observe distinct sensitivity towards
the datasets: for the BFI, the models tend to exhibit
lower displacement than on the SD3, suggesting
weaker SD3 trait representation in the Nemotron
personas or within the model. Given this instabil-
ity, SD3 results are deferred to Appendix E.2. Fur-
ther, the data reveals scaling differences between
the models. While Llama and Qwen stabilize at
larger scales, Ministral and Gemma become more
volatile.

Model BFI SD3

Llama-3.2-1B 0.815 (± 0.039) 0.803 (± 0.059)
Llama-3.2-3B 0.682 (± 0.101) 0.752 (± 0.179)
Llama-3.1-8B 0.583 (± 0.145) 0.724 (± 0.178)
Ministral-3-3B 0.504 (± 0.111) 0.516 (± 0.074)
Ministral-3-8B 0.638 (± 0.157) 0.759 (± 0.148)
Ministral-3-14B 0.592 (± 0.185) 0.740 (± 0.184)
Qwen3-0.6B 1.053 (± 0.029) 1.058 (± 0.027)
Qwen3-1.7B 0.718 (± 0.170) 0.874 (± 0.166)
Qwen3-4B 0.603 (± 0.242) 0.752 (± 0.187)
Qwen3-8B 0.626 (± 0.187) 0.784 (± 0.196)
Qwen3-14B 0.579 (± 0.286) 0.728 (± 0.219)
Gemma-4-E2B 0.542 (± 0.257) 0.815 (± 0.260)
Gemma-4-E4B 0.643 (± 0.238) 0.877 (± 0.192)

Table 1: Mean (standard deviation) APWD across all
Prompt Variant Matrices for the BFI and SD3 datasets.
Higher values indicate greater measurement error.
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4.2 Marginal Displacement of Components

Across almost all evaluated architectures, task in-
structions■ and option symbols■ drive higher
marginal displacement than wording (Figure 2).
Furthermore, vulnerabilities carry distinct archi-
tectural signatures, such as Qwen’s sensitivity to
instructions■ versus Llama’s vulnerability to op-
tion symbol variants■ .

We also observe intra-family divergence. For in-
stance, Qwen3-14B develops an above-average sen-
sitivity to item wording variations■ absent in its
smaller counterparts. We observe no unified pattern
of robustness within, let alone across, model fami-
lies. Finally, we must contextualize this volatility:
while moderate instability indicates active attention
to a prompt component, the near-zero marginal dis-
placement observed in small models (e.g., Llama-
3.2-1B) does not indicate robustness. Instead, it
indicates a failure to process the component, as we
will show in the next section.

4.3 Variation Partitioning
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Figure 3: Distance-based variation partitioning on the
BFI dataset. (Top) Mean proportion of total variation
explained by the baseline persona versus other prompt
components. (Bottom) The artifact share of explained
variation (per questionnaire item). SD3 results in Fig-
ure 5.

Figure 3 (Top) reports the mean variation com-
position across all 44 BFI items. In sub-billion
models, the intended psychological signal is close
to zero (e.g., the small Qwen model collapses due
to instruction-induced distributional shifts■ , the
small Llama due to option symbol variants■ ). As

models scale toward 14B, the target effect strength-
ens. However, these average improvements mask
severe item-level failures.

Figure 3 (Bottom) demonstrates that even at 14B,
some items yield an ASV > 50%, indicating that
prompt artifacts have a bigger impact than the base-
line personas. Because the artifact-explained varia-
tion remains this large, none of the evaluated mod-
els demonstrated sufficient robustness for the psy-
chometric configurations tested here. Measuring up
to the 14B scale consistently risks reflecting prompt
artifacts rather than intended signal. Finally, large
parts of the variation remain unexplained due to
interactions between prompt components, further
compounding the problem.

5 Conclusion & Future Work

We developed the Prompt Variant Matrix and
distance-based variation partitioning and found that
prompt artifacts remain substantial across tested
open-weight models up to 14B parameters, demon-
strating a lack of robustness for the tested ques-
tionnaire × model combinations. One possible
explanation is that instruction tuning introduces
strong format compliance that competes with the
injected persona for control of the answer position
(Wang et al., 2024b; Röttger et al., 2024).

While this dominance raises concerns about the
validity of SLMs for psychometric use under cur-
rent prompting paradigms, our framework offers
three paths forward. First, it serves as a diagnos-
tic tool: researchers can use this design to iden-
tify the prompt components and specific variants
that steer a model away from its “default” distri-
bution. Second, it quantifies prompt artifacts for a
given questionnaire × model combination, which
downstream designs can report and account for.
Third (untested here), the framework enables an
accuracy assessment. Averaging a persona’s re-
sponse distributions across the Prompt Variant Ma-
trix■ ■ ■ ■ marginalizes out the prompt arti-
facts, leaving artifact-adjusted predictions for that
persona. Scored against human respondents com-
pleting the same questionnaire, this would test how
accurate the remaining signal is, as our results only
establish how much of the measurement stems from
prompt artifacts.

Limitations

While our Prompt Variant Matrix and distance-
based variation partitioning provide a diagnos-
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tic framework for quantifying prompt artifacts,
this study operates within several methodological
boundaries:

Non-Exhaustive Parameter Space The struc-
tural axes of the Prompt Variant Matrix represent
a targeted, not exhaustive, sample of potential
prompts. We bounded our experimental design to
instruction constraints, option symbols, and word-
ing. We did not evaluate variations in structural
placement (e.g., shifting the baseline persona from
the system prompt to the user prompt) or ordinal
directionality (e.g., reversing the order of answer
options), which prior literature (Zeng et al., 2024;
Wang et al., 2024a) suggests could induce further
distributional shifts.

Sensitivity to Variant Selection & Trait Density
The magnitude of the measured variation is depen-
dent on our specific variant configurations. While
we anchored our prompts in published designs to
keep the variant set representative of current prac-
tice, the framework remains sensitive to variants
that diverge too sharply. Furthermore, the baseline
Nemotron personas may lack the latent trait den-
sity necessary to measurably anchor complex Big
Five or SD3 dimensions. This weak initial trait
representation could exacerbate the severe artifact
dominance we observed.

Semantic Similarity Claim Our design treats
the prompt variants as semantically equivalent; a
premise that cannot be verified exhaustively and
that prompt sensitivity research adopts under com-
parable conditions (Errica et al., 2025). We in-
tentionally scope “semantic equivalence” as “what
researchers might realistically design” (compare
Section 3.2), and draw our component variants
from published research. Only the persona word-
ings■ are authored by us. Our results show that
where equivalence is contestable the stakes are also
lowest: item wordings■ , which come from a vali-
dated reformulation set (Tosato et al., 2026), and
the persona wording variants■ , we wrote our-
selves, produce the smallest displacement for most
model × item combinations we tested. Option sym-
bols■ , which carry no construct content, and the
task instructions■ , whose equivalence is close
to definitional, account for most of the variation
in most of the tested configurations. Lastly, exact
equivalence would in any case be self-defeating
as a target, as variants a model cannot distinguish
would produce identical response distributions and

no measurable displacement at all.

First-Token Probability Divergence We read
responses from the option token probabilities at the
answer position, despite documented divergence
between first-token distribution and open-text an-
swers (Wang et al., 2024b; Röttger et al., 2024;
Ahnert et al., 2026). We would still consider this
the standard readout in LM psychometrics, which
aligns with the scope defined in the previous para-
graph: the prompt artifacts we report are those a
researcher following current practice encounters.
While our results are subject to this error, our frame-
work does not depend on this choice. It requires a
distribution over the ordinal response options per
item, which repeated sampling or other approaches
supply equally well. Whether artifact dominance
persists under those readouts is an open question
this design can answer without modification, and
one our case study cannot settle.

Restriction to Small-Scale Open Models While
the observed artifact dominance restricts the op-
erational use of SLMs in psychometric environ-
ments, we intentionally restricted our evaluation to
open-weight architectures to ensure transparent, re-
producible access to the response distributions our
readout requires. Consequently, we cannot defini-
tively conclude whether closed-weight, proprietary
models (e.g., ChatGPT, Claude) successfully over-
come prompt sensitivity.

Absence of Human Baselines We evaluated
structural instability purely in silico. It is a well-
documented phenomenon in classical psychomet-
rics (Krosnick and Alwin, 1987) that human sub-
jects also exhibit response-order bias when item
wording or scale formats change. Because we did
not benchmark against a parallel human control
group, we cannot precisely quantify the divergence
between expected human methodological variance
and the total variation observed in the SLMs.

Exclusion of Interaction Effects Our decom-
position quantifies main-effect contributions only.
While complex interaction effects between models,
psychological constructs, and prompt components
undoubtedly exist, our data reveal that individual
SLMs possess highly idiosyncratic prompt sensi-
tivities. Attempting to model more generalized
interaction effects may overcomplicate the analy-
sis and obscure the fundamental finding: that the
effects of these artifacts are already sufficient to
overpower the intended psychological signal.
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Ethical Considerations

The primary ethical consideration arising from our
findings relates to how researchers and practition-
ers interpret LM-generated survey responses. Our
contribution is that this doesn’t need to rest on
assumptions: the framework quantifies prompt ar-
tifacts for a given model × questionnaire combi-
nation before any psychological claim is made, so
that researchers can report it, select prompt con-
figurations with a lower artifact share, or establish
that a setup is not yet suitable for the inference they
intend.

Reproducibility Constraints Finally, our find-
ings underscore the necessity of methodological
transparency. To prevent the misinterpretation of
prompt artifacts as simulated traits, researchers
must publicly release their exact prompt templates
and parameters. Without this transparency, claims
about LM capabilities in computational social sci-
ence cannot be validated.
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A Reproducibility and Code Availability

All experimental procedures, statistical analyses,
and visualization tools are implemented using

Python 3.13+ with standard scientific comput-
ing libraries (NumPy (Harris et al., 2020), SciPy
(Virtanen et al., 2020), pandas (Wes McKinney,
2010), seaborn (Waskom, 2021)). The Transform-
ers (Wolf et al., 2020) library was used to run
the models on one NVIDIA L40S. All code im-
plementations, experimental configurations, pro-
cessed datasets, results and analysis notebooks
that can be made publicly available, are acces-
sible via our repository (https://github.com/
nsschw/unsampled-truth).

B Generative AI Assistance

During coding, we utilized GitHub Copilot’s inline
coding suggestions. Additionally, we employed
Gemini 3 Pro for documentation and minor coding
tasks, all of which were manually verified. During
the writing process, we relied on Gemini 3 Pro,
DeepL Translate, and DeepL Write for stylistic
refinements and proofreading.

C Variants

Table 2 shows for one persona and item the variants
we used. All other configurations can be found in
the repository.

D Variation Decomposition

We partition variation using distance-based sums
of squares (Anderson, 2001), a non-parametric
method operating directly on interpoint Wasser-
stein distances, dij = W1(Pi, Pj). For the N =
3,125 balanced prompt cells per model × item, to-
tal variation is:

SST =
1

N

∑

i<j

d2ij

For a component k with L levels of size nℓ, the
within-level variation restricts this sum to cell pairs
sharing level ℓ:

SSW(k) =

L∑

ℓ=1

1

nℓ

∑

i<j ∈ ℓ

d2ij

The marginal share of total variation explained by
k is its distance-based R2:

db-R2
k =

SST − SSW(k)

SST

Because components are evaluated marginally,
their shares need not sum to the total modelled
variation.
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Persona Variations■ (Baseline: Antonia Crockett)

You are Antonia Crockett, 28, a tech-savvy DIY enthusiast who blends a love for street photography, yoga, and community
mentorship into a balanced life, though you sometimes procrastinate on financial reviews and can’t resist a late-night
coffee-fueled coding session. – inspired by Meyer and Corneil (2025)
You are 28 and tech-oriented, mixing your DIY passion with photography, yoga, and mentorship. While your life is balanced,
you tend to delay financial tasks and often find yourself in coffee-fueled coding sessions late at night. – self-created
At 28 years of age, you live your life between yoga mats, your camera, and your handcrafted projects. While you balance
your community through your mentorship, your bank balance and its reviews get left out for late-night coffee and some lines
of code. – self-created
At 28, you balance the physical (yoga), the visual (photography), and the tangible (handcrafted art). While you’re a pillar for
your community, your administrative life and coding projects only come alive under the glow of a desk lamp and a late-night
brew. – self-created
You’ve built a life around wellness and art, prioritizing human connection above all else. However, this leaves your financial
struggles to be dealt with in the dark, where you balance the heavy weight of economic pressure against the logic of your
code. – self-created

Instruction Variations■

You are participating in a psychological evaluation. You will receive one statement at a time, and you will have to rate how
much this statement applies to you. Choose a {option_name} from {range} as your rating: {option_mapping}. Your ENTIRE
response must be ONLY the {option_name} between {range} that represents your rating. Do not include any other text,
punctuation, or explanation - your response should be only a single {option_name}. If unsure, make your best guess. Don’t
overthink it.\nHere is the statement: ’{item}’ – inspired by Tosato et al. (2026)
You are participating in a personality traits assessment and are provided with statements of characteristics that may or
may not apply to you. For example, do you agree that you are someone who likes to spend time with others? Your task
is to select the best fitting option from the following set to indicate the extent to which you agree or disagree with that
statement:\n{option_mapping}\nChoose the option that aligns best with your personality without overthinking and answer
the following statement: ’{item}’\nPlease refrain from adding additional considerations to your choices and only answer with
the {option_name} – inspired by La Cava and Tagarelli (2025)
Given a statement of you: ’{item}’\nPlease choose from the following options to identify how accurately this statement
describes you. Answer only with a {option_name} of the following options: {option_mapping} – inspired by Lee et al.
(2025)
For the following task, respond in a way that matches your description. Considering the statement, please indicate the extent
to which you agree or disagree answering only with a {option_name} from the scale {range} (where {option_mapping}):
’{item}’ – inspired by Zou et al. (2025)
Rate how much you agree with the statement below on a scale from {range} using the following op-
tions:\n{option_mapping}\nReply with exactly one {option_name}.\nStatement: ’{item}’ – self-created

Item Variations■ (Example: BFI - Extroversion)

Is talkative – original from (John and Srivastava, 1999)
Has a lot to say – re-used from Tosato et al. (2026)
Has a tendency to talk extensively – re-used from Tosato et al. (2026)
Often talks a great deal – re-used from Tosato et al. (2026)
Is often chatting – re-used from Tosato et al. (2026)

Option Symbol Variations■

Arabic Numerals (1–5) (Yang et al., 2025b)
Uppercase Letters (A–E) (Yang et al., 2025b)
Roman Numerals (I–V) (Yang et al., 2025b)
Alphanumeric Baseline (x1–x5) (Yang et al., 2025b)
Lowercase Letters (a–e) – self-created

Table 2: A complete demonstrator slice of the Prompt Variant Matrix■ ■ ■ ■ . This table demonstrates all
variations of the four prompt components for an example case. The Cartesian product of these specific rows yields
the 625 discrete prompts evaluated for this single baseline persona and BFI item combination. Variables enclosed
in brackets (e.g., {option_mapping}) denote injection points (e.g., mapping the option symbol to the semantic
anchors: Strongly Disagree, Disagree, Neutral, Agree, Strongly Agree).
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Figure 4: Marginal APWD for individual prompt components on the SD3 dataset. Boxplots display the isolated
displacement induced by altering a single component while holding the remaining components constant.

E Additional Results

E.1 Off-Option Mass

Table 3 reports the off-option mass (OOM) along-
side the APWD scores. Across most architectures,
models allocate between 10% and 15% of their
probability mass to non-target tokens. To compute
the APWD, the remaining probability mass over
the target ordinal symbols is subsequently normal-
ized to one.

The data reveals distinct, family-specific scal-
ing patterns regarding format compliance. The
Ministral-3 family exhibits an inverse scaling trend,
where OOM leakage expands from ∼18% at 3B to
over 30% at the 8B and 14B scales. Conversely,
the larger Qwen3 architectures (8B and 14B) elimi-
nate OOM mass (< 2.2%), enforcing near-perfect
formatting constraints. Notably, despite Qwen3-
8B’s and 14B’s compliance in token generation,
their APWD scores remain high, demonstrating
that eliminating formatting leakage does not re-
move artifact variation in the response distributions.
This also supports the understanding that the effects
we find are not a confound of our prediction read-
out.

E.2 SD3 Results

As established in Table 1, the SD3 dataset results
in higher absolute instability across all evaluated
architectures compared to the BFI. Figure 5 de-
tails the distance-based variation partition for these
items, revealing a distinct degradation of the in-
tended psychological signal. Figure 4 confirms
that the marginal effects of individual components,
specifically task instructions■ and option sym-
bols■ , mirror the vulnerabilities observed in
the BFI dataset but operate at a higher magnitude.

While the BFI dataset demonstrated artifact domi-
nance, the SD3 results exhibit even stronger ASV.
For the majority of models, the median ASV shifts
into the 80%–100% range, indicating that prompt
artifacts dictate the predictions. Furthermore, be-
cause the OOM leakage rates remain similar across
both datasets (Table 3), this artifact dominance oc-
curs under equally strict format compliance, high-
lighting the risk of analyzing results with personas
lacking sufficient depth, as the models maintain
strict formatting compliance even as the target ef-
fects collapse.
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BFI SD3

Model APWD OOM APWD OOM

Llama-3.2-1B 0.815 (± 0.039) 0.149 (± 0.018) 0.803 (± 0.059) 0.122 (± 0.018)
Llama-3.2-3B 0.682 (± 0.101) 0.113 (± 0.050) 0.752 (± 0.179) 0.129 (± 0.102)
Llama-3.1-8B 0.583 (± 0.145) 0.129 (± 0.043) 0.724 (± 0.178) 0.135 (± 0.057)
Ministral-3-3B 0.504 (± 0.111) 0.181 (± 0.021) 0.516 (± 0.074) 0.184 (± 0.021)
Ministral-3-8B 0.638 (± 0.157) 0.335 (± 0.029) 0.759 (± 0.148) 0.361 (± 0.035)
Ministral-3-14B 0.592 (± 0.185) 0.313 (± 0.034) 0.740 (± 0.184) 0.318 (± 0.028)
Qwen3-0.6B 1.053 (± 0.029) 0.095 (± 0.007) 1.058 (± 0.027) 0.092 (± 0.007)
Qwen3-1.7B 0.718 (± 0.170) 0.101 (± 0.028) 0.874 (± 0.166) 0.107 (± 0.027)
Qwen3-4B 0.603 (± 0.242) 0.163 (± 0.036) 0.752 (± 0.187) 0.115 (± 0.028)
Qwen3-8B 0.626 (± 0.187) 0.001 (± 0.001) 0.784 (± 0.196) 0.001 (± 0.006)
Qwen3-14B 0.579 (± 0.286) 0.022 (± 0.013) 0.728 (± 0.219) 0.011 (± 0.009)
Gemma-4-E2B 0.542 (± 0.257) 0.116 (± 0.023) 0.815 (± 0.260) 0.100 (± 0.023)
Gemma-4-E4B 0.643 (± 0.238) 0.145 (± 0.033) 0.877 (± 0.192) 0.144 (± 0.051)

Table 3: Mean (Standard Deviation) Average Pairwise Wasserstein Distance (APWD) and off-option mass (OOM).
The OOM values describe the share of the model’s predictions allocated to non-target tokens, representing a failure
to adhere to prompt formatting constraints.
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