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to dataset-specific schemas, preprocessing rou-
tines, and code patterns, making them brittle
under task shifts and costly to reuse. We pro-
pose DSFlow, a workflow-optimization frame-
work that represents data-science solutions as
compositions of reusable operators rather than
monolithic, dataset-coupled programs. DSFlow
evolves operator-based workflows to discover
transferable structures, expands its operator li-
brary through synthesis and composition, and
uses a hierarchical two-stage evaluation strat-
egy that filters candidates with inexpensive
plan-level scoring before selectively running
full executions. This design keeps optimiza-
tion practical while improving transfer to un-
seen tasks. Experiments on 13 heterogeneous
benchmarks spanning six modality families
show strong zero-shot transfer, with an aver-
age rank of 2.62. In addition, DSFlow grows its
operator library from 10 manually designed
operators to more than 70 discovered ones,
improving accuracy from 0.8070 to 0.8448
and demonstrating scalable knowledge accu-
mulation. Our code is available at https:
//github.com/usail-hkust/dslighting.

1 Introduction

Recent advances in LLLM agents have created new
opportunities for automating data science (Sun
et al., 2025; Liu et al., 2025a). Among the many
tasks involved, end-to-end data science automation
plays the central role: the LLM agent must trans-
late task requirements into data processing, model
development, and deployment for prediction ser-
vices (Liang et al., 2026; Trirat et al., 2024). The
ability to automate this pipeline is critical, as it
directly determines whether LLM agents can re-
duce dependence on expert knowledge and truly

“Independent researcher.
Corresponding author.

 operators

0 Dataset-specific code

Trial-and-error
on unseen tasks

M, Discover reusable
operator

@ Optimize workflow

w& Reusable operators

*“g Generalization

Figure 1: From dataset-specific code to transferable
workflows via DSFlow. Left: Dataset-specific code gen-
eration causes traditional LLM agents to overfit seen
tasks and struggle on new ones. Middle: DSFlow ab-
stracts workflows into reusable operators and optimizes
their composition on a few tasks. Right: Reusing
learned operators enables efficient transfer to unseen
tasks and improves generalization.

democratize data insights. However, building such
agents remains challenging; current systems strug-
gle with generalization, leaving fundamental ques-
tions about how to design robust LLLM agents ca-
pable of reliable end-to-end data science execution.

Due to its importance, automating data science
has attracted growing interest, leading to a va-
riety of LLM-based agents. Approaches such
as DS-Agent (Guo et al., 2024) rely on adapt-
ing past solutions within fixed pipeline structures,
while adaptive code-generation agents (e.g., Auto-
Mind (Ou et al., 2025), AIDE (Jiang et al., 2025))
iteratively refine code solutions through execution
feedback. Despite these advances, robust trans-
fer across tasks and modalities remains limited be-
cause these systems optimize dataset-specific code
rather than learning reusable workflow abstractions.
Fixed pipelines are inherently rigid and degrade
quickly under task or distribution shifts (Guo et al.,
2024). Execution-driven code-generation meth-
ods offer more flexibility (Huang et al., 2022) but
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their search procedures produce solutions tightly
bound to dataset-specific schemas and preprocess-
ing logic, requiring costly re-optimization when-
ever the task changes, as shown in Figure 1. As
a result, little knowledge is retained across tasks.
These limitations highlight the need for agents that
learn transferable data science workflows, enabling
few-shot optimization on seen tasks and principled
generalization to unseen ones.

To this end, we represent data-science workflows
as compositions of reusable operators rather than
dataset-specific code. Operators act as transferable
functional units (e.g., feature extraction, model
training, evaluation), abstracting away dataset
schemas and preprocessing heuristics and enabling
workflow structures that generalize across tasks
and modalities. However, optimizing such work-
flows is challenging because performance can only
be assessed after full executions (often requiring
hours of model training), which makes naive ex-
ploration infeasible and further exacerbates dif-
ficulties posed by heterogeneous objectives and
data types. Although genetic search is naturally
suited for heterogeneous spaces, a direct applica-
tion remains too costly and prone to producing task-
specific solutions. We therefore propose DSFlow,
which discovers transferable data-science work-
flows by evolving operator-based programs through
mutation-only variation, hierarchical fitness eval-
uation, and elite-guided selection under restricted
full executions. Specifically, DSFlow expands the
operator library via operator synthesis and com-
position during variation, and applies hierarchical
fitness evaluation that filters candidates with cheap
plan-level scoring before selectively triggering full
executions, enabling few-shot workflow optimiza-
tion and principled generalization to unseen tasks.

In summary, our work makes the following con-
tributions:

® Problem Formulation. We formulate end-
to-end data-science automation as a workflow
optimization problem over a structured space
of operator-based programs. This formulation
explicitly separates workflow structure, con-
trol flow, and LLM configurations, and targets
cross-task generalization rather than dataset-
specific code optimization.

® Framework. We introduce DSFlow, an
operator-centric workflow optimization frame-
work for LLM agents. DSFlow evolves

reusable workflow programs via mutation-
only evolutionary search, dynamically ex-
pands the operator library through operator
synthesis and composition, and employs hi-
erarchical fitness evaluation to balance explo-
ration efficiency and execution cost.

® Comprehensive Evaluation and Insights.
We evaluate 13 tasks spanning regression,
classification, forecasting, and counting
across six modality families. DSFlow achieves
strong cross-task transferability compared
with representative LLM-agent baselines. Our
analysis shows that (i) operator-level work-
flow optimization improves generalization
over dataset-specific pipelines; (ii) dynamic
optimization and hierarchical evaluation pro-
vide complementary gains; (iii) operator ex-
pansion improves performance by adding
reusable capabilities; and (iv) DSFlow pro-
vides an effective initializer for downstream
dataset-specific search.

2 Related Work

LLM Agent Workflow Optimization. Recent
work increasingly frames agentic workflow design
as an optimization problem rather than a hand-
crafted process (Yuksekgonul et al., 2024; Gao
et al., 2025). AFlow (Zhang et al., 2024a) for-
mulates workflow construction as program search
via Monte Carlo Tree Search, while ADAS (Hu
et al., 2024a) enables a meta-agent to autonomously
write and refine workflow programs. Learning-
oriented approaches such as AVATAR (Wu et al.,
2024) further introduce contrastive reasoning and
pseudo-gradient feedback to iteratively improve
multi-step tool use and prompting. These devel-
opments collectively reflect a shift toward self-
improving agents, where workflows are generated,
evaluated, and optimized automatically instead of
relying on static prompt chains (Wang et al., 2025).
However, to the best of our knowledge, no prior
work applies workflow optimization to data-science
settings, which differ fundamentally from general
reasoning tasks because workflow quality can only
be assessed through expensive full executions (e.g.,
model training), making naive trial-and-error ex-
ploration infeasible.

LLM Data Science Agents. L. M-based data-
science agents aim to automate pipelines from EDA
to model development, with recent advances em-
phasizing adaptive planning (Huang et al., 2022;
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Zhang et al., 2024b; Chan et al., 2024; Trirat et al.,
2024). InsightPilot demonstrates structured analy-
sis actions for interpretable EDA (Ma et al., 2023),
while AutoKaggle (Li et al., 2024) assigns spe-
cialized roles that iteratively generate and test code
for end-to-end competition-style tasks. Case-based
methods like DS-Agent (Guo et al., 2024) retrieve
and adapt human-authored notebooks to stabilize
planning, and learning-based systems such as ML-
Agent (Liu et al., 2025b) use reinforcement learn-
ing to teach smaller LLMs ML engineering be-
haviors. However, these agents typically operate
on dataset-specific code or fixed action schemas,
limiting their ability to generalize across tasks. In
contrast, DSFlow treats automation as workflow op-
timization over reusable operators, enabling trans-
ferable execution strategies that avoid costly re-
optimization for each new dataset.

3 Preliminary

In this section, we first introduce the data science
task and the LLM-based agent in Section 3.1. We
then present the problem formulation for workflow
optimization in Section 3.2. Representative exam-
ple workflows are illustrated in Figures 10 and 11.

3.1 Data Science Task and Agent

Data Science Task. A data science task is
defined as © = (q, f,d), where ¢ is a natural-
language task description, f denotes raw data
stored in heterogeneous formats (e.g., .csv, . jpg,
.dif) spanning multiple modalities (e.g., tabular,
image, and text), and d provides auxiliary context
such as logs or retrieved documents. An LLM-
based agent solves x by interacting with an exe-
cution environment £ through iterative @ code
generation and execution, yielding a solution arti-
fact (e.g., a trained model, an analytical report, or
another task-specific outputs).

LLM Data-Science Agent. An LLM-based
data-science agent solves a task by instantiating
a sequence of data-science operators through pro-
grammatic code generation and interaction with an
execution environment. Its behavior is represented
as an operator program,

W=(P.E,) €S, ey

where P = (Opy, ..., Opy) is an ordered opera-
tor sequence drawn from a predefined pool O,
specifies control flow (e.g., sequencing, branch-
ing, retry). The configuration set A\ = {\}X

provides operator-level LLM parameters, where
each \; = (M, 7, p,T) controls the model selec-
tion, temperature, prompting strategy, and output
formatting. S denotes a restricted space of operator
programs.

Given a workflow state s;, the LLM instantiates
the operator-level policy and generates an action

at ~ mo(Opy(se) | M), ()

where s; = (z, 00, . ..,0,—1) accumulates the task
description x and observation o;_; (e.g., intermedi-
ate outputs, execution logs, and error signals ) from
previous steps. The action a; typically corresponds
to executable code, textual edits, analytical deci-
sions, or other operator-specific instructions. The
execution environment then returns an observation,

o = Exec(Opy, at, st), 3)

and iterative application produces a trajectory y =
(ao, 00, - - .,ar,or,a), where a denotes the final
solution artifact (e.g., a trained model, an analytical
report, or task-dependent outputs). As one illus-
trative case, a forward workflow may sequentially
perform data acquisition, exploratory analysis, fea-
ture engineering, model training, and evaluation,
with F enforcing the execution order and A shaping
the LLM’s behavior at each operator.

3.2 Problem Formulation

Automated Workflow Optimization. Given a
data-science task © = (g, f,d) € X and a task-
level utility function G(W, xz) € R, the objective
is to identify a workflow that achieves high per-
formance on observed tasks while generalizing ef-
fectively to unseen tasks. We formulate this as a
search problem over a workflow space S. A search
procedure F operates on S and returns a workflow
candidate by exploring possible configurations of
operator sequences, control-flow structures, and
LLM configurations, i.e.,  : & — W. Formally,
workflow optimization seeks,

W = arg max Eenx[GW,2)], (4

where X represents the task distribution. In prac-
tice, F may correspond to expert-defined rules,
gradient-free black-box optimization (e.g., evolu-
tionary strategies or MCTS), or a meta-level LLM
policy that incrementally synthesizes workflows
conditioned on execution feedback. Thus, work-
flow optimization jointly concerns structural design
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(P and F), behavioral configuration (), and trans-
ferable generalization across tasks. In this work,
we focus on the meta-level LLM policy setting to
solve the automated workflow optimization prob-
lem.

4 DSFlow: Workflow Discovery and
Optimization

4.1 Overview.

Formulation. Given a workflow W = (P, E, \),
we define a workflow optimization mapping
FDSFlow : S — W that aims to optimize W un-
der the objective maxyyes Exx[G(W, z)]. The
objective is estimated by executing W on a task
instance x ~ X and producing an execution trajec-
tory y = (ag, 0o, - . ., ar, or,a). However, evalu-
ating G(W, z) for many workflow candidates re-
quires repeatedly instantiating the operator—level
policy a; ~ mp(Op,(s¢) | A¢) and performing full
executions, which is computationally prohibitive.
To balance exploration efficiency and evaluation
cost, DSFlow Fpgsriow(+) formulates workflow dis-
covery as a genetic optimization problem and per-
forms evolutionary search over W € S with re-
stricted full executions. Each generation proceeds
in four stages: Population Initialization, Variation,
Hierarchical Fitness Evaluation, and Selection.

Task Scope and Workflow Generation. This
work focuses on data modeling tasks (e.g., machine
learning tasks, scientific discovery, etc.) across di-
verse task types and data modalities, aiming to
improve the generalizability of workflow execu-
tion in realistic data science scenarios. To support
cross—task transfer, a predefined operator pool pro-
vides initial building blocks, but DSFlow does not
restrict search to these operators alone. Instead,
FDsFlow autonomously discovers and composes
new operators in a continual manner, progressively
expanding and refining the operator pool. Through
this lifelong update process, the system searches
for improved workflows W* that generalize even
to previously unseen data science tasks.

4.2 Evolutionary Search Algorithm

Recent workflow-optimization methods (Hu et al.,
2024a; Zhang et al., 2024a) are mostly devel-
oped for generic reasoning tasks (e.g., symbolic
reasoning or code synthesis), where feedback is
immediate and trial-and-error is cheap. In data-
science workflows, performance can only be as-
sessed through expensive external execution (e.g.,

model training), which makes large-scale explo-
ration impractical. The problem is further com-
plicated by cross-task and cross-modality hetero-
geneity, spanning diverse objectives (regression,
classification, clustering, and exploratory analy-
sis) and data types (tabular, image, text, and time-
series) (Luo et al., 2024). Although genetic search
is a natural fit for such heterogeneous spaces (Fu
et al., 2022; Hassan et al., 2023), a direct applica-
tion still suffers from poor workflow generaliza-
tion and excessive full-execution cost. DSFlow ad-
dresses these issues by (i) dynamically expanding
the operator space via synthesis and composition
of reusable operators and (ii) using a two-stage
evaluator that filters candidates with cheap plan-
level scoring before selectively running full exe-
cutions, enabling few-shot optimization and cross-
task transfer.

Population Initialization. We initialize the pop-
ulation by cloning a baseline workflow Wy, which
specifies a valid triple Wy = (Py, Ep, \o) corre-
sponding to a standard data-science pipeline (e.g.,
acquisition, EDA, feature engineering, training,
and evaluation). To establish an initial fitness ref-
erence, a coarse proxy of the utility of W is com-
puted. In practice, an LLM serves as a judge and
directly assigns a plausibility score (e.g., on a 1-10
scale), yielding a lightweight assessment of work-
flow reasonableness.

Variation. Since W = (P, E, \) only permits
shallow reordering of operator logic under recom-
bination (e.g., swapping the order of EDA and
planning), crossover offers limited contribution to
operator capability or cross-task, cross-modality
transfer. The evolutionary search is therefore im-
plemented using mutation-only updates. For each
non-elite position in the next population, a par-
ent workflow W = (P, E, \) is sampled from the
current population and locally perturbed through
programmatic edits:

* Introducing new operators into P by synthe-
sizing an operator Op that does not previously
exist in the operator pool O (e.g., creating
data-cleaning operator that wraps regex-based
text normalization into a single callable unit);

* Composing multiple low-level operators into
a higher-level macro-operator to enable more
complex functionality (e.g., chaining data ac-
quisition, code generation, and execution into
an automatic EDA operator);
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Figure 2: DSFlow is an evolutionary workflow optimization framework for few-shot, end-to-end data science
automation across heterogeneous modalities. Given a few-shot task (tabular, image, text, or time series), it searches
for a transferable workflow composed of reusable executable operators under a limited evaluation budget. In
Step (1) Population Initialization, DSFlow clones a baseline workflow to initialize a population from an extensible
operator library. In Step (2) Variation, workflows evolve through operator synthesis, operator composition, and
control-flow editing, enabling exploration beyond fixed pipelines. In Step (3) Hierarchical Fitness Evaluation,
an LLM-based judge first ranks workflows to prune weak candidates, then shortlisted workflows are executed for
reliable metrics at lower cost. In Step (4) Selection and Elitism, top-performing workflows are retained to generate
the next population until convergence. DSFlow is evaluated on unseen benchmark datasets in a zero-shot setting,
demonstrating robust transfer through operator-level abstractions.

* Altering control-flow instructions in E (e.g.,
inserting conditional retry or skip logic) to
enhance execution robustness through con-
structs such as if—else and loop-based self-
debugging.

These mutations generate M — 1 distinct work-
flow variants in S around the elite parent, expand-
ing the search over the operator-program space
while preserving syntactic validity. These muta-
tions fill all non-elite slots in the next population
and keep the population size M fixed. Throughout
evolution, W) (or its most recent elite successor)
is always retained as the guaranteed elite genome,
serving as a stable reference point for the search.
Under this setup, we represent the population at
generation g as W, = {Wg(l) , WéM)}, which
contains M alternative realizations of (P, E, \)
within the search space S.

Hierarchical Fitness Evaluation. Directly com-
puting the utility function G(W, x) for all candi-
dates requires full execution of the trajectory y on
a set of tasks ¢ ~ A&, including model training

and inference, which are prohibitively expensive.
Therefore, we adopt a two-stage fitness mechanism
aligned with the task utility:

* Coarse evaluation. All candidates are par-
tially executed to score the feasibility of in-
stantiating W (P, E,\) on task inputs
x = (q,f,d). Concretely, the workflow
is run only through the planning and code-
generation phases, stopping before expensive
training and large-scale execution. The result-
ing proxy score reflects structural soundness,
code completeness, and executability, pro-
viding a low-cost approximation of G(W, x)
serves as the primary optimization signal for
the population evolution.

* Fine evaluation. Only an elite subset, typi-
cally the baseline and the top-% candidates un-
der coarse scoring, is fully executed to obtain
the true task utility G(W, x) ( i.e., the bench-
mark score induced by the terminal action a
in the trajectory y. ). Fine evaluation may
be deferred to the end of the search (default
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mode, where only the final elite set is evalu-
ated) or applied once per generation in a high-
fidelity mode. In both cases, it provides high-
precision estimates of G(W, z) while keeping
the number of full executions bounded.

Selection and Elitism. At the coarse level, can-
didates in W, are ranked by their coarse fitness.
The highest-scoring candidate is deterministically
selected as the elite genome W and propagated
unchanged to the next generation, where W =
(Py, Ej, Ay). The remaining members of Py are
generated by mutating W/ to exploit improvements
in S while preserving exploration through stochas-
tic variation. When fine evaluation is used during
the search, fine scores can optionally be combined
with coarse scores (e.g., via a weighted sum) to
stabilize selection under noisy coarse signals.

The genetic search terminates after a fixed num-
ber of generations or when the fine-evaluated elite
score shows no improvement across several rounds,
indicating convergence under the given computa-
tion budget. The final workflow W* is then se-
lected from the fine-evaluated elite set (e.g., the
baseline and top-k candidates), providing an ap-
proximate maximizer of Eq. (4) over S. The dis-
covered workflow is subsequently added to the
operator library as a reusable high-level template,
enriching the space of candidate programs for fu-
ture tasks. To avoid redundant library growth, each
newly added operator is registered only if its unique
(name, code_hash) signature, computed from a
normalized implementation body, does not already
exist in the library. In practice, optimization is
performed on only a few-shot set of data-science
tasks Xy, by solving maxyes Ezox,,, [G(W, 2)].
The resulting workflow W* is then evaluated on
a disjoint set of unseen tasks Xig¢, enabling a di-
rect assessment of cross-task generalization. We
provide a complexity analysis of DSFlow in Ap-
pendix A. Appendix C.4 reports real token usage
across agents; Figure 8 shows that DSFlow consis-
tently reduces input tokens by operating on com-
pact, reusable workflow representations rather than
repeatedly encoding dataset-specific details into
prompts.

5 Experiments

We evaluate cross-task transfer, component con-
tributions, operator expansion, and downstream
search refinement through four research questions:

RQ1: Does workflow evolution improve gen-
eralization?

RQ2: How much do optimization and hierar-
chical evaluation contribute?

RQ3: Does operator expansion improve capa-
bility?

RQ4: Can DSFlow bootstrap dataset-specific
search?

5.1 Experimental Setup

Datasets and Task Suite To evaluate cross-task
generalization, we construct a suite of /3 classi-
cal machine-learning, Kaggle-style, and scientific-
discovery tasks. The benchmark covers regression,
classification, forecasting, and counting across six
modality families: tabular, time-series, spatiotem-
poral, natural-image, microscopy-image, and 3D-
derived data. This setting tests whether workflow
policies transfer across heterogeneous objectives,
modalities, and pipelines. Detailed task descrip-
tions are provided in Appendix C.1.

LLM Agents We compare DSFlow against
manual-style pipeline agents—AutoKaggle (Li
et al, 2024), Data Interpreter (Hong et al.,
2025), DSAgent (Guo et al., 2024), and Deep-
Analyze (Zhang et al., 2025)—and search-based
agents—AIDE (Jiang et al., 2025), AutoMind (Ou
et al., 2025), and AFlow (Zhang et al., 2024a).
All agents use the same backbone LLM and tool
APIs. Further baseline details are provided in Ap-
pendix C.2.

Implementation Details. Each agent is run on a
single GPU with 40 GB memory, and each sandbox
execution is capped at a maximum wall-clock time
of six hours per dataset. It is important to note
that only DSFlow and AFlow perform workflow
optimization on a small set of seen tasks and are
subsequently evaluated on disjoint unseen tasks,
providing a direct measure of cross-task transfer-
ability. Other agents rely on code-specific optimiza-
tion strategies that do not generalize across datasets.
For example, AIDE employs a code-centric search
procedure with three hand-designed actions (im-
prove, review, and debug), each producing an end-
to-end code block tailored to the current dataset,
which limits transfer to new tasks and modalities.
For DSFlow, workflow optimization is performed
on only three datasets, and the optimized workflow
is then directly evaluated on all remaining unseen
tasks. Full implementation details and model con-
figurations are provided in Appendix C.3.
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Table 1: Performance comparison across agents. DSFlow is evaluated on unseen datasets in a zero-shot-transfer
setting: none of the benchmark datasets are used during workflow optimization. Colorful icons indicate data modality
(@): tabular, @): time series, @): spatiotemporal, @): image, (@): microscopy image, @): 3D shape/pharmacophore-
derived features) and problem type (@: binary classification, @: multiclass classification, @: regression, @:
forecasting). 1 (|) indicates that higher (lower) is better. Bold numbers indicate the best performance for each
dataset. x denotes missing results (unsupported, inapplicable, or unsuccessful). -Opt disables dynamic workflow
optimization and uses the fixed baseline workflow, while -Hier removes hierarchical fitness evaluation and uses
only coarse-grained scoring. Avg. Rank| is the average rank across datasets, and Success Rate? is the percentage

of datasets with a valid result.

Dataset AutoKaggle Data Interpreter DSAgent DeepAnalyze AIDE AutoMind AFlow -Opt -Hier  DSFlow (ours)
bike-sharing-demand Q@@ 0.330 0.347 0.303 0.338 0.295 0.293 0303 | 0550  0.560 0431
handwriting @@T X 0.222 0.179 X 0.139 0.542 0.059 0.058 0.106 0.113
histopathologic-cancer-detection @@T 0.500 0.361 0.378 x 0.946 0.993 x 0.888 0.600 0.935
ili @@l X 5.502 5512 10000000000.000  5.939 5.173 5.310 5.316 5.211 4.983
liverpool-ion-switching @@T X 0.036 X X X X X 0.699 0.227 0.828
ventilator-pressure-prediction @@ x 5.646 x 4.452 X x 1708 | 10297 3.995 1.927
demand-forecasting-kernels-only @@l X 12.285 11.292 X 11.987 11.533 X 12.245 X 11.218
instant-gratification @)1 X 0.503 0.575 X 0.562 0.546 X X X 0.558
see-click-predict-fix @J, 0.838 0.374 0.368 X 0417 0.370 X X X 0.473
playground-series-s3el @L X 0.602 0.629 X 0.600 0.605 0.598 X X 0.593
playground-series-s3e11 @@/ X 0.306 x 0.304 0.303 x 0.304 | 0303 0.302 0.302
dkpes-model-development-1 @@, 0.906 0.938 1.000 0.938 x 0.969 0.844 x 1.000 0.844
bbbc002-cell-count (T 78.000 47.847 13.993 x x 60.370 x 70.980  33.605 78.000
Avg. Rank| 4.30 5.12 445 5.90 3.56 2.90 3.50 5.11 5.06 2.62
Success Ratef 38% 100% 77% 38% 69% T7% 54% 69% 69% 100%
5.2 Evaluation and Findings 5.2.2 (RQ2): Ablation Study

5.2.1 (RQ1): Main Experiments

We evaluate multiple LLM-based agents on un-
seen datasets spanning tabular, time-series, spa-
tiotemporal, natural-image, microscopy-image, and
3D-derived molecular data, as shown in Table 1.
DSFlow is evaluated under zero-shot transfer: none
of these benchmark datasets are used during work-
flow optimization. Additional base-model and
token-consumption results are provided in Ap-
pendix C. Our observations (Obs.) are as follows:

Obs.® DSFlow delivers strong zero-shot per-
formance and robustness. DSFlow achieves the
best Avg. Rank (2.62) and joint-best Success Rate
(100%), attaining the best or tied-best score on
7/13 datasets, including ties on playground-series-
s3ell, dkpes-model-development-1, and bbbc002-
cell-count. Obs.® DSFlow balances accuracy
and efficiency. While AFlow is faster (0.64h), it
has a weaker average rank (3.50) and lower suc-
cess rate (54%). DSFlow maintains perfect success
with moderate runtime (1.67h), far below heavier
baselines such as AutoKaggle (10.01h) and AIDE
(12.67h), indicating efficient allocation of com-
pute to high-value candidates. Obs.® Remaining
failures reveal room for specialized operators.
DSFlow still lags on bike-sharing-demand (0.431
vs. 0.293), handwriting, and see-click-predict-fix,
suggesting the need for more modality-specific pre-
processing or modeling while preserving zero-shot
transfer.

We conduct an ablation study to answer RQ2 by
evaluating two variants of DSFlow: (i) -Opt, which
disables dynamic workflow optimization and uses
a fixed baseline workflow; and (ii) -Hier, which
removes the proposed coarse-to-fine evaluation and
relies only on coarse-grained scoring. Results are
reported in Table 1. Obs.@® Dynamic workflow op-
timization and hierarchical evaluation are both
essential and complementary for robust zero-
shot performance. Removing either component
consistently degrades performance. Disabling opti-
mization (-Opt) causes the largest drop (Avg. Rank:
5.11 vs. 2.62; Success Rate: 69% vs. 100%),
with notable failures on challenging time-series
and scientific datasets (e.g., ili and bbbc002-cell-
count). Removing hierarchical evaluation (-Hier)
also hurts performance (Avg. Rank: 5.06), show-
ing that coarse scoring alone cannot reliably iden-
tify high-quality workflows under limited budgets.
Overall, the full DSFlow consistently outperforms
both ablations, indicating that adaptive workflow
evolution and hierarchical evaluation provide com-
plementary gains for stable transfer to unseen tasks.

5.2.3 (RQ3): Dynamic Operator Expansion

In this subsection, we study whether enabling
DSF1low to synthesize new operators improves gen-
eralization compared to a fixed operator set. We
vary the operator-expansion budget by changing the
number of expansion generations (2/4/8/16/32). In
each generation, DSFlow performs workflow vari-
ation via operator synthesis and composition, and
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Figure 3: Impact of operator expansion generations on
performance and operator discovery.

evaluates candidates using hierarchical fitness eval-
uation. For a direct and interpretable quantification,
we conduct this study on a data-analysis task where
accuracy can be reported straightforwardly. We
report (i) the best achieved accuracy and (ii) the
number of newly discovered operators.

Obs.® Operator expansion improves perfor-
mance and then saturates. As shown in Figure 3,
small budgets (2—4 generations) remain near 0.807
accuracy, indicating limited transfer with a nearly
fixed operator set. Expanding to 8 generations
raises accuracy to 0.8333 as new operators add
reusable capabilities, and 16 generations reaches
the best result (0.8448). Further expansion to 32
generations brings no additional gain, suggesting
diminishing returns once the library covers the
main transferable patterns.

5.24 (RQ4): Bootstrapped Search
Refinement

Although DSFlow improves cross-task general-
ization, it is not designed to exhaustively search
each target dataset at test time. To recover peak
dataset-specific performance when additional
compute is available, DSFlow can serve as a
cold-start initializer for search-based agents such
as AIDE. The downstream search begins from a
DSFlow-derived workflow that already captures
robust preprocessing, operator ordering, validation,
and failure-handling patterns, allowing the search
budget to focus on high-impact refinements rather
than basic pipeline repair. Empirically, this hybrid
DSFlow-AIDE setup improves or matches DSFlow
on all eight evaluated datasets, with notable gains
on handwriting (0.1129—0.5765), bike-sharing-
demand (0.4308—0.3085),  histopathologic-
cancer-detection (0.9352—0.9615), and ventilator-
pressure-prediction (1.9273—1.7753). We provide
the full procedure, analysis, and additional results
in Appendix B.

Labels: (up) higher is better, (down) lower is better

DSFlow
DSFlow-AIDE

Metric value
N

-C
e Wt e

DSFlow
DSFlow-AIDE

Figure 4: DSFlow-initialized AIDE improves down-
stream search refinement across unseen tasks.

6 Conclusion

We study how to make LLLM-based data-science
agents generalize beyond dataset-specific code and
brittle preprocessing. We propose DSFlow, which
casts end-to-end automation as workflow optimiza-
tion over reusable operators rather than monolithic
programs. DSFlow evolves transferable workflow
structures, expands its operator library through syn-
thesis and composition, and uses hierarchical eval-
uation to filter candidates with cheap plan-level
scoring before selective full execution. This design
keeps search practical under expensive executions
while improving transfer to unseen tasks. Exper-
iments across diverse tasks show that workflows
learned from only a few examples transfer reliably,
improving robustness and reducing re-optimization
versus prior agents.
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Limitations

Despite the significant improvements in generaliza-
tion achieved by our approach, it does not consis-
tently reach state-of-the-art performance across all
tasks. A key limitation is that our method does not
explicitly perform large-scale or exhaustive search,
nor does it substantially increase test-time com-
putation. Prior work has demonstrated that, for
certain tasks, performance can be further improved
through explicit search or increased computational
budgets at inference time. As a result, our frame-
work may be less effective in settings where such
search-intensive strategies are critical for achieving
peak performance. Exploring tighter integration be-
tween our workflow and search-based optimization
methods remains an important direction for future
work.
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A Complexity Analysis

Let F(T') denote the cost of a full workflow
evaluation over 7T tasks, and C' the cost of a cheap
planning-only evaluation without code execution.
Let G be the number of generations, M the pop-
ulation size, and k the number of candidates se-
lected for fine evaluation. A standard genetic al-
gorithm (GA) evaluates all candidates with full
execution in every generation, incurring a total
cost of O(G - M - F(T)), which scales directly
with T". In contrast, DSFlow adopts a two-stage
evaluation strategy: all candidates undergo cheap
screening at cost O(G - M - C'), while only the base-
line and top-k candidates are fully evaluated once,
yielding an additional cost of O((k + 1) - F(T))).
Since F'(T') > C in practice, the dominant term
becomes (k + 1) - F/(T'), reducing the number of
expensive evaluations by a factor of approximately
(G- M)/(k+ 1) compared to GA. Even when fine
evaluation is performed at each generation, the cost
reduces to O(G-k-F(T)), achieving a linear reduc-
tion factor of M /k. Crucially, as F'(T") grows with
the number of tasks, DSFlow confines this growth
to only k+ 1 evaluations rather than G - M, making
it substantially more scalable in multi-task settings.

B Bootstrapping Workflow Search with
DSFlow Initialization

Although DSFlow substantially improves gener-
alization, it does not attain state-of-the-art perfor-
mance on every task. A key reason is that DSFlow
optimizes workflows for transfer across datasets,
rather than performing intensive test-time search
directly on each target dataset. In contrast, search-
based methods can often boost peak performance
by spending more test-time computation to repeat-
edly propose, execute, and refine dataset-specific
pipelines, albeit at a higher runtime cost.

To bridge this gap, DSFlow can serve as a strong
cold-start initializer for downstream search-based
agents. Instead of starting from scratch, the search
procedure begins from a DSFlow-derived workflow
that already encodes effective operator choices, or-
dering, and failure-robust execution patterns. This
improves the starting point of search, reduces early
trial-and-error, and allows the search budget to fo-
cus on high-impact refinements.

Procedure. Given a target dataset, we first run
DSFlow to produce an optimized workflow skele-

Labels: (up) higher is better, (down) lower is better

DSFlow
DSFlow-AIDE

SN

Metric value
N

Figure 5: DSFlow initialization improves downstream
AIDE refinement on four unseen tasks.  Values
above bars are the final test metrics; (1) means
higher is better and (|) means lower is better
(handwriting: 0.1129—0.5765; histopathologic-cancer-
detection: 0.9352—0.9615; bike-sharing-demand.:
0.4308—0.3085; ili: 4.9828—4.9703).

ton (e.g., preprocessing operators, model family,
validation protocol, and training/evaluation struc-
ture). We then use this workflow as the initial solu-
tion for a search-based agent (e.g., AIDE), which
performs dataset-specific refinement through its it-
erative improvement loop. In this hybrid setup,
DSFlow provides transferable structure and robust-
ness, while the search-based agent contributes ad-
ditional dataset-level exploration and tuning.

Why it helps. DSFlow initialization raises the
initial quality of candidate solutions and reduces
wasted search steps caused by brittle preprocess-
ing or mis-specified evaluation. Consequently, the
downstream search agent can devote more compute
to meaningful modeling improvements (e.g., hyper-
parameter tuning, metric alignment, and ensem-
bling) rather than repeatedly fixing basic pipeline
issues. This hybrid strategy is especially benefi-
cial on tasks where peak performance depends on
extensive test-time exploration.

Results. As shown in Figure 5 and 6, boot-
strapping AIDE with a DSFlow-initialized
workflow improves or matches DSFlow on
all eight evaluated datasets. Notable gains
include handwriting (0.1129—0.5765, (1)),
bike-sharing-demand (0.4308—0.3085, ({.), 28.4%
reduction), histopathologic-cancer-detection
(0.9352—0.9615, (1)), and ventilator-pressure-
prediction (1.9273—1.7753, (1), 7.9% reduction).
We refer to this DSFlow-initialized refinement
stage as fine-tuning, since it specializes a transfer-
able workflow into a target-dataset solution under
additional test-time compute.

C Experiments
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Figure 6: Additional DSFlow-initialized AIDE
results on four tasks with (]) metrics (ventilator-
pressure-prediction: 1.9273—1.7753;  see-click-

predict-fix: 0.4731—0.4607; playground-series-
s3el:  0.5927—0.5876; playground-series-s3ell:
0.3016—0.3015).

C.1 Dataset Details

We evaluate transferability on 13 heteroge-
neous benchmark tasks spanning tabular, time-
series, natural-image, spatiotemporal, microscopy-
image, and 3D shape/pharmacophore-derived data.
The suite includes regression, binary and mul-
ticlass classification, forecasting, and counting
tasks, including open-ended scientific-discovery
settings (Hu et al., 2024b; Chen et al., 2024). Ta-
ble 3 summarizes each dataset, target, and evalua-
tion metric.

C.2 Baselines

We compare our method with a diverse set of rep-

resentative baselines spanning both manual-style
pipelines and search-based workflow optimization.
Specifically, AutoKaggle is a classical Kaggle-
solving system that relies on templated feature en-
gineering and model-training pipelines to produce
submission-ready solutions quickly. Data Inter-
preter is analysis-oriented: it emphasizes dataset
understanding and preprocessing by generating
summaries, cleaning routines, and visualization
driven modeling suggestions. DSAgent is a general-
purpose data science agent that solves end-to-end
tasks through an iterative analyze, model, evaluate
and refine loop. DeepAnalyze further strengthens
the analysis stage with deeper diagnostics and error
analysis to guide subsequent modeling decisions in
an end-to-end agentic manner.

On the search-based side, AIDE is code-centric:
it iteratively generates and revises dataset-specific
end-to-end code via predefined improve, review,
and debug actions to optimize performance on the
current task. AutoMind adopts a multi-round plan-
ning and execution strategy with self-reflection and
error correction to progressively refine solutions.
Finally, AFlow is originally designed for workflow-
level optimization in general reasoning tasks; we

Overall Avg Input Tokens

300000 286,969 BB AIDE

ZZ AutoKaggle

[N Data Interpreter AutoMind
X DSAgent
E=T DeepAnalyze

250000 B8 AFlow
200000 == DSFlow

ens

150000 148,295

g
e
100000

50000 45,562

Figure 7: Overall average input token consumption
across different LLM-based data science agents.

adapt it to data science automation by instantiat-
ing its search-and-evaluate framework over data
science workflows, and use it as a workflow-level
baseline that iteratively explores candidate work-
flows and scores them based on execution feed-
back.

C.3 Implementation Details

For DSFlow, workflow optimization follows a two-
stage screening strategy consisting of a coarse eval-
uation stage and a fine evaluation stage. In the
coarse stage, all candidate workflows are assessed
based on planning quality without executing gener-
ated code, while in the fine stage, only shortlisted
candidates are fully executed and evaluated. In our
setup, the population size is set to M = 3, the
number of generations to G = 4, and the number
of candidates selected for fine evaluation to K = 2.
Workflow optimization is performed on only three
datasets, after which the optimized workflow is
directly evaluated on all remaining unseen tasks.

The three datasets used for workflow optimiza-
tion are: (i) tabular-playground-series-dec-2021, a
tabular multi-class classification task evaluated us-
ing Accuracy, where synthetic tabular data (derived
from the Forest Cover Type Prediction dataset) are
used to predict the target column Cover_Type; (ii)
detecting-insults-in-social-commentary, a binary
text classification task evaluated with AUC-ROC,
where the goal is to predict the probability of a com-
ment being insulting based on its textual content;
and (iii) plant-pathology-2020-fgvc7, a multi-label
image classification task evaluated using column-
wise ROC AUC, which requires predicting class
probabilities (combinations, healthy, rust, scab) for
apple leaf images.

Importantly, workflows for other data modali-
ties, including time-series and spatiotemporal data,
microscopy images, and 3D data (e.g., 3D shape-
or pharmacophore-derived features), are never in-
cluded during the workflow optimization phase.
During the testing stage, the optimized workflow is
directly applied to these remaining datasets without
any further modification or tuning. As a result, per-
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Table 2: Performance comparison across agents using gpt—-5-mini. All agents are evaluated on the same
benchmark datasets; DSFlow does not use any of these datasets during workflow optimization. Colorful icons
indicate data modality (f): tabular, @): time series, @): spatiotemporal, @: image, (@): microscopy image, @): 3D
shape/pharmacophore-derived features) and problem type (@: binary classification, @: multiclass classification,
@: regression, @: forecasting). 1 (|) indicates that higher (lower) is better. Bold numbers indicate the best
performance for each dataset. x denotes missing results. Avg. Rank] is the average rank across datasets, and
Success Rate? is the percentage of datasets with a valid result.

Dataset AutoKaggle Data Interpreter DSAgent DeepAnalyze AIDE AutoMind  AFlow DSFlow
bike-sharing-demand )@ 0.62456 X 0.28730 0.39388 0.29845 0.30464 0.31068  0.30178
handwriting @ @1 0.09882 X X 0.29294 X 0.24118 0.21882  0.21529
histopathologic-cancer-detection @@T X 0.50000 X X 0.77846 0.77843 0.74525 0.88980
ili @@ 5.09391 5.95074 X 5.03484 2.16372 4.49336 4.00419  3.04394
liverpool-ion-switching @ @ 0.03612 x 0.47311 0.53738 0.54403 0.92039 0.88253  0.47193
ventilator-pressure-prediction ). 11.22098 X X 1.92137 X X 278218  9.50939
demand-forecasting-kernels-only @@/ 11.97930 11.97930 43.61269 X 1095133 1095235  99.11387  10.95133
instant-gratification @)1 X X X 3 X X X X
see-click-predict-fix )| 0.83782 1.12259 0.39020 0.62293 0.36763 0.37859 0.48133  0.52237
playground-series-s3el @)@/ 0.61518 X 0.59081 0.59301 0.59401 0.61049 0.61952  0.60115
playground-series-s3e11 @)@| 0.32096 X 0.29864 X 0.29764 0.29903 0.30301 0.29990
dkpes-model-development-1 @@ 1.00000 x 1.00000 1.00000 1.00000 x 0.93750  0.92188
bbbc002-cell-count HET 78.00000 63.34634 63.31750 X 16.51945  77.69474  13.89729  54.62807
Avg. Rank| 5.27 5.50 3.31 3.69 2.50 2.90 4.25 3.29
Success Rate? 85% 38% 62% 62% 77% 77% 92% 92%
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Figure 8: Overall average output token consumption

across different LLM-based data science agents.

formance on these tasks purely reflects cross-task
and cross-modality transfer, rather than any form
of modality-specific workflow adaptation.

We also guard against uncontrolled operator-
library growth as workflows evolve. At the genera-
tion stage, the meta-optimization prompt explicitly
asks the model to avoid operators with overlap-
ping functionality or duplicate semantics, reduc-
ing redundant synthesis before an operator is pro-
posed. At the storage stage, the library enforces
deterministic deduplication: each operator is regis-
tered as a unique (name, code_hash) pair, where
code_hash is the SHA-256 hash of the normalized
implementation body. When a candidate operator
is generated, DSFlow first canonicalizes its code
by stripping superficial formatting differences and
then computes the hash. The operator is inserted
only if no existing entry has the same name and
hash; otherwise, it is treated as an existing opera-
tor and reused rather than added again. This con-
crete identifier-and-hash check prevents identical
implementations from being duplicated while still
allowing meaningful revisions when either the de-
clared functionality or implementation genuinely
changes.

C.4 Token Consumption Analysis

In this section, we analyze the token consump-
tion of different LLM-based data science agents,
as shown in Figures 7 and 8. Methods that rely
on long prompt contexts or repeated code-level in-
teractions incur substantially higher input token
costs. In particular, AutoKaggle and Data Inter-
preter consume significantly more input tokens
due to dataset-specific instructions and repeated
analytical context injection. In contrast, DSFlow
maintains consistently low input token usage by
operating over compact, reusable workflow repre-
sentations rather than repeatedly encoding dataset
details into prompts. Figure 8 shows a similar
trend for output tokens. Code-centric, trial-and-
error—driven agents (e.g., AutoMind and DeepAna-
lyze) generate longer outputs because of iterative
code generation, debugging, and verbose interme-
diate reasoning. By contrast, DSFlow produces
concise outputs by executing pre-validated work-
flows and operators, avoiding unnecessary regener-
ation of large code blocks or textual explanations.
Overall, DSFlow achieves one of the lowest token
footprints among all compared methods, demon-
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Table 3: Dataset specifications.

Dataset Modality Task Type Metric Data Summary Target
bike-sharing- Tabular + time se- Forecasting  (re- RMSLE Hourly bike demand with weather/time features count (hourly total
demand ries gression) (e.g., datetime, season, holiday, workingday, rentals)
weather, temp, humidity, windspeed).
handwriting Time series Multiclass classifi- Accuracy  Handwriting trajectory sequences (length 152, 3D Character class (0—
cation features), 26 classes. 25)
histopathologic- Image Binary classifica- AUC-ROC PCam pathology image patches. Tumor presence in
cancer-detection tion the center region
(0/1)
ili Time series Forecasting MSE/MAE CDC ILI multivariate sequences (7 features). Next 24 steps for
all 7 features
liverpool-ion- Time series Multiclass classifi- Macro-F1  Electrical signal signal over time. open_channels
switching cation (discrete channel
count)
ventilator- Time series Regression MAE Ventilator control inputs and lung attributes (R, C, Airway pressure
pressure- u_in, u_out, time_step). pressure
prediction
demand- Time series Forecasting SMAPE Historical sales by date/store/item (date, store, Future sales
forecasting- item, sales).
kernels-only
instant- Tabular Binary classifica- AUC-ROC Highly anonymized numeric features (hundreds target (0/1)
gratification tion of columns).
see-click-predict-  Spatiotemporal Regression (multi- RMSLE Civic issue reports with location/time/text/source num_views,
fix target) fields. num_votes,
num_comments
playground-series- Tabular Regression RMSE Housing features (MedInc, HouseAge, AveRooms, MedHouseVal
s3el Latitude, Longitude, etc.).
playground-series- Tabular Regression RMSLE Store/product attributes and sales features cost
s3ell (store_sales, unit_sales, units_per_case,
store_sqf't, etc.).
dkpes-model- Tabular + 3D Regression RMSE Pharmacophore/3D  shape features (e.g., Signal-inhibition
development-1 shape/pharmacoph TanimotoCombo, ShapeTanimoto, ColorScore)
and chemical group indicators (3-Keto,
12-Hydroxy, etc.).
bbbc002-cell- Microscopy im- Regression (count- Accuracy = BBBCO002 cell microscopy images with human Cell count per im-
count age ing) count references. age

strating that workflow-level abstraction not only
improves performance and transferability but also
substantially reduces token consumption, making
it more cost-effective and scalable under resource
constraints.

C.5 Experiments with Another Base Model

We further evaluate all agents using gpt —5-mini.
As shown in Table 2, DSFlow achieves an average
rank of 3.29, outperforming AutoKaggle, Data In-
terpreter, DeepAnalyze, and AFlow while remain-
ing competitive with the strongest baselines. It also
attains a joint-highest success rate of 92%, confirm-
ing robust execution across heterogeneous datasets.

C.6 Optimized Workflow

The workflows presented in this section are not
manually engineered. Instead, they are automati-
cally discovered and optimized by DSFlow through
workflow-level search and operator composition.
Starting from a minimal seed workflow (Figure 10),
DSFlow iteratively restructures control flow, intro-
duces validation-aware routing, and synthesizes
higher-level composite operators, resulting in more

robust and transferable execution patterns, as illus-

trated in Figure 11.
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Operator Library

Base Operators

DSDatalnspect

DataValidationOperator

DSProblemAnalysis

DSCodeGen

ExecutePython / Execute AndValidate

—J . _Jo . _Jo_Jo_Jo_J __J

Discovered / Composed Operators

CompositePlanExecutor
internally composed

[ AdaptiveFallbackPipeline ]

[ AdaptiveExecutionManager ]

g J

Figure 9: Operator library. Base operators provide
atomic capabilities, while DSFlow discovers higher-
level operators and composite executors that encapsulate
reusable patterns.
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Baseline Seed Workflow (fixed, minimal)

[ 1) Data Inspect ]
[ 2) Problem Analysis ]

'

3) Code Generation ]

'

[ 4) Data Acquisition Check ]
[ 5) Submission Format Check ]
\

l 6) Execute in Sandbox ]

'

1 Y

[ 7) Refine pn Failure ]
\

[ Submission Output ]

Figure 10: Baseline seed workflow. A fixed plan—code—execute pipeline with deterministic validation and a
refine-retry loop on execution failure.

Workflow Graph

[ 1) Data Inspect ]

'

invalid :
f—------ ] -[ 2) Validation Gate ]— ————————————————— !

A4 Y

3) Fallback Routing ’ 4) Composite Executor

try adaptive pipelines plan—code—review—refine

{ 5) Execute & Validate }

'

6) Refine & Retry

‘ if execution fails ’

'

[ Submission OQutput ]

Figure 11: Workflow execution graph. DSFlow executes workflows with a validation gate and adaptive routing:
invalid data triggers fallback pipelines, while valid data uses a composite executor for plan—code-review—refine.
Both paths merge into execute—validate and optional refine-retry before producing the submission.
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