
Findings of the Association for Computational Linguistics: EMNLP 2026, pages 22676–22695
October 24-29, 2026 ©2026 Association for Computational Linguistics

JPhonABX: Japanese Phonological Discrimination Dataset
for Moraic and Accentual Minimal Pairs

Yurie Koga Shunsuke Kando Yusuke Miyao
Graduate School of Information Science and Technology, The University of Tokyo, Japan

{ykrasp7isweet, skando, yusuke}@is.s.u-tokyo.ac.jp

Abstract
Self-supervised speech models are known to en-
code phonological information, yet it remains
underexplored whether they capture phonologi-
cal properties characteristic of Japanese, such
as mora and pitch accent. This paper introduces
JPhonABX, a Japanese phonological discrimi-
nation dataset targeting moraic and accentual
contrasts. It consists of 192,000 moraic and
98,000 accentual ABX test items, covering var-
ious types of contrasts such as those involv-
ing moraic nasal, geminate consonant, vowel
length, and pitch accent. Our human evalua-
tion by native Japanese speakers shows high
discrimination accuracy and inter-rater agree-
ment, validating the quality of the dataset. We
further evaluate several self-supervised speech
models and find that while almost all of them
show no significant difference from humans
in mora discrimination, they perform signifi-
cantly worse in accent discrimination, and even
models trained on Japanese fail to reach human-
level performance.

1 Introduction

Self-supervised speech models (S3Ms) have be-
come the dominant approach to speech represen-
tation learning, due to their strong performance
in downstream tasks (wen Yang et al., 2021; Mo-
hamed et al., 2022; Tsai et al., 2022). Recent
work has shown that S3M representations capture
various types of information, from non-linguistic
one such as acoustic (Pasad et al., 2023) and
speaker (Fan et al., 2021) information to linguis-
tic one such as phonological (Martin et al., 2023;
Bentum et al., 2025), lexical (Pasad et al., 2024),
syntactic (He et al., 2025), and semantic (wen Yang
et al., 2021) information.

One way to study phonological information in
S3M representations is the ABX discrimination
test. In this test, a model is asked to determine
whether a target stimulus X is more similar to stim-
ulus A or B in the representational space. Because

Figure 1: Overview of the mora discrimination (left)
and pitch accent discrimination (right) ABX task used
in the JPhonABX dataset. The task is to select the closer
stimuli to X from A and B. For mora discrimination, the
morae “ma” and “ta” are discriminated. For pitch accent
discrimination, the accent patterns “HL” and “LH” are
discriminated.

the evaluation directly compares speech representa-
tions without additional supervised training, ABX
provides a lightweight framework for evaluating
phonological information in S3Ms. This test can
also be applied to humans, enabling direct com-
parison between S3Ms and humans. Phonological
ABX datasets have been developed for several lan-
guages including English, French, German, and
Dutch (Dunbar et al., 2017; Nguyen et al., 2020;
de Heer Kloots et al., 2025). However, the systems
of these languages do not involve mora or pitch ac-
cent contrasts, which are characteristic of Japanese.
While prior work has created small-scale datasets
targeting specific Japanese moraic and pitch-accent
contrasts (Ren, 2022; Mugitani et al., 2009; Sun
et al., 2026), there is still no large-scale and com-
prehensive Japanese dataset.

To fill this gap, we introduce JPhonABX, a large-
scale phonological discrimination ABX dataset
targeting various types of Japanese moraic and
accentual minimal pairs, including those involv-
ing moraic nasal, geminate consonant, and vowel
length. This ABX test evaluates the discriminabil-
ity of sound stimuli differing in mora sequence or
pitch accent pattern (see Figure 1 for examples).
Our dataset consists of 192,000 ABX test items
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for mora discrimination and 98,000 items for ac-
cent discrimination, both extracted from a Japanese
read speech corpus. To our knowledge, this is the
largest-scale and the most comprehensive phono-
logical ABX dataset that fully reflects the phono-
logical properties of Japanese.

To assess the quality and reliability of the dataset,
we conduct a human evaluation on a subset of the
items, recruiting native Japanese speakers as partic-
ipants. We find that humans achieve high discrim-
ination accuracy with moderate inter-rater agree-
ment, indicating that the dataset items are well-
formed. In addition, we report the performance
of several speech foundation models on the whole
dataset for further analysis. Regarding mora dis-
crimination, we find that almost all S3Ms perform
comparably to native Japanese speakers even when
trained on other languages than Japanese (no signif-
icant difference). For accent discrimination, how-
ever, S3M accuracy is significantly lower than in
mora discrimination, particularly for models not
trained on Japanese, and all models perform sig-
nificantly worse than humans regardless of their
training language. These results suggest that while
moraic contrasts are well encoded by S3Ms re-
gardless of their training language, pitch accent
contrasts are difficult for S3Ms and moderately en-
coded only when trained on Japanese.

We will make the source code available at https:
//github.com/mynlp/JPhonABX.

2 Related Work

2.1 Phonological Evaluation of Speech
Representations

The phonological information encoded in S3M rep-
resentations has been the focus of a large body
of work. Probing studies using classifier probes
have examined both phoneme-related and prosody-
related tasks. Phoneme-related tasks are exempli-
fied by phoneme recognition (Ma et al., 2021; Cor-
mac English et al., 2022; Martin et al., 2023; Shen
et al., 2024; de Heer Kloots et al., 2025). Prosody-
related tasks include lexical tone and stress predic-
tion (Yang et al., 2023; de la Fuente and Jurafsky,
2024; Shen et al., 2024; Bentum et al., 2025; Gogoi
et al., 2025), phrasal accent prediction (de la Fuente
and Jurafsky, 2024), and prosody-sensitive tasks
such as sentiment analysis, sarcasm detection, and
persuasiveness detection (Lin et al., 2023). These
studies report high accuracy achieved by S3Ms,
suggesting that phonemic and prosodic informa-

tion is encoded in S3M representations.
While probing can be applied to a wide range

of tasks, it requires substantial computational cost,
and the probing performance can be sensitive to
task design (Hewitt and Liang, 2019; Voita and
Titov, 2020; Ravichander et al., 2021; Belinkov,
2022). An alternative is intrinsic evaluation, which
assesses properties of representations without train-
ing additional classifiers. Canonical Correlation
Analysis (CCA) has been used to investigate how
well representations correlate with phoneme or
word labels (Pasad et al., 2021, 2023, 2024). Word
discrimination tests evaluate whether two represen-
tations correspond to the same word by compar-
ing their similarity (Sanabria et al., 2023; Pasad
et al., 2024). The ABX discrimination test (Schatz
et al., 2013), derived from human psychophysics,
has been used to evaluate whether representations
can distinguish phonemic or prosodic minimal
pairs by comparing distances in representational
space (Dunbar et al., 2021; de Heer Kloots et al.,
2025; Sun et al., 2026). In this work, we adopt the
ABX discrimination test as our evaluation frame-
work in order to compare the results with humans.

2.2 Phonological ABX Datasets
Several datasets have been proposed for phonologi-
cal ABX evaluation. Regarding phone discrimina-
tion, the ZeroSpeech benchmark series (Versteegh
et al., 2015; Dunbar et al., 2017; Nguyen et al.,
2020) provides large-scale evaluation datasets
across six languages: English, French, German,
Mandarin, Wolof, and Xitsonga. More recently,
a similarly large-scale Dutch dataset was intro-
duced (de Heer Kloots et al., 2025).

For Japanese, a few large-scale ABX
datasets (Schatz et al., 2021; Poli et al., 2024) have
been constructed for phone discrimination from the
GlobalPhone (Schultz, 2002) and CSJ (Maekawa,
2003) corpora. Schatz and Feldman (2018)
additionally targeted vowel length contrasts
from the same corpora. However, none of these
datasets fully reflect the phonological properties
of Japanese: the contrasts they use are not based
on morae and they do not control for accentual
context, which means that minimal pairs may
differ not only in phonemic sequence but also in
pitch accent pattern, making the evaluation less
controlled.

Human perception studies have also employed
phonemic or moraic minimal pairs in their experi-
ments, mainly targeting contrasts characteristic of
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Japanese, such as vowel length contrasts (Mugitani
et al., 2009; Fonseca, 2023) and presence or ab-
sence of geminate consonant (Ren, 2022). These
studies evaluate the performance of learners of
Japanese as a second language or children, and
involve only a small number of test items, with
fewer than 1,000.

Regarding accent discrimination, several small-
scale datasets exist for Japanese. Sun et al. (2026)
proposed an ABX dataset covering Japanese, En-
glish, and Mandarin accentual contrasts for repre-
sentation evaluation, and human perception stud-
ies have also produced accentual minimal pair
datasets in Japanese (Atria and Hazan, 2015; Fon-
seca, 2023). However, none of these are large
enough for systematic evaluation of speech rep-
resentations, with 3,000 or fewer test items.

We address these limitations by providing a
large-scale ABX dataset that controls for both
phonemic content and pitch accent pattern, cov-
ering moraic and accentual minimal pairs.

3 JPhonABX

3.1 Task Description
The ABX discrimination test, derived from the
discrimination paradigm in human psychophysics,
presents three stimuli A, B, and X, and asks
whether X belongs to the same category as A or
B (Schatz et al., 2013). In our phonological dis-
crimination tasks, A and B are speech stimuli that
differ only in mora sequence (mora discrimination)
or pitch accent pattern (accent discrimination). The
stimuli A and B are produced by the same speaker.

The model performance is computed by compar-
ing the representational distance between A and
X to that between B and X in each triplet. In the
following, the stimulus (A or B) that matches X is
referred to as target, while the other is referred to
as other. The discrimination score D is defined as
follows (Millet and Dunbar, 2022):

D = DTW(Mother,MX)− DTW(Mtarget,MX),

where DTW denotes the distance computed using
dynamic time warping with cosine similarity, and
Mx represents the representation of stimulus x.
Dynamic time warping computes the distance be-
tween two sequences of feature vectors by finding
an optimal alignment that minimizes the cumula-
tive frame-level distance under monotonicity and
continuity constraints. This enables sequences of
different lengths to be compared while allowing

Table 1: Mora contrast types in the JPhonABX dataset.

Subset Contrast Type Example

Normal
Initial mora booto vs. tooto
Medial mora amari vs. atari
Final mora sanso vs. sando

EN-hard
Moraic nasal inshi vs. ishi
Geminate consonant motto vs. moto
Vowel length fiiru vs. firu

temporal variation. A positive D indicates that
the model correctly identifies the target, while a
negative D indicates failure.

3.2 Mora Discrimination

A mora is a rhythmic unit in Japanese that takes the
form of either CV, CjV, V, /N/ (moraic nasal), or
/cl/ (geminate consonant), and is characterized by
a relatively uniform duration across all morae. The
JPhonABX dataset covers six distinct types of mora
contrasts shown in Table 1, and consists of two sub-
sets: Normal and EN-hard. Contrasts in the Normal
subset involve three-mora sequences, where A and
B differ only in the initial, medial, or final mora.
The EN-hard subset targets contrasts known to be
particularly challenging for English-speaking learn-
ers of Japanese as a second language (Toda, 1998):
the presence or absence of a moraic nasal, a gem-
inate consonant, and the distinction between long
and short vowels. For these contrasts, the target
stimulus and X are three-mora sequences, while
other is a two-mora sequence.

The pitch accent pattern is matched between A
and B for each triplet, ensuring that models focus
solely on differences in mora sequence when deter-
mining whether X is closer to A or B. Pitch accent
patterns are defined by assigning either H (high)
or L (low) to each mora, reflecting relative pitch
height within an utterance. For example, hashi can
be read with the “HL” accent to refer to chopsticks,
or with the “LH” accent to refer to bridges. For
the EN-hard subset, a full match of accent patterns
between A and B is impossible, as A and B differ in
mora count. Instead, we match the accent patterns
of the first and last morae of A and B. We treat HH
and LL as equivalent, since these patterns differ
only in overall pitch height rather than in contour
shape.

We further define two conditions based on the
accent pattern of X: a within-accent condition, in
which X shares the same accent pattern as A and B,
and an across-accent condition, in which it does not.
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This design allows us to examine whether a model
encodes stimuli of the same mora sequence closely
in representational space, even when their pitch ac-
cent patterns differ. Similarly, the dataset includes
within-speaker, across-speaker, within-gender, and
across-gender conditions, to evaluate robustness to
speaker variation and acoustic differences between
male and female voices.

3.3 Accent Discrimination
The accent discrimination test consists of contrasts
between two-mora sequences and those between
three-mora sequences. In each triplet, A and B
share the same mora sequence and differ only
in pitch accent pattern. Similar to the mora dis-
crimination test, we define within-speaker, across-
speaker, within-gender, and across-gender condi-
tions.

3.4 Data Construction
All audio files were extracted from the parallel100
subset of the JVS corpus (Takamichi et al., 2019),
which consists of 22 hours of clean recordings in
which the same 100 sentences were each read aloud
by 100 speakers in Standard Japanese. Files con-
taining truncations, misreadings, or other recording
errors were excluded. We used speaker informa-
tion distributed with JVS, as well as transcripts and
text-speech alignments distributed by a third party.1

Mora-level accent labels were automatically as-
signed using a publicly available model from Hug-
gingFace.2 This model takes a spoken sentence
as input and outputs a predicted transcript with ac-
cent labels. To assign labels to the gold transcripts,
we aligned the predicted transcripts with the gold
ones. We permitted minor transcription errors if
the predicted transcript could be corrected to the
gold transcript via a manually defined substitution
dictionary (see Appendix A for details). The dictio-
nary mainly covers three types of errors: (1) single-
mora confusions, (2) single-mora decompositions,
and (3) two-mora compressions. Following this
alignment procedure, 276 files for which alignment
failed were removed.

To further validate the accent labels, we used
fundamental frequency (F0) information predicted
with CREPE (Kim et al., 2018). F0 was esti-
mated at a 10ms resolution, and the average F0
was computed for each mora using the distributed

1https://github.com/Hiroshiba/jvs_hiho
2https://huggingface.co/AkitoP/

whisper-large-v3-japense-phone_accent

Table 2: The number of within-/across-
speaker/gender/accent triplets. The number of
within-speaker triplets is relatively small because the
JVS corpus contains speech from 100 speakers.

Test Type Condition #Test Items

within-speaker 11,559
across-speaker 180,441

Mora within-gender 101,562
Discrimination across-gender 90,438

within-accent 120,578
across-accent 71,422

within-speaker 5,992
Accent across-speaker 92,008
Discrimination within-gender 52,698

across-gender 45,302

text-speech alignments. Then, the F0 ratio was
computed as follows:

F0ratioi =





log
F0i+1

F0i
if mi+1 ̸= /cl/,

log
F0i+2

F0i
if mi+1 = /cl/,

where mi and F0i denote the i-th mora and its
F0, respectively. Since the geminate consonant
is predominantly realized with a prolonged clo-
sure period and thus does not have a corresponding
F0, F0ratio is computed between the two adjacent
morae. Then, based on F0 ratios and thresholds
derived from previous accent type prediction stud-
ies (Kawai and Ishi, 1999; Short et al., 2011), ac-
cent labels that were inconsistent with the F0 pat-
terns were discarded. Specifically, if F0ratioi is
less than or equal to −0.13, the accent labels of
the i-th and i+ 1-th morae should be “HL”, if it is
bigger than or equal to 0.054, they should be “LH”,
and otherwise “HH” or “LL”.

In the next step, all possible speech files of two-
mora and three-mora sequences were extracted, and
those starting or ending with a geminate consonant
were excluded. Short files were also excluded from
the dataset, specifically those shorter than 150 ms
for two-mora sequences and 225 ms for three-mora
sequences, as they did not sound like the transcripts.
Using the resulting files, all valid ABX triplets
were generated and categorized into the six contrast
types for mora discrimination in Table 1 or the
two types for accent discrimination. We sampled
32,000 triplets for each type of mora discrimination
and 49,000 for accent, balancing the numbers of
within-/across- speaker/gender/accent triplets as
much as possible (see Table 2).
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4 Human Evaluation

To assess the quality of the dataset, we conducted a
human evaluation on a randomly sampled subset of
1000 triplets (500 mora discrimination + 500 accent
discrimination). Three native Japanese speakers
participated in each discrimination task. For each
ABX test item, participants listened to three speech
stimuli (A, B, and X) presented in this order, with-
out altering the playback speed. Then, they were
asked to indicate whether X had the same mora se-
quence or accent pattern as A or B by choosing one
of three answers: A, B, or “not sure”. We asked par-
ticipants to choose “not sure” when A and B were
perceived as having the same mora sequence or ac-
cent pattern, or when X was perceived as differing
from both A and B. Participants were allowed to
adjust the playback volume and to listen to each
stimulus as many times as they wished. Detailed
instructions can be found in Appendix B.

We computed the accuracy of human partici-
pants as well as the agreement between partic-
ipants measured by Krippendorff’s α (Krippen-
dorff, 2011). The accuracy was computed for each
triplet first using data from all the participants, and
then averaged across all the triplets, following the
method used in Perceptimatic (Millet and Dunbar,
2020). The option “not sure” was treated as one of
the valid options, not as a missing value.

The evaluation results are presented in Table 3.
Overall, accuracy is high for both test types, in-
dicating sufficient dataset quality. For mora dis-
crimination, accuracy exceeds previously reported
human performance on existing phoneme discrim-
ination datasets (0.797 for English and 0.840 for
French (Millet and Dunbar, 2020)) in all contrast
types except vowel length. The higher performance
may also reflect longer stimulus or contrastive por-
tion duration. Indeed, humans achieve accuracy
of 0.952 for contrasts with two phoneme differ-
ences (e.g., rando vs. sendo), but only 0.870 for
those with one phoneme difference (e.g., sanso vs.
sando). The significantly lower accuracy on the
vowel length contrast may reflect the fact that the
length of long vowels depends on speaking rate,
and that the difference in vowel length is difficult
to perceive when spoken faster.

In terms of inter-rater agreement, most contrast
types exhibit α values above 0.6, indicating rea-
sonable reliability of the dataset. Exceptions are
the moraic nasal and vowel length contrasts, whose
lower agreement can be attributed to their reliance

on durational cues. The reliability of these con-
trasts should be interpreted with caution.

5 Model Evaluation

5.1 Models

In addition to the human evaluation, we evalu-
ated several pretrained S3Ms to benchmark perfor-
mance on the whole dataset. We aim to investigate
which layers encode mora and pitch accent infor-
mation, and how this is affected by factors such
as training objective and language. We limited the
models to HuBERT (Hsu et al., 2021) and wav2vec
2.0 (Baevski et al., 2020), which have Japanese-
trained versions. We downloaded six Japanese,
five English, and three multilingual models from
HuggingFace (see Appendix C for details) and used
them as they are.3 Japanese models were pretrained
on Japanese TV broadcast audio with two different
model sizes and three training corpus sizes. English
models were pretrained on audiobook-based cor-
pora (LibriSpeech (Panayotov et al., 2015) or Libri-
Light (Kahn et al., 2020)) with two model sizes
and two training corpus sizes. Multilingual models
covered between 53 and 147 languages, with vary-
ing amounts of Japanese speech in their pretrain-
ing corpora. As acoustic baselines, we employed
13-dimensional MFCC and mel-spectrogram fea-
tures computed over 25ms windows with a stride
of 10ms. In addition to HuBERT and wav2vec 2.0,
to examine whether our findings generalize to other
S3Ms, we additionally evaluated three English-
pretrained WavLM (Chen et al., 2022) models; see
Appendix D.3 for their results.

We extracted representations of A, B, and X
in two settings: with-context, where representa-
tions are extracted from sentence-level input, and
without-context, where stimuli are fed directly to
the model. In the latter setting, due to compu-
tational constraints, we used 421 mora and 495
accent discrimination ABX test items used in the
human evaluation, excluding items with at least
one “not sure” response to ensure comparability
with human judgments. We report accuracy and
item-wise Kendall’s τ correlation score for every
Transformer layer of base models and every two
Transformer layers of large models. Kendall’s τ
is computed between each model’s discrimination

3We did not use imprt/izanami-wav2vec2-large, as our
preliminary experiment showed low phoneme recognition
performance in linear probing (14% accuracy in layer 12),
suggesting limited phonemic information.
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Table 3: Human evaluation results on the 500 mora discrimination test items and 500 accent discrimination ones
randomly sampled from JPhonABX.

Test Type Contrast Type #Test Items Avg. Acc. Krippendorff’s α not sure ratio

Mora Discrimination

Initial mora 91 0.853 0.631 0.070
Medial mora 84 0.917 0.737 0.044
Final mora 82 0.967 0.876 0.024
Moraic nasal 97 0.852 0.503 0.058
Geminate consonant 79 0.928 0.792 0.038
Vowel length 67 0.612 0.469 0.194

Overall 500 0.862 0.665 0.067

Accent Discrimination
2-mora 253 0.881 0.724 0.007
3-mora 247 0.865 0.717 0.001

Overall 500 0.873 0.721 0.004
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Figure 2: Mora discrimination accuracy in the with-
context (n=192,000) setting. Figures in brackets show
training data size (h).

score D and human accuracy (average of the three
participants). Each pairwise comparison was tested
for statistical significance using a chi-squared test
with Yates’ continuity correction (Fisher’s exact
test when the expected frequency in any cell was
below 5), with significance set at p < 0.05.

5.2 Mora Discrimination

5.2.1 Overview
Figure 2 shows the layer-wise accuracy in the with-
context setting. Overall, S3Ms significantly out-
perform MFCC and mel-spectrogram baselines at
almost all layers, suggesting that S3Ms encode
richer linguistic information.

Table 4 shows the accuracy and Kendall’s τ
at the layer with peak accuracy in the without-
context setting. In the following, the peak accu-
racy refers to the highest accuracy across all layers.
When compared to humans, 13 out of 14 S3Ms
show no significant difference in performance (one
model performing significantly worse than humans)
and their discrimination scores correlate weakly
but positively with human accuracy, regardless of
their training language. The weak correlation may
stem from differences in training data (i.e., models

Table 4: Human accuracy, accuracy and Kendall’s τ
for acoustic baselines, and those in the layer with peak
accuracy for each model for mora discrimination in
the without-context (n=421) setting. * indicates a sta-
tistically significant correlation (p < 0.05). We report
Kendall’s τ for each layer in cases where the model has
multiple layers with peak accuracy. Lang.=Language.

Lang. Model Size Model Acc. Kendall’s τ

- - Human 0.929 -
- - MFCC 0.774 0.139*
- - mel-spectrogram 0.587 0.024

JA

base

kushinada-hubert (62k) 0.957 0.197*, 0.203*
reazon-hubert (35k) 0.948 0.199*

izanami-w2v2 (5k) 0.931 0.197*, 0.203*,
0.215*

reazon-w2v2 (35k) 0.891 0.214*

large kushinada-hubert (62k) 0.950 0.209*
reazon-w2v2 (35k) 0.926 0.184*

EN

base facebook-hubert (960) 0.933 0.222*
facebook-w2v2 (960) 0.914 0.193*

large
facebook-hubert (60k) 0.943 0.195*
facebook-w2v2 (960) 0.926 0.194*
facebook-w2v2-lv60 (60k) 0.943 0.215*

Multi

base utter-mhubert-147 (90k) 0.931 0.216*

large facebook-w2v2-xlsr-53 (56k) 0.926 0.212*
facebook-w2v2-xls-r-300m (436k) 0.933 0.215*

trained on adult-directed speech vs. humans who
acquire phonology through child-directed input) or
from differences in the reliance on specific acoustic
cues between models and humans.

HuBERT and wav2vec 2.0 show a clear differ-
ence in how accuracy evolves across layers, regard-
less of training language and model size: HuBERT
achieves its peak at a deeper layer and shows a
smaller accuracy drop in the final layers. This trend
has been observed in previous work on phoneme
information (Pasad et al., 2023), and can be at-
tributed to iterative refinement in HuBERT’s train-
ing (Huo and Dunbar, 2025). HuBERT is trained
for two iterations; in the second iteration, pseudo-
labels are derived from an intermediate layer of the
first-iteration model. Since intermediate layers are
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(b) Peak Mora Discrimination ABX Accuracy for Each Contrast Type

initial (n=74)
medial (n=75)
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vowel len (n=44)

Figure 3: Comparison of mora discrimination accuracy
between the six contrast types. (a) Results in the with-
context (n=192,000) setting. See Appendix D for full
results. (b) Peak mora discrimination accuracy in the
without-context (n=421) setting averaged within each
model group. Error bars indicate standard deviation
across models.

known to capture more abstract linguistic informa-
tion than the final layers (Pasad et al., 2021), these
pseudo-labels are more linguistically informative
than the acoustic pseudo-labels used by wav2vec
2.0. This may explain why HuBERT maintains
higher accuracy in its latter layers, as they are di-
rectly used to predict the pseudo-labels.

5.2.2 Difference between Contrast Types
Figure 3 compares the six contrast types in Table 1.
For more than 90% of all S3M layers, geminate
consonant contrasts are distinguished significantly
more easily, and vowel length contrasts are signif-
icantly more challenging, than the other contrast
types. This trend partially holds in the without-
context setting (44.2%/60.0% of layers significant
for geminate/vowel length, respectively). Humans
also show a similar trend: vowel length contrasts
have a significantly lower accuracy than all other
contrasts, and geminate contrasts have a signifi-
cantly higher accuracy than nasal and vowel length
contrasts. The difficulty of vowel length contrasts
may reflect the nature of DTW: since the addi-
tional morae in long vowels are acoustically nearly
identical to the preceding short vowels, DTW may
align them completely with the corresponding short
vowel frames, contributing little to the cumulative
distance. To test this hypothesis, we replaced DTW
with cosine similarity between mean-pooled rep-
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(b) Peak Mora Discrimination ABX Accuracy: Within/Across-Gender Comparison
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(c) Peak Mora Discrimination ABX Accuracy: Within/Across-Accent Comparison

within-accent, within-speaker&gender (n=6,254)
across-accent, within-speaker&gender (n=5,305)
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Figure 4: Comparison of mora discrimination accuracy
between within- and across- (a) speaker, (b) gender, and
(c) accent conditions in the with-context (n=192,000)
setting. In (a), gender condition is within and in (b),
speaker condition is across. Accuracy is averaged within
each model group. Error bars indicate standard devia-
tion across models.

resentations, which does not rely on frame-level
alignment. Under this alternative metric, vowel
length contrasts no longer show a consistent disad-
vantage: across all pairwise comparisons with the
other five contrast types, vowel length contrasts had
significantly higher accuracy in 18.5% of compar-
isons, significantly lower in 73.5%, and otherwise
not significantly different. This suggests that part
of the difficulty of vowel length contrasts under
DTW is attributable to the alignment procedure
itself, although vowel length contrasts remain rel-
atively difficult even with mean-pooled represen-
tations. The quality of vowel length contrasts may
also be a factor, as suggested by the relatively low
human accuracy.

The layer-wise trend of each contrast type fol-
lows the overall trend in Figure 2 for most S3Ms,
with one exception: HuBERT models achieve
nearly 100% accuracy on geminate consonant con-
trasts across all layers, regardless of training lan-
guage and model size. This may be because models
may exploit mora-count or durational differences
as shortcuts.

Figure 4 compares peak ABX accuracy between
within- and across- speaker, gender, and accent
conditions in the with-context setting. Across-
speaker accuracy significantly exceeds within-
speaker accuracy in the within-accent condition
in 99.4% of layers, and across-accent accuracy sig-
nificantly exceeds within-accent accuracy in the
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Figure 5: Accent discrimination accuracy in the with-
context (n=98,000) setting. Figures in brackets show
training data size (h).

within-speaker&gender condition in 79.8% of lay-
ers. These reversals may reflect the influence of
context on the representations: for example, the
former result may be because target and X are ex-
tracted from the same sentence (context) in 72.2%
of across-speaker cases. Gender condition has no
significant effect on accuracy in 59.8% of layers,
supporting the view that S3M representations are
largely invariant to speaker gender.

5.2.3 Effect of Training Language, Training
Data Size, and Model Size

Comparing Japanese and English models with the
same training objective, architecture, and similar
training data size (Japanese large kushinada-hubert
(62k) and English large facebook-hubert (60k) in
Figure 2), peak performance is significantly higher
for the English model. The EN-hard subset shows
a different pattern (Figure 3): Japanese and English
models perform nearly identically on all contrasts
except vowel length contrasts, where the Japanese
model significantly outperforms the English model.
These results suggest that S3M representations are
not strongly phonemically language-specific.

Increasing training data does not significantly
improve performance, indicating that mora con-
trasts are well captured even with a corpus of 5k
hours. In contrast, increasing model size consis-
tently and significantly improves performance, sug-
gesting that larger models are better able to capture
moraic information.

5.3 Accent Discrimination

5.3.1 Overview
Figure 5 shows the layer-wise accuracy in the
with-context setting, and Table 5 shows the accu-
racy and Kendall’s τ at the layer with peak accu-
racy in the without-context setting. All in all,

Table 5: Human accuracy, accuracy and Kendall’s
τ for acoustic baselines, and those in the layer with
peak accuracy for each model for accent discrimina-
tion in the without-context (n=495) setting. * indi-
cates a statistically significant correlation (p < 0.05).
Lang.=Language.

Lang. Model Size Model Acc. Kendall’s τ

- - Human 0.877 -
- - MFCC 0.630 0.058
- - mel-spectrogram 0.572 0.128*

JA

base

kushinada-hubert (62k) 0.752 0.144*
reazon-hubert (35k) 0.747 0.109*
izanami-w2v2 (5k) 0.766 0.158*
reazon-w2v2 (35k) 0.673 0.109*

large kushinada-hubert (62k) 0.812 0.139*
reazon-w2v2 (35k) 0.731 0.101*

EN

base facebook-hubert (960) 0.701 0.061
facebook-w2v2 (960) 0.711 0.093*

large
facebook-hubert (60k) 0.713 0.087*
facebook-w2v2 (960) 0.743 0.116*
facebook-w2v2-lv60 (60k) 0.768 0.141*

Multi

base utter-mhubert-147 (90k) 0.756 0.132*

large facebook-w2v2-xlsr-53 (56k) 0.762 0.101*
facebook-w2v2-xls-r-300m (436k) 0.824 0.181*

S3Ms significantly outperform MFCC and mel-
spectrogram baselines at almost all layers, while
all S3Ms perform significantly worse than native
Japanese speakers with little positive correlation,
suggesting that even Japanese S3Ms do not ade-
quately encode pitch accent patterns.

As in mora discrimination, HuBERT and
wav2vec 2.0 show different layer-wise trends,
likely due to iterative refinement. However, overall
accuracy is up to 20% (significantly) lower than
mora discrimination, suggesting the relative dif-
ficulty of accent discrimination. In addition, the
accuracy of HuBERT models peaks at earlier layers
than in mora discrimination.

Comparing Japanese and English models with
the same training objective, architecture, and a sim-
ilar training data size (Japanese large kushinada-
hubert (62k) and English large facebook-hubert
(60k) in Figure 5), the Japanese model achieves
significantly higher peak accuracy. In addition, the
peak performance of the multilingual model trained
on Japanese data (utter-mHuBERT-147 (90k)) falls
significantly between Japanese and English models
with the same architecture, while the other multi-
lingual models show no significant difference from
English models in 75% of comparisons. These
results suggest that exposure to Japanese speech
is necessary for better pitch accent discrimination,
given the language-specific nature of the pitch ac-
cent system.

Increasing training data significantly improves
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(b) Peak Accent Discrimination ABX Accuracy for word/nonword-accent contrasts

word-accent contrast (n=22)
nonword-accent contrast (n=473)

Figure 6: Comparison between word- and nonword-
accent contrasts. Word-accent contrasts are those be-
tween two pitch accent patterns that are both possible
as word accent patterns in Standard Japanese (i.e., HL,
LH, HLL, LHH, LHL), and nonword-accent contrasts
are those involving at least one impossible pattern. (a)
Results in the with-context (n=4,337 (word) + 93,663
(nonword)) setting. See Appendix D for full results.
(b) Peak ABX accuracy in the without-context setting
averaged within each model group. Error bars indicate
standard deviation across models.

peak performance for HuBERT but not for wav2vec
2.0, whereas increasing model size benefits per-
formance for wav2vec 2.0 but not HuBERT. This
suggests that HuBERT and wav2vec 2.0 have a
different scaling behaviors.

5.3.2 Difference between Contrast Types

Figure 6 compares the contrasts between two pitch
accent patterns that are both possible as word ac-
cent patterns in Standard Japanese (i.e., HL, LH,
HLL, LHH, LHL) against contrasts involving at
least one impossible pattern. Over 90% of S3M
layers and the mel-spectrogram baseline in the with-
context setting, and humans in the without-context
setting, achieve significantly higher accuracy on the
former contrasts. This suggests that these contrasts
are acoustically more salient.

Figure 7 compares peak accuracy between
within- and across- speaker and gender conditions
in the with-context setting. Across-speaker accu-
racy significantly exceeds within-speaker accuracy
in 98.8% of layers, possibly reflecting the effect
of context. Unlike the mora discrimination results,
gender condition has a clear effect on accuracy:
within-gender accuracy is significantly higher than
across-gender accuracy in 85.1% of S3M layers.
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(a) Peak Accent Discrimination ABX Accuracy: Within/Across-Gender Comparison

within-gender (n=46,706)
across-gender (n=45,302)

Figure 7: Comparison of accent discrimination accuracy
between within- and across- (a) speaker and (b) gender
conditions in the with-context (n=98,000) setting. In
(a), gender condition is within and in (b), speaker condi-
tion is across. Accuracy is averaged within each model
group. Error bars indicate standard deviation across
models.

6 Conclusion

In this work, we introduced JPhonABX, a large-
scale Japanese phonological discrimination dataset
targeting moraic and accentual contrasts. Human
evaluation by native Japanese speakers yielded high
discrimination accuracy and inter-rater agreement,
indicating sufficient quality of our dataset. Model
evaluation revealed a clear asymmetry between
the two tasks. For mora discrimination, S3Ms
achieved accuracy comparable to that of native
Japanese speakers regardless of their training lan-
guage, suggesting that moraic contrasts in Japanese
are well captured by S3M representations even
without Japanese-specific training. For accent dis-
crimination, however, S3M accuracy was markedly
lower than in mora discrimination, particularly for
models not trained on Japanese data. Notably, even
Japanese S3Ms performed below human level, sug-
gesting that pitch accent contrasts pose a greater
challenge and require exposure to Japanese speech
to be better encoded. Future work includes incorpo-
rating our dataset to investigate methods to improve
pitch accent encoding in S3Ms.

Limitations

We identify three limitations regarding the qual-
ity of our benchmark. First, our human evalua-
tion involved three participants per task, which
may be insufficient for reliable estimation of hu-
man performance. Second, each stimulus (A, B,
X) was extracted automatically using a publicly
available text-speech alignment data. This was
produced by a speech recognition model and may
therefore contain mora boundary misalignments.
We did not manually verify whether each stim-
ulus sounded exactly as the corresponding tran-
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script, and the relatively low human accuracy and
inter-rater agreement on the vowel length contrast
suggest that some stimuli may be of insufficient
quality. Third, our benchmark is constructed from
clean read speech in Standard Japanese and may
not fully reflect the properties of noisy, dialectal, or
spontaneous speech.

Regarding our analysis, we evaluated a limited
number of S3Ms, and other models may show dif-
ferent trends. In addition, the without-context eval-
uation and human evaluation were conducted on
only 500 items per task, which limits the reliabil-
ity of fine-grained analyses such as per-contrast-
type comparisons for mora discrimination and
within/across condition comparisons.

Ethical Considerations

All models used in our experiments were used in
accordance with their respective licenses. For the
human evaluation, participants’ responses were ini-
tially linked to email addresses for data collection
purposes. After collection, the email address infor-
mation was removed, and all analyses were con-
ducted on anonymized data that contained no per-
sonally identifiable information.
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dictionary to determine whether the predicted tran-
scription could be converted to the gold one in
within each accent phrase. The dictionary mainly
covers three types of systematic errors produced by
the model: (1) single-mora confusions, (2) decom-
positions of a single mora into two separate morae,
and (3) compressions of two separate morae into a

single mora. Note that we only take into account
errors that actually occurred.

(1) Single-Mora Confusion
This occurs where the model wrongly transcribes
one-mora part of speech as another mora. In this
case, the predicted accent label can be aligned di-
rectly with the gold mora.

(2) Single-Mora Decomposition
This occurs where the model wrongly transcribes
one-mora part of speech as a two-mora sequence.
When the two morae are labeled as LH, we set the
accent label for the gold mora as L, and when LL
or HH, we set it as L or H, respectively.

(3) Two-Mora Compression
Thisoccurs where the model wrongly transcribes
two-mora part of speech as another mora. We copy
the predicted accent label for each of the gold two
morae.

Table 6: Examples of predicted and gold transcript align-
ment. Pred = Predicted.

Type Pred Transcript Gold Gold transcript
with Pred Accent Label transcript with Pred Accent Label

(1) /u/ L/H /we/ /we/ L/H

(2) /ki yu/ LH /kyu/ /kyu/ L
/ki yu/ LL/HH /kyu/ /kyu/ L/H

(3) /wa/ L/H /o a/ /o a/ LL/HH

B Human Evaluation Details

We recruited six native Japanese students research-
ing either natural language processing or speech
processing. When recruiting, we informed them
that the collected data would be used for research
on Japanese speech. The participants were paid
1,500 Japanese yen per hour, which was determined
based on the rules in our affiliation. We show the in-
structions presented to the participants in Figure 8.

C Evaluated Models

We show the details of the S3Ms used in model
evaluation in Table 7. Corpora for training multilin-
gual models include multilingual corpora such as
BABEL (17 Asian and African languages), CV (11
languages for facebook/wav2vec2-large-xlsr-53,
60 languages for facebook/wav2vec2-xls-r-300m,
and 100 languages for utter-project/mHuBERT-
147), MLS (eight European languages), VL (107
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languages), VP (23 European languages), IISc-
MILE (two Indian languages), B-TTS (ten Sub-
Saharan African languages), and G-TTS (four
South African languages and six low-resource lan-
guages), and monolingual corpora such as Japanese
ones (JVS and Kokoro), Chinese ones (Aishells,
and THCHS-30), Korean ones (ClovaCall and
Kosp2e), an Icelandic one (Samrómur), an Uyghur
one (THUYG-20), and a Turkish one (MS).

D Additional Analysis

D.1 Overall Results in the Without-Context
Setting

Figure 9 and Figure 10 show overall layer-wise
mora and accent discrimination results. Com-
paring the with- and without- context settings, no
consistent difference in peak accuracy is observed
for mora discrimination. For accent discrimination,
however, most models achieve lower peak accu-
racy in the without-context setting. This suggests
that pitch accent contrasts are more easily distin-
guished when S3Ms are able to use information
from surrounding context, such as relative pitch
height.

In both tasks, the peak layer tends to appear
earlier in the without-context condition than in the
with-context condition. We leave investigation of
the reason for this for future work.

D.2 Model-Wise Results

Figure 11 shows full comparison results between
the six contrast types in mora discrimination, and
Figure 12 shows full comparison results between
word-accent and nonword-accent contrasts in ac-
cent discrimination.

Figure 13 compares the layer-wise accuracy
of two types of contrasts: those involving one
phoneme difference (e.g., sanso vs. sando) and
those involving two phoneme differences (e.g.,
rando vs. sendo). We only use contrasts where
A and B have the same number of phonemes here.
The results indicate that those with two phoneme
differences are better discriminated by representa-
tions of most model layers, probably due to longer
difference in sound stimuli. This trend is also seen
in human accuracy.

Figure 14 and Table 8 shows model-wise compar-
ison results between within and across conditions
in mora discrimination. Overall, S3M represen-
tations do not show a consistent benefit for any
of the within conditions: within-speaker, within-

gender, and within-accent accuracy are not consis-
tently higher than their across counterparts. Hu-
mans seem to be sensitive to speaker identity, but
show no consistent pattern for gender or accent
conditions. Note that some of these results should
be interpreted with caution, given the small number
of items.

Figure 15 and Table 8 shows model-wise compar-
ison results between within and across conditions
in accent discrimination. As in mora discrimina-
tion, S3M representations do not consistently show
higher accuracy in the within conditions than in the
across conditions. Humans achieve higher accu-
racy in the across-speaker condition than the within-
speaker condition, which is counter-intuitive, but
gender has little effect on their accuracy.

D.3 WavLM Results

To test whether our main findings generalize be-
yond HuBERT and wav2vec 2.0, we evaluated
three English-pretrained WavLM models on Hug-
gingFace (microsoft/wavlm-base, microsoft/base-
plus, microsoft/large). WavLM uses predictive loss
for training, and the number of parameters is 94.7M
for base and base-plus models and 316.6M for the
large model. The training corpus is LibriSpeech
(960h) for the base model, and 94k hours of a mix-
ture of Libri-Light, GigaSpeech (Chen et al., 2021),
and VoxPopuli for base-plus and large models.

In the without-context setting, they achieved
peak accuracy of 92.9%, 92.9%, and 94.1%, respec-
tively, on mora discrimination, and 76.2%, 74.1%,
and 76.6%, respectively, on accent discrimination.
These results are consistent with our main findings
that the models perform comparably to humans
in mora discrimination, but substantially worse in
accent discrimination.

E JPhonABX License

We will release the code for creating the JPhonABX
dataset upon acceptance. The dataset itself will not
be released, in accordance with the license of the
JVS corpus.

The audio data in JPhonABX is derived from
the JVS corpus and is therefore restricted to the
following uses: research by academic institutions,
non-commercial research (including research con-
ducted within commercial organizations), and per-
sonal use (including blog posts) (Takamichi et al.,
2019). Regarding the text and annotation data, the
text data follows the original license of the JVS
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Table 7: Details of the models used for evaluation. All the models are taken from HuggingFace. Kushinada, reazon-
research, and facebook models are licensed under Apache 2.0, imprt/izanami-wav2vec2-base under imprt-license,
and utter-project/mHuBERT-147 under CC-BY-NC-SA-4.0. Lang. = Language. Aishells = AISHELL-1 (Bu et al.,
2017) and AISHELL-3 (Shi et al., 2021), B-TTS = BibleTTS (Meyer et al., 2022), CV = CommonVoice (Ardila
et al., 2020), MLS = Multilingual LibriSpeech (Pratap et al., 2020), MS = MediaSpeech (Kolobov et al., 2021),
TH-data = THCHS-30 (Wang and Zhang, 2015) and THUYG-20 (Rouzi et al., 2017), VL = VoxLingua107 (Valk
and Alumäe, 2021), VP = VoxPopuli (Wang et al., 2021).

Model Training Corpus Training
Lang. Model Size Loss #Params Size (h) Corpus

JA

imprt/kushinada-hubert-base (Hsu et al., 2021) base Predictive 90M 62k Japanese TV broadcast audioimprt/kushinada-hubert-large (Hsu et al., 2021) large Predictive 300M
imprt/izanami-wav2vec2-base (Baevski et al., 2020) base Contrastive 95M 5k

reazon-research/japanese-hubert-base-k2 (Sasaki, 2025; Yang et al., 2025) base Predictive 94.4M
35k ReazonSpeech v2 (Yin et al., 2023)reazon-research/japanese-wav2vec2-base (Sasaki, 2024a) base Contrastive 94.4M

reazon-research/japanese-wav2vec2-large (Sasaki, 2024b) large Contrastive 300M

EN

facebook/hubert-base-ls960 (Hsu et al., 2021) base Predictive 90M 960 LibriSpeech

facebook/hubert-large-ll60k (Hsu et al., 2021) large Predictive 317M 60k Libri-Light

facebook/wav2vec2-base (Baevski et al., 2020) base Contrastive 95M 960 LibriSpeechfacebook/wav2vec2-large (Baevski et al., 2020) large Contrastive 317M

facebook/wav2vec2-large-lv60 (Baevski et al., 2020) large Contrastive 317M 60k Libri-Light

Multi

facebook/wav2vec2-large-xlsr-53 (Conneau et al., 2021) large Contrastive 317M 56k BABEL (Gales et al., 2014), CV, MLS

facebook/wav2vec2-xls-r-300m (Babu et al., 2022) large Contrastive 300M 436k BABEL, CV, MLS, VL, VP

utter-project/mHuBERT-147 (Zanon Boito et al., 2024) base Predictive 94.4M 90k

Aishells, B-TTS, ClovaCall (Ha et al., 2020), CV,
G-TTS (van Niekerk et al., 2017; Sodimana et al., 2018),
IISc-MILE (Ayyavu et al., 2022a,b), JVS,
Kokoro (Iida, 2022), kosp2e (Cho et al., 2021), MLS,
MS, Samrómur (Hedström et al., 2022), TH-data, VL, VP

Table 8: Human accuracy of within- and across- speaker,
gender, and accent contrasts. The letters ‘s’, ‘g’, and ‘a’
denote speaker, gender, and accent, respectively.

Test Type Condition #Test Items Acc.

Mora Discrimination

within-s-g-a 14 1.000
within-s-g-across-a 6 1.000
within-g-a-across-s 133 0.927
within-g-across-s-a 76 0.930
within-a-across-s-g 125 0.936
across-s-g-a 67 0.896

Accent Discrimination
within-s-g 24 0.833
within-g-across-s 220 0.882
across-s-g 251 0.876

text corpus4, and the tags are licensed under CC
BY-SA 4.0. The text and tags in JPhonABX will
be distributed under the same terms.

4https://sites.google.com/site/
shinnosuketakamichi/publication/jsut?authuser=0#
h.p_YexdnC0CAtY8
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About the Evaluation Task 
Thank you for your cooperation with the human evaluation task. 
The details of the task are provided below. Please review them, and if you have any 
questions, please contact me. 

Task Flow 
1. Exercise 

You will be asked to solve 8 problems: Problem No. EP001-006 and EA001-002. 
2. Main Test 

You will solve 500 questions from either Problem No. P001-500 or A001-500. 

Format 
For both the exercise and the main test, we will distribute a folder containing audio data and 
an answer sheet directly via DM. Do not redistribute the audio data under any 
circumstances. 
 
There are three audio clips (A, B, X) for each problem, and the filenames are {Problem 
Number}_A/B/X.wav. 
e.g., Problem Number: EP001 → A: EP001_A.wav, B: EP001_B.wav, X: EP001_X.wav 
 
Each answer sheet can be viewed by only the participant and me. Each row corresponds to 
a specific question. For each question, please check either A, B, or “not sure.” Please 
contact me when you have finished answering all questions. 
 
There are two types of questions: 

1. Word Discrimination (Problem No. EP001-006, P001-500) 
Listen to the three audio clips (A, B, X) in order, and answer whether X sounds like 
word A or word B. If it is difficult to determine–for example, if A and B sound like the 
same word, or if X sounds like neither A nor B–please answer “not sure.” The words 
spoken may not be real words. 

2. Accent Discrimination (Problem No. EA001-002, A001-500) 
Listen to the three audio clips (A, B, X) in order, and answer whether X sounds like 
the accent of A or B. If it is difficult to determine–for example, if A and B sound like 
the same accent, or if X sounds like neither A nor B–please answer “not sure.” The 
words spoken may not be real words. 

Samples 
1. Word Discrimination 

Audio Data:  SampleP
SP001: A: shitei / B: retei / X: shitei, so A is the correct answer. 
SP002: A: oin / B: ogen / X: ogen, so B is the correct answer (Although B and X have 
different accents, they are the same string of characters, so they are judged to be the 
same). 
SP003: A: kotoga / B: kotoo / X: kotoga, so A is the correct answer. 
SP004: A: gatta / B: gata / X: gatta, so A is the correct answer. 

SP005: A: iwa / B: inwa / X: inwa, so B is the correct answer. 
SP006: A: oi / B: ooi / X: ooi, so B is the correct answer. 

2. Accent Discrimination 
Audio Data:  SampleA
SA001: A: na↘ tte / B: natte / X: natte, so B is the correct answer. 
SA002: A: a↘ ba↗ n / B: aban / X: a↘ ba↗ n, so A is the correct answer. 
SA003: A: oo / B: o↗ o / X: oo, so A is the correct answer (Although A and X have 
different pitch levels, both are flat, so they are judged to be the same). 
SA004: A: sa↘ i / B: sa↗ i / X: sa↗ i, so B is the correct answer. 

Important Notes 
● Recommended Audio Playback Methods 

○ Mac: Click the play button in sequence in Finder. 
○ Windows: Download QuickLook from the Microsoft Store, then press the 

spacebar in sequence in File Explorer (How to Download and Use 
QuickLook). 

● Please listen to the audio in a quiet room using earbuds or headphones. 
● Please listen at normal speed (1x) without changing the playback speed. 
● You may adjust the volume as you like. If you have trouble distinguishing between A 

and B, please turn up the volume. 
● You may replay the audio as many times as you like. 
● Please note that the volume may vary significantly depending on the audio file. 

Figure 8: The instruction document for human evalua-
tion participants.
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Figure 9: Layer-wise ABX accuracy for mora discrimi-
nation in the without-context (n=421) setting.
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Figure 10: Layer-wise ABX accuracy for accent dis-
crimination in the without-context (n=495) settings.
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Figure 11: Layer-wise ABX accuracy of each contrast type for mora discrimination in the (left) with-context
(n=192,000) and (right) without-context (n=421) settings.
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Figure 12: Layer-wise ABX accuracy comparison for accent discrimination between word- and nonword-accent
contrasts. Word-accent contrasts are those between two pitch accent patterns that are both possible as word accent
patterns in Standard Japanese (i.e., HL, LH, HLL, LHH, LHL), and nonword-accent contrasts are those involving at
least one impossible pattern. The left panel shows results in the with-context (n=4,337 (word) + 93,663 (nonword))
setting and the right panel shows results in the without-context (n=22 (word) + 473 (nonword)) setting.
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Figure 13: Layer-wise ABX accuracy comparison for mora discrimination between contrasts involving two phoneme
differences and those involving a single phoneme difference. The left panel shows results in the with-context
(n=29,226 (one-phoneme-diff) + 35,031 (two-phoneme-diff)) setting and the right panel shows results in the
without-context (n=67 (one-phoneme-diff) + 92 (two-phoneme-diff)) setting.
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Figure 14: Layer-wise ABX accuracy comparison for mora discrimination between within- and across- (top) speaker,
(middle) gender, and (bottom) accent conditions in the (left) with-context (n=192,000) and (right) without-context
(n=421) settings. The letters “s”, “g”, and “a” denote speaker, gender, and accent, respectively.
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Figure 15: Layer-wise ABX accuracy comparison for accent discrimination between within- and across- (top)
speaker and (bottom) gender conditions in the (left) with-context (n=98,000) and (right) without-context (n=495)
settings.

22695


