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Abstract

Large language model (LLM) agents increas-
ingly depend on external memory to support
long-horizon interaction. Yet many current
memory systems still rely on largely fixed de-
fault rules once their pipelines are configured.
They often apply the same extraction, retrieval,
and evidence-organization choices across in-
puts. This is restrictive. Different memory
needs require different choices. We propose
AdaMemPIP, an adaptive memory orchestra-
tion framework for LLM agents. AdaMemPIP
uses an LLM to route both memory storage and
memory usage. For storage, it selects extrac-
tors for each new batch of dialogue records and
writes the extracted items to matched memory
libraries. For usage, it selects retrieval meth-
ods, target libraries, and organization strate-
gies for each query, then executes the resulting
pipeline. The framework is also extensible:
new extractors, retrievers, stores, and organiz-
ers can be added without changing the overall
control logic. This makes AdaMemPIP a flexi-
ble framework to long-term agent memory.

1 Introduction

Large language model (LLM) agents need memory
to work over long interaction horizons (Wang et al.,
2026). They must remember user facts, update out-
dated information, recover earlier assistant advice,
and connect evidence across sessions (Park et al.,
2023; Packer et al., 2023; Zhong et al., 2024; Xu
et al., 2025; Chhikara et al., 2025; Yang et al., 2026;
Zhang et al., 2026). In short, they must act over
time, not only over one prompt.

A common design still relies on a largely fixed
default process, even when individual modules are
selective or structured (Packer et al., 2023; Zhong
et al., 2024; Chhikara et al., 2025; Fang et al., 2025).
In such pipelines, dialogue records are processed
with one default extraction procedure, stored in one
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Figure 1: A simplified view of common memory-
management pipelines. Many systems use a fixed se-
quence of extraction, retrieval, and reorganization, with
a dominant default choice at each step.

default structure, and retrieved with one default
method. This is easy to implement, but can be too
rigid. A temporal question, a preference question,
and a question about what the assistant said earlier
do not need the same memory behavior. One fixed
routine can waste computation in some cases and
lose useful structure in others.

This matters for both quality and cost. Recent
benchmarks show that long-term interactive mem-
ory remains hard even for strong models (Wu et al.,
2025; Maharana et al., 2024; Tan et al., 2025).
At the same time, always running a rich memory
pipeline is expensive (Fang et al., 2025). The prob-
lem is therefore not only how to build better mem-
ory modules. It is also how to decide what to store
and how to use it later.

We treat memory management as a control prob-
lem. The key question is not which single store
or retriever is best. The key question is how an
agent should route storage and usage decisions un-
der changing needs. For a new dialogue record, it
should decide which extractor to run and where to
write the result. For a new query, it should decide
which memory libraries to search, whether to use
vector or keyword retrieval, and how to organize
the evidence. Recent work on adaptive memory
also points to the value of selectivity, but usually
focuses on one mechanism or one update policy
(Wu et al., 2026; Ma et al., 2026; Su et al., 2026).
We study jointly routing extraction, storage, re-
trieval, and evidence organization within one mod-
ular pipeline. Figure 1 shows the fixed-process
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pattern that remains common in existing systems.
To address this limitation, we propose AdaMem-

PIP, an adaptive memory pipeline for LLM agents.
AdaMemPIP uses an LLM controller to route mod-
ular memory operators. It has two paths. In the
storage path, the controller selects extractors and
writes their outputs to matched memory libraries.
In the usage path, it chooses memory libraries, re-
trieval methods, and a reader. In our implementa-
tion, the reader is one of three lightweight options:
flat, assistant-focused, or timeline.

This design has two benefits. It matches the
memory path to the current need, and it stays exten-
sible. Each extractor, retriever, store, or reader is
a callable function in a library. New operators can
be added without redesigning the control logic. We
evaluate AdaMemPIP on LongMemEval (Wu et al.,
2025) and LoCoMo (Maharana et al., 2024). In the
category-wise setting used for our main compari-
son, AdaMemPIP improves over the correspond-
ing LightMem results on both tested backbones,
shows encouraging transfer to LoCoMo, and uses
fewer measured memory-construction tokens than
heavier structured-memory baselines. These results
are consistent with a simple claim: for long-term
agents, the hard part is not only storing more mem-
ory. It is choosing the right memory path for the
current turn. A useful agent must therefore manage
memory conditionally, not uniformly.

Our contributions are summarized as follows:

• We formulate adaptive memory orchestration
as a practical design problem for long-term
LLM agents, and study the limitations of ap-
plying fixed storage and usage choices uni-
formly.

• We propose AdaMemPIP, a modular frame-
work with two LLM-routed paths: adaptive
memory storage and adaptive memory usage.
The design naturally supports future extension
with new memory-management methods.

• We evaluate AdaMemPIP across multiple
benchmarks, ablations, and efficiency anal-
yses, and find strong memory quality with
practical memory-construction cost under the
reported accounting scope.

2 Related Work

2.1 Memory Architectures for LLM Agents
Long-term memory is now a core part of LLM
agents. Prior work studies explicit memories (Park

et al., 2023; Zhong et al., 2024), hierarchical ac-
cess (Packer et al., 2023), agentic memory sys-
tems (Xu et al., 2025), scalable production mem-
ory (Chhikara et al., 2025), and more structured
or personalized memory forms (Wang et al., 2024;
Zhang et al., 2024; Westhäußer et al., 2025; Lu
and Li, 2025). These studies show that memory
representation matters. However, most of them still
use a mostly fixed control flow after the modules
are defined. Our work instead focuses on adaptive
orchestration across memory operations.

2.2 Efficient and Adaptive Memory Use

Another line of work studies efficient and selective
memory use. LightMem focuses on lightweight
memory construction (Fang et al., 2025). Other
work studies memory refinement, strategy-guided
recall, and more adaptive memory control (Salama
et al., 2025; Zhao et al., 2025; Wu et al., 2026; Ma
et al., 2026; Su et al., 2026). These methods high-
light the value of selectivity, but they usually opti-
mize one mechanism or one update policy. In con-
trast, AdaMemPIP asks a broader question: given
several candidate extractors, retrievers, stores, and
readers, which ones should be activated for the
current request?

2.3 Memory Benchmarks and Analysis

Progress in agent memory has also been driven by
stronger benchmarks. LongMemEval and LoCoMo
test long-term interactive memory under different
question types and conversation lengths (Wu et al.,
2025; Maharana et al., 2024). MemBench and
mtRAG broaden this view (Tan et al., 2025; Katsis
et al., 2025). Other work studies memory quality
more directly, including the relation between con-
textual and parametric memory and the integrity of
persistent memory (Tao et al., 2024; Mireshghallah
et al., 2025). Together, these benchmarks support
the view that agent memory is not one skill. Differ-
ent questions stress different memory operations.

3 Method

AdaMemPIP separates memory operators from
memory control. The operators extract, store, re-
trieve, and read memory, as shown in Figure 2. The
controller decides which operators to call for the
current dialogue record or query. This keeps the
framework modular, makes adaptivity explicit, and
lets us add new memory operators without chang-
ing the overall control logic.
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Figure 2: An example pipeline in AdaMemPIP. The system uses an LLM to route both memory storage and memory
usage. It adaptively selects extraction for new dialogue records, and retrieval plus evidence reading for user queries.

3.1 Problem Setup
We consider an LLM agent that interacts with a user
over multiple sessions. At update step t, the agent
observes a batch of newly accumulated dialogue
records Dt, a current user query qt, and the memory
state Mt. The goal is to answer qt and update
memory for future turns. AdaMemPIP therefore
solves two routing problems: how to extract and
store memory from Dt, and how to retrieve and
read memory for qt. Let F ext, F ret, F store, and Forg

denote the candidate function sets for extraction,
retrieval, storage, and evidence organization. A
memory step is a function

f : X → X ,

where the state space X contains dialogue records,
queries, memory state, and intermediate evidence.
The core problem is not to fix one operator per
stage in advance. The core problem is to let an
LLM choose a small task-matched set of functions
online. In our implementation, the memory state is
partitioned into typed libraries,

Mt = {M fact
t ,M

pref
t ,M causal

t },

because different questions need different memory
views. Unlike a fixed pipeline, AdaMemPIP routes
memory operations according to the current need.

We make this formulation concrete in two ways.
First, each extractor maps a batch of dialogue
records to a set of typed memory items,

f ext : Dt → Et, Et = {e1, . . . , en},

where each item stores its type, content, and source
record. The source record is kept so that later mod-
ules can recover timestamps or assistant-side text
when needed. Second, a usage plan is a short list
of retrieval calls,

rt =
[
(ℓi,mi, ki)

]nt

i=1
,

where ℓi is a memory library, mi ∈
{vector, keyword} is a retrieval method, and
ki is an optional keyword phrase. The controller
then chooses one reader to organize the aggregated
evidence for generation.

3.2 Overview
Figure 2 shows the full framework. AdaMemPIP
contains four libraries: memory extraction, mem-
ory retrieval, memory store, and memory organiza-
tion. The framework runs two coupled but asym-
metric processes. The storage path starts from Dt.
The controller selects one or more extractors, and
the extracted memory items are then written to
matched stores. The usage path starts from qt. The
controller first selects retrieval methods and mem-
ory libraries, then picks one reader. The retrieved
evidence is organized by that reader and passed
to the backbone LLM. The two paths share the
same memory state, but solve different decisions.
Storage asks what should be written into memory.
Usage asks what should be retrieved and how the
evidence should be read before generation.

3.3 Function Libraries
We define four libraries of memory functions.

The extraction library is

F ext = {ffact, fcausal, fpref}.

These functions map dialogue context to reusable
memory units. Fact extraction captures explicit
user information and world knowledge. Causal ex-
traction captures reasons, dependencies, and event
consequences. Preference extraction captures sta-
ble user-specific tendencies.

The retrieval library is

F ret = {fkw, fvec}.

Keyword retrieval helps with explicit entity match-
ing and precise lexical cues. Vector retrieval is
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better for semantic similarity and paraphrased re-
call. During memory usage, the controller decides
which memory libraries the retrievers should query.

The storage library is

F store = {ffact-base, fcausal-base, fpref-base, . . .}.

These stores hold different memory types. In our
implementation, the target store is determined by
the extractor output. Fact memories go to the fact
base, causal memories go to the causal base, and
preference memories go to the preference base.

The organization library is

Forg = {fflat, fassistant, ftimeline}.

We implement these functions as three readers. Fla-
tReader merges evidence into a flat passage. As-
sistantReader emphasizes assistant-side utterances
when the query asks what the assistant said before.
TimelineReader orders evidence by inferred event
time and falls back to the original memory times-
tamp when event time cannot be inferred.

These libraries matter because long-term mem-
ory is heterogeneous. Facts, preferences, causal
relations, lexical matches, semantic matches, and
temporal structure do not serve the same role. We
keep them separate so that the controller can choose
the right behavior for the current need.

3.4 Adaptive Routing
All routing decisions are made by an LLM con-
troller. We use prompt-based routing in both stor-
age and usage. The controller outputs structured
JSON plans that are executed directly. No task-
specific fine-tuning is required. For memory stor-
age, the controller reads Dt. It selects one or more
extractors:

zstore
t = gstore(Dt).

The activated extractors run independently on the
dialogue batch. Their outputs are then written to the
matched libraries. Co-activation is allowed because
one dialogue batch may contain several reusable
memory types, such as facts plus preferences or
facts plus causal relations. For memory usage, the
controller factorizes routing into two lightweight
steps. First, a retrieval planner reads qt and outputs
one or more query objects:

rt = gret(qt).

Each query object specifies a memory library, a re-
trieval method, and optional keyword phrases. The

planner may emit multiple query objects, which al-
lows the system to combine broad semantic recall
with precise lexical matching. Keyword search is
restricted to explicit noun or entity phrases, and we
allow at most two keyword query objects in one
plan. The current routing prompt also requires fact
memory to be included at minimum, which makes
fact memory the default anchor for retrieval. Then,
a selector chooses one evidence reader:

zread
t = gread(qt).

We use single-reader execution in all experiments,
which yields a lightweight Retrieve → Read →
Generate pipeline. FlatReader is the default fall-
back. AssistantReader is reserved for questions
whose answer should come from a prior assistant
utterance. TimelineReader is used for temporal
questions that require event ordering. In our cur-
rent implementation, the reader selector depends
only on qt. This design is intentional: question
form is the main signal for deciding whether the
evidence should be read as flat context, assistant-
side text, or a timeline, while memory-dependent
decisions are already handled by retrieval planning.
The controller does not replace the memory opera-
tors. It decides which ones to call. This separation
is the core design of AdaMemPIP. It also makes
the framework easy to extend. New extractors, re-
trievers, stores, or readers can be added without
changing the control logic.

3.5 End-to-End Execution
Let Et denote the union of all extracted memory
items from the selected extractors. The storage
path can then be written as

Et =
⋃

f∈zstore
t

f(Dt), Mt+1 = f store(Et,Mt),

where the selected extractors produce memory
items and each item is written to its matched mem-
ory library. Let Ct denote the aggregated evidence
returned by all retrieval calls in rt. The usage path
can be written as

Ct = Agg
({

f ret
mi

(qt,M
ℓi
t+1; ki)

}nt

i=1

)
,

êt = f
org
zread
t

(Ct),

where Agg(·) aggregates the outputs of all selected
retrieval calls, and êt is the organized evidence
passed to the backbone LLM. The final answer is
generated from the current query and êt. The full
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dialogue history is not provided to the backbone
at answer time. This is the main difference from
prior systems. A fixed pipeline commits to one
default extractor, retriever, and reader. AdaMem-
PIP does not. The runtime behavior is simple. A
new batch of dialogue records triggers the storage
path. A user query triggers the usage path. In both
cases, the controller makes the routing decision
first. The selected modules are then executed. The
backbone LLM finally receives the current query
and the selected memory evidence, and produces
the response. In summary, AdaMemPIP is an LLM-
routed system with one adaptive path for storage
and another for usage.

3.6 Efficiency Discussion

AdaMemPIP adds a control step before memory op-
erations, so routing is not free. During storage, the
controller reads the new dialogue record and selects
extractors. During usage, it reads the query and pro-
duces a short retrieval plan plus one reader choice.
We keep this overhead bounded by using compact
JSON plans, a small operator set, and single-reader
execution. The goal is to trade this small con-
trol cost for lower downstream memory cost. A
fixed rich pipeline may extract every memory type,
search every memory library, and process evidence
in the same way for every query. AdaMemPIP can
skip irrelevant extractors, avoid unlikely memory
libraries, and use FlatReader when no temporal or
assistant-side reading is needed. This benefit is
instance-dependent: hard cases may still activate
several modules. The expected gain comes from
mixed workloads, where many turns need only a
narrow memory path. Figure 5 reports memory-
construction cost, while the activation analysis char-
acterizes which operators are used in practice.

4 Experiments

We seek to answer the following research questions
through our experiments:

• How does AdaMemPIP compare with the
fixed-pipeline configurations in our evalua-
tion?

• Do the gains transfer across backbone models
and benchmarks?

• Which adaptive components matter most?

• What is the memory-construction cost?

The source code is available at GitHub1.

4.1 Datasets
We evaluate on two benchmarks for long-term con-
versational memory: LongMemEval (Wu et al.,
2025) and LoCoMo (Maharana et al., 2024). We
keep the official data splits for both datasets un-
changed. LongMemEval is our main benchmark.
It evaluates long-term interactive memory for chat
assistants and separates evaluation into six ques-
tion types: Temporal, Multi-Session, Knowledge-
Update, Single-User, Single-Assistant, and Single-
Preference. This categorization is important for
our study because these question types stress dif-
ferent memory behaviors. LoCoMo serves as an
additional cross-benchmark test of generalization.
It focuses on very long-term conversational mem-
ory and requires models to answer questions from
extended multi-session dialogue histories.

4.2 Baselines
We compare AdaMemPIP against representative
baselines from recent memory-agent work.

• Full Text: It answers directly from the full
dialogue history without a memory module.

• Naive RAG: It stores dialogue content as re-
trievable text and applies standard retrieval-
augmented generation (Lewis et al., 2020).

• LangMem: It is a memory-augmented agent
design included in the LightMem comparison
setting (Fang et al., 2025).

• A-MEM: It is a structured agentic memory
framework for LLM agents (Xu et al., 2025).

• MemoryOS: It is a memory operating-system
style framework reported in the LightMem
comparison setting (Fang et al., 2025).

• Mem0: It is a scalable long-term memory
framework (Chhikara et al., 2025).

• LightMem: It is a lightweight memory aug-
mented generation framework and our pri-
mary recent baseline (Fang et al., 2025).

These baselines cover a broad range of design
choices, from direct context use to structured and
lightweight memory systems. We follow the same
baseline set used in the LightMem comparison.

1https://github.com/fishylife/AdaMemPIP
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This breadth lets us compare AdaMemPIP with
both simple retrieval baselines and stronger mem-
ory systems under that setting.

4.3 Evaluation Metrics

We follow the evaluation protocol of Fang et al.
(2025) and keep the benchmark setting aligned
with prior work. On LongMemEval, we report ac-
curacy for each question category and a weighted
total score. On LoCoMo, we report GPT-4o-mini-
judged accuracy following the LightMem evalua-
tion setting.

4.4 Implementation Details

We use GPT-4o-mini and Qwen3-30B-A3B-
Instruct-2507 as the backbone models of AdaMem-
PIP. We evaluate AdaMemPIP end to end on both
benchmarks. For each example, we replay the pre-
ceding dialogue records in chronological order and
process them in batches. Each batch updates the
memory state through the storage path before the
final benchmark query is asked. The usage path
then plans retrieval, selects one reader, and passes
only the selected evidence to the backbone model.
For each retrieval call, we keep the top-10 returned
memory items. All routing is prompt-based and
zero-shot. We do not fine-tune the controller. Final
predictions are evaluated using GPT-4o-mini as the
correctness judge following LightMem.

4.5 Main Results

Table 1 shows that adaptive orchestration improves
long-term memory quality. AdaMemPIP achieves
good performance on both backbones. On GPT-
4o-mini, it improves over LightMem from 69.81 to
74.2 (+4.4). On Qwen3-30B-A3B-Instruct-2507,
it improves from 58.13 to 68.80 (+10.7). The
category-level effects vary by backbone. Under
GPT-4o-mini, the largest gain over LightMem is on
Single-Assistant, while under Qwen3-30B-A3B-
Instruct-2507 AdaMemPIP improves across all six
categories. The weakest category remains Single-
Assistant. AdaMemPIP improves over LightMem
there, but still trails retrieval-heavy baselines such
as Naive RAG and A-MEM. This shows that
assistant-grounded recall remains a real challenge.
Overall, adaptive orchestration gives a better bal-
ance between recall, update, and reuse than a fixed
pipeline.

4.6 Results on LoCoMo

To test generalization beyond LongMemEval, we
compare methods on LoCoMo (Maharana et al.,
2024). For methods with multiple reported vari-
ants, we use the strongest reported result for each
backbone. We therefore treat this as a cross-paper
generalization check rather than a strict same-run
comparison. Figure 3 shows a mixed but encour-
aging pattern. AdaMemPIP is the best method
on GPT-4o-mini, improving over LightMem from
72.99 to 77.86. On Qwen3-30B, it is competitive
but not best. This is still useful evidence. It sug-
gests that adaptive control transfers beyond one
benchmark, but its benefit still depends on the back-
bone model.

4.7 Ablation Study

We next study how each adaptive component con-
tributes to the final performance. We use the GPT-
4o-mini setting and keep all modules adaptive by
default. In each ablation, we replace one compo-
nent family with a single fixed choice while leav-
ing the rest unchanged. For extraction, we test
fact-only, preference-only, and causal-only variants.
For retrieval, we test vector-only and keyword-only
variants. For reading, we test FlatReader, Assis-
tantReader, and TimelineReader. This experiment
isolates the role of each adaptive component. Ta-
ble 2 shows that all three component families mat-
ter, but in different ways. The extractor ablations
cause the largest collapse. Fact-only extraction re-
mains reasonably strong, but preference-only and
causal-only extraction fail badly. This shows that
the system cannot rely on one memory type across
all tasks. The retriever ablations reveal a different
pattern. Vector retrieval is a strong default choice.
Keyword retrieval alone is much weaker. However,
the full system is still better than vector-only re-
trieval. The gain therefore comes from adaptive
retrieval, not from picking one strong default. The
reader ablations provide the clearest evidence for
step-level adaptivity. No single reader dominates
across all categories. FlatReader helps on broad
information questions. AssistantReader helps on
assistant-centered questions. TimelineReader helps
on temporal reasoning. Once the reader is fixed,
the total score drops. This directly supports our
main claim that evidence organization should be
adaptive rather than static.
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Table 1: Accuracy (%) results across question types on LongMemEval. The results of baselines in each category are
taken from (Fang et al., 2025). Best scores within each backbone block are marked in bold. Second-best scores
within each backbone block are marked with underlining. Tied best scores are all boldfaced. The Total column
reports the weighted average over all categories using the number of examples in each category.

Method Temporal
(n=133)

Multi-Session
(n=133)

Knowledge-Update
(n=78)

Single-User
(n=70)

Single-Assistant
(n=56)

Single-Preference
(n=30) Total

GPT-4o-mini

Full Text 31.58 45.45 76.92 87.14 89.29 36.67 56.89
Naive RAG 39.85 48.48 67.95 90.00 98.21 53.33 60.90
LangMem 15.79 20.30 66.67 60.00 46.43 60.00 37.20
A-MEM 47.36 48.87 64.11 92.86 96.43 46.67 62.20
MemoryOS 32.33 31.06 48.72 80.00 64.29 30.00 44.66
Mem0 40.15 46.21 70.12 81.43 41.07 60.00 53.51
LightMem 67.18 71.74 83.12 87.14 32.14 68.18 69.81

AdaMemPIP 72.18 67.67 85.90 88.57 58.90 76.67 74.20

Qwen3-30B-A3B-Instruct-2507

Full Text 33.08 35.61 76.92 82.86 87.50 50.00 54.67
Naive RAG 36.84 47.73 65.38 91.43 98.21 70.00 60.69
LangMem 37.60 38.35 67.95 78.57 42.86 70.00 50.80
A-MEM 51.88 51.12 76.93 90.00 96.43 40.00 65.20
MemoryOS 28.57 36.84 61.54 72.86 92.86 33.33 49.60
Mem0 41.94 28.13 28.57 55.32 26.09 81.82 38.67
LightMem 54.20 51.91 66.67 80.00 31.25 80.00 58.13

AdaMemPIP 66.92 57.90 78.21 91.43 41.07 100.00 68.80
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Figure 3: Accuracy comparison on LoCoMo under two backbone models. For methods with multiple reported
variants, we use the best reported LoCoMo accuracy for each backbone.

0
20
40
60
80

100

A
ct

iv
at

io
n

ra
te

(%
) (a) Extractors

Fact
Causal

Preference
0

20
40
60
80

100 (b) Retrievers

Vector
Keyword

0
20
40
60
80

100 (c) Readers

FlatReader

Assis
tantReader

TimelineReader

Figure 4: Activation frequency of different memory
operations. Extractors and retrievers can be co-activated,
so their percentages do not need to sum to 100%.

4.8 Activation Statistics

To better understand how AdaMemPIP behaves in
practice, we analyze the activation frequency of
each memory operation. Some modules can be
activated jointly, so we use grouped bar charts.

Figure 4 shows that the controller does not col-
lapse to one path. Fact extraction is activated on all

examples, while preference and causal extraction
are selected more selectively. For retrieval, vector
retrieval is the dominant choice, while keyword
retrieval is also used frequently. This is consis-
tent with the ablation results. The reader statistics
are more selective. FlatReader is the most com-
mon strategy. TimelineReader is also used regu-
larly. AssistantReader is much rarer. This matches
the benchmark composition: most queries need
only lightweight evidence packing, while a smaller
subset needs temporal ordering or assistant-side
grounding.

4.9 Memory Construction Cost

We finally examine the token cost of memory
construction. We report average per-example
memory-construction token usage over the 500
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Table 2: Ablation results on LongMemEval with GPT-4o-mini. Each ablation fixes one component choice while
keeping the remaining modules adaptive.

Variant Temporal Multi-
Session

Knowledge-
Update

Single-
User

Single-
Assistant

Single-
Preference Total

AdaMemPIP 72.2 67.7 85.9 88.6 58.9 76.7 74.2

Extractor Ablations

Fact only 69.2 60.2 85.9 88.6 58.9 76.7 71.4
Preference only 6.0 5.3 6.4 5.7 14.3 6.7 6.8
Causal only 24.1 9.0 15.4 8.6 23.2 26.7 16.6

Retriever Ablations

Vector only 68.4 68.4 84.6 88.6 55.4 76.7 72.8
Keyword only 42.1 36.8 65.4 54.3 44.6 26.7 45.4

Reader Ablations

FlatReader only 69.9 60.9 87.2 88.6 30.4 73.3 68.6
AssistantReader only 56.4 57.9 76.9 81.4 66.1 66.7 65.2
TimelineReader only 72.9 66.9 83.3 85.7 33.9 76.7 70.6

Table 3: Case study examples from LongMemEval. The two cases show that AdaMemPIP chooses different retrieval
and reader paths for different query types.

Query Adaptive selection Retrieved evidence Reasoning and answer

C
as

e
1

Te
m

po
ra

l
re

as
on

in
g How many days passed between

my visit to MoMA and the “An-
cient Civilizations” exhibit at the
Metropolitan Museum of Art?

Fact/vector
Preference/vector
Causal/vector
TimelineReader

Visited Museum of Modern Art on
Jan 8, 2023.
Attended the Metropolitan Museum
exhibit on Jan 15, 2023.
Related causal memory supports
event linkage.

Vector retrieval expands semantic re-
call to recover both distant events.
TimelineReader then sorts them into
a timeline, so the generator can di-
rectly compute the gap.
Answer: 7 days.

C
as

e
2

Si
ng

le
-s

es
si

on
as

si
st

an
t

Making a classic French omelette
... how many eggs did you say we
need?

Fact/keyword
keyword = omelette
Fact/vector
Preference/vector
Causal/vector
AssistantReader

Keyword retrieval locks onto the
omelette discussion.
Assistant-side evidence contains
the earlier reply: “2–3 eggs.”

The query explicitly asks what the as-
sistant said before. AssistantReader
therefore surfaces the original assis-
tant utterance instead of only user
facts.
Answer: 2–3 eggs.

LongMemEval-S examples, computed as the sum
of summary input and output tokens and expressed
in thousands of tokens (k). Baseline values are
taken from Fang et al. (2025), and AdaMemPIP is
measured under the same setting. This metric ex-
cludes final answer generation and routing prompts.
Figure 5 shows that the gains do not come with
an unacceptable construction cost. MemoryOS is
by far the most expensive. Mem0 and A-MEM
are also much heavier than lightweight methods.
LightMem has the lowest cost. AdaMemPIP is
more expensive than LightMem, but remains much
cheaper than the heavier structured-memory base-
lines. This suggests that the gains do not require a
uniformly high memory-construction budget.

4.10 Case Study

To illustrate how adaptive orchestration works in
practice, we present two cases from LongMemEval.

10 100 1000 10000

A-MEM
MemoryOS

Mem0
LightMem

AdaMemPIP

257.48

2606.53

441.89

28.25

125.01

Figure 5: Memory construction cost measured by total
summary tokens (k) per example. Lower is better.

The first requires temporal reasoning over two dis-
tant events. The second asks for a detail from a pre-
vious assistant response. The two cases stress dif-
ferent memory needs and different memory paths.
Table 3 highlights the main advantage of AdaMem-
PIP. The system does not rely on one default re-
trieval route or one default reader. In the temporal
case, it benefits from broader semantic recall and a
timeline-style view. In the assistant-centered case,
it benefits from precise lexical matching and di-
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rect recovery of assistant utterances. This is the
practical value of adaptive orchestration. The gain
does not come only from storing more memory or
retrieving more text. It comes from matching the
memory process to the question.

5 Conclusion and Future Work

This paper studies adaptive orchestration for agent
memory. We argue that fixed memory pipelines
are too rigid for long-term interactive settings.
We introduce AdaMemPIP, a prompt-based frame-
work that selects memory operations at the step
level. AdaMemPIP shows strong gains in the Long-
MemEval category-wise comparison and backbone-
dependent transfer on LoCoMo, while maintaining
practical memory-construction cost. The additional
analyses show that the gains come from adaptive
coordination across extraction, retrieval, and read-
ing. Future work can extend the function library
with richer stores and more specialized readers. It
can also improve assistant-centered grounding and
explore stronger controllers.

Limitations

AdaMemPIP has several limitations. First, the con-
troller is prompt-based, so routing may be sensi-
tive to prompt wording and backbone behavior. A
wrong route can skip a useful memory library or
choose an unsuitable reader. Second, our efficiency
analysis follows prior work and focuses on memory
construction cost. It does not measure full serving
cost, which also includes routing prompts, retrieval
latency, answer generation, memory size, and the
chosen backbone model. Third, the current func-
tion library is small. We use three memory types,
two retrieval methods, and three readers. Richer ap-
plications may need more specialized stores, mul-
timodal memories, deletion or conflict-resolution
operators, and stronger temporal reasoning. Finally,
our main experiments focus on long-term dialogue
memory benchmarks. These benchmarks are use-
ful, but they cannot capture all real user settings,
such as noisy conversations, privacy-sensitive mem-
ory, rapidly changing profiles, or agents that run
for months.
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