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Abstract

Diffusion Language Models (DLMs) enable
parallel text generation by denoising multi-
ple masked positions in a single pass, but
confidence-threshold decoding often commits
only the safest predictions, leaving informa-
tive uncertainty underused. We propose Plan-
Verify-Fill (PVF), a training-free draft-and-
verification decoding strategy that preserves
the high-confidence decoding backbone while
selectively testing lower-confidence candidates
with high expected verified utility. PVF uses
a calibrated planning-token vocabulary to al-
locate its limited verification budget, accepts
proposed drafts only when they remain consis-
tent with the backbone trajectory, and other-
wise defaults to conservative confidence-gated
unmasking. Across mathematical reasoning,
knowledge, and code-generation benchmarks
on LLaDA-8B-Instruct and Dream-7B-Instruct,
PVF maintains comparable accuracy while de-
livering up to 2.3x higher throughput than
baseline methods.

1 Introduction

DLMs (Gong et al., 2025; Shi et al., 2024; Lou
et al., 2024; Ye et al., 2025; Nie et al., 2025) ex-
tend the iterative denoising paradigm of diffusion
models to discrete text generation, offering an alter-
native to the strictly sequential decoding employed
by AR models. By operating over a global canvas
and iteratively refining token predictions, DLMs
unlock substantial potential for parallel token up-
dates. Recent studies, together with real-world de-
ployments (Inception Labs et al., 2025; Nie et al.,
2025), demonstrate that masked diffusion archi-
tectures scale well and deliver competitive perfor-
mance across a range of tasks.

The appeal of DLMs lies in their ability to gener-
ate in parallel (Prabhudesai et al., 2025; Chen et al.,
2024; Arriola et al., 2025): a single denoising pass
predicts many masked positions, enabling multiple
tokens to be committed per iteration rather than

decoding strictly left-to-right as in autoregressive
models. To realize this parallelism while maintain-
ing generation accuracy, existing strategies com-
monly commit only sufficiently high-confidence
tokens (Wu et al., 2026b; Nie et al., 2025). This
conservative gate is reliable, but it can limit the
achievable tokens-per-forward-pass (TPF). We hy-
pothesize that this limitation partly reflects trajec-
tory multiplicity: before surrounding context is
resolved, a masked position may remain compati-
ble with several coherent continuations, causing the
model to distribute probability mass across alterna-
tives. Consequently, confidence-threshold decod-
ing may underutilize the parallel capacity of each
denoising pass, making inference-time decoding a
key bottleneck for unlocking the speed potential of
DLMs.

A complementary line of work instead exploits
uncertainty for speed, relaxing confidence-greedy
decoding to expose informative high-entropy or
low-confidence positions earlier (Ben-Hamu et al.,
2025; Kim et al., 2025; Fu et al., 2026). While
this can reduce decoding rounds, it also sharpens
the accuracy—efficiency trade-off: the positions that
accelerate convergence are often less reliable com-
mitments, and premature unmasking can propagate
errors or constrain later denoising steps. This raises
the central question of our work:

Can fast DLM decoding move beyond
confidence-greedy commitment and instead
perform selective exploration that is both
informative and reliable?

More concretely, in addition to committing
high-confidence tokens, can we identify lower-
confidence candidates whose early unmasking pro-
vides useful planning information while remain-
ing compatible with the model’s current high-
confidence denoising trajectory?

Motivated by this question, we observe that the
risk of early unmasking is not uniform across to-
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kens. Confidence-threshold decoding already pro-
vides a reliable backbone: high-confidence tokens
can be safely committed. The opportunity lies in
the lower-confidence region, where some tokens
are too uncertain for ordinary confidence-based
decoding but still useful for accelerating the de-
noising trajectory. To exploit this asymmetry, we
propose Plan-Verify-Fill (PVF), a training-free
draft-and-verification strategy that preserves the
high-confidence backbone while selectively testing
a few lower-confidence drafts. PVF commits a draft
only when verification shows it remains compati-
ble with the model’s current denoising trajectory;
otherwise, it falls back to safer local fills. Since
verification is useful only within a small efficiency-
preserving budget, PVF prioritizes candidates that
offer both downstream benefit and a high chance
of passing verification.

PVF operationalizes this principle through two
complementary routes. The Planning Route uses
this separation to look beyond the high-confidence
backbone and identify which lower-confidence to-
kens are worth verifying. Rather than exploring
the lower-confidence pool uniformly, it prioritizes
candidates with high expected verified utility: to-
kens whose early unmasking can reduce down-
stream uncertainty while remaining compatible
with the model’s current high-confidence base tra-
jectory. Such candidates can resolve ambiguities
that confidence-based decoding would otherwise
defer, but their lower confidence makes direct com-
mitment risky. PVF therefore treats them as drafts,
accepting them only after impact-set checks con-
firm that the proposed commitment is supported
by the predictions it is expected to influence. This
targeted proposal process turns limited verification
attempts into effective decoding progress.

When reliable planning candidates are unavail-
able, the AR Fallback Route switches to a safer
local strategy: it proposes locally coherent fills that
densify the context for later rounds, but accepts
them only when they pass an immediate-context
consistency check. Thus, PVF reframes fast DLM
decoding as verified selective exploration, choosing
between global planning and local filling accord-
ing to where each route offers the most favorable
risk—benefit trade-off.

Empirically, we evaluate PVF on four bench-
mark datasets using LLaDA-8B-Instruct and
Dream-7B-Instruct, demonstrating robustness
across two representative DLM backbones. Our
contributions can be summarized as follows:

* We introduce PVF, a novel training-free par-
allel decoding strategy that treats DLM ac-
celeration as verification-aware selective ex-
ploration rather than reactive high-confidence
token harvesting.

* We design a dual-route verified commitment
mechanism that spends the limited verification
budget selectively: a Planning Route pursues
high-value and verifiable drafts, while an AR
Fallback Route commits safer local fills when
no such planning opportunity is available.

* We demonstrate that PVF consistently im-
proves decoding efficiency while preserving
accuracy, showing gains over strong baselines
across multiple DLMs and benchmarks.

1.1 Related Work

Draft-and-Verification-Based Decoding. Spec-
ulative decoding is a widely adopted family of
efficient LLM inference methods built around
proposal—verification: a drafter proposes candi-
date continuations, and a target model verifies them
in parallel; self-speculative variants use the same
model for both roles (Leviathan et al., 2023; Chen
et al., 2023; Zhang et al., 2024). Its gains depend on
a favorable acceptance regime, where accepted can-
didates amortize the verifier call. For DLM-style
batched verification, recent work further identifies
a narrow “free-lunch” region: a small number of
candidates can be checked with little additional
wall-clock latency because small-batch GPU infer-
ence can remain memory-bandwidth limited, but
larger verification width increases latency, memory
pressure, and wasted computation from rejected
candidates (Wu and Zhang, 2025; Fu et al., 2026).

Verification-Guided DLM Decoding. Recent
DLM methods adapt this principle to masked de-
noising: FreeDAVE verifies candidates along the
static DLM trajectory, SSD self-drafts masked po-
sitions with hierarchical verification, and WINO
drafts broadly but re-masks suspicious tokens un-
der stricter verification (Wu and Zhang, 2025; Gao
et al., 2025; Hong et al., 2026). These methods
enlarge the safe acceptance window, but primar-
ily organize verification around agreement with
the high-confidence base trajectory. PVF instead
treats the limited free-lunch budget as verification-
aware selective exploration, spending it on candi-
dates with high expected verified utility: informa-
tive planning tokens when they are likely to pass
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impact-set checks, and safer AR-style fallback fills
otherwise.

Token-level Planning. The limited low-overhead
verification regime in proposal—verification decod-
ing puts pressure on candidate selection for DLMs:
unlike AR decoding, which extends a single left-to-
right prefix, masked decoding exposes a combina-
torial space of positions and generation orders, so
useful drafts should be both likely to pass and worth
revealing. Recent analyses of reasoning traces sug-
gest that the downstream utility of revealing a po-
sition is highly non-uniform: some high-entropy
positions are not merely uncertain residues, but
trajectory-defining choices that can shape the re-
maining generation (Wang et al., 2025; Cheng et al.,
2026; Ni et al., 2026).

Purely confidence-based DLM decoding can
therefore be too locally conservative: by filling
easy tokens first, it may bypass high-entropy deci-
sion points, and Ni et al. (2026) shows that such
bypassing hurts pass@k accuracy compared with
decoding orders that confront these positions di-
rectly. PVF adapts this insight to inference-time de-
coding by treating selected high-entropy positions
as verifiable drafts: instead of globally lowering
the confidence threshold, which can trade accuracy
for TPF (Wu et al., 2026b), PVF targets uncertain
candidates with high expected information gain
and accepts them only when they remain compati-
ble with the current denoising consensus, turning
limited verification budget into reliable progress be-
fore their ambiguity is eliminated by surrounding
context.

2 Preliminary

Departing from the left-to-right decoding of AR
models, DLMs (Austin et al., 2021; Ou et al., 2025)
formulate generation as iterative denoising. They
define a forward corruption process that gradually
masks a clean sequence, and learn a reverse process
that reconstructs text from partially masked states.

Forward Process. Given a clean sequence X,
the forward process independently corrupts each
token over continuous time s € [0, 1] by replac-
ing it with a special absorbing token [MASK]. Once
masked, a token remains masked, so x; is fully
masked. Following (Austin et al., 2021), this pro-

cess 1is
%ol

a(xs/x0) = [ [ alalh)
i=1

%o

ot (1 6 situss)
=1

Reverse Process. Given y = [Yprompt, Yeen)s
where yprompt 1 fixed and ygen is initialized as
masked tokens. A denoising model Py is trained
typically with an ELBO-based objective, to recover
clean tokens from corrupted states (Nie et al., 2025;
Sahoo et al., 2024). At inference time, generation
iteratively applies Py(-|y;) to a partially masked
sequence y;, producing token distributions over
the vocabulary for all masked positions in paral-
lel. A decoding rule then selects which predictions
to commit, yielding a progressively less-masked
sequence until generation completes.

Confidence-based Parallel Decoding: One of
the most prominent decoding strategies in DLMs is
confidence-based decoding (Yu et al., 2025), which
governs the generation process based on prediction
certainty. For each masked position 7 at step t,
define the model’s top prediction ¢} conditioned on
the previous state y;_1:

i = argmax Py(y' =w | yi-1).
wey
In its most canonical form, the algorithm pro-
gressively fills the sequence by committing to to-
kens where the model’s confidence exceeds a static
threshold Thigh:

yi = 4t if Pp(y" =9 | yi—1) > Thigh,
! yi_ |, otherwise.

While this static heuristic serves as a basic
building block for parallel decoding, later ap-
proaches (Chen et al., 2026; Jin et al., 2025; Lou
et al., 2024) adopt more complex decoding mecha-
nisms that extend beyond heuristic gating.

3 Selecting High-Entropy Candidates for
Planning

Confidence-based parallel decoding provides a reli-
able base trajectory by committing positions whose
confidence exceeds Tyign. Our PVF preserves this
base behavior: high-confidence tokens are com-
mitted by default and serve as the backbone of
the current step. However, because these tokens
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Figure 1: Relationship of information gain of candidate token commitments versus model confidence on GSM8K. (a)
Average over all candidate tokens, showing a sweet spot in the low to moderate confidence region where candidates
provide high marginal information gain. (b) Two representative vocabulary tokens, Step and The, showing that
information gain varies by token even at similar confidence.

are already near-certain, their marginal information
value is limited. As Figure la shows, candidate
commitments in a low to moderate confidence re-
gion can yield larger information gain than high-
confidence tokens, while extremely low-confidence
candidates are less useful. This suggests that the
main acceleration opportunity lies in carefully se-
lected uncertain positions that help resolve the sur-
rounding trajectory earlier.

Figure 1b further shows that information gain is
not determined by confidence alone. On GSMS8K,
Step frequently appears in step-by-step solutions
such as Step 1 and Step 2, and yields consis-
tently higher information gain than a generic to-
ken such as The. This motivates selecting a com-
pact proposal set of uncertain candidates that are
both compatible with the high-confidence trajec-
tory and informative for the remaining masked po-
sitions. Since only a few candidates can be checked
within the small-batch free-lunch regime, we use
a planning-token vocabulary PP to restrict the
proposal space. This vocabulary only controls eli-
gibility. The full PVF algorithm still verifies each
proposal online before accepting it.

Base branch and impact set. We use the high-
confidence decoding path as a local reference for
evaluating riskier high-entropy commitments. In-
tuitively, the base set contains the positions that
confidence-only decoding would safely commit at
the current step. The base branch is the resulting
sequence after making only these safe commits. It
is not ground truth, but it is the most reliable local
trajectory available to a training-free decoder. A
planning draft should therefore preserve the future
predictions that this base path already makes with

high confidence.
Let B; denote the active block at step ¢, and let

M; = {i € By | yi_, = [MASK]}

be the currently masked positions. For each i € My,
define the top prediction and its confidence as

nt_ P, i _
gt = argmax (Y = w | yi-1),

%

pi=Py(y" =9 | yi-1).
The base set and base branch are
Sp*° = {i € My | p} > Thign}

~1 : base
Zi,base )Y (S St )
t - ; .
Vi1, 0§ SPR

We define the impact set as the positions that re-
main masked after the base commit but become
high-confidence under the base branch:

S;mpact _ {’L € B | Zi,base — [MASK],
base)
t

6]

max Py(y’ = w | z > Thigh |-

weV
These positions form the high-confidence future
that additional commitments should preserve.

Verified compatibility. A high-entropy candi-
date should not disturb the high-confidence path
established by the base branch. For candidate j,
let ;) denote its position. We form a temporary
planning branch by starting from the base branch
and additionally committing this candidate:

o el i
i,plan,g  J Y s = Z(])a
giplang _ ) e 0
i,base .
z;, otherwise.
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This planning branch is only a draft. It is not
committed unless it passes verification.

The candidate is verified-compatible if the im-
pact set is nonempty and the high-confidence top
predictions on all positions in ;""" remain the
same under z5' ™"/ as under zP**. We denote this

binary outcome by A7 € {0,1}:

Al =1 <« [S"™* > (0and
2P preserves top-1
base predictions on S;"P,
3)

Thus, A{ = 1 means that the candidate is lo-
cally consistent with the model’s high-confidence
reference path. This is not a guarantee of global
correctness. It is a lightweight stability check used
to avoid commitments that immediately contradict
the base trajectory.

Verified information gain. Verified compatibil-
ity screens for risk, but it does not measure use-
fulness. Since high-confidence tokens are already
committed by the base decoder, useful additional
commitments should make the unresolved part of
the block less uncertain. We therefore score a can-
didate by the entropy reduction it produces over
the remaining masked positions after passing veri-
fication.
Let
Hi(z) = H(Py(y' | 2))

be the entropy of the model’s token distribution at
position ¢ under state z. For candidate 7, define the
evaluation region as

Rl = {z € By| 2" = [MASK], i # i(j)}-

This excludes the candidate position itself, so the
score measures how the candidate affects the re-
maining masked positions. Define

= L) — H (™).

When Rg is nonempty, the entropy reduction in-
duced by candidate j is
1

|R]|

J

ti
ey >}
1ER

J
¢

If R{ is empty, we set AHtj = 0. The event-level
verified information gain is

VIG] = AJAH].
A positive VIG{ means that the candidate both

preserves the high-confidence path and reduces un-
certainty over the remaining block.

Planning-token vocabulary. We compute veri-
fied compatibility and verified information gain for
each vocabulary token on an offline calibration set.
Tokens that appear often enough and achieve high
average scores on both metrics are retained as the
planning-token vocabulary PP!#", This selection
is data-driven rather than manually specified: it
identifies tokens that are empirically likely to pass
verification and reduce uncertainty when proposed
in high-entropy positions. The resulting vocabu-
lary is frozen before evaluation and used only as an
eligibility filter for the planning route. Every pro-
posed commitment is still verified online by PVF.
The full calibration procedure, thresholds, and data
sources are provided in Appendix B.

4 Methodology: Plan-Verify-Fill (PVF)
Decoding

We propose Plan-Verify-Fill (PVF) (Figure 2),
a training-free draft-and-verification decoder for
DLMs. PVF keeps confidence-threshold decod-
ing as a high-confidence backbone: at each de-
coding step ¢, it forms zP3° from SPas°, then uses
S}™P2e defined in Equation (1) to verify a small
number of additional drafts. These drafts come
from two routes: the Planning Route, which tar-
gets lower-confidence candidates from PP#", and
the AR Fallback Route, which supplies safer lo-
cal fills when planning is unavailable. Detailed
route-level schematics and the complete decoding
procedure are provided in Appendix G (Figure 10
and Algorithm 1).

4.1 Planning Route Phase I: Candidate
Proposal

PVF exploits the small-batch verification regime
by testing only a few additional drafts alongside the
base branch. The Planning Route selects these ex-
ploratory drafts from lower-confidence candidates
whose predicted token lies in PP!2" treating them
as proposals that are committed only after impact-
set verification supports their compatibility with
the current denoising trajectory.

Planning candidates. Using the planning-token
set PPla% constructed in Section 3, PVF selects
non-base masked positions whose top prediction is
a planning token and whose confidence falls in a
planning band:

Ptplan _ {Z c M, \ Slaase g; c Pplan’

l ] U
7-plam < JZAAS 7—plan}'
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Figure 2: Overview of the Plan—Verify-Fill (PVF) decoding pipeline.

The lower bound filters highly unstable predictions,
while the upper bound removes near-confident po-
sitions that offer limited additional information.
The band therefore targets candidates with mean-
ingful uncertainty but enough model support to
be verification-worthy. As described in Section 3,
PPIan acts as an eligibility list: a masked position
can be considered for planning only when its top-
predicted token belongs to this vocabulary. The
planning band then filters these positions by con-
fidence; its lower and upper bounds control how
aggressively eligible candidates are proposed dur-
ing inference, while online verification remains the
final acceptance test. Appendix B details the vocab-
ulary construction, the role of the planning band,
and sensitivity to its two bounds.

PVF keeps the top-K candidates by confidence:

iy, - -y b = TopK g ppten (p}),

where K; = min(K, |PP™|). For each selected
candidate i(;), PVF instantiates the temporary plan-
plan

ning branch z, 7 defined in Equation (2), and
evaluates all branches in one batched forward pass:

base _plan,1 plan, K}
{zt Lz Lz )

We use K = 3 by default, keeping verification
within the small-width regime used by prior draft-
and-verification DLM methods (Wu and Zhang,
2025; Gao et al., 2025; Hong et al., 2026). If
PP — (), PVF skips the Planning Route and
uses the AR Fallback Route.

4.2 Planning Route Phase II: Verification and
Selection

The Planning Route separates offline usefulness
from online acceptability. The offline VIG score
is used only to build PP'*", identifying vocabulary
tokens that are promising to explore. During decod-
ing, however, every concrete proposal is re-verified
in context: PVF accepts a planning draft only if
its impact set remains compatible with the current
high-confidence trajectory. In this sense, PP!*" pro-
vides the proposal prior, while online verification
provides the commitment test.

Filter 1: Impact-set verification. For each plan-
ning branch‘zflan’] , PVF computes the verification
indicator A7 defined in Equation (3). Only verified

candidates are preserved:
TP = {j e (K| Al =1},

Equivalently, a planning branch is accepted by Fil-
ter 1 only if it preserves the base branch’s top-1 pre-
dictions on the nonempty impact set S;"P**". This
makes the proposed commitment consistent with
the model-internal high-confidence base trajectory
used as the reference trajectory. If tplan =, PVF
treats planning as premature for the current state,
and commits y; < zp2°.

Filter 2: Runtime confidence maximization. If
at least one planning branch passes Filter 1, PVF
selects among the verified branches using a runtime
confidence objective:

Ctotal(z) = Z ma&( P@(yl =w ’ Z)'
i€EB we
2*=[MASK]
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PVF selects

ko plan,j
J = arg ma)lin Ctotal(zt )

jeTgy
and commits y; <z
This final selection favors the verified branch
that makes the remaining masked positions in the
current decoding horizon most ready for future
commitment.

4.3 AR Fallback Route: Local Filling

When no planning draft is available, PVF uses
an AR fallback route to make conservative local
progress. The fallback proposes short left-to-right
extensions from the remaining non-base masked
positions and accepts only the longest extension
that remains stable under verification.

‘AR

AR candidate construction. Let %, ... i) n

be the leftmost positions in M; \ SP*¢ whose con-
fidence satisfies pi > T5g, ordered by position,
where KR < K. For each k € [K{*R], PVF con-
structs an AR branch by adding the first k£ proposed

fills to the base branch:

i ARk Yt ie{in ik
2 =q .
i,base .
zy, otherwise.
AR verification and selection. PVF accepts an

AR branch only if its proposed fills remain un-
changed under the verified trajectory:

JCAR — {k € [KAR] ‘Vr <k,

. ;AR
arg max Pg(ysz =w | ztAR’k) =19, }
weV
If AR # (), PVF commits the longest verified
extension,

AR, k*
k* = max AR, Vi < 2z, Rk™

Otherwise, it falls back to the base branch, y; <

base
z{%%C.

5 Experiment Results

5.1 Experiment Settings

We evaluate PVF on four benchmarks datasets span-
ning mathematical reasoning, coding synthesis, and
broad knowledge: GSM8K (Cobbe et al., 2021),
MMLU-Pro (Wang et al., 2024), HumanEval (Chen
et al., 2021), and MATH (Hendrycks et al., 2021).
LLaDA-8B-Instruct and Dream-7B-Instruct are

" free DLM decoding baselines.

used as base models to verify that PVF’s perfor-
mance gains are robust across two representative
backbones. We report both accuracy and efficiency,
using the Number of Function Evaluations (NFE),
the total number of model forward passes required
to complete a sequence as our main efficiency met-
ric. Besides, we also report tokens generated per
second (TPS) under KV cache (Wu et al., 2026b)
as the realized throughput metric, allowing us to
verify whether fewer forward passes translate into
faster generation. To ensure a fair comparison, we
fix Thign = 0.9 across all experiments unless stated
otherwise.

A batched forward pass counts as one NFE even
when it jointly evaluates the base branch and mul-
tiple candidate branches. With the default verifi-
cation width K = 3, a verification batch contains
one base branch and three candidates (batch size
4), which lies within the small-width “free-lunch”
region (Fu et al., 2026; Wu and Zhang, 2025). This
convention records sequential decoding rounds,
while TPS reports the actual wall-clock cost of
the batched computation.

Across all datasets, we use a fixed maximum
generation length of . = 512 and a block size of
B = 64. Decoding is training-free (no finetuning,
no additional supervision, and no external verifier).
Sensitivity to L and B is reported in Appendix D.2.
All experiments are conducted on a single NVIDIA
H200 GPU. Additional experimental details are
provided in Appendix E.2.

5.2 Main Results

Baselines. We compare PVF with three training-
Static greedily
commits the most confident token at each itera-
tion. Fast-dLLM (Wu et al., 2026b) performs
confidence-threshold parallel decoding by commit-
ting all tokens whose posterior confidence exceeds
Thigh- FreeDave (Wu and Zhang, 2025) follows
a draft-and-verify design, generating look-ahead
drafts and committing the longest consecutively
verified span under top-1 decoding to reduce the
number of model forward passes. Further evalua-
tions and analyses are provided in Appendices C—
D; mechanism and experimental details, qualitative
examples, and the complete decoding algorithm
appear in Appendices E-G.

Accuracy and NFE. Table 1 summarizes accu-
racy and NFE across four benchmarks. Compared
with Fast-dLLM, PVF achieves a 1.8 x—2.9x NFE
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Table 1: Accuracy and NFE comparison with baseline methods. Brackets report accuracy change from Static and

NFE speedup over Static.
Model Method GSMSK MMLU-Pro HumanEval Math
Acc. NFE | Acc. NFE | Acc. NFE | Acc. NFE |
Static 79.46 512.00 36.80 512.00 46.95 512.00 41.06  512.00
FastdLLM 7962 89.77 36.20 80.26 47.56 124.26 40.84 147.16
LLaDA-8B (+0.16)  (5.70x)  (-0.60)  (6.38x)  (+0.61)  (4.12x)  (-022)  (3.48x)
Instruct o 79.08 135.65 36.70 136.36 45.73 118.72 40.90 142.82
reebave (-038)  (3.77x) (0100  (375x)  (-122)  (431x)  (-0.16)  (3.58x)
PVE 79.75 31.34 36.40 29.55 46.66 70.31 40.24 73.56
(+0.29)  (16.34x)  (-0.40)  (17.33x)  (-0.29)  (7.28x)  (-0.82)  (6.96x)
Static 78.00 512.00 41.30 512.00 60.37 512.00 4220  512.00
FastdllMm 771 75.83 40.18 92.16 59.14 112.78 43.46 129.77
Dream-7B (-029)  (6.75x)  (-1.12)  (5.56x)  (-123)  (4.54x)  (+1.26) (3.95x)
Instruct FreeD 79.92 141.01 41.10 91.74 59.15 112.82 42.00 130.25
reeliave (+1.92)  (3.63x)  (020)  (5.58x)  (-1.22)  (4.54x)  (-0.20)  (3.93x)
PVE 79.20 32.34 43.30 3522 62.66 50.89 43.66 64.80
(+1.20)  (15.83x)  (+2.00) (14.54x) (+2.29) (10.06x)  (+1.46)  (7.90x)

Table 2: TPS comparison on LLaDA-8B-Instruct.

Throughput.

NFE is an algorithmic efficiency

Brackets report speedup over Static. The corresponding
TPS comparison on Dream-7B-Instruct is reported in
Appendix C.3.

Dataset Static Fast-dLLM FreeDave PVF
111.37 7124 25935
GSMBK 3174 3510 (24x) (8.17x)
64.20 53.89  113.78
MMLU-Pro 3048 =~ » 110y (177%) (3.73x)
100.04 108.10  163.26
HumanEval - 30.25 35100 (357x) (5.40%)
96.75 8734  161.12
Math 241 090%)  (2.69%) (4.97%)

speedup across datasets and model backbones. On
LLaDA-8B-Instruct, all accuracy differences be-
tween PVF and Fast-dLLM are within one percent-
age point. On Dream-7B-Instruct, PVF is numer-
ically higher than Fast-dLLM on all four bench-
marks, with differences ranging from 0.20 to 3.52
percentage points. Compared with FreeDave, PVF
achieves a 1.7x-4.6x NFE speedup across the
same eight model—dataset comparisons, while ac-
curacy differences range from —0.72 to 4-3.51 per-
centage points. Overall, these results support sub-
stantially higher decoding efficiency without a sys-
tematic loss in accuracy. Appendix C.1 evaluates
whether PVF’s efficiency advantage extends to the
recent verification-based decoders SSD and WINO
under a unified setting on LLaDA-8B-Instruct. Ap-
pendix C.2 expands the multiple-choice evaluation
from MMLU-Pro to ARC-Challenge and Wino-
Grande, testing whether the efficiency gains persist
for concise outputs.

metric, but a lower NFE is useful only if it trans-
lates into actual throughput. Table 2 confirms
that PVF improves TPS over Fast-dLLM on every
benchmark, corresponding to roughly 1.6-2.3 %
higher throughput than Fast-dLLM. This indicates
that the additional verification work does not erase
the gains from fewer decoding rounds. Within the
small-batch regime, the NFE reduction is reflected
in real generation speed.

NFE: 89.77
ACC: 79.62
a

"NNFE: 61.47
ATC; 79.69
-~

60 = [20.6%

TS~ NFE:43.28
“ACC: 79.91

-27.6%
40 = NFE: 31.34

TT--ACC:79.75

NFE

20

Fast-dLLM

AR Fallback PVF

Planning

Figure 3: Ablation study on GSM8k, evaluating the
contribution of each PVF component. Accuracy scores
are displayed in the bracket above each bar to confirm
they remain comparable across methods.

Ablation of the Two PVF Routes. Figure 3 de-
couples the two PVF routes. Planning-only is ac-
tivated only when eligible planning candidates ex-
ist, whereas AR Fallback can operate at every de-
coding round, giving it more frequent opportuni-
ties to add verified tokens and explaining its lower
standalone NFE. Still, Planning reduces NFE from
89.77 to 61.47 with comparable accuracy, showing
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that high-quality planning in the low-confidence
region is valuable when available. Combining both
routes gives the strongest result: full PVF reaches
31.34 NFE, a further 27.6% reduction over AR
Fallback alone. This suggests that frequent local
filling and selective planning are complementary:
fallback supplies steady decoding progress, while
planning adds extra gains when the low-confidence
region contains high-value candidates. In other
words, the result highlights the importance of ex-
ploiting high-value low-confidence positions when
they are verifiable, which is precisely the role of
PVF’s Planning Route.

Ablation of Verification. Table 3 isolates candi-
date verification while keeping the proposal mech-
anism and all other settings fixed at the default
width K = 3. Verification is essential for pre-
serving accuracy, especially on HumanEval. On
GSMBK, removing all verification lowers accuracy
from 79.75% to 76.00% and does not improve NFE
(31.34 versus 33.19). On HumanEval, removing
AR verification or all verification lowers accuracy
from 46.66% to 20.73%, while NFE changes only
from 70.31 to 67.34 or 67.03. Thus, verification
prevents harmful commitments with little or no
sacrifice in decoding efficiency. Full results, in-
cluding force-accept controls, are reported in Ap-
pendix D.4.

Table 3: Compact verification ablation on LLaDA-8B-
Instruct at K = 3. Each entry reports Accuracy/NFE.

Variant GSMSK HumanEval
Full PVF 79.75/31.34 46.66/70.31
No planning verification 78.13/36.72 44.51/70.27
No AR verification 78.45/27.58 20.73/67.34
No verification 76.00/33.19 20.73/67.03

Route Behavior. To characterize route behav-
ior, PVF decoding trajectories are logged and the
resulting events are aggregated over four bench-
marks. A Planning attempt, recorded when the
current state contains at least one eligible planning
candidate and one or more planning branches are
evaluated, occurs on 14.09%-57.68% of decoding
steps across tasks. Among the proposed planning
branches, 41.12%-73.65% pass Filter 1 by pre-
serving the base branch’s top-1 predictions on a
nonempty impact set. Empty impact sets occur on
43.23%-59.87% of steps, which helps explain why
Planning remains selective. For the AR Fallback
Route, the most frequent outcome is an accepted

length of 3, meaning that the longest default exten-
sion passes local consistency and all three proposed
tokens are committed. This outcome accounts for
58.83%—66.48% of the accepted-length distribu-
tion. Together, these statistics characterize selec-
tive planning and frequent local filling; complete
results are provided in Appendix D.6.

Verification-Width Sensitivity. A sensitivity
analysis varies K, the maximum number of candi-
date branches evaluated with the base branch, from
1 to 3 on GSM8K and HumanEval. Increasing K
reduces NFE from 45.83 to 31.34 on GSM8K and
from 102.36 to 70.31 on HumanEval. TPS corre-
spondingly increases from 187.60 to 259.35 and
from 116.26 to 163.26, while accuracy remains
comparable. Thus, a wider verification budget
improves decoding efficiency without a clear ac-
curacy loss; complete results are provided in Ap-
pendix D.5.

Memory Overhead. A separate memory anal-
ysis compares per-example peak allocated GPU
memory for confidence-only decoding and Full
PVF under the same inference setting. At the de-
fault K = 3, mean peak memory increases from
15.974 to 17.699 GiB (10.80%), and the maximum
overhead is 11.87%. The efficiency gains at the de-
fault verification width therefore require moderate
additional memory; complete results are provided
in Appendix D.7.

6 Conclusion

We introduced Plan-Verify-Fill (PVF), a training-
free decoding strategy for DLMs that uses limited
verification budget to turn selected low-confidence
candidates into reliable decoding progress. PVF
preserves the high-confidence decoding backbone,
verifies high-value planning drafts when informa-
tive uncertain positions are available, and falls back
to conservative local filling otherwise. Experiments
show consistent efficiency improvements while
maintaining comparable accuracy, highlighting that
low-confidence planning and local fill-in are com-
plementary: effective DLM acceleration comes not
from uniformly lowering confidence thresholds, but
from spending verification on high-value uncertain
positions when they can be safely accepted.

Limitations

Scope. PVF is a training-free inference-time
framework for adapting proposal—verification de-
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coding to DLMs. Its central message is that masked
decoding exposes a much larger space of candidate
positions and generation orders than left-to-right
decoding, while only a small number of additional
drafts can be verified within the low-overhead
regime. PVF should therefore be viewed as an
initial step toward targeted draft selection, rather
than a universal solution for all DLM decoding
settings.

Model-internal verification. PVF relies on
model-internal verification. Impact-set checks
test whether an exploratory commitment re-
mains compatible with the model’s current high-
confidence denoising trajectory, while local con-
sistency checks play a similar role for AR-style
fallback fills. These checks are lightweight and
training-free, but they are not external correctness
guarantees: a draft that passes verification is locally
consistent with the model’s own trajectory, not
necessarily globally correct. Thus, PVF improves
the inference-time accuracy—efficiency trade-off of
an existing DLM, but does not replace stronger
training-time alignment, external verifiers, or self-
correction mechanisms.

Fixed calibration. The current implementation
uses fixed calibration choices. The planning candi-
date set, confidence bands, and verification width
are chosen before evaluation rather than adapted
dynamically to each prompt, model state, or task
instance. This keeps PVF simple and inexpensive,
and every proposed commitment is still verified
online before acceptance. Nevertheless, different
model families, tokenizers, languages, or domains
may benefit from different proposal policies. A
natural extension is to learn or adapt the proposal
distribution online, so that the limited verification
budget is allocated to candidates with higher ex-
pected verified utility.

Systems dependence. Batched verification is not
literally cost-free. The “free-lunch” region refers
to a small-width systems regime in which evalu-
ating a few additional branches adds little incre-
mental wall-clock latency, often because GPU in-
ference remains memory-bandwidth limited and
accepted drafts amortize the verifier call. Outside
this regime, larger verification widths can increase
memory pressure and latency, while rejected candi-
dates can turn parallelism into wasted computation.
PVF deliberately keeps the verification width small,
but realized wall-clock speedups may vary with ac-

celerator type, inference backend, batching policy,
memory layout, and serving load.

Evaluation coverage. Our experiments focus on
a limited set of DLM backbones, benchmarks,
block sizes, and generation lengths. While these
settings cover representative reasoning and knowl-
edge tasks, broader deployment may require retun-
ing confidence bands, block configurations, and
verification width for the target environment. We
view this as part of the broader direction opened
by PVF: efficient DLM decoding is not only about
accepting more tokens, but about deciding which
small set of exploratory commitments is worth ver-
ifying.
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Appendices

A Additional Background of
Semi-Autoregressive Blockwise
Decoding

Semi-autoregressive diffusion adopts a hybrid
structure combining inter-block autoregression
with intra-block parallel diffusion. Widely adopted
in modern DLMs (Arriola et al., 2025; Nie
et al., 2025; Sahoo et al., 2024; Wu et al.,
2026a,b), this strategy restricts attention to lo-
cal regions, thereby reducing inference cost while
preserving the local context. First partition the

fixed canvas length L into B blocks, writing

L:L/b  L/b+1:2(L/b bt
yt:[yt /,yt/ (/)’.”’ytlz b+1L].Thek—

th block encompasses the token segment spanning
from index (k — 1)% +1to k%. During inference,
the decoding process adheres to a block-causal
constraint: the state y; can commit tokens in the
(k + 1)-th block only if the k-th block is fully re-
solved; otherwise, all subsequent blocks j > k
must remain masked. In this paper, we follow the
framework of blockwise decoding, and define B; to
represent the set of indices for the current working
block where [MASK] tokens are eligible for replace-
ment at step ¢.

B Planning Vocabulary: Construction
and Confidence Bands

This appendix consolidates the role, construction,
contents, and robustness of the planning-token vo-
cabulary, and explains how the calibration band
used during construction relates to the planning
band used during inference.

B.1 Role and Offline Construction

Overview. Section 3 defines two event-level
quantities for a candidate planning draft: veri-
fied compatibility A} and verified information gain
VIG]. Here we describe how these event-level
scores are aggregated into the planning-token vo-
cabulary PP'*", The construction is performed of-
fline on non-evaluation data, and the resulting vo-
cabulary is frozen before evaluation. Importantly,
PPlan i5 only an eligibility filter for proposing can-
didates. It does not approve any commitment by
itself, since every proposed planning draft is still
verified online by PVF.
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Calibration trajectory. For each task family, we
run the target DLM on a calibration set D, using
the same confidence-based base decoding rule as
in Section 3. At each calibration step t, we form
the base set .Sfase, the base branch zpP**¢, and the
impact set S;"P***. We then inspect only non-base
masked positions whose top-token confidence lies
in a fixed calibration band:

e = i e v sy < < )

This band focuses calibration on the uncertain re-
gion where planning is potentially useful, while
avoiding candidates that are either too unstable or
already close to the high-confidence base rule.
For each candidate position i € C, we let
v = 7! be its predicted vocabulary token and tem-
porarily index it as candidate j with i(;) = i. We
then construct the planning branch z"*™7 as in
Eg. 2, compute the verified-compatibility outcome
A7 as in Eq. 3, and compute the event-level veri-
fied information gain VIG{ as defined in Section 3.
These branches are used only for measurement and

are not committed to the calibration trajectory.

Token-level aggregation. Let &, denote all cali-
bration candidate events whose predicted vocabu-
lary token is v:

& ={(t.9

For each vocabulary token v, we compute four
statistics:

Q;U) =, 'L(]) € Cfal} .

Ny = |gv|a
My = Z 1 [|Simpact| > 0:| 7
(t.5)€E
pyer _ Z(t,j)e&, Ai
v My ’
_ 1 .
VIG(v) = — VIG],
n
Y (tg)€€

Here, n, measures support, m, counts non-
vacuous verification opportunities, ry°" measures
how often the token passes verified compatibility,
and VIG(v) measures its average verified informa-
tion gain. If m,, = 0, we set r;® = 0. Since VIG%
already includes the factor A?, failed or vacuous
candidates contribute zero information gain.

Filtering rule. We retain a vocabulary token only
if it has enough support, enough non-vacuous veri-
fication evidence, high verified-compatibility rate,

and sufficient average verified information gain:
Pplan = {U eV | Ny 2 Nmin, My = Mmin,
T\v/er > Pver, VIG(U) > ’Yvig}-

This rule selects tokens by measured behavior un-
der the target model, rather than by manual seman-
tic labels.

Practical Details. A separate planning vocab-
ulary is constructed for each task family us-
ing 1,000 randomly sampled, unlabeled exam-
ples from non-evaluation data: the MATH train-
ing split for mathematical reasoning, the Open-
Coder training corpus for code generation, and
the auxiliary_train split of CAIS MMLU for
knowledge tasks. Construction uses the fixed cal-
ibration band [£,, 7%,) = [0.15,0.25) and filter-
ing thresholds nyin = 50, Mpin = 20, pyer = 0.9,
and 7yig = 0.03. Constructing one task-family-
specific vocabulary incurs a one-time offline cost
of approximately 0.8 H200 GPU-hours.

B.2 Why Prioritize Planning Tokens?

We evaluate two exploration variants—
Random and Planning—under the same
Semi-Autoregressive ~ Blockwise = Decoding

framework introduced in Appendix A. At each
decoding iteration, we proceed as follows.

1. High-confidence commits. We first commit
all masked positions that satisfy the static Fast-
dLLM unmasking rule (Wu et al., 2026b) with
threshold 7hign = 0.9.

2. Low-confidence exploration within a con-
fidence bin. Let [7!, 7%] denote the active
confidence range (bin). Among the remain-
ing masked positions in the current active
block whose top-1 posterior confidence lies
in [7!, 7%], we commit exactly one additional
token using one of the following strategies:

(a) Random. Uniformly sample one eligible
masked position (within the block) and
commit its top-1 token.

(b) Planning. We form the subset of eligible
masked positions whose top-1 token is in
P and whose confidence lies in [7!, 7%].
If this subset is non-empty, we uniformly
sample one element from it and com-
mit its top-1 token. If it is empty, we
fall back to the same Random rule above
(sampling from all eligible positions in
(74, 74)).
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Figure 4: Controlled comparison on GSM8K and HumanEval between planning-token prioritization and confidence-
matched random low-confidence commitments. Across the evaluated bins, Planning yields lower NFE and higher
accuracy than Random; points closer to the upper right indicate better performance on both axes.

Table 4: Comparison of Planning versus Random token strategies in low-confidence regimes. The average confidence
(Avg Token Conf) of the selected tokens is maintained at comparable levels to ensure a controlled comparison.

Dataset Tt 7% Method Acc. NFE Avg. Token Conf.
Planning 0.73 50.67 0.38
0-10°0.60 Random 0.70 53.97 0.38
Planning 0.74 49.63 0.40
0-15 0.60 Random 0.71 51.97 0.39
GSMSK
Planning 0.75 49.78 0.42
020060 Random 0.72 52.04 0.41
Planning 0.76  50.55 0.43
025 0.60 Random 0.74 51.89 0.44
Planning 0.24 66.38 0.37
0-100.60 Random 0.18 78.57 0.36
Planning 0.31 67.54 0.39
0-150.60 Random 0.24 68.74 0.38
HumanEval
Planning 0.30 66.99 0.41
020 060 Random 0.24 70.87 0.40
Planning 0.30 68.90 0.43
025 0.60 Random 0.26 70.39 0.43

The fallback in the Planning variant is impor-
tant for a fair comparison: since PP is deliber-
ately small, the planning-eligible subset is some-
times empty (see Figure 7). Without a fallback, the
Planning variant would make fewer low-confidence
commits, confounding accuracy and runtime with a
different number of exploration steps. By enforcing
a matched exploration rate via fallback, improve-
ments can be attributed to which low-confidence
tokens are committed rather than how many are
committed. Empirically, we adopt the static vari-
ant of Fast-DLLM (Wu et al., 2026b) as the base-

line. At each decoding step, in addition to the
tokens selected by Fast-DLLM, we randomly com-
mit one extra token whose confidence lies within
a prescribed low-confidence interval [7!, 7%]. In
Figure 4, we fix 7% = 0.6 for simplicity. The
results show that unrestricted low-confidence com-
mitments, labeled Random in Figure 4, cause sub-
stantial performance degradation, whereas priori-
tizing our content-neutral planning token set PP'2"
for such commitments, labeled Planning in Fig-
ure 4, markedly reduces the accuracy loss while
also improving efficiency. Additionally, Table 4
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reports the average confidence of the extra lower-
confidence tokens committed under both the Ran-
dom and Planning strategies. Across all datasets,
the average values differ by at most 0.01, indicat-
ing that the gains in efficiency and accuracy are
driven by prioritizing commits to planning tokens,
rather than due to a statistical bias whereby plan-
ning tokens exhibit systematically higher posterior
confidence within the same confidence band.

Speedup metric. We quantify decoding speed by
the number of function evaluations (NFE), i.e., the
total number of forward passes. For each setting,
we report speedup as

NFEFast-dLim

Speedup = )
P P NFE(Random/Planning)

so that larger values indicate fewer forward passes
and faster decoding.

Table 5: Sensitivity to planning-vocabulary size.

Dataset Size Accuracy NFE TPS
GSMSK 50 79.75 31.34 259.35
GSM8K 150 79.62 3275 248.45
HumanEval 46 46.66 70.31 163.26
HumanEval 312 46.34 74.17 154.89

B.3 Robustness to Vocabulary Size

Since the planning vocabulary only prioritizes can-
didates for subsequent online verification, vocab-
ulary mismatch primarily affects how efficiently
PVF allocates its limited verification budget. When
no eligible planning candidate is available, PVF in-
stead uses the verified AR Fallback Route. To eval-
uate sensitivity to the vocabulary, nested enlarged
sets are constructed by relaxing the calibration fil-
ters.

Relative to the compact vocabularies, expanding
the GSMS8K vocabulary from 50 to 150 tokens and
the HumanEval vocabulary from 46 to 312 tokens
changes accuracy by only 0.13 and 0.32 percentage
points, respectively, while TPS decreases by 4.2%
and 5.1%. PVF therefore retains most of its effi-
ciency advantage with substantially larger planning
vocabularies. For unknown or mixed-domain de-
ployment, a pooled or union vocabulary calibrated
from heterogeneous unlabeled data is a practical
option. Because PVF verifies only the top K can-
didates, enlarging the vocabulary does not increase
the verification width; when no reliable proposal

prior is available, the verified AR-only configura-
tion provides a domain-agnostic fallback. These
deployment options are not evaluated here.

B.4 Calibration Band and Planning Band

The calibration band and planning band serve dif-
ferent stages of PVF. The fixed calibration band
(7, 7%) = [0.15,0.25) is used only during of-
fline construction of PP where it identifies vo-
cabulary tokens that remain reliable and informa-
tive under deliberately challenging low-confidence
conditions. The resulting vocabulary is then fixed
before evaluation. During inference, the planning
band [T}flan, T&an) determines which confidence
values are eligible for planning proposals and there-
fore controls how aggressively PP'" is used. The
two bands need not coincide because they serve
different purposes, and every concrete proposal re-
mains subject to online verification.

B.5 Planning-Band Selection and Sensitivity

For each benchmark, the lower and upper bounds
of the planning band are selected from a fixed 0.05
grid using benchmark-matched non-evaluation data
where available and OpenCoder for HumanEval.
The selected planning band minimizes NFE sub-
ject to no observed accuracy degradation relative
to Static decoding on the selection data. This selec-
tion protocol is separate from the label-free calibra-
tion procedure used to construct PPa

Figures 5 and 6 evaluate sensitivity by vary-
ing the lower and upper bounds of the planning
band while fixing all other hyperparameters to the
main-result settings. Across nearby settings, the
favorable accuracy—efficiency trade-off persists, al-
though lower values generally reduce NFE at the
cost of more variable accuracy by admitting less-
confident proposals.

We further examine the percentage of planning
tokens relative to the total number of tokens ac-
cepted through the Planning and AR Fallback
Routes (i.e., planning plus AR-fallback tokens) un-
der varying Télan, while fixing T;jan = 0.9. Figure 7
shows that lower bounds increase the proportion of
selected planning tokens, which typically leads to
better algorithmic efficiency.
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Figure 7: Impact of the planning-band lower bound on
the percentage of selected planning tokens.

C Additional Evaluation Results

This appendix provides complementary evidence
along three dimensions: comparison with recent
verification-based decoders on LLaDA, expanded
multiple-choice evaluation on both backbones, and
realized throughput on Dream. Together, these
experiments test whether PVF’s efficiency gains
persist across decoding strategies, concise-output
tasks, and DLM backbones.

C.1 Comparison with Verification-Based

Decoders

Table 6 compares PVF with the recent verification-
based DLM decoders SSD (Gao et al., 2025) and
WINO (Hong et al.,, 2026). This comparison
tests whether PVF’s efficiency advantage extends
beyond confidence-threshold decoding and Free-
DAVE to a broader set of verification-based meth-
ods. Under the same hardware and implementation
settings, including KV caching and verification
width, PVF requires fewer sequential model eval-
uations and achieves higher realized throughput
at comparable numerical accuracy across all four
LLaDA-8B-Instruct benchmarks.
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Table 6: Same-system comparison with verification-
based decoders on LLaDA-8B-Instruct. All methods use
the same hardware, KV-cache setting, and verification
width.

Dataset Method Accuracy NFE | TPS 1

PVF 79.75 31.34 259.35
GSMBK SSD 79.23 213.15 4595
WINO 77.15 67.75 124.66
PVF 36.40 29.55 113.78
MMLU-Pro SSD 26.50 213.17 21.97
WINO 3530 7734 5225
PVF 46.66 70.31 163.26
HumanEval SSD 45.73 216.99 57.80
WINO 44.63 98.13 104.24
PVF 4024 73.56 161.12
MATH SSD 40.20 218.68 55.38
WINO 39.00 101.43 106.20

C.2 Additional Multiple-Choice Evaluation

To test whether PVF remains useful when the re-
quired output is concise, Table 7 extends the exist-
ing MMLU-Pro evaluation with ARC-Challenge
and WinoGrande. Across both LLaDA-8B-Instruct
and Dream-7B-Instruct, PVF reduces NFE by
53.8%—64.7% relative to Fast-dLLM while main-
taining comparable multiple-choice accuracy.

Table 7: Multiple-choice results on MMLU-Pro, ARC-
Challenge, and WinoGrande.

Dataset Fast Acc. Fast NFE PVF Acc. PVF NFE Reduction

LLaDA-8B-Instruct

MMLU-Pro 36.20 80.26 36.40 29.55 63.2%
ARC-Challenge 83.02 48.75 84.30 17.23 64.7%
WinoGrande 70.24 48.57 69.93 18.81 61.3%
Dream-7B-Instruct

MMLU-Pro 40.18 92.16 43.30 35.22 61.8%
ARC-Challenge 86.78 56.13 87.55 25.93 53.8%
WinoGrande 70.65 43.01 70.81 16.92 60.7%

C.3 Throughput on Dream-7B-Instruct

Table 8 confirms that the reduction in sequential de-
noising rounds translates into wall-clock gains be-
yond LLaDA: on Dream-7B-Instruct, PVF achieves
1.6x-2.3x higher TPS than Fast-dLLM across the
four main benchmarks.

Table 8: TPS comparison on Dream-7B-Instruct.

Dataset Fast-dLLM FreeDave PVF
GSM8K 88.20 38.40 153.10
MMLU-Pro 42.65 3249  97.86
HumanEval 63.51 39.69 113.46
MATH 98.59 71.71 158.51

D Additional Efficiency and Robustness
Analyses

This appendix reports the accuracy—efficiency fron-
tier, robustness across generation lengths and block
sizes, and sensitivity to verification batch size.

D.1 Pareto Frontier

Figure 8 plots the accuracy—NFE trade-off of PVF
and Fast-dLLM under a sweep of the shared high-
confidence threshold 7;g),. For a fair comparison,
we keep PVF-specific hyperparameters fixed and
vary only the shared threshold used by both meth-
ods. Across four benchmark datasets, PVF con-
sistently shifts the frontier toward lower NFE at
comparable accuracy. This means that for the same
accuracy target, PVF generally requires substan-
tially fewer forward passes than Fast-dLLM. Con-
versely, for a fixed NFE budget, PVF can often
operate at a higher-accuracy point. The advan-
tage is most visible near the high-accuracy regime,
where Fast-dLLM must use a conservative thresh-
old and therefore commits fewer tokens per de-
noising step, while PVF can still make additional
verified progress through planning and fallback
routes. These results indicate that PVF improves
the accuracy—efficiency frontier rather than merely
tuning the confidence threshold more aggressively.
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Figure 8: Pareto frontiers for PVF (blue) and Fast-
dLLM (orange) on the GSM8K, MMLU-Pro, Hu-
manEval, and Math datasets (from left to right) with
LLaDA-8B-Instruct as the base model.

D.2 Sensitivity Analysis: Generation Length
and Block Size

To evaluate the robustness of our approach, we
benchmark PVF against the Fast-dLLLM baseline
across varying maximum generation lengths (L €
{256, 512}) and block sizes (k € {16,32,64}) on
the GSM8K dataset. As shown in Table 9, PVF con-
sistently demonstrates a substantial improvement
in algorithmic efficiency, achieving significantly
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lower NFE than Fast-dLLM across all configu-
rations while maintaining near-identical accuracy.
Furthermore, we observe a positive correlation be-
tween block size and efficiency gains: as the block
size increases, the reduction in NFE becomes more
pronounced. This trend validates the efficacy of
our planning mechanism, which leverages larger
blocks to secure longer verified decoding trajecto-
ries, thereby minimizing the number of required
forward passes more effectively.

Table 9: Comparison of PVF and Fast-dLLM perfor-
mance across different Generation Lengths and Block
Sizes on GSMSK for LLaDA-8B-Instruct.

PVF Fast-dLLM

Gen Length Block Size

Accuracy NFE Accuracy NFE

16 76.46 3776 7630  77.73
256 32 7592 2675 75776  71.23
64 7584 2452 7569  67.85
16 79.53 5834 80.07 110.32
512 32 7992 4155 79.69  96.86
64 79.62 3134 79.62  89.77

D.3 Ablation Study: Sensitivity to Batch Size

To assess whether our algorithm retains efficiency
even with more constrained batch sizes, we evalu-
ate the NFE of our PVF method and its individual
components as the batch size varies, ensuring that
accuracy remains lossless relative to static decod-
ing. In Figure 9, we observe that the planning stage
delivers stable performance even at a batch size of
2, whereas the AR fallback benefits more signif-
icantly from larger batches due to its cumulative
nature. Notably, the full PVF method consistently
outperforms both individual components across all
settings, and demonstrates substantial efficiency
gains compared to the baseline method even at a
batch size of 2.
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Figure 9: Ablation study on the full GSM8k dataset
evaluating the impact of PVF components across vary-
ing batch sizes in the “free lunch” regime. All results
maintain lossless accuracy compared to static decoding.

D.4 Effect of Verification

The complete verification ablation in Table 10 in-
cludes route-specific removal and force-accept con-
trols. Verification has a modest but consistent effect
on GSMB8K and is critical on HumanEval: variants
without AR verification fall from 46.66% to ap-
proximately 21% accuracy. Because the Planning
and AR proposal routes remain active, removing
verification yields little or no NFE improvement,
showing that verification protects accuracy without
materially weakening efficiency.

Table 10: Full verification ablation on LLaDA-8B-
Instruct at X = 3.

. GSMSK HumanEval

Variant

Accuracy NFE Accuracy NFE
Full PVF 79.75 31.34 46.66 70.31
No planning verification 78.13 36.72 44.51 70.27
No AR verification 7845 27.58 20.73 67.34
No verification 76.00 33.19 20.73 67.03
Force-accept planning rejects 78.13 3241 45.12 70.45
Force-accept AR rejects 77.21 31.78 21.95 69.18

D.5 Verification-Width Sensitivity

Table 11 reports the effect of increasing K from
1 to 3. Wider verification substantially reduces
NFE and increases TPS at comparable accuracy on
both tasks. Although rejection rates rise as more
candidates are tested, accepted-token information
gain also increases, indicating that the wider can-
didate budget finds more informative verified com-
mitments.

Table 11: Verification-width sensitivity on LLaDA-8B-
Instruct.

Dataset K Accuracy NFE TPS

1 79.46  45.83 187.60

GSMSK 2 79.62  37.56 227.76

3 79.75 3134 25935

1 46.95 10236 116.26

HumanEval 2 4573 83.54 14251

3 46.66 7031 163.26
Dataset K Plan Reject AR Reject Accepted Gain
1 7.94% 1.78% 0.169
GSMSK 2 14.46% 6.58% 0.191
3 18.65% 10.97% 0.203
1 5.89% 2.48% 0.044
HumanEval 2 8.14% 9.36% 0.045
3 10.18% 16.20% 0.047

D.6 Route Statistics

The statistics in Table 12 highlight the complemen-
tary behavior of the two routes. Planning makes
a selective commitment whose use varies substan-
tially by task, whereas the AR Fallback Route most
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frequently accepts the full length-3 extension in the

reported accepted-length distribution.

Table 12: Route-use and acceptance statistics.

Dataset Plan Attempted Filter-1 Accepted Empty Impact
GSMSK 57.68% 54.97% 43.23%
HumanEval 14.09% 73.65% 48.69%
MATH 18.91% 71.89% 56.04%
MMLU-Pro 37.78% 41.12% 59.87%

Dataset AR Length0 AR Length1 AR Length2 AR Length3

GSM8K 3.75%
HumanEval 2.39%
MATH 2.16%
MMLU-Pro 2.15%

15.81%
19.78%
22.12%
15.68%

15.91%
16.70%
16.89%
15.68%

64.54%
61.13%
58.83%
66.48%

D.7 Memory Overhead

Table 13 reports per-example peak allocated GPU
memory under the same inference setting. At the
default verification width X = 3, PVF increases

mean peak allocated memory by 10.80% and maxi-

mum peak allocated memory by 11.87% relative to

confidence-only decoding. The increase is moder-

ate because model parameters are shared across

branches, while K provides a direct memory—
efficiency trade-off for constrained deployments.

Table 13: Peak allocated GPU-memory comparison at

K =3.

Memory Metric

Baseline (GiB) PVF (GiB) Overhead (GiB)

Mean peak allocated
Maximum peak allocated

15.974
16.094

17.699 +1.725 (+10.80%)
18.004 +1.910 (+11.87%)
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E Additional Mechanism and
Experimental Details

This appendix documents planning-guided early
cross-block revelation together with the implemen-
tation, evaluation protocol, and hyperparameter set-
tings used in the experiments.

E.1 Planning-Guided Early Cross-Block
Revelation

While retaining block-wise efficiency, PVF dis-
cards the rigid requirement of strictly sequential
convergence. Our motivation is structural: as the
active block enters a saturated regime of mask
scarcity, the constricted search space limits the
planner’s optimization capacity. To counteract this,
we adopt a dynamic expansion strategy that reveals
the subsequent block preemptively when the cur-
rent block’s sparsity hinders effective planning.

Consistent with recent approaches that relax
rigid block boundaries (Wang et al., 2026; Fu et al.,
2026), we allow for early cross-block revelation to
facilitate information flow. However, to mitigate
the accuracy degradation often observed with ag-
gressive expansion (Wang et al., 2026), this strategy
is implemented conservatively. Expansion is only
triggered when the current block enters a saturated
regime of mask scarcity, ensuring that the early
decoding mechanism serves solely to maintain a
valid planning horizon.

Formally, the block size is denotedas S = L/B .
We identify the index of the current active block k&
as the first block containing masked tokens. Define
the index set of masked tokens in the current active
block M3We = fi|yi | = [MASKI} {5 (ks —
1)+ 1,...,Sk:}. We define the working index
set By by checking if the remaining masks in the
current block fall below a sparsity threshold Ng:

Mgctive U IktJrl, if ‘ Mgctive| < Ns
B, =
Mietve, otherwise

“)

where Zy, 11 = {k:S+1,. .., (k+1)S} represents
the full index range of the next block. This condi-
tion ensures that the planner always operates on a
sufficiently broad horizon, seamlessly transitioning
focus to k£ + 1 as block k; stabilizes.

E.2 Additional Experimental Details

Experimental details. Across all datasets, we
use a fixed maximum generation length of L = 512

and a block size of B = 64. Decoding is training-
free (no finetuning, no additional supervision, and
no external verifier). All experiments are conducted
on a single NVIDIA H200 GPU.

Implementation and evaluation. All methods
share the same prompt templates per dataset, the
same stopping criterion, and the same maximum
generation length. For HumanEval, we follow the
standard unit-test protocol and report pass@1. For
MATH and GSMS8K, we use exact-match evalua-
tion on the final answer. For MMLU-Pro, we report
multiple-choice accuracy.

Hyper-parameters. Table 14 summarizes the hy-
perparameters used across benchmarks.

Benchmark (L, B)

o

Planning Band 7. N

MMLU-Pro (512,64) (0.2,0.65) 0.1 5
GSMSK  (512,64) (0.2,0.65) 0.1 5
HumanEval (512,64) (0.8,0.9) 0.3 0
MATH (512,64) (0.8,0.9) 0.3 0

Table 14: Report of Hyperparameters Used

The construction of PP the relationship be-
tween the calibration and planning bands, and the
planning-band selection protocol are detailed in
Appendix B, particularly Sections B.4-B.5. For
the Pareto sweeps in Fig. 8 on HumanEval and
MATH, we additionally enforce a feasibility con-
straint that the planning range does not overlap with
the high-confidence region (Thigh, 1), since overlap-
ping these zones would make the roles of “planning”
versus “high-confidence” commits ill-defined. Con-
cretely, we set (Télan, Totan) = (0-4,0.6) for Thigh <
0.9.
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F Case Study

This appendix presents two example generations from LLaDA-8B-Instruct using Fast-dLLLM and PVFE.
For PVF, tokens committed through the Planning Route are highlighted in yellow, while tokens committed
through the AR Fallback Route are highlighted in pink.

LLaDA Prediction of Fast-dLLM (89 steps)

To determine the total number of hours Meredith spent writing articles over the three days, we
need to follow these steps:

1. Calculate the number of articles she wrote on Tuesday.

2. Calculate the number of articles she wrote on Wednesday.

3. Find the total number of articles she wrote over the three days.

4. Calculate the total number of hours she spent writing the articles.

**Step 1: Calculate the number of articles she wrote on Tuesday.**

Meredith wrote 5 articles on Monday. On Tuesday, she wrote \( Mfrac{2}{5} \) times more
articles than on Monday. Therefore, the number of articles she wrote on Tuesday is:

\[

5 +\frac{2}{5} \times 5=5+2=7

\]

**Step 2: Calculate the number of articles she wrote on Wednesday.**

On Wednesday, she wrote twice the number of articles she wrote on Tuesday. Therefore, the
number of articles she wrote on Wednesday is:

\[

2 \times 7 = 14

\]

**Step 3: Find the total number of articles she wrote over the three days.**

The total number of articles she wrote over the three days is the sum of the articles she wrote
on Monday, Tuesday, and Wednesday:

\[

5+47+14=26

\]

**Step 4: Calculate the total number of hours she spent writing the articles.**

Each article takes an average of 4 hours to research and write. Therefore, the total number of
hours she spent writing the articles is:

\[

26 \times 4 = 104

\]

Thus, the total number of hours she spent writing articles in the three days is \(\boxed{ 104 }\)
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LLaDA Prediction with PVF (36 steps)

To determine the total number of hours Meredith spent writing articles over the three days, we
need to follow these steps:

**Step 1: Calculate the number of articles written on Tuesday.**

- On Monday, Meredith wrote 5 articles.

- On Tuesday, she wrote \(\frac{2}{5}\) times more articles than on Monday.

- To find the number of articles written on Tuesday, we calculate \(\frac{2}{5}\) of 5:
\[

\frac{2}{5} \times 5 =2

\]

- Therefore, the number of articles written on Tuesday is:
\[

5+2=7

\]

**Step 2: Calculate the number of articles written on Wednesday.**

- On Wednesday, she wrote twice the number of articles she wrote on Tuesday.
- On Tuesday, she wrote 7 articles.

- Therefore, the number of articles written on Wednesday is:

\[

2 \times 7 = 14

\]

**Step 3: Calculate the total number of articles written over the three days.**

- On Monday, she wrote 5 articles.

- On Tuesday, she wrote 7 articles.

- On Wednesday, she wrote 14 articles.

- The total number of articles written over the three days is:
\[

5+7+14=26

\]

**Step 4: Calculate the total number of hours spent writing articles.**

- Each article takes an average of 4 hours to research and write.
- Therefore, the total number of hours spent writing articles is:
\[

26 \times 4 = 104

\]

Thus, the total number of hours Meredith spent writing articles/in the three days is \(\boxed {
104 }\).
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Figure 10: Overview of the Planning Route and the AR Fallback Route.
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Algorithm 1 Plan-Verify-Fill (PVF) Decoding

1: Input: model Py, length L, thresholds Thigh, Tplan, Width K
2: Initialize: yo < [MASK]®, ¢ < 0
3: while y; contains [MASK] do
: Compute top predictions and confidences on the current active block.

Construct the high-confidence base branch z>2¢.

4
5:
6: Identify planning candidates PP'*".
7o Set JPM 0.

8:  if PP + () then

9 Planning Route.

10: Construct up to K planning branches {z?'*™7 }f:tl
11: Run one batched forward pass on {zPs¢, gP*m1 | gPlam Ky
12: Apply impact-set verification.
13: Let J'*" be the set of verified planning branches.
14: if 7P £ () then
15: Select j* among verified planning branches.
16: Commit y¢41 zfl‘m’]*.
17: else
18: Commit zP?5°.
19: end if
20: else
21: AR Fallback Route.

AR,k KPR
22: Construct nested fallback branches {z; "}, *, .
23: Verity fallback branches by the local consistency.
24: if no fallback branch passes verification then
25: Commit y¢p1 < z02°.
26: else
27: Let k™ be the largest verified fallback length.
28: Commit y¢41 < sz’k*.
29: end if
30: end if

31: t+—t+1
32: end while
33: Return y;

23717



