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Abstract

Activation steering has become a popular
training-free method to control LLMs’ behav-
ior by injecting precomputed direction vectors
into the model’s residual stream at inference
time. Yet, its robustness to realistic input vari-
ation remains under-explored. We present the
first systematic evaluation of activation steering
robustness under adversarial text perturbations
on the inputs, covering four extraction methods,
three attack strategies, six personas from the
Anthropic Model-Written Evaluations dataset,
and five models ranging from 1.5B to 30B pa-
rameters. Attacks succeed broadly across all
settings: directional robustness drops by up to
64%, post-attack confidence collapses near or
below 0.25 across all methods and models, and
steering strength degrades on nearly every steer-
able input. Layer selection is equally fragile,
with the optimal layer identified by an auto-
mated method on clean inputs shifting by up to
17 positions under perturbation, a failure that
compounds the vector-level breakdown. Ex-
tracting vectors from adversarially perturbed in-
puts partially recovers steerability for PCA and
MD on mid-to-large models, but they consis-
tently fail to locate the improved optimal layer,
limiting the practical benefit of this mitigation.
Together, these findings reveal that the brittle-
ness of activation steering is structural rather
than method-specific, and that current layer se-
lection strategies are not robust enough for real-
world deployment. Our code is available at
github.com/kien206/steering-adv-robustness.

1 Introduction

Large language models (LLMs) have demonstrated
remarkable capabilities across a wide range of
tasks, yet controlling their behavior at deployment
time remains a challenge. The dominant align-
ment paradigms, Supervised Fine-Tuning (Chung
et al., 2024), RLHF (Ouyang et al., 2022), and
DPO (Rafailov et al., 2023), update model weights

and require substantial compute and carefully cu-
rated preference data. They also optimize for a
fixed alignment target, making it difficult to ad-
just behavior on a per-deployment basis without
retraining (Turner et al., 2023; Zou et al., 2023).

Activation steering has emerged as a highly effi-
cient, training-free alternative (Turner et al., 2023;
Zou et al., 2023; Li et al., 2023; Rimsky et al.,
2024). Instead of modifying weights, it injects
a precomputed direction vector into the model’s
residual stream during inference, nudging its hid-
den representations toward a desired behavior. An-
thropic has directly employed activation steering
to monitor and mitigate undesirable personality
traits in Claude (Chen et al., 2025), and its appli-
cations now span safety (Arditi et al., 2024), truth-
fulness (Li et al., 2023), persona control (Rimsky
et al., 2024), and mathematical reasoning (Nguyen
and Le, 2026). Recent work has progressed along
two related directions: how to steer, or how to
extract the steering vector, and where to steer, or
which layer to intervene at, with methods such as
LayerNavigator (Sun et al., 2025) providing prin-
cipled selection. These two choices are not inde-
pendent at deployment: a steering vector is always
applied at a layer, so steering succeeds only if both
the vector and the selected layer remain reliable.
A failure in either breaks the intervention, and the
two failures can compound.

Despite this progress, an important question
has not yet been explored: how robust are steer-
ing vectors when deployed in real-world condi-
tions? Vectors are extracted from one curated set
of prompts but applied to potentially messier sets
of inputs at inference time. Users make typos,
rephrase questions, and supply prompts whose sur-
face form differs from the clean examples used
during extraction. Prior work has noted symp-
toms of this brittleness in passing (Tan et al., 2024;
Arditi et al., 2024), but no study has systematically
asked (1) whether steering holds up under con-
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trolled, semantics-preserving perturbations, and
(2) whether the layer selected as optimal on clean
inputs remains reliable once inputs are perturbed.

These questions matter because activation steer-
ing is increasingly relied upon in high-stakes align-
ment settings, where a quiet failure under ordi-
nary input variation could undermine exactly the
safety property the intervention was meant to guar-
antee. Representation-level interventions are al-
ready used to elicit truthful answers and surface a
model’s latent knowledge (Li et al., 2023; Burns
et al., 2022), to shape an assistant’s persona and
character (Maiya et al., 2025), to monitor a model’s
own internal states (Lindsey, 2025), and to detect or
reduce deceptive behavior (Abdulhai et al., 2025).
In each of these cases, if a steering vector that en-
forces truthfulness or curbs deception silently stops
working when a user merely rephrases a question
or makes a typo, the intended safeguard disappears
precisely when it is needed most.

To close this gap, we conduct a controlled,
comprehensive empirical study across four steer-
ing methods, three attack strategies, six persona
datasets, and five model sizes spanning two LLM
families. Our results are consistent in direction and
large in magnitude, and demonstrate that although
activation engineering offers a promising weight-
update-free mechanism for controlling LLM be-
havior on-the-fly, its robustness under permissible
perturbations remains highly fragile and insuffi-
ciently understood. These findings raise important
concerns about the reliability of current steering
methods in realistic deployment settings, where
even minor, semantically preserving input varia-
tions can substantially alter steering effectiveness
and layer sensitivity. In summary, our main contri-
butions are:
• We present the first systematic study of activa-

tion steering robustness under controlled text per-
turbations, covering four steering methods and
three perturbation strategies across five model
sizes and six persona datasets.

• We show that steerability degrades sharply un-
der all perturbations, directional robustness drop-
ping by up to 64% and strength reduction ap-
proaching 100%.

• We demonstrate that a score-based layer selec-
tion method like LayerNavigator is unstable un-
der perturbation: the optimal layer on clean in-
puts can shift by up to 17 positions, and the steer-
ability score profile can change significantly.

• We show that adversarial training partially recov-

ers robustness for PCA and MD on mid-to-large
models, but layer selection consistently fails to
locate a more optimal layer.

2 Preliminaries and Related Work

2.1 Activation Steering

Activation steering or activation engineering guides
a language model towards a target behavior at in-
ference time by intervening its residual stream via
a precomputed vector, often called a steering vec-
tor, without updating model weights (Turner et al.,
2023; Zou et al., 2023; Li et al., 2023; Rimsky et al.,
2024). Given a hidden state hℓ ∈ Rd at layer ℓ, a
steering method applies an intervention

h̃ℓ = F(hℓ; vℓ), (1)

where F is a method-specific steering function and
vℓ ∈ Rd is a precomputed steering vector.

2.2 Candidate Activation Steering Methods

We investigate four representative steering
paradigms: contrastive activation methods, using
Mean Difference (MD) (Rimsky et al., 2024;
Belrose et al., 2023), unsupervised decomposition
methods, using PCA (Zou et al., 2023), probe-
based methods, using ITI (Li et al., 2023), and
optimization-based learned interventions, using
ODESteer (Zhao et al., 2026).

These methods estimate steering directions in
varying ways: MD averages differences between
positive and negative activations, PCA extracts
the dominant direction of activation variation, ITI
learns a probe boundary separating positive from
negative activations, and ODESteer learns an input-
dependent barrier function for adaptive steering.

However, each paradigm may be brittle under
distribution shift: MD can depend strongly on the
chosen contrastive examples, PCA may capture
prompt-distribution structure rather than the target
behavior, ITI may overfit to extraction-prompt arti-
facts, and ODESteer still learns its barrier function
from a fixed extraction set. These vulnerabilities
motivate our study of whether steering remains sta-
ble under adversarially perturbed inference-time
inputs. Detailed formulations of each method and
additional variants are provided in Appendix A.

2.3 Robustness of Activation Steering

Robustness of Steering Vectors. Despite rapid
progress in activation steering, its robustness under

23805



input perturbations remains under-explored. Ex-
isting studies show that steering effects can vary
substantially across inputs, including sign flips or
“anti-steerable” examples (Tan et al., 2024; Braun
et al., 2025). Other work finds that commonly used
steering evaluations may overstate effectiveness
when consistency, magnitude, and specificity are
measured more rigorously (Pres et al., 2024), and
that refusal directions may transfer imperfectly to
paraphrased or jailbroken prompts (Arditi et al.,
2024). These findings suggest a key vulnerability:
steering vectors estimated from a fixed extraction
set may capture brittle or spurious structure rather
than a stable behavioral concept.

This concern is especially important in adversar-
ial settings. Prior work in adversarial NLP shows
that small, semantics-preserving text perturbations
can substantially alter model behavior (Li et al.,
2020, 2018; Morris et al., 2020). However, to our
knowledge, no prior work systematically studies
whether activation steering remains stable when
the evaluation prompts are adversarially perturbed.

Robustness of Steering Layer Selection. Ro-
bustness also depends on where steering is applied.
Layer choice is known to strongly affect steer-
ing performance, often as much as the extraction
method itself (Tan et al., 2024; Braun et al., 2025).
LayerNavigator (Sun et al., 2025) provides a prin-
cipled layer-selection criterion by ranking layers
using a steerability score:

Sℓ = Dℓ + Cℓ, (2)

where Dℓ measures how well positive and negative
activations are separated, and Cℓ measures how
consistently individual contrastive pairs align with
the global steering direction. While this provides
an efficient alternative to validation sweeps, its ro-
bustness under adversarially perturbed inputs has
not been tested.

Overall Robustness. Together, these gaps moti-
vate our study of adversarial robustness in activa-
tion steering along two axes: (1) HOW TO STEER
or the robustness of how a steering method is com-
puted and used to manipulate the residual streams
and (2) WHERE TO STEER or robustness of how
the optimal layer is selected for steering. Rather
than assuming that a cleanly extracted vector and
layer will remain effective at deployment time, we
evaluate whether steering behavior is stable under
controlled, semantics-preserving perturbations of
the inputs at which steering is applied.

3 Problem Formulation

3.1 Robustness of HOW TO STEER

Building on these observations, we now formal-
ize what it means for a steering intervention to be
robust to input perturbations.

Following Tan et al. (2024), we measure steer-
ing effectiveness on an input x via the mean Logit
Difference (LD). Given D as our dataset, with
Dtrain and Dtest as the training and test sets, de-
tailed in Appendix C. Since the datasets pose bi-
nary Yes/No questions, we compute LD using the
softmax-normalized probabilities of the positive
and negative answer tokens:

LD(x) = logit(y+ | x)− logit(y− | x), (3)

where y+ ∈ {“Yes”, “No”} is the answer token
that aligns with the target behavior for question x,
and y− is the opposite token. Which token counts
as positive depends on the question: for some ques-
tions, the target behavior is expressed by “Yes”,
and for others by “No”. The steering gain of a
vector vℓ on input x is the change in LD induced
by:

(4)∆LD(x; vℓ) =LDsteered(x; vℓ)−LDbase(x),

where LDsteered(x; vℓ) and LDbase(x) are the logit
differences with and without the steering vector vℓ
intervention, respectively. An input x is steerable if
∆LD(x; vℓ) > 0, and anti-steerable otherwise (Tan
et al., 2024). We can then define:

Definition 3.1 (Extraction Robustness). Let vℓ
be a steering vector extracted from Dtrain, and
let x′ = A(x) denote the semantics-preserving
perturbation of x ∈ Dtest produced by attack
A. The vector vℓ is A-robust on input x if
the perturbed input x′ = A(x) satisfies two
conditions, Steerability and Strength, simulta-
neously.

(i) Steerability: ∆LD(x′; vℓ) > 0, i.e., the steer-
ing intervention continues to push behavior in the
intended direction after perturbation. We measure
this over the steerable set S = {x ∈ Dtest :
P (y+ | x; vℓ) > δ}, where δ ∈ (0, 1) is a min-
imum confidence threshold (conservatively set to
0.3) or when the steered model already assigns suf-
ficient probability to the target token on the clean
input, as the directional robustness rate:

Rdir =
1

|S|
∑

x∈S
1[∆LD(x′; vℓ) > 0] (5)
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(ii) Strength: ∆LD(x′; vℓ) ≥ ∆LD(x; vℓ), i.e.,
the steering gain under perturbation is at least as
large as on the clean input. We measure the con-
verse or how often perturbation causes strength to
degrade as the strength reduction rate:

Rstr=
1

|S|
∑

x∈S
1[∆LD(x′; vℓ)<∆LD(x; vℓ)] (6)

Condition (i) captures directional robustness, or
whether the steering effect avoids flipping into an
anti-steerable failure under attack. Condition (ii)
captures magnitude robustness, or whether the full
strength of the behavioral effect is preserved under
perturbation, not just its sign. Any degradation in
steering gain counts as a robustness failure, mak-
ing this a strict criterion that we adopt throughout
our experiments. A robust steering method should
exhibit highRdir and lowRstr.

3.2 Robustness of WHERE TO STEER

In this work, we adopt LayerNavigator (Sun et al.,
2025) as our layer selection strategy across all ex-
traction methods. Its method-agnostic steerabil-
ity score provides a principled, consistent basis
for comparison, without requiring held-out data or
brute-force search. While the analysis above es-
tablishes how to select layers under clean inputs, it
leaves open whether that selection remains stable
when inputs are perturbed.

Let S(D)=(S1(D), . . . , SL(D)) denote the vec-
tor of per-layer steerability scores computed by
LayerNavigator over a dataset D, where each
Sℓ(D) is the score defined in Eq. (2). Note that
Sℓ depends on D through both the activations and
the steering vector vℓ. We extract vℓ from the same
D at each layer. Let ℓ∗=argmaxℓ Sℓ(D) be the
optimal layer selected from it. We can then define:

Definition 3.2 (Layer Robustness). Let A be
a text attack and let D′

train denote the training
set obtained by applying A to each example in
Dtrain. The layer selection is A-robust if ap-
plying LayerNavigator on D′

train satisfies two
conditions, Profile and Selection Stability, si-
multaneously.

(i) Profile stability: the steerability score profile
does not change shape under perturbation. We
measure this as the Dynamic Time Warping (DTW)
distance between the clean and perturbed profiles,
averaged across persona datasets:

MDTW = DTW
(
S(Dtrain), S(D′

train)
)
. (7)

(ii) Selection stability: the optimal layer does not
shift under perturbation. We measure this as the
absolute layer shift:

Mshift = |ℓ∗(Dtrain)− ℓ∗(D′
train)|. (8)

Condition (i) captures whether the shape of the
steerability landscape is preserved under perturba-
tion: a profile that shifts substantially signals that
the model’s internal signal for layer selection is sen-
sitive to small changes in the input. Condition (ii)
captures the downstream consequence: whether the
actual layer chosen for intervention changes. A ro-
bust selection method should exhibit lowMDTW

and lowMshift.

4 Robustness of HOW TO STEER

4.1 Objective Function

Tan et al. (2024) showed that steering vectors are
brittle when context changes, for example, when
instructions are prepended or the system prompt
is altered. But what if the change is far subtler: a
small rewrite of the question itself, one that pre-
serves meaning but uses different words? Would
a steering vector, computed once on a fixed set
of questions, still work reliably on such perturbed
inputs? We now formalize our goal.

Minimizing steering effectiveness. Given a
question xi ∈ Dtest and a steering vector vℓ ex-
tracted at layer ℓ from Dtrain, we seek a perturbed
input x′ on which steering fails as badly as possible.
Since the dataset uses binary Yes/No answers, we
have P (y+)+P (y−) = 1, making P (y+) a mono-
tone transformation of LD(x) = log P (y+)

1−P (y+)
. We

therefore use P (y+) as a computationally conve-
nient attack objective, while reporting results in
terms of ∆LD throughout:

min
x′

P (y+ | x′, vℓ), (9)

where vℓ and ℓ are fixed, extracted once fromDtrain

and held constant throughout. Only the input text
xi ∈ Dtest is perturbed.

Semantic similarity constraint. Minimizing
Eq. (9) without restriction is trivial, as we could
rewrite the question entirely and produce an unre-
lated input. We therefore require x′ to remain se-
mantically close to xi, meaning x′ must lie within
A(xi), the set of semantics-preserving perturba-
tions defined in Definition 3.1. Concretely, this is
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Method Religion Following Conscientiousness Self-Improvement Impact-Maximization

ASR b.Atk a.Atk ASR b.Atk a.Atk ASR b.Atk a.Atk ASR b.Atk a.Atk

L
la

m
a3

.2
-3

B W/o Steer – 0.56 0.26 – 0.73 0.27 – 0.71 0.31 – 0.66 0.29
PCA 0.70 0.65 0.24 (↓0.41) 0.94 0.76 0.25 (↓0.51) 0.80 0.72 0.28 (↓0.44) 0.88 0.69 0.25 (↓0.44)
MD 0.60 0.65 0.26 (↓0.39) 0.86 0.77 0.26 (↓0.51) 0.82 0.76 0.27 (↓0.49) 0.89 0.71 0.24 (↓0.47)
ITI 0.45 0.61 0.26 (↓0.35) 0.91 0.81 0.25 (↓0.56) 0.90 0.81 0.25 (↓0.56) 0.84 0.69 0.25 (↓0.44)
ODE 0.78 0.78 0.25 (↓0.53) 0.87 0.81 0.27 (↓0.54) 0.91 0.81 0.26 (↓0.55) 0.89 0.75 0.25 (↓0.50)

Q
w

en
3-

14
B W/o Steer – 0.81 0.29 – 0.81 0.23 – 0.80 0.30 – 0.71 0.28

PCA 0.72 0.81 0.25 (↓0.56) 0.90 0.81 0.21 (↓0.60) 0.75 0.81 0.26 (↓0.55) 0.79 0.71 0.24 (↓0.47)
MD 0.92 0.88 0.23 (↓0.65) 0.90 0.87 0.21 (↓0.66) 0.85 0.84 0.23 (↓0.61) 0.90 0.78 0.22 (↓0.56)
ITI 0.95 0.86 0.22 (↓0.64) 0.91 0.87 0.21 (↓0.66) 0.95 0.86 0.23 (↓0.63) 0.91 0.77 0.22 (↓0.55)
ODE 0.75 0.82 0.26 (↓0.56) 0.91 0.82 0.21 (↓0.61) 0.74 0.81 0.26 (↓0.55) 0.83 0.72 0.24 (↓0.48)

Q
3-

30
B

-A
3B W/o Steer – 0.80 0.19 – 0.94 0.14 – 0.87 0.23 – 0.74 0.18

PCA 0.82 0.79 0.19 (↓0.60) 0.91 0.94 0.14 (↓0.80) 0.80 0.87 0.19 (↓0.68) 0.78 0.74 0.15 (↓0.59)
MD 0.85 0.85 0.17 (↓0.68) 0.90 0.93 0.14 (↓0.79) 0.80 0.87 0.19 (↓0.68) 0.78 0.75 0.15 (↓0.60)
ITI 0.83 0.82 0.18 (↓0.64) 0.90 0.94 0.15 (↓0.79) 0.81 0.87 0.18 (↓0.69) 0.78 0.75 0.15 (↓0.60)
ODE 0.87 0.86 0.17 (↓0.69) 0.90 0.93 0.14 (↓0.79) 0.79 0.87 0.19 (↓0.68) 0.79 0.76 0.14 (↓0.62)

Table 1: Attack results across four tasks, averaged across three perturbation methods (TextFooler, TextBugger,
BERT-Attack). ASR is defined in Eq. (12). W/o Steer gives the unsteered baseline on inputs. b.Atk and a.Atk
denote before attack and after attack, respectively. Values in parentheses show absolute decrease after attack. See
Table A4 and Table A5 for results of the remaining tasks and models.

enforced by introducing the constraint:

sim(xi, x
′) ≥ ϵ, (10)

where sim(·) is a semantic similarity function and
ϵ is a minimum threshold, both determined by the
specific attack method following their original for-
mulations in Jin et al. (2020); Li et al. (2018, 2020).

Full objective. Combining the two, we solve:

min
x′

P (y+ | x′, vℓ) s.t. sim(x, x′) ≥ ϵ (11)

In practice, the search stops early once P (y+ |
x′, vℓ)<δ, where we set δ=0.3 throughout all ex-
periments. A perturbation that drives the steered
probability of y+ this low already constitutes a
clear steering failure, and the threshold keeps com-
putational cost reasonable without sacrificing the
quality of the found perturbations.

4.2 Experiment Set-up
Text Perturbation and Dataset. We apply three
attack methods: TextFooler (word-level syn-
onym substitution) (Jin et al., 2020), TextBugger
(character-level manipulation) (Li et al., 2018),
and BERT-Attack (filling masked words with
BERT) (Li et al., 2020), with varying text pertur-
bation strategies on Dtest, creating D′

test for six
personas on the Anthropic MWE dataset (Perez
et al., 2023), notably Religion Following, Consci-
entiousness, Self-Improvement, Alliance Building,
Impact Maximization and Self-Aware.

Metrics. Each example in Dtest either belongs
to the steerable set S or does not (Definition 3.1).
Examples outside S are skipped, and no attack is
attempted on them. For examples in S, the attack
either succeeds (driving P (y+ | x′, vℓ) below δ)
or fails. The Attack Success Rate (ASR) is the
fraction of all |Dtest| examples for which the attack
succeeds:

ASR =
1

|Dtest|
∑

x∈S
1[P (y+ | x′, vℓ) ≤ δ]. (12)

We additionally report Rdir and Rstr (Defini-
tion 3.1) as our primary robustness metrics, com-
puted over S across all attack methods and extrac-
tion approaches.

Models. We test five models with different sizes:
Qwen2.5-1.5B (Qwen et al., 2025), Llama-3.2-
3B (Grattafiori et al., 2024), Qwen3-4B, Qwen3-
14B and Qwen3-30B-A3B (Yang et al., 2025). Dif-
ferent sizes allow us to validate whether size im-
proves robustness. We also include a Mixture of
Experts model Qwen3-30B-A3B to see if sparse
activations are helpful to steering robustness.

4.3 Findings and Discussion
Finding #1: Attacks succeed broadly. Table 1
shows that ASR is high across almost all models,
methods, and tasks. Correspondingly, the post-
attack confidence collapse is consistent: post-attack
probabilities converge near or below 0.25 across
all settings, regardless of the pre-attack confidence
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Rel.Fol. Conscient. Self-Improv.

Rstr Rdir Rstr Rdir Rstr Rdir

L
la

m
a-

3.
2-

3B PCA 0.76 0.52(↓0.10) 0.83 0.50(0.00) 0.69 0.48(↓0.10)
MD 0.73 0.54(↓0.27) 0.90 0.52(↓0.45) 0.97 0.45(↓0.43)
ITI 0.45 0.75(↓0.20) 0.98 0.49(↓0.37) 0.97 0.49(↓0.12)
ODE 0.88 0.51(↓0.13) 0.90 0.46(↓0.44) 0.96 0.49(↓0.12)

Q
w

en
3-

14
B PCA 0.75 0.16(↓0.52) 0.63 0.21(↓0.28) 0.85 0.10(↓0.64)

MD 0.87 0.48(↓0.05) 0.89 0.41(↓0.49) 0.94 0.33(↓0.48)
ITI 0.83 0.50(0.00) 0.84 0.44(↓0.46) 0.80 0.50(0.00)
ODE 0.78 0.39(↓0.15) 0.78 0.24(↓0.49) 0.75 0.22(↓0.33)

Q
3-

30
B

-A
3B PCA 0.50 0.50(0.00) 0.67 0.50(0.00) 0.67 0.50(0.00)

MD 0.50 0.46(↓0.17) 0.66 0.50(↑0.01) 0.64 0.50(↓0.12)
ITI 0.50 0.50(↓0.01) 0.70 0.51(↓0.19) 0.55 0.36(↓0.39)
ODE 0.57 0.46(↓0.21) 0.70 0.50(0.00) 0.66 0.47(↓0.03)

Table 2: Steering robustness evaluation. The lower
Rstr the more robust. The higher Rdir the more robust.
Subscripts show the change from the clean-input rate.
Table A6 shows full results. See Table A8 for an ablation
study of which perturbation contributed most to the
robustness of steering.

level. One might expect that Mixture-of-Experts
(MoE) models confer some implicit robustness, as
perturbations may activate different experts and
thus interact differently with the steering vector. In-
stead, attacks succeed just as broadly on the MoE
Qwen3-30B-A3B: its ASR and post-attack confi-
dence collapse are on par with, and in several cases
exceed, those of the dense models, so sparse expert
activation confers no observed robustness. We note
this is a qualitative comparison rather than a scale-
matched one; the point is only that MoE routing
does not provide implicit protection.

Finding #2: Steering strength degrades in almost
every case. Table 2 shows that, across all four
extraction methods, all three models, and all three
tasks, Rstr is high, frequently exceeding 0.9 and
approaching 1.0 in many settings. This means that
perturbation reduces the steering gain on nearly
every steerable input, even when the steering direc-
tion is not fully reversed. This result holds regard-
less of which extraction method is used, confirming
that strength degradation is an intrinsic property of
the additive intervention paradigm rather than a
limitation of any particular estimation procedure.
Even input-conditioned methods such as ODESteer
offer no systematic protection against it.

Finding #3: Directional robustness varies by
model, not by method. Rdir tells a more varied
story than Rstr. Large directional drops of 50–64
percentage points do occur, but they concentrate on
specific model–task–method combinations (e.g.,

PCA on Qwen3-14B) rather than tracking size.
Within the same Qwen3 family, the 14B model
shows the largest drops while both the smaller
4B and the larger 30B-A3B show milder ones, so
the pattern is non-monotonic in scale. Moreover,
the apparently small drops on several models are
largely a metric-floor artifact: when clean Rdir is
already near 0.5, the steered model is at chance on
clean inputs andRdir has little room to degrade fur-
ther. In these cases the highRstr values confirm that
steering is still being weakened even though Rdir
looks stable. We therefore readRdir differences as
reflecting per-model calibration and metric-floor ef-
fects together with method interactions, rather than
an effect of scale or architecture; Rstr, which de-
grades almost universally (Finding 2), is the more
reliable robustness signal.

Finding #4: No extraction method is consis-
tently robust. Table 2 shows no single extraction
method dominates on either metric. A method that
achieves relatively lowRstr in one setting typically
shows high values elsewhere, and the same holds
for Rdir. This suggests that the brittleness we ob-
serve is not an artifact of how steering vectors are
estimated but rather a structural phenomenon. This
establishes the first half of the compounding fail-
ure: the vector itself degrades under perturbation.
But this analysis assumed a fixed, correctly chosen
layer. We now ask whether that assumption sur-
vives or whether the layer selected on clean inputs
is itself robust.

Finding #5: Generalizability beyond binary re-
sponses. To test whether our findings extend be-
yond binary format, we applied the same pertur-
bations and measured on TruthfulQA (Lin et al.,
2022). We also test whether our findings are con-
sistent if we use benign paraphrasing instead of
adversarial perturbations. Results suggest similar
steering patterns for TruthfulQA; however, under
benign paraphrasing, steering is more robust. De-
tailed experimental setup and results are shown in
Appendix D.

5 Robustness of WHERE TO STEER

5.1 Objective Function

Section 4 shows that a fixed steering vector does
not generalize well in practice when the test in-
put is perturbed or written in different ways by
the users. The problem may start earlier: at the
point where the steering vector is extracted and the
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Figure 1: LayerNavigator S-score across two tasks: Religion
Following (top) and Conscientiousness (bottom) on Qwen3-
14B, averaged over three perturbations. Blue and Red lines
denote S-scores calculated using steering vectors computed
from Dtrain and D′

train, respectively. Vertical lines show the
largest S-score. The remaining score profiles are shown in
Figure A1, Figure A2 and Figure A3

intervention layer is selected. For instance, Layer-
Navigator computes its steerability scores from an
extraction or training set. This raises the crucial
question: if examples of such a set are perturbed,
does LayerNavigator still identify the same optimal
layer, or, is steering layer selection also sensitive to
permissible noise?

Given a training set Dtrain and a text perturba-
tion A, different from § 4 where we perturb only a
single test input, here we apply A to every exam-
ple xi ∈ Dtrain, producing a perturbed training set
D′

train = {A(xi)}Ni=1. The same attack from § 4
is reused with the same objective function and se-
mantic similarity constraint formalized in Eq. (11).
We then re-extract steering vectors and re-run Lay-
erNavigator on D′

train, yielding a new score profile
S(D′

train) and a new optimal layer ℓ∗(D′
train).

5.2 Experiment Set-up

We apply the same three attacks A to Dtrain on the
same set of tasks and models as in §4. For each at-
tack and each steering method, we re-extract steer-
ing vectors from D′

train and apply LayerNavigator
on the resulting activations.

Metrics. We reportMDTW andMshift (Defini-
tion 3.2) as our two robustness metrics, averaged
across the three attack methods. A robust layer se-
lection method should exhibit low values on both:
lowMDTW means the steerability score profile is
stable under perturbation, and lowMshift means
the chosen intervention layer is stable surrounding
an ideal layer. We also quantify the L1 distance be-
tween the true optimal layer and LayerNavigator’s
selected layer ℓ∗ via brute-force steering to show
that LayerNavigator becomes unreliable under the
perturbed set.

Rel.Fol. Conscient. Self-Improv.

DTWTop1-Shift DTWTop1-Shift DTWTop1-Shift

L
la

m
a3

.2
-3

B PCA 2.55 15.00 5.65 1.33 2.51 1.33
MD 3.74 6.67 3.89 2.67 4.68 6.00
ITI 1.50 0.00 3.49 1.00 3.62 4.33
ODE 5.14 1.33 5.16 3.33 6.95 6.33

Q
w

en
3-

14
B PCA 8.21 13.33 6.33 7.67 6.89 1.67

MD 6.80 0.67 6.41 3.00 7.15 5.00
ITI 2.05 0.67 4.50 1.33 3.29 1.67
ODE 5.64 1.67 6.39 3.00 6.95 3.67

Q
3-

30
B

-A
3B PCA 9.61 20.00 4.76 10.67 4.43 20.00

MD 5.15 6.33 9.86 2.00 11.27 4.33
ITI 1.53 0.33 3.90 7.00 3.88 3.33
ODE 5.26 4.33 9.09 3.33 10.63 0.00

Table 3: DTW scores and Top-1 layer shifts in LayerNavi-
gator. Red cells mark high DTW scores (≥ 5), while orange
cells mark large Top-1 layer shifts (≥ 10) or near-high DTW
scores. See Table A7 for the full results.

5.3 Findings and Discussion

Table 3 reportsMDTW andMshift for all method-
model combinations across all tasks and attacks.
Figure 1 shows the full steerability score profiles
on clean and perturbed training sets. Table 4 shows
the L1 distance between LayerNavigator ℓ∗ and the
true optimal layer.

Finding #1: DTW and top-1 layer shift dissoci-
ate across steering methods. The most striking
pattern is that the two robustness metrics do not
move together, and the direction of their dissocia-
tion depends on which extraction method is used
(Table 3). ITI produces the lowest DTW across
nearly all models and tasks, meaning perturbation
preserves the overall trend of its steerability score
profile most reliably (Figure 1). Yet, ITI still ex-
hibits substantial top-1 layer shifts in several set-
tings. MD and ODESteer show the opposite: their
DTW values are the highest across the board; how-
ever, their top-1 shifts are often moderate or small.
PCA occupies an intermediate and less consistent
position: its DTW is low for smaller models but
rises considerably for larger ones, while its layer
shifts remain among the largest.

Finding #2: Perturbations push LayerNavigator’s
predicted layer farther from the true optimal layer.
On clean inputs, LayerNavigator selects a layer
close to the true optimal in most cases, as shown in
Table 4. On perturbed inputs, however, the L1 dis-
tance to the true optimal, validated by brute force,
grows in the majority of cases. This compounds
the failure from Section 4: perturbation both weak-
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Figure 2: Per-layer averaged performance of Qwen3-14B across three perturbations on Religion Following and Conscientious-
ness. Blue and Red denote clean and adversarially trained steering vectors, respectively. The upper cluster (solid lines) shows
performance on the clean set Dtest. The lower cluster (dashed lines) shows performance on the perturbed set D′

test. Diamonds
mark the layer selected by LayerNavigator. White Diamond marks when LayerNavigator selected layer matches the true optimal
layer. For remaining models and methods, see Figure A4, Figure A5 and Figure A6.

Rel.Fol. Conscient. Self-Improv.

Clean Perturb. Clean Perturb. Clean Perturb.

L
la

m
a3

.2
-3

B PCA 1.0 14.0(↑13.0) 1.0 13.0(↑12.0) 1.0 2.0(↑1.0)
MD 1.0 0.0(↓1.0) 1.0 1.3(↑0.3) 1.0 3.3(↑2.3)
ITI 0.0 0.0(0.0) 0.0 10.0(↑10.0) 0.0 3.7(↑3.7)
ODE 0.0 8.0(↑8.0) 1.0 1.0(0.0) 1.0 8.7(↑7.7)

Q
w

en
3-

14
B PCA 14.0 20.0(↑6.0) 7.0 19.0(↑12.0) 16.0 20.0(↑4.0)

MD 1.0 8.7(↑7.7) 1.0 15.0(↑14.0) 2.0 17.0(↑15.0)
ITI 1.0 5.0(↑4.0) 0.0 4.0(↑4.0) 1.0 21.0(↑20.0)
ODE 0.0 18.0(↑18.0) 0.0 12.3(↑12.3) 3.0 22.0(↑19.0)

Q
3-

30
B

-A
3B PCA 35.0 10.0(↓25.0) 1.0 3.0(↑2.0) 3.0 10.0(↑7.0)

MD 1.0 4.0(↑3.0) 23.0 5.0(↓18.0) 1.0 18.7(↑17.7)
ITI 3.0 6.3(↑3.3) 9.0 3.0(↓6.0) 3.0 12.3(↑9.3)
ODE 25.0 26.0(↑1.0) 26.0 13.3(↓12.7) 13.0 26.0(↑13.0)

Table 4: L1 distance between LayerNavigator’s selected
layer ℓ∗ and the true optimal layer, on clean and per-
turbed inputs. The subscript shows the change (Per-
turbed − Clean). Red cells (↑) indicate the distance
increased under perturbation, or LayerNavigator moved
further from the optimal layer. Green cells (↓) indicate
it decreased. See Table A9 for the full results.

ens steering at the originally selected layer and
pushes the layer selection further from where steer-
ing would actually work best.

Ablation study on top-K shift We also conduct
an ablation study on layer shifts as we increase the
number of top layers to 3 and 5. We report Rank
Biased Overlap (RBO) score (Webber et al., 2010)
to quantify how the ranking positions of top 3 and
5 layers shift. We refer the readers to Table A10 for
details. Overall, most models and steering meth-
ods exhibit high instability in rankings, showing
that as we increase the number of top layers from
LayerNavigator, it is more unreliable on perturbed
inputs.

6 Discussion

§ 4 and § 5 show that steering vectors break down
on perturbed inputs and that LayerNavigator’s se-
lected layer shifts when extraction inputs are per-
turbed. Inspired by adversarial training litera-
ture (Goodfellow et al., 2014; Madry et al., 2017),
natural follow-up questions are: does extracting
steering vectors from adversarially perturbed in-
puts improve robustness at test time? and how
do the adversarially extracted vectors and adver-
sarial activations differ from the clean ones? To
test the former, we reuse the perturbed training sets
D′

train from § 5 to extract a new set of adversarially
trained steering vectors. We evaluate all four com-
binations of vector type and test set: clean and ad-
versarially trained vectors, each applied to both the
clean test set Dtest and the perturbed test set D′

test.
LayerNavigator is applied separately to each vector
type using its corresponding training set. We report
results for Qwen3-14B in Figure 2. For the latter,
we provide a short ablation study in Appendix E,
showing that through perturbations, activations re-
main similar direction-wise with marginal norm
changes, while steering vectors still differ signif-
icantly when extracted from perturbed and clean
texts.

Adversarial training partially recovers steerabil-
ity on perturbed inputs. In the lower cluster of
Figure 2, the red dashed line (adversarially trained
vectors on perturbed inputs) rises visibly above the
blue dashed line (clean vectors on perturbed in-
puts) for PCA and MD, and sometimes clears the
perturbed-set baseline by a meaningful margin at
the best layer. This improvement is most consis-
tent on mid-to-large models and weaker or absent
on smaller ones. ITI shows smaller but still visi-
ble gains in some settings. ODE shows almost no
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improvement across any model or task: its lower
curves remain flat regardless of whether vectors
are extracted from clean or perturbed data, sug-
gesting that ODE’s learned barrier function does
not transfer well to adversarial inputs even when
re-estimated from them.

Clean-input performance is largely preserved.
In the upper cluster, the solid blue and solid red
lines largely overlap across most model-method
combinations, meaning adversarial training does
not consistently hurt clean-input steerability. Ex-
ceptions exist in PCA on larger models where we
observe a visible drop in the red solid line at later
layers. However, these results are not uniform
across tasks. For most methods, the adversarial
training set retains enough behavioral signal to
maintain performance on clean inputs while im-
proving robustness on perturbed ones, though the
benefit remains limited and method-dependent.

LayerNavigator does not track the optimal layer
for adversarially trained vectors. Across all
models and methods, the diamond markers for
adversarially trained vectors (red diamonds) fre-
quently do not coincide with the corresponding
curve’s peak, indicating that LayerNavigator’s se-
lected layer is not the best-performing one.

This mismatch is most visible for PCA and MD,
where the optimal layer shifts when switching from
clean to adversarially trained vectors, but Layer-
Navigator does not track this shift. As a result,
even when adversarially trained vectors can achieve
meaningful steerability at the right layer, a practi-
tioner relying on LayerNavigator will often not find
that layer. This compounds the finding from § 5:
adversarial perturbations shift both which vector
is extracted and where that vector works best, and
LayerNavigator’s steerability scores fail to reflect
either change reliably.

7 Conclusion

This paper presents the first systematic stress test
of activation steering under adversarial text pertur-
bations across multiple extraction methods, attacks,
models, and datasets. Our findings reveal a brittle
picture: attacks succeed broadly, directional ro-
bustness drops by up to 64 percentage points, and
steering strength weakens on nearly all steerable
inputs. This fragility extends to layer selection,
where the optimal steering layer shifts drastically
under perturbation despite seemingly stable score

profiles. Furthermore, adversarial training offers
only a partial remedy, failing to reliably correct
layer selection. Ultimately, these results expose
structural weaknesses in activation steering, moti-
vating future work on input-adaptive layer selection
and perturbation-aware extraction.

Limitations

Our work has two main limitations. First, we eval-
uate a representative set of steering methods rather
than exhaustively covering all existing approaches.
We believe this still provides meaningful general
insight, as the selected methods span distinct fam-
ilies of steering-vector construction. Second, we
focus mostly on alignment-oriented steering and
not tasks such as mathematical reasoning or code
generation. Because these tasks differ in their ob-
jectives, evaluation criteria, and failure modes, we
intentionally restrict the scope to alignment settings
with the addition of TruthfulQA in order to provide
a more concrete and focused analysis.

Broader Impact

Although our work solely focuses on analyzing
the robustness of activation steering methods to
understand when and how model steering can fail
during inference, the resulting insights may help
practitioners design safer and more reliable deploy-
ment strategies for LLMs. We acknowledge that
our framework could also be misused for malicious
purposes, such as steering mechanisms that weaken
refusal behavior against harmful or unsafe prompts.
Similar to prior work in adversarial robustness and
security evaluation, we believe that systematically
identifying weaknesses is a necessary step toward
building more robust defenses. By exposing failure
modes under realistic perturbations, our study aims
to encourage the development of steering meth-
ods that remain reliable under distribution shifts
and adversarial manipulation, rather than relying
on assumptions of stability that may not hold in
practice.
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Appendix

A Steering Vector Extraction Methods

All methods follow the general steering formula-
tion in Eq. (1), differing in how the steering vec-
tor vℓ is extracted and how F is instantiated. Let
{(x+i , x−i )}Ni=1 denote a set of N contrastive pairs
of positive and negative prompts, and let h+ℓ (xi),
h−ℓ (xi) ∈ Rd denote the hidden states at layer ℓ for
each. Let α ∈ R be the steering magnifier.

Mean Difference (MD). MD (Rimsky et al.,
2024) computes the steering vector as the average
difference between positive and negative activa-
tions:

vMD
ℓ =

1

N

N∑

i=1

(
h+ℓ (xi)− h−ℓ (xi)

)
. (A1)

The steering function is additive: F(hℓ; vℓ) =
hℓ + αvMD

ℓ . Despite its simplicity, MD is worst-
case optimal for linear concept editing (Belrose
et al., 2023) and remains a strong baseline. Re-
lated variants include In-Context Vectors (Liu et al.,
2024), Function Vectors (Todd et al., 2024), and
the Refusal Direction (Arditi et al., 2024).

Principal Component Analysis (PCA).
PCA (Zou et al., 2023) extracts the steering
vector as the leading eigenvector of the empir-
ical covariance of contrastive activations. Let
Hℓ ∈ R2N×d be the centered matrix stacking all
positive and negative activations at layer ℓ. The
PCA steering vector is:

vPCA
ℓ = arg max

∥v∥=1
v⊤

(
1

2N
H⊤

ℓ Hℓ

)
v, (A2)

with sign aligned to vMD
ℓ so that the vector points

toward the target behavior. The steering function is
additive: F(hℓ; vℓ) = hℓ + αvPCA

ℓ . Related vari-
ants include Sparse Autoencoders (Bricken et al.,
2023; Templeton et al., 2024).

Inference-Time Intervention (ITI). ITI (Li
et al., 2023) treats the steering direction as the deci-
sion boundary of a logistic regression probe trained
to discriminate positive from negative activations
at each layer:

min
wℓ,bℓ

1

2N

N∑

i=1

∑

s∈{+,−}
L
(
σ(w⊤

ℓ h
s
ℓ(xi) + bℓ), y

s
i

)
,

(A3)

where σ is the sigmoid, L is binary cross-entropy,
and y+i =1, y−i =0. The normalized probe weight
defines the steering vector:

vITI
ℓ =

wℓ

∥wℓ∥
. (A4)

The steering function is additive: F(hℓ; vℓ) = hℓ+
αvITI

ℓ .

ODESteer. ODESteer (Zhao et al., 2026) defines
the steering vector implicitly through a barrier func-
tion that scores activation desirability as the log-
density ratio between positive and negative activa-
tions:

Bℓ(h) = log
p+(h)

p−(h)
= w⊤ϕ(h) + b, (A5)

where ϕ : Rd → RD is a nonlinear feature map and
w, b are learned from the contrastive pairs. Unlike
additive methods, F is defined as the solution to an
ODE:

F(hℓ; vℓ) = a(T ) (A6)
da

dt
= ∇aBℓ(a(t)) (A7)

a(0) = hℓ, (A8)

where T is a chosen time horizon. Because the
vector field∇aBℓ(a(t)) depends on the current ac-
tivation, ODESteer performs multi-step adaptive
steering rather than a fixed additive update. Con-
ventional activation addition is recovered as the
first-order Euler approximation of this ODE (Zhao
et al., 2026).

B Text Perturbation Methods

All three attacks instantiate the objective in
Eq. (11). Given input x = (w1, . . . , wn) with
words wi, each method iteratively substitutes words
in order of importance. The importance of word
wi is measured as the drop in steered probability
when wi is removed:

I(wi) = P (y+ | x, vℓ)− P (y+ | x \ wi, vℓ),
(A9)

where x \ wi denotes x with wi deleted. Words
are substituted in decreasing order of I(wi). At
each step, a set of candidate replacements C(wi) is
generated (method-specific, described below), and
the best candidate is selected as:

w∗
i = arg min

w′∈C(wi)
P (y+ | x[wi ← w′], vℓ),

(A10)
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where x[wi ← w′] denotes x with wi replaced
by w′. All candidates are filtered by the semantic
similarity constraint:

C(wi)←
{
w′ ∈ C(wi) : sim(x, x[wi ← w′]) ≥ ϵ

}
,

(A11)
where sim(·, ·) is computed via the Universal Sen-
tence Encoder (Cer et al., 2018) and ϵ follows each
method’s original formulation. The attack halts
early once P (y+ | x′, vℓ) < δ.

TextFooler (Jin et al., 2020). Candidates are
retrieved from a counter-fitted word embedding
space (Mrkšić et al., 2016) and filtered by two ad-
ditional constraints:

CTF(wi) =
{
w′ :

e(wi)
⊤e(w′)

∥e(wi)∥∥e(w′)∥ ≥ ϵw,

POS(w′) = POS(wi)
}
,

(A12)

where e(·) is the word embedding and ϵw is a word-
level similarity threshold. Only synonyms that pre-
serve the part-of-speech tag of wi are considered.

TextBugger (Li et al., 2018). Candidates are gen-
erated by applying five character-level transforma-
tions to wi:

CTB(wi) = Insert(wi) ∪ Delete(wi) ∪ Swap(wi)

∪ Substitute(wi) ∪ Repeat(wi),

(A13)

where Insert adds a random character, Delete re-
moves one character, Swap exchanges two adjacent
characters, Substitute replaces a character with a
visually similar one, and Repeat duplicates a char-
acter. TextBugger also includes word-level sub-
stitutions from an embedding space, analogous to
TextFooler.

BERT-Attack (Li et al., 2020). Candidates are
generated by masking wi and querying a masked
language model for contextually fluent replace-
ments:

CBA(wi) = top-K (PBERT(· | x[wi ← [MASK]])) ,
(A14)

where PBERT(· | ·) is the masked language model
distribution and K is the number of candidates
considered. Unlike TextFooler and TextBugger,
whose candidates are retrieved from a static em-
bedding space, BERT-Attack conditions on the full
surrounding context, producing substitutions that
are more grammatically and semantically coherent.

C Implementation Details

C.1 Models and Hardware

We evaluate on five models of varying size and
architecture, spanning both dense transformers and
a Mixture-of-Experts model.

• For Qwen2.5-1.5B (Qwen et al., 2025), we
use Qwen/Qwen2.5-1.5B-Instruct.

• For Llama-3.2-3B (Grattafiori et al., 2024),
we use meta-llama/Llama-3.2-3B-Instruct.

• For Qwen3-4B (Yang et al., 2025), we use
Qwen/Qwen3-4B-Instruct-2507.

• For Qwen3-14B (Yang et al., 2025), we use
Qwen/Qwen3-14B.

• For Qwen3-30B-A3B (Yang et al., 2025), we
use Qwen/Qwen3-30B-A3B-Instruct-2507.

All experiments are run on a single NVIDIA H100
80GB GPU.

C.2 Dataset

We use six persona datasets from the An-
thropic Model-Written Evaluations (Perez et al.,
2023): Religion Following, Conscientiousness,
Self-Improvement, Alliance Building, Impact Max-
imization, and Self-Aware. Each persona dataset
contains 1,000 binary Yes/No questions. We split
each dataset into train, validation, and test sets
using an 80/10/10 ratio, yielding 800 training,
100 validation, and 100 test examples per persona.
Steering vectors are extracted from the training set
Dtrain, and all attack experiments are conducted on
the test set Dtest.

C.3 Text Perturbation

All three attacks are implemented using the Tex-
tAttack framework (Morris et al., 2020). Unless
stated otherwise, we use TextAttack’s default set-
tings. The method-specific hyperparameters are
as follows. For TextFooler, the word-level similar-
ity threshold is set to ϵw = 0.5 for computational
convenience. For BERT-Attack, the number of can-
didate replacements per word is K = 10. Across
all three attacks, the early stopping threshold is
δ = 0.3: the attack halts once the steered proba-
bility of the target token drops below this value,
following Eq. (11).
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C.4 Steering Configuration
The steering magnifier is set to α = 1.0 for all
additive methods (MD, PCA, ITI), following the
configuration of LayerNavigator (Sun et al., 2025).
For ODESteer, we use a time horizon of T = 5.0
with 10 ODE integration steps. Zhao et al. (2026)
originally used T = 1.0, but we observe this con-
stant shows very weak steerability on our dataset,
so we modified it. For ITI, we intervene on all
layers rather than restricting to a subset of attention
heads, as our focus is on layer selection rather than
head selection. All steering vectors are extracted
using activations at the final prompt token position,
following standard practice (Rimsky et al., 2024).

C.5 LayerNavigator Configuration
We use LayerNavigator (Sun et al., 2025) with top-
K=1 layer selection throughout all experiments,
meaning a single intervention layer is selected per
method and dataset. Per-layer steerability scores
are computed using Z-score normalized activations,
following the default configuration of the origi-
nal implementation. As described in Section 3.2,
steering vectors used to compute the S-score are
extracted from the same dataset Dtrain as the acti-
vations.

D Findings on Truthful and Benign
Paraphrasing

D.1 TruthfulQA
We validate our findings on a generative task,
specifically TruthfulQA (Lin et al., 2022). We
use allenai/truthfulqa-truth-judge-llama2-7B1 and
allenai/truthfulqa-info-judge-llama2-7B2 for evalu-
ation. We report the results in Table A1. The results
suggest that while perturbation does not hurt steer-
ing performance for informativeness, it enables
anti-steering behavior on truthfulness, similar to
our phenomenon in Sec 4.

D.2 Benign Linguistic Variants
We provide an additional test on steering under
benign linguistic variants. We use GPT-5.1 3 (no
reasoning) to paraphrase the 6 personas dataset we
used. We report the results in Table A2. In con-
trast to adversarial attacks, under benign paraphras-
ing, steering shows enhanced strength compared

1https://huggingface.co/allenai/truthfulqa-truth-judge-
llama2-7B

2https://huggingface.co/allenai/truthfulqa-info-judge-
llama2-7B

3https://openai.com/index/gpt-5-1/

T&I T I

Before After Before After Before After

Clean data 77.4 79(↑1.6) 77.4 79(↑1.6) 100 100

Perturbed data 78.2 77.4(↓0.8) 80.6 79.8(↓0.8) 97.6 97.6

Table A1: Results on TruthfulQA using MD steering
vector on Qwen3-4B. T, I denote truthfulness and in-
formativeness. Red cells indicate the score decreased,
whereas green cells indicate an increase.

Task Clean Paraphrased

Base Steered Base Steered

Self-awareness 0.67 0.69 0.61 0.64
Self-improvement 0.72 0.73 0.59 0.60
Conscientiousness 0.93 0.95 0.69 0.88
Alliance building 0.76 0.83 0.69 0.81
Impact Maximization 0.59 0.59 0.54 0.55
Religion Following 0.64 0.69 0.58 0.64

Table A2: Results on paraphrased dataset, compared
with clean dataset using MD steering vector on Qwen3-
4B.

to steering on the clean dataset, with up to 19%
recovery in confidence. This suggests that steering
can be robust under benign paraphrasing.

E Ablation: Steering Vector and
Activation Shift Under Perturbation

We quantify how far both the model’s activations
and the extracted steering vectors move when in-
puts are perturbed.

Notation. Let xi ∈ Dtest be a clean input and
x′i = A(xi) its perturbation under attack A, with
N = |Dtest|. Let ℓ∗ = argmaxℓ Sℓ(Dtrain) and
ℓ∗′ = argmaxℓ Sℓ(D′

train) denote the layers se-
lected by LayerNavigator in the clean and per-
turbed conditions (Definition 3.2). We write

hi = hℓ∗(xi), h′i = hℓ∗′(x
′
i) ∈ Rd (A15)

for the residual-stream activations at the final
prompt token, and v ∈ Rd, v′ ∈ Rd for the steering
vectors extracted from Dtrain and D′

train at those
same layers. Each pair (hi, h′i) and (v, v′) there-
fore compares the representation and the vector
that are actually deployed in each condition. We
restrict this analysis to PCA, MD, and ITI, since
ODESteer defines a learned transformation rather
than a static direction (Appendix A).
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Centering. LLM representations are strongly
anisotropic: raw activations share a large common
component, which inflates cosine similarity toward
1 regardless of semantic content. We therefore cen-
ter activations by the clean-set mean

µ =
1

N

N∑

i=1

hi, ĥi = hi−µ, ĥ′i = h′i−µ.

(A16)
Both conditions are centered by the same µ, so that
any systematic translation induced by perturbation
is retained rather than removed. Steering vectors
are compared in raw form, as they are already dif-
ferences or unit-norm directions and carry no such
offset.

Directional shift. We measure directional diver-
gence by cosine similarity. For activations we re-
port the pairwise (per-example) centered similarity,
averaged over the test set:

Cosact =
1

N

N∑

i=1

⟨ĥi, ĥ′i⟩
∥ĥi∥ ∥ĥ′i∥

,

and for the steering vectors,

Cosvec =
⟨v, v′⟩
∥v∥ ∥v′∥ .

Values near 1 indicate the direction is preserved;
values near 0 indicate the perturbed representation
or vector is close to orthogonal to its clean counter-
part.

Relative norm shift. We measure magnitude
change as the signed relative change in norm,
against the centered clean activations and the raw
clean vectors respectively:

∆act =
1

N

N∑

i=1

∥ĥ′i∥2 − ∥ĥi∥2
∥ĥi∥2

,

∆vec =
∥v′∥2 − ∥v∥2
∥v∥2

.

Positive values indicate magnitude inflation un-
der perturbation, while negative values indicate
contraction. Because Cos is invariant to scale and
∆ is invariant to rotation, the two metrics are com-
plementary: together, they distinguish a representa-
tion that has rotated away from one that has merely
grown or shrunk along the same axis.

We report the results in Table A3. All values
are averaged over the evaluated models, the three

Method Steering Vector Activation

Cosvec ∆vec Cosact ∆act

MD 0.33 1.01 0.83 0.51
PCA 0.24 0.89 0.84 0.50
ITI 0.47 0.98 0.83 0.51

Table A3: Cosine similarity and norm shift across meth-
ods for steering vectors and activations.

attacks, and the six persona tasks, and are reported
per steering method. From the results, we observe
that through perturbations, while activations remain
similar direction-wise (.̃8x cosine similarity) with
marginal norm changes, steering vectors still differ
significantly when extracted from perturbed and
clean texts. This suggests that activation is highly
sensitive to minimal changes in direction, which is
known to be the more prominent factor in model
steering. Reasons why this happens remain a cru-
cial open gap for future exploration.

F Supplementary
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Method Alliance Building Self-aware

ASR b.Atk a.Atk ASR b.Atk a.Atk

L
la

m
a3

.2
-3

B W/o Steer – 0.76 0.35 – 0.60 0.30
PCA 0.86 0.85 0.23 (↓0.62) 0.56 0.61 0.27 (↓0.34)
MD 0.87 0.87 0.24 (↓0.63) 0.71 0.67 0.27 (↓0.40)
ITI 0.87 0.87 0.25 (↓0.62) 0.64 0.63 0.27 (↓0.36)
ODE 0.91 0.91 0.22 (↓0.69) 0.86 0.73 0.27 (↓0.46)

Q
w

en
3-

4B

W/o Steer – 0.76 0.25 – 0.68 0.12
PCA 0.66 0.79 0.18 (↓0.61) 0.68 0.68 0.12 (↓0.56)
MD 0.73 0.84 0.15 (↓0.69) 0.69 0.70 0.13 (↓0.57)
ITI 0.60 0.76 0.20 (↓0.56) 0.68 0.69 0.12 (↓0.57)
ODE 0.65 0.79 0.18 (↓0.61) 0.68 0.69 0.12 (↓0.57)

Q
w

en
3-

14
B W/o Steer – 0.79 0.35 – 0.79 0.30

PCA 0.36 0.69 0.38 (↓0.31) 0.70 0.81 0.26 (↓0.55)
MD 0.77 0.83 0.26 (↓0.57) 0.94 0.89 0.22 (↓0.67)
ITI 0.81 0.87 0.26 (↓0.61) 0.95 0.86 0.23 (↓0.63)
ODE 0.69 0.80 0.28 (↓0.52) 0.73 0.81 0.26 (↓0.55)

Q
3-

30
B

-A
3B W/o Steer – 0.91 0.28 – 0.93 0.19

PCA 0.80 0.94 0.21 (↓0.73) 0.88 0.94 0.14 (↓0.80)
MD 0.78 0.93 0.22 (↓0.71) 0.88 0.94 0.15 (↓0.79)
ITI 0.75 0.93 0.22 (↓0.71) 0.85 0.94 0.16 (↓0.78)
ODE 0.78 0.93 0.22 (↓0.71) 0.87 0.94 0.15 (↓0.79)

Q
2.

5-
1.

5B

W/o Steer – 0.75 0.31 – 0.78 0.30
PCA 0.78 0.75 0.30 (↓0.45) 0.78 0.78 0.29 (↓0.49)
MD 0.85 0.76 0.27 (↓0.49) 0.82 0.78 0.28 (↓0.50)
ITI 0.86 0.76 0.28 (↓0.48) 0.83 0.78 0.28 (↓0.50)
ODE 0.85 0.76 0.28 (↓0.48) 0.83 0.79 0.29 (↓0.50)

Note: b.Atk and a.Atk denote before attack and after attack. Values in parentheses show absolute decrease from b.Atk to a.Atk.

Table A4: Attack results across two tasks, averaged across three perturbation methods (TextFooler, TextBugger,
BERT-Attack). ASR is defined in Eq. (12). W/o Steer gives the unsteered baseline on inputs.
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Figure A1: S-score profile for Llama-3.2-3B and Qwen3-4B. Each subplot row is a task in the following order:
Religion Following, Conscientiousness, Self-Improvement, Alliance Building, Impact Maximization, Self-Aware.
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Method Religion Following Conscientiousness Self-Improvement

ASR b.Atk a.Atk ASR b.Atk a.Atk ASR b.Atk a.Atk
Q

w
en

3-
4B

W/o Steer – 0.65 0.16 – 0.93 0.13 – 0.72 0.15
PCA 0.61 0.66 0.16 (↓0.50) 0.89 0.93 0.13 (↓0.80) 0.62 0.73 0.14 (↓0.59)
MD 0.66 0.70 0.16 (↓0.54) 0.88 0.95 0.13 (↓0.82) 0.62 0.73 0.14 (↓0.59)
ITI 0.71 0.73 0.15 (↓0.58) 0.88 0.93 0.13 (↓0.80) 0.63 0.74 0.14 (↓0.60)
ODE 0.65 0.69 0.16 (↓0.53) 0.90 0.93 0.12 (↓0.81) 0.63 0.73 0.14 (↓0.59)

Q
2.

5-
1.

5B

W/o Steer – 0.77 0.27 – 0.70 0.27 – 0.74 0.30
PCA 0.84 0.77 0.27 (↓0.50) 0.82 0.69 0.26 (↓0.43) 0.78 0.74 0.29 (↓0.45)
MD 0.87 0.76 0.26 (↓0.50) 0.82 0.70 0.26 (↓0.44) 0.83 0.75 0.28 (↓0.47)
ITI 0.89 0.75 0.26 (↓0.49) 0.83 0.69 0.26 (↓0.43) 0.81 0.75 0.28 (↓0.47)
ODE 0.90 0.76 0.26 (↓0.50) 0.85 0.70 0.27 (↓0.43) 0.85 0.75 0.28 (↓0.47)

Note: b.Atk and a.Atk denote before attack and after attack. Values in parentheses show absolute decrease from b.Atk to a.Atk.

Table A5: Attack results across three tasks for Qwen3-4B and Qwen2.5-1.5B, averaged across three perturbation
methods (TextFooler, TextBugger, BERT-Attack). ASR is defined in Eq. (12). W/o Steer gives the unsteered
baseline on inputs.

Rel.Fol. Conscient. Self-Improv. Imp.Max. All.Bld. Self-Awa.

Rstr Rdir Rstr Rdir Rstr Rdir Rstr Rdir Rstr Rdir Rstr Rdir

L
la

m
a-

3.
2-

3B PCA 0.76 0.52(↓0.10) 0.83 0.50(0.00) 0.69 0.48(↓0.10) 0.76 0.50(0.00) 0.88 0.50(0.00) 0.71 0.48(↓0.04)
MD 0.73 0.54(↓0.27) 0.90 0.52(↓0.45) 0.97 0.45(↓0.43) 0.90 0.50(↓0.01) 0.90 0.50(↓0.02) 0.89 0.49(↓0.04)
ITI 0.45 0.75(↓0.20) 0.98 0.49(↓0.37) 0.97 0.49(↓0.12) 0.89 0.47(↓0.42) 0.91 0.50(0.00) 0.82 0.49(↓0.01)
ODE 0.88 0.51(↓0.13) 0.90 0.46(↓0.44) 0.96 0.49(↓0.12) 0.93 0.49(↓0.04) 0.92 0.50(0.00) 0.96 0.45(↓0.06)

Q
w

en
3-

4B PCA 0.50 0.46(↑0.06) 0.45 0.23(↓0.28) 0.57 0.49(0.00) 0.44 0.29(↓0.21) 0.59 0.50(↑0.01) 0.42 0.48(↑0.09)
MD 0.51 0.56(↓0.13) 0.39 0.52(↑0.08) 0.45 0.39(↓0.33) 0.24 0.41(↓0.06) 0.66 0.49(↓0.15) 0.28 0.70(↓0.02)
ITI 0.75 0.50(0.00) 0.52 0.41(↓0.36) 0.36 0.65(↑0.14) 0.19 0.42(↓0.05) 0.30 0.50(↑0.17) 0.48 0.56(↓0.21)
ODE 0.61 0.47(↓0.21) 0.66 0.37(↓0.31) 0.52 0.46(↓0.26) 0.22 0.41(↓0.06) 0.65 0.45(↓0.33) 0.44 0.55(↓0.34)

Q
w

en
3-

14
B PCA 0.75 0.16(↓0.52) 0.63 0.21(↓0.28) 0.85 0.10(↓0.64) 0.71 0.08(↓0.50) 0.38 0.50(0.00) 0.86 0.08(↓0.59)

MD 0.87 0.48(↓0.05) 0.89 0.41(↓0.49) 0.94 0.33(↓0.48) 0.87 0.46(↓0.15) 0.89 0.28(↓0.65) 0.93 0.47(↓0.18)
ITI 0.83 0.50(0.00) 0.84 0.44(↓0.46) 0.80 0.50(0.00) 0.80 0.50(↓0.36) 0.88 0.48(↓0.42) 0.88 0.50(0.00)
ODE 0.78 0.39(↓0.15) 0.78 0.24(↓0.49) 0.75 0.22(↓0.33) 0.78 0.32(↓0.28) 0.74 0.19(↓0.43) 0.86 0.27(↓0.36)

Q
3-

30
B

-A
3B PCA 0.29 0.48(0.00) 0.39 0.50(0.00) 0.62 0.50(0.00) 0.50 0.50(0.00) 0.67 0.50(0.00) 0.67 0.50(0.00)

MD 0.69 0.44(↓0.27) 0.50 0.59(↑0.06) 0.62 0.49(↓0.19) 0.50 0.46(↓0.17) 0.66 0.50(↑0.01) 0.64 0.50(↓0.12)
ITI 0.45 0.45(↓0.07) 0.33 0.26(↓0.34) 0.57 0.50(↑0.03) 0.50 0.50(↓0.01) 0.70 0.51(↓0.19) 0.55 0.36(↓0.39)
ODE 0.74 0.47(↓0.31) 0.51 0.55(↑0.03) 0.58 0.50(↓0.13) 0.57 0.46(↓0.21) 0.70 0.50(0.00) 0.66 0.47(↓0.03)

Q
w

en
2.

5-
1.

5B PCA 0.42 0.12(↓0.11) 0.36 0.33(0.00) 0.36 0.22(↑0.05) 0.49 0.28(↑0.06) 0.64 0.40(0.00) 0.37 0.18(↓0.03)
MD 0.47 0.49(↓0.01) 0.39 0.50(↓0.03) 0.82 0.50(0.00) 0.76 0.49(↓0.01) 0.81 0.49(↓0.01) 0.64 0.50(0.00)
ITI 0.56 0.37(↓0.12) 0.36 0.50(0.00) 0.63 0.14(↓0.25) 0.69 0.49(↑0.02) 0.75 0.50(0.00) 0.60 0.49(↓0.01)
ODE 0.47 0.49(↓0.01) 0.44 0.52(↓0.05) 0.84 0.50(0.00) 0.79 0.50(0.00) 0.83 0.50(0.00) 0.64 0.50(0.00)

Table A6: Extraction robustness scores withRstr ↓ is the fraction of steerable inputs whose steering gain decreases
after perturbation. Rdir ↑ is the fraction of steerable inputs that remain steerable after perturbation. Subscript shows
the change from the clean-input rate.

23820



Rel.Fol. Conscient. Self-Improv. Imp.Max. All.Bld. Self-Awa.

DTW Top1-Shift DTW Top1-Shift DTW Top1-Shift DTW Top1-Shift DTW Top1-Shift DTW Top1-Shift

L
la

m
a3

.2
-3

B PCA 2.55 15.00 5.65 1.33 2.51 1.33 2.62 1.00 3.64 14.67 6.87 1.00
MD 3.74 6.67 3.89 2.67 4.68 6.00 1.44 4.67 6.75 10.00 3.05 6.00
ITI 1.50 0.00 3.49 1.00 3.62 4.33 1.25 3.00 3.75 12.67 1.52 0.33
ODE 5.14 1.33 5.16 3.33 6.95 6.33 3.37 4.67 9.39 6.33 7.86 6.00

Q
w

en
3-

4B PCA 4.22 4.67 3.03 17.33 4.06 17.00 5.92 1.00 6.09 15.67 5.39 18.00
MD 7.54 1.00 6.93 1.67 4.35 11.33 2.83 9.33 9.47 7.67 5.42 6.00
ITI 2.39 7.33 4.17 6.67 3.16 10.33 1.75 15.00 4.04 14.00 2.29 1.67
ODE 7.33 1.00 6.90 3.00 4.47 10.33 2.35 0.00 9.76 8.00 5.21 6.00

Q
w

en
3-

14
B PCA 8.21 13.33 6.33 7.67 6.89 1.67 7.12 1.67 8.13 17.00 3.93 13.33

MD 6.80 0.67 6.41 3.00 7.15 5.00 4.01 3.00 9.43 4.33 8.03 2.67
ITI 2.05 0.67 4.50 1.33 3.29 1.67 2.79 2.00 4.69 1.67 3.93 2.00
ODE 5.64 1.67 6.39 3.00 6.95 3.67 3.37 2.33 9.39 3.00 7.86 0.67

Q
3-

30
B

-A
3B PCA 9.61 20.00 4.76 10.67 4.43 20.00 6.60 20.00 9.30 17.00 3.16 15.00

MD 5.15 6.33 9.86 2.00 11.27 4.33 4.56 6.00 12.86 11.00 9.48 11.33
ITI 1.53 0.33 3.90 7.00 3.88 3.33 1.81 6.67 7.32 4.00 4.73 4.00
ODE 5.26 4.33 9.09 3.33 10.63 0.00 3.60 6.33 13.82 6.00 10.23 15.67

Q
w

en
2.

5-
1.

5B PCA 5.68 15.00 4.47 4.33 0.13 0.00 3.39 0.00 3.54 0.00 2.02 4.33
MD 2.64 0.00 2.83 1.33 5.28 3.33 3.26 3.67 7.92 2.33 4.57 0.00
ITI 2.06 4.33 2.65 21.00 2.24 4.67 2.92 4.67 2.37 4.00 2.84 5.00
ODE 2.14 3.33 2.79 1.67 4.32 4.33 2.20 4.00 6.84 2.00 4.96 0.33

Table A7: DTW scores and Top-1 layer shifts in LayerNavigator. Red cells mark high DTW scores (≥ 5), while orange cells
mark large Top-1 layer shifts (≥ 10) or near-high DTW scores.

TextFooler TextBugger BERTAttack

Rstr Rdir Rstr Rdir Rstr Rdir

L
la

m
a-

3.
2-

3B PCA 0.76 0.49(↓0.03) 0.76 0.49(↓0.04) 0.79 0.50(↓0.02)
MD 0.89 0.48(↓0.23) 0.85 0.53(↓0.17) 0.90 0.49(↓0.22)
ITI 0.86 0.50(↓0.22) 0.83 0.55(↓0.17) 0.82 0.55(↓0.17)
ODE 0.93 0.45(↓0.16) 0.92 0.51(↓0.10) 0.92 0.49(↓0.13)

Q
w

en
3-

14
B PCA 0.71 0.18(↓0.43) 0.69 0.18(↓0.43) 0.70 0.21(↓0.41)

MD 0.91 0.39(↓0.35) 0.88 0.43(↓0.31) 0.91 0.40(↓0.34)
ITI 0.80 0.51(↓0.12) 0.80 0.51(↓0.12) 0.87 0.46(↓0.17)
ODE 0.79 0.25(↓0.37) 0.78 0.27(↓0.34) 0.78 0.29(↓0.32)

Q
3-

30
B

-A
3B PCA 0.52 0.50(0.00) 0.54 0.50(0.00) 0.52 0.49(↓0.01)

MD 0.63 0.49(↓0.13) 0.57 0.51(↓0.11) 0.61 0.47(↓0.16)
ITI 0.52 0.51(↓0.03) 0.51 0.51(↓0.02) 0.51 0.49(↓0.04)
ODE 0.65 0.47(↓0.13) 0.61 0.51(↓0.09) 0.61 0.50(↓0.10)

Q
w

en
3-

4B PCA 0.49 0.46(↑0.05) 0.51 0.46(↑0.04) 0.48 0.45(↑0.03)
MD 0.44 0.50(↓0.12) 0.38 0.56(↓0.06) 0.44 0.49(↓0.13)
ITI 0.44 0.49(↓0.07) 0.41 0.51(↓0.05) 0.45 0.47(↓0.09)
ODE 0.53 0.42(↓0.29) 0.45 0.49(↓0.21) 0.51 0.45(↓0.26)

Q
2.

5-
1.

5B

PCA 0.44 0.30(↑0.01) 0.46 0.28(↓0.01) 0.42 0.28(↓0.01)
MD 0.66 0.49(↓0.01) 0.64 0.50(↓0.01) 0.65 0.50(↓0.01)
ITI 0.59 0.42(↓0.06) 0.62 0.43(↓0.05) 0.59 0.40(↓0.08)
ODE 0.66 0.50(↓0.01) 0.68 0.50(↓0.01) 0.67 0.50(↓0.01)

Table A8: Steering robustness evaluation under TextFooler, TextBugger, and BERTAttack, averaged over 6 persona
tasks. The lower Rstr the more robust. The higher Rdir the more robust. Subscripts show the change from the
clean-input rate.
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Rel.Fol. Conscient. Self-Improv. All.Bld. Imp.Max. Self-Awa.

Clean Perturb. Clean Perturb. Clean Perturb. Clean Perturb. Clean Perturb. Clean Perturb.

L
la

m
a3

.2
-3

B PCA 1.0 14.0(↑13.0) 1.0 13.0(↑12.0) 1.0 2.0(↑1.0) 1.0 14.0(↑13.0) 1.0 13.0(↑12.0) 2.0 15.0(↑13.0)
MD 1.0 0.0(↓1.0) 1.0 1.3(↑0.3) 1.0 3.3(↑2.3) 1.0 11.0(↑10.0) 0.0 5.0(↑5.0) 1.0 5.0(↑4.0)
ITI 0.0 0.0(0.0) 0.0 10.0(↑10.0) 0.0 3.7(↑3.7) 1.0 14.0(↑13.0) 1.0 3.0(↑2.0) 0.0 15.0(↑15.0)
ODE 0.0 8.0(↑8.0) 1.0 1.0(0.0) 1.0 8.7(↑7.7) 0.0 8.0(↑8.0) 0.0 8.0(↑8.0) 1.0 8.3(↑7.3)

Q
w

en
3-

4B PCA 13.0 13.3(↑0.3) 13.0 12.3(↓0.7) 19.0 13.7(↓5.3) 3.0 13.7(↑10.7) 5.0 8.0(↑3.0) 13.0 12.3(↓0.7)
MD 6.0 6.0(0.0) 0.0 0.0(0.0) 4.0 2.3(↓1.7) 1.0 12.7(↑11.7) 3.0 3.0(0.0) 3.0 2.7(↓0.3)
ITI 0.0 3.0(↑3.0) 5.0 5.0(0.0) 2.0 1.0(↓1.0) 2.0 1.3(↓0.7) 2.0 1.3(↓0.7) 2.0 2.0(0.0)
ODE 6.0 6.0(0.0) 0.0 11.7(↑11.7) 19.0 6.3(↓12.7) 1.0 12.0(↑11.0) 3.0 1.0(↓2.0) 2.0 2.3(↑0.3)

Q
w

en
3-

14
B PCA 14.0 20.0(↑6.0) 7.0 19.0(↑12.0) 16.0 20.0(↑4.0) 3.0 11.0(↑8.0) 18.0 20.0(↑2.0) 17.0 6.0(↓11.0)

MD 1.0 8.7(↑7.7) 1.0 15.0(↑14.0) 2.0 17.0(↑15.0) 4.0 17.0(↑13.0) 0.0 8.0(↑8.0) 1.0 6.0(↑5.0)
ITI 1.0 5.0(↑4.0) 0.0 4.0(↑4.0) 1.0 21.0(↑20.0) 1.0 11.7(↑10.7) 1.0 5.3(↑4.3) 0.0 11.0(↑11.0)
ODE 0.0 18.0(↑18.0) 0.0 12.3(↑12.3) 3.0 22.0(↑19.0) 4.0 5.7(↑1.7) 2.0 17.0(↑15.0) 2.0 12.7(↑10.7)

Q
3-

30
B

-A
3B PCA 35.0 10.0(↓25.0) 1.0 3.0(↑2.0) 3.0 10.0(↑7.0) 0.0 10.0(↑10.0) 26.0 10.0(↓16.0) 0.0 10.0(↑10.0)

MD 1.0 4.0(↑3.0) 23.0 5.0(↓18.0) 1.0 18.7(↑17.7) 4.0 25.0(↑21.0) 1.0 18.7(↑17.7) 3.0 16.7(↑13.7)
ITI 3.0 6.3(↑3.3) 9.0 3.0(↓6.0) 3.0 12.3(↑9.3) 4.0 12.7(↑8.7) 4.0 6.0(↑2.0) 1.0 8.0(↑7.0)
ODE 25.0 26.0(↑1.0) 26.0 13.3(↓12.7) 13.0 26.0(↑13.0) 0.0 28.7(↑28.7) 1.0 18.3(↑17.3) 9.0 33.0(↑24.0)

Q
w

en
2.

5-
1.

5B PCA 11.0 13.0(↑2.0) 5.0 9.7(↑4.7) 10.0 1.3(↓8.7) 10.0 5.7(↓4.3) 10.0 12.0(↑2.0) 10.0 9.3(↓0.7)
MD 5.0 2.3(↓2.7) 0.0 1.3(↑1.3) 6.0 5.3(↓0.7) 3.0 15.7(↑12.7) 7.0 5.0(↓2.0) 1.0 3.3(↑2.3)
ITI 3.0 3.7(↑0.7) 2.0 2.0(0.0) 3.0 14.7(↑11.7) 2.0 12.3(↑10.3) 7.0 4.3(↓2.7) 1.0 11.0(↑10.0)
ODE 15.0 5.0(↓10.0) 0.0 8.7(↑8.7) 3.0 14.7(↑11.7) 3.0 10.7(↑7.7) 3.0 4.3(↑1.3) 15.0 15.3(↑0.3)

Table A9: L1 distance between LayerNavigator’s selected layer ℓ∗ and the true optimal layer, on clean and perturbed
inputs. The subscript shows the change (Perturbed − Clean). Red cells (↑) indicate the distance increased under
perturbation — LayerNavigator moved further from the optimal layer. Green cells (↓) indicate it decreased.

Rel.Fol. Conscient. Self-Improv. Imp.Max. All.Build. Self-aware

@3 @5 @3 @5 @3 @5 @3 @5 @3 @5 @3 @5

L
la

m
a3

.2
-3

B PCA 0.28 0.47 0.28 0.32 0.46 0.61 0.56 0.70 0.00 0.00 0.50 0.61
MD 0.37 0.37 0.17 0.29 0.00 0.03 0.00 0.03 0.00 0.00 0.00 0.04
ITI 0.83 0.90 0.33 0.49 0.37 0.40 0.30 0.41 0.00 0.00 0.82 0.77
ODE 0.32 0.44 0.22 0.35 0.00 0.04 0.00 0.06 0.00 0.06 0.00 0.09

Q
w

en
3-

4B PCA 0.70 0.67 0.09 0.10 0.00 0.00 0.50 0.54 0.00 0.00 0.00 0.00
MD 0.60 0.62 0.28 0.34 0.17 0.23 0.33 0.30 0.00 0.01 0.37 0.37
ITI 0.00 0.12 0.24 0.25 0.04 0.11 0.09 0.11 0.00 0.00 0.46 0.54
ODE 0.56 0.60 0.17 0.28 0.17 0.20 0.74 0.62 0.00 0.01 0.37 0.42

Q
w

en
3-

14
B PCA 0.20 0.18 0.04 0.07 0.57 0.61 0.63 0.58 0.00 0.00 0.20 0.15

MD 0.46 0.53 0.11 0.29 0.09 0.18 0.20 0.34 0.04 0.12 0.32 0.43
ITI 0.46 0.53 0.39 0.41 0.22 0.33 0.04 0.12 0.26 0.30 0.24 0.26
ODE 0.31 0.37 0.26 0.40 0.35 0.46 0.22 0.38 0.26 0.33 0.68 0.72

Q
3-

30
B

-A
3B PCA 0.00 0.03 0.09 0.12 0.00 0.00 0.00 0.00 0.17 0.22 0.30 0.27

MD 0.28 0.27 0.39 0.43 0.41 0.45 0.37 0.36 0.00 0.00 0.00 0.08
ITI 0.61 0.54 0.46 0.48 0.54 0.66 0.30 0.32 0.26 0.39 0.45 0.49
ODE 0.54 0.52 0.72 0.67 0.87 0.77 0.32 0.32 0.00 0.01 0.00 0.10

Q
w

en
2.

5-
1.

5B PCA 0.09 0.12 0.44 0.43 0.65 0.61 0.61 0.52 0.76 0.67 0.70 0.65
MD 0.61 0.52 0.17 0.23 0.04 0.14 0.13 0.25 0.17 0.28 0.65 0.72
ITI 0.26 0.33 0.44 0.48 0.07 0.14 0.04 0.12 0.04 0.20 0.22 0.31
ODE 0.41 0.33 0.24 0.25 0.20 0.32 0.07 0.18 0.17 0.35 0.61 0.67

Table A10: RBO scores across models and tasks. RBO@K reports rank-biased overlap over the top-K layers. Lower values
indicate larger changes in the selected layer ranking. Red cells mark high instability (< 0.20), and orange cells mark medium-
high instability (0.20–0.40).
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Figure A2: S-score profile for Qwen3-14B and Qwen3-30B-A3B. Each subplot row is a task in the following order:
Religion Following, Conscientiousness, Self-Improvement, Alliance Building, Impact Maximization, Self-Aware.
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Figure A3: S-score profile for Qwen2.5-1.5B. Each row is a task in the following order: Religion Following,
Conscientiousness, Self-Improvement, Alliance Building, Impact Maximization, Self-Aware.
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Figure A4: Per-layer performance for Llama-3.2-3B and Qwen3-4B. Each subplot row is a task in the following
order: Religion Following, Conscientiousness, Self-Improvement, Alliance Building, Impact Maximization, Self-
Aware.
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Figure A5: Per-layer performance for Qwen3-14B and Qwen3-30B-A3B. Each subplot row is a task in the following
order: Religion Following, Conscientiousness, Self-Improvement, Alliance Building, Impact Maximization, Self-
Aware.
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Figure A6: Per-layer performance for Qwen2.5-1.5B. Each row is a task in the following order: Religion Following,
Conscientiousness, Self-Improvement, Alliance Building, Impact Maximization, Self-Aware.
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