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Abstract

Drone-based applications such as navigation,
inspection, and search depend on vision-
language models (VLMs) that can answer spa-
tial visual questions. The VLM faces three
challenging tasks: grounding each referenced
phrase to a scene object, choosing a viewpoint
for spatial relations, and verifying the relation
against accurate 3D geometry. In current frozen
VLMs, all three tasks happen inside a single
forward pass, and only the final answer is visi-
ble from outside. As a result, when that answer
is wrong, we cannot tell which task failed. To
address this, we introduce AeroVerifier, which
exposes each of these three tasks as an explicit
and checkable interface. Given a question,
AeroVerifier compiles it into an executable
typed program, runs the program over object-
level 3D evidence, and returns the program an-
swer together with stage-wise diagnostic sig-
nals to the base VLM as single-step revision
feedback. On a 1000-row Open3D-VQA sub-
set, both AeroVerifier’s program answer and
its revision feedback yield higher answer ac-
curacy than the Qwen2.5-VL-7B and GPT-5.4
API baselines.

1 Introduction

Drone-based applications such as navigation, in-
spection, and search require vision-language mod-
els (VLMs) that can answer visual question an-
swering (VQA) queries about aerial spatial scenes
(Zhang et al., 2025; Gao et al., 2024; Zhao et al.,
2025; Zha et al., 2026). These questions test ge-
ometric relations between objects, rather than the
location or orientation of a single object, includ-
ing distance, camera-relative direction, and fron-
t/behind/left/right relations in 3D space. Correct
spatial answers are important for target localiza-
tion, collision-free planning, and structured scene
description.

Although these questions appear simple, they are
difficult for a frozen VLM. The model must solve

three coupled tasks: ground each phrase to a scene
object, choose a viewpoint for the spatial relation,
and verify the relation using 3D geometry. Take

“Is the white car to the left of the lamppost?” as
an example: the model must first bind “the white
car” and “the lamppost” to the correct objects
in the aerial scene, where nearby cars, poles, or
small objects can create ambiguity. It must then
decide what “left” means, because the answer can
depend on whether the relation is interpreted from
the image plane, the drone viewpoint, or another
spatial frame. Finally, it must compare the two
objects’ 3D positions under that frame, since a
visually plausible 2D relation may not match the
actual geometric relation in 3D space. Any error in
these choices can easily flip the final answer.

However, in current frozen VLMs, all three tasks
occur opaquely within a single forward pass. Con-
sequently, only the final answer is visible, masking
the root cause of the failure. Thus, when the answer
is wrong, we cannot tell whether the failure came
from grounding, viewpoint choice, or geometry.
This opacity is especially problematic for aerial
VQA, where a wrong spatial convention can pro-
duce a fluent answer that appears plausible but is
geometrically false.

Existing work addresses this limited inter-
pretability in two main ways. While spatially spe-
cialized VLMs and 3D-aware language models
(Chen et al., 2024; Hong et al., 2023) improve accu-
racy via domain-specific finetuning, their language-
to-geometry mapping remains a black box. Open-
ended visual-programming and tool-use methods
(Gupta and Kembhavi, 2023; Surís et al., 2023;
Liang et al., 2023) expose intermediate computa-
tion, but their sampled free-form programs make
coordinate conventions hard to control.

We take a third route. Instead of training a
stronger model or sampling free-form programs,
AeroVerifier (Fig. 1) compiles each question into
a frame-committed typed program, executes it over
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Figure 1: AeroVerifier overview. Four representative aerial questions (top-left, color-coded by family) drive the
four-stage pipeline compile → plan evidence → execute → decide. The compiler commits a typed operator and
coordinate frame, then dispatches to provided 3D (benchmark captions and centers/extents) or reconstructed mask-
depth (CLIPSeg + SAM + aligned depth). The deterministic spatial executor returns an answer, trust diagnostics,
and a typed failure type, fed back to the base VLM for single-step revision. The right-hand cards illustrate three
outcome types: geometry override, keep VLM (under agreement or low-trust disagreement), and defer.

a unified object-level 3D evidence interface, and
returns the program answer with diagnostics as
single-step revision feedback. This turns spatial
answering from an implicit prediction problem into
an explicit verification problem.

Contributions.

• A frame-committed typed verifier is intro-
duced for aerial spatial questions. To resolve
semantic ambiguities, natural language queries
are parsed into compact typed programs, which
explicitly define the spatial operator, object ar-
guments, and coordinate frame. By committing
to a frame before execution, spatial relations are
evaluated under fixed geometric rules. This struc-
tural design ensures reproducibility and explicitly
isolates errors to either semantic parsing, frame
selection, or 3D geometry.

• A unified object-level 3D evidence interface is
introduced. Grounded objects are universally
represented as a unified tuple, comprising the
caption, 3D center, extent, bounding box, and evi-
dence quality. By mapping all raw sensory inputs
into this shared structure, the spatial executor
is designed to operate independently of the un-

derlying evidence source. Consequently, spatial
execution is fully decoupled from evidence con-
struction, allowing real-world deployment bottle-
necks to be directly measured.

• An executable diagnostic feedback mechanism
is developed to guide frozen VLM revision. In-
stead of merely outputting a program answer, the
verifier generates rich diagnostic signals, includ-
ing binding quality, margin strength, and struc-
tural consistency. These explicit reasoning traces
function as an evidence-grounded prompt injec-
tion. Consequently, frozen VLMs are provided
with concrete geometric facts for answer revi-
sion, successfully overcoming the limitations of
opaque, blind self-correction.

2 Related Work

Spatial VLMs and aerial benchmarks. Spatial
reasoning has been studied in both general VQA
benchmarks and 3D scene understanding. VQA,
CLEVR, GQA, and ScanQA (Antol et al., 2015;
Johnson et al., 2017; Hudson and Manning, 2019;
Azuma et al., 2022) separate recognition from com-
positional and geometric reasoning. Recent aerial
and embodied benchmarks, including Open3D-
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VQA, EmbodiedCity, UrbanVideo-Bench, and Air-
CopBench (Zhang et al., 2025; Gao et al., 2024;
Zhao et al., 2025; Zha et al., 2026), make viewpoint
conventions, depth ordering, and metric distance
central to the answer. Spatially specialized VLMs
and 3D-aware language models (Chen et al., 2024;
Hong et al., 2023) address this challenge with extra
supervision, 3D inputs, or model adaptation. Our
focus is different. Instead of training a stronger
aerial model, we expose the intermediate commit-
ments that a frozen VLM normally leaves implicit:
object binding, coordinate frame, evidence source,
and final answer routing.

Program-aided reasoning and tool use.
Program-aided methods translate model outputs
into code, module calls, or tool-use traces. Visual
Programming, ViperGPT, Toolformer, ReAct,
Chameleon, and Code-as-Policies (Gupta and
Kembhavi, 2023; Surís et al., 2023; Schick et al.,
2023; Yao et al., 2023; Lu et al., 2023; Liang
et al., 2023) are flexible because the model can
choose intermediate computations. For aerial
spatial VQA, however, this flexibility creates
risk. Sampled programs may change across runs.
Helper functions may encode unclear coordinate
conventions. Object grounding can also be mixed
with answer generation. AeroVerifier instead uses
a small typed operator language whose frame
semantics are fixed before execution. This limits
open-ended program synthesis, but it makes
every executable answer reproducible. It also
makes parse and evidence failures attributable to a
specific stage.

Selective prediction and confidence signals.
Our answer-selection layer is related to selective
prediction, calibrated self-knowledge, and process-
level supervision (Geifman and El-Yaniv, 2017; Ka-
davath et al., 2022; Lightman et al., 2024). These
areas study when a model should answer, revise,
or abstain. They often summarize reliability with
scalar confidence, self-assessment, or a learned re-
ward. In contrast, our diagnostics are tied to the
spatial computation itself. They measure binding
quality, object evidence quality, margin strength,
reciprocal consistency, perturbation stability, and
operator support. The goal is therefore twofold:
decide whether to trust an answer, and provide a
frozen VLM with concrete evidence for when a pro-
gram answer should replace its original response.

3 AeroVerifier

3.1 Overview and Task Formulation
AeroVerifier is built around the three contributions
above: a frame-committed typed verifier, a unified
object-level 3D evidence interface, and executable
diagnostic feedback for frozen VLMs. It makes
the language-to-evidence interface explicit through
four stages (Fig. 1): question compilation into a
typed program, frame-aware evidence planning,
deterministic execution, and diagnostic-guided an-
swer selection. Given an aerial image, a question,
the base VLM answer, and detected scene objects
with 3D positions and sizes, AeroVerifier checks
whether the question can be converted into an ex-
ecutable spatial program. If execution succeeds,
it decides whether the program answer should re-
place the VLM answer. Formally, given an aerial
image I , a question q, a base VLM answer yv, and
an evidence state

E = {(ci,µi, si, bi, ρi)}Ni=1, (1)

AeroVerifier decides whether q compiles into an
executable typed program. If it does, AeroVeri-
fier decides whether the program answer yg should
override yv. Here N is the number of evidence
objects. Each ci is an object caption, µi ∈ R3 is
a robust 3D center, si ∈ R3 is an object extent, bi
is an optional 3D bounding box, and ρi ∈ [0, 1] is
an evidence-quality score. The same tuple shape is
preserved across evidence regimes; only the source
of these fields changes.

This formulation operationalizes the three tasks
in the introduction. Object binding matches a
to elements of E . Spatial-frame commitment is
recorded in f . Finally, 3D-evidence verification
uses the fields in E . Because these choices are rep-
resented before execution, later errors can be traced
to a concrete stage instead of to an opaque model
answer. The key design is that these steps are not
tied to one evidence source or one VLM backbone.
The same typed program can execute over different
object-level 3D regimes, and the resulting answer
can be routed back to any frozen VLM as feedback.

The task families used by the compiler are sum-
marized in Tab. 1; LRUD denotes left/right/up/-
down image-plane relations.

3.2 Question Template Compilation
The compiler maps a question to a typed program

π = (t, ω, a, f, C), (2)
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Family Frame Operator(s) Answer Overall Exec. ∆ rand.

Agent metric agent-centric direction(A,agent) clock 82.04 82.04 −5.39
Agent relation agent-centric left(A,agent) yes / no 64.67 77.14 −48.50
Object LRUD image-plane left(A,B),

right(A,B)
yes / no 81.93 90.07 0.00

Object depth depth ordering front(A,B),
behind(A,B)

yes / no 55.09 89.32 0.00

Size compare semantic extent tall(A,B),
wide(A,B)

object choice 70.48 70.48 0.00

Numeric metric ground-metric distance(A,B),
height(A)

scalar 40.72 48.23 −6.59

Table 1: Task-family overview on the balanced Open3D-VQA split. Each family contains 166–167 rows. Overall
Acc. is verifier accuracy over all rows in the family, so parse and evidence failures count as wrong. Exec. Acc. is
conditional accuracy over rows that both parse and produce executable evidence. ∆ rand. is the change in Overall
Acc. when only the calibrated agent frame is replaced by a deterministic random egocentric/allocentric flip; 0
indicates families whose operators do not depend on that frame choice.

where π is the compiled program, t is the relation
family, ω is the operator, a = [a1, . . . , aK ] is the
list of K natural-language object arguments, f is
the committed coordinate frame, and C is an op-
tional choice set for multiple-choice questions.

The compiler first routes a question to a family
using template metadata and surface cues. It then
extracts typed arguments and commits a coordinate
frame (agent-egocentric, object-relative, or depth-
ordering) according to the relation expressed. Once
f is fixed, the downstream geometric interpretation
is deterministic. The headline configuration uses
the template parser. A constrained GPT-5.4 API
JSON parser gives higher validity but lower end-to-
end verifier accuracy on this benchmark.

3.3 Frame-Aware 3D Evidence Construction

This stage implements the unified object-level 3D
evidence interface. It produces the evidence state E
of Eq. 1 and aligns the evidence to the frame fixed
in §3.2. The important point is that all evidence
regimes fill the same tuple shape. We first describe
how each object tuple is constructed from raw in-
puts. We then describe how the spatial signal is
selected for the committed frame.

Constructing the object tuple. Both evidence
regimes use the same tuple (ci,µi, si, bi, ρi). They
differ only in where the 3D points come from.
In the provided regime, points are read from the
benchmark’s per-object segmented point clouds.
In the deployment-realistic reconstructed regime,
no benchmark 3D is used. Instead, each program
argument becomes a text phrase. CLIPSeg (Lüd-
decke and Ecker, 2022) grounds the phrase to a
soft region (threshold 0.45), and the Segment Any-
thing Model (SAM) vit_h (Kirillov et al., 2023)
refines the region into a mask. The masked pixels

of the released aligned depth map are then back-
projected into a per-object point cloud through a
pinhole camera with horizontal field of view 90◦,

p(u, v) = d(u, v)K−1[u, v, 1]⊤, (3)

where p(u, v) ∈ R3 is the back-projected 3D point
for pixel (u, v), d(u, v) is the aligned depth at that
pixel, and [u, v, 1]⊤ is the homogeneous pixel co-
ordinate transformed by the intrinsic matrix K. Be-
cause Open3D-VQA does not release per-image
intrinsics, we assume a fixed-FOV pinhole camera
and conservatively gate metric queries (§3.5). From
the resulting points, the robust center µi is the per-
axis median. The extent si and box bi are read from
the 2nd–98th percentile bounds. The quality score
ρi = 1−exp(−Ni/500) grows with the number of
valid points Ni and is down-weighted by ground-
ing confidence in the reconstructed regime. Thus,
the tuple shape is preserved across regimes; only
its source varies (Fig. 2).

Selecting the frame-aligned signal. Given the
tuple, the executor must still read it under the com-
mitted frame. We call this frame-aligned selection
viewer-frame planning. For provided 3D, it selects
calibrated centers, extents, and per-operator pro-
jection checks. For reconstructed mask-depth, it
uses image-plane centroids for LRUD and agent-
relative relations. It also treats smaller aligned
depth as closer for front/behind, and routes metric
queries through the guarded pathway when scale is
unreliable. In short, compilation decides what the
question means, while this step decides how the
available evidence should instantiate that meaning.

Each natural-language argument aj is bound
to the evidence object with the highest lexical-
overlap score ϕlex. This score combines phrase
coverage with stop-word-stripped Jaccard at weight
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Figure 2: Constructing one object’s evidence tuple. In the reconstructed regime (top), a program-argument phrase
is grounded by CLIPSeg, refined by SAM, and back-projected from the aligned depth map via Eq. 3 (pinhole
camera, 90◦ FOV, no per-image intrinsics). In the provided regime (bottom), the benchmark point cloud enters
at the same node. Both paths produce the same tuple fields: caption, robust center, extent, optional 3D box, and
evidence quality.

α = 0.55 (formal definition in App. C). We
freeze α on a disjoint 200-row development split,
which also fixes the override thresholds in Tab. 9.
Binding error changes by less than 1 pp across
α ∈ {0.40, . . . , 0.60}.

3.4 Typed Program Execution

Execution proceeds in three deterministic steps.
First, the bound evidence object o∗j is retrieved
for each argument aj . Second, the program is
dispatched according to the committed frame f ,
which may be viewer-relative, agent-egocentric,
object-relational, ground-metric, or semantic-
extent. Third, the operator is executed over the
resulting frame-aligned evidence state.

For binary qualitative relations, we abstract ex-
ecution as a signed margin between two bound
objects oa and ob:

mω(oa, ob; f) = wω(f)
⊤(µa − µb), (4)

where oa and ob are the two bound objects, and
µa and µb are their centers. The vector wω(f) ∈
{−1, 0,+1}3 selects the signed axis implied by
operator ω under frame f . The executed verdict is

ẑω = I[mω > 0], (5)

where I[·] is the indicator function. This verdict is
used directly for yes/no relations and is mapped to
the appropriate textual answer for object-choice or
labeled options. To avoid over-trusting near ties,
we also compute a bounded strength score

qmargin = 1− exp(−|mω|/2). (6)

Its threshold is fixed on a disjoint development split.
Size operators use semantic extents derived from
s rather than centers µ. Metric operators return
scalar distances or extents. Projection agreement,
reciprocal consistency, and counterfactual stability
are evaluated as additional diagnostics (App. C).

3.5 Diagnostics and Answer Selection
The final stage turns deterministic execution into
diagnostic feedback for the frozen VLM. We treat
per-image evidence as a spatial graph whose nodes
are evidence objects and whose edges are determin-
istic spatial relations. A typed program is a query
over this graph that returns three outputs: a candi-
date program answer yg, a typed failure mode, and
a six-dimensional diagnostic vector

κ(π, E) = (qbind, qobj, qmar, qrec, qcf , qop) (7)

measuring argument-binding quality, per-object ev-
idence quality, signed-margin strength, reciprocal
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consistency, counterfactual stability, and operator
support (App. C). We average these into a graph-
evidence score

C(π, E) = 1

6

∑

k

κk ∈ [0, 1]. (8)

Projection agreement and family-specific hard rules
are checked separately, and the final fusion policy
combines C with the operator-specific trust score.

The rule-fusion policy emits yg only when exe-
cution succeeds, graph evidence and operator trust
are sufficient, and the family-specific rule clears
its threshold. Otherwise, AeroVerifier keeps the
base answer yv or defers in conservatively gated
numeric cases. All thresholds are frozen on a held-
in split disjoint from evaluation. The pipeline is
deterministic given E and q: no language-model
sampling occurs after compilation.

4 Experiments

4.1 Setup

The experiments test three core design choices:
the frame-committed typed verifier, the unified
object-level 3D evidence interface, and executable
diagnostic feedback for frozen-VLM revision. We
first measure the verifier under controlled evidence,
then test VLM revision, and finally analyze which
evidence source limits deployment.

Datasets and evidence regimes. We evaluate on
Open3D-VQA using a 1000-row balanced subset.
The subset is stratified across the six families in-
troduced in §3.2. For cross-benchmark transfer,
we use 807 AirCopBench Sim3/5/6 multi-UAV
multiple-choice rows with benchmark-native se-
mantic fields. The primary controlled setting is
provided evidence. It includes the red-green-blue
(RGB) image, question, base VLM answer, and
Open3D-VQA object captions, centers, extents,
and view metadata. We also evaluate reconstructed
mask-depth evidence on the same rows. Mask-
depth 3D reconstructs object-level 3D from phrase-
grounded masks and the aligned depth map (§3.3),
without using benchmark point clouds. AeroVeri-
fier requires no task-specific training and is applied
directly to the base VLM answer.

Compared methods. On the same 1000 matched
rows, we compare AeroVerifier with four groups of
methods: image-only Qwen2.5-VL-7B and GPT-
5.4 API, prompt baselines with serialized 3D and

chain-of-thought, generated-program baselines (Vi-
sual Programming, Code-as-Policies-style, and
ViperGPT-style Python), and AeroVerifier’s deter-
ministic answer and single-step revision. Revision
uses a matched VLM-call budget; frame ablations
are in Tab. 4, with supporting diagnostics in App. F.
All VLMs use deterministic decoding.

Metrics and compute. Beyond accuracy, we re-
port fix/harm counts, McNemar tests with Cohen’s
h, per-family accuracy, the Overall-vs-Executable
gap, and typed failure modes. Every revision
condition uses exactly two base-VLM forward
passes per row. The executor is deterministic CPU
Python with negligible per-row cost; full settings
and matcher validation are in App. E–E.1.

4.2 Evidence Interface Ceiling

With benchmark captions and object-level 3D, Ta-
ble 2 holds evidence fixed while comparing spatial
commitment and execution. Under provided 3D,
AeroVerifier reaches 68.70%, above GPT-5.4 API
prompt (51.10–51.90%) and generated-program
(40.20–54.30%) baselines, and Qwen2.5-VL-7B
prompt (32.30–34.70%) and generated-program
(11.80–35.70%) baselines. Under mask-depth it
reaches 45.70%, close to the strongest GPT-5.4
API open-program baseline (45.50%). These re-
sults support the typed-verifier design: when frame
semantics and execution are fixed, it is more reli-
able than prompting or sampled programs over the
same evidence.

With verifier feedback, GPT-5.4 API reaches
45.60/40.40% and Qwen2.5-VL-7B 36.00/28.60%
under provided/mask-depth 3D; under mask-depth,
weaker generated-program interfaces leave up to
80.3% Unknown or empty outputs.

Scale check. The same six-family protocol is
also evaluated on a larger balanced split with
benchmark-provided 3D evidence and the same
verifier-centric answer-selection policy. Table 3
reports the result separately from the matched com-
parison above.

Frame commitment is important. Adding axis
calibration and agent-frame dispatch raises deter-
ministic program-only accuracy from 56.20% to
68.70% (+12.50 pp; Tab. 4). Replacing only the
calibrated agent frame with a deterministic ran-
dom egocentric/allocentric flip lowers accuracy by
10.1 pp. The per-family ∆ rand. column of Tab. 1
shows that this loss is concentrated in agent-frame-
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GPT-5.4 API Acc./Unk. (%) Qwen2.5-VL-7B Acc./Unk. (%)

Method Provided 3D Mask-depth Provided 3D Mask-depth

Prompt-only baselines
Image-only 35.20 / 1.5 21.80 / 0.0
Serialized 3D prompt 51.90 / 7.0 42.30 / 19.4 34.70 / 0.0 34.00 / 0.8
Chain-of-thought (Wei et al., 2022) 51.10 / 8.0 42.80 / 20.3 32.30 / 0.0 29.70 / 0.4

Generated-program baselines
Visual Programming (Gupta and Kembhavi, 2023) 40.20 / 11.9 35.20 / 25.6 11.80 / 77.1 8.70 / 80.3
Code-as-Policies-style (Liang et al., 2023) 42.70 / 11.6 36.10 / 23.1 35.70 / 16.4 30.30 / 30.0
ViperGPT-style Python (Surís et al., 2023) 54.30 / 2.2 45.50 / 13.2 35.30 / 15.5 29.50 / 25.7

Typed verifier
AeroVerifier program answer 68.70 / 3.4 45.70 / 12.7 68.70 / 3.4 45.70 / 12.7
Program-guided revision 45.60 / 1.3 40.40 / 1.1 36.00 / 0.0 28.60 / 30.6

Routing oracle 78.70 / n/a 59.20 / n/a 77.20 / n/a 56.10 / n/a

Table 2: Backbone-matched comparison on the balanced 1000-row Open3D-VQA subset. Cells report Acc./Unk.
(answer accuracy / fraction of Unknown or empty outputs) under benchmark-provided 3D and reconstructed mask-
depth evidence (§3.3). Prompt-only baselines answer from the image and/or serialized evidence; generated-program
baselines generate and execute a program over the same object-level evidence. AeroVerifier program answer is the
fixed deterministic verifier-centric answer-selection output; Tab. 1 reports raw per-family verifier accuracy before
this routing. It uses no new LM call and is therefore identical across backbones; the revision row is a separate
two-pass adoption test of whether each frozen VLM uses verifier feedback, with mask-depth paired fix/harm in
Tab. 5. Routing-oracle rows are counterfactual upper bounds rather than deployed outputs, so their Unk. entry is not
applicable and is shown as n/a.

Setting Rows Acc. (%)
Fix vs.

base (%)
Harm vs.
base (%)

Qwen image-only 30,000 20.57 – –
AeroVerifier (provided 3D) 30,000 65.87 46.97 1.67

Table 3: Auxiliary scale check. Balanced Open3D-
VQA results with 5,000 rows per spatial family, using
benchmark-provided 3D evidence and the same verifier-
centric answer-selection policy as the main provided-
3D result. Fix and harm are percentages relative to the
Qwen2.5-VL-7B image-only base.

sensitive families, rather than object–object rela-
tions. Therefore, the gain comes from the first
contribution: committing the correct spatial con-
vention before execution, not only from exposing
3D coordinates.

4.3 Typed Programs as VLM Feedback

We next evaluate the deployment-realistic case.
This experiment connects the second and third
contributions: the verifier must work with recon-
structed object-level 3D evidence, and the frozen
VLM must decide whether to adopt the verifier’s
diagnostic feedback. Here, the verifier uses recon-
structed mask-depth evidence and returns its output
to the base VLM as single-step revision feedback.
The no-program control receives only the image,
question, and original VLM answer. The program-
guided variant additionally receives the executed

Variant Axis Agent Scale Program Acc. Inc. ∆

No frame calibration – – – 56.20 –
+ axis ✓ – – 61.10 +4.90
+ axis + agent (ours) ✓ ✓ – 68.70 +7.60
+ axis + agent + scale ✓ ✓ ✓ 67.60 −1.10

Table 4: Frame-commitment ablation on the same
1000 provided-evidence rows. Program Acc. is deter-
ministic program accuracy with no VLM call; parser,
provided 3D evidence, executor, and matcher are held
fixed; only axis calibration, agent-frame dispatch, and
optional metric-scale calibration vary. The per-family
random-frame counterfactual is reported in the ∆ rand.
column of Tab. 1.

typed-program answer and its diagnostics (App. B),
but never the gold label.

In the budget-matched revision setting, program-
guided revision tests whether executed geome-
try and diagnostics can improve frozen VLMs.
Under deployment-realistic mask-depth, it raises
Qwen2.5-VL-7B from 21.80% to 28.60% and
GPT-5.4 API from 35.20% to 40.40%. Image-
only self-revision gives smaller and less consistent
changes (+4.40 pp on Qwen2.5-VL-7B; −1.20 pp
on GPT-5.4 API). With provided 3D, the same
protocol reaches 36.00% on Qwen2.5-VL-7B and
45.60% on GPT-5.4 API. Table 5 shows that mask-
depth program-guided revision produces more fixes
than harms on both backbones.
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Backbone Revision ∆pp Fix Harm

GPT-5.4 API self-rev. −1.20 48 60
prog.-guided +5.20 90 38

Qwen2.5-VL-7B self-rev. +4.40 123 79
prog.-guided +6.8 124 57

Table 5: Paired feedback statistics on the same
1000 Open3D-VQA rows under reconstructed mask-
depth evidence. ∆ pp is the paired accuracy gain over
the base VLM. Fix/Harm count rows the base VLM gets
wrong/right that the revision corrects/regresses. Bold
marks program-guided revision; significance tests and
effect sizes are reported in App. F.

Backbone ∆ pp Fix Harm McNemar p

Qwen2.5-VL-7B +1.30 62 49 0.25
GPT-5.4 API −1.30 1 14 9.8 × 10−4

Table 6: Compile-without-execute control. The typed
program is retained but its executed answer and diag-
nostics are withheld.

The executor, not the typed-program text, ac-
counts for the feedback gain. We test a compile-
but-don’t-execute control. In this control, the
typed program and reliability note remain, but
the program answer and diagnostics are blanked.
Qwen2.5-VL-7B shifts only +1.30 pp, with 62
fixes and 49 harms (McNemar p = 0.25). GPT-
5.4 API shifts −1.30 pp, with 1 fix and 14 harms
(McNemar p = 9.8 × 10−4). Both results are far
below the full program-guided gains. Thus, the
gains come from executed evidence rather than
from program text as extra context.

Corrupted evidence. Table 7 reports provided-
3D perturbations without extra VLM/API calls.

4.4 Cross-Benchmark Protocol Replication
On 807 AirCopBench Sim3/5/6 rows with
benchmark-native semantic fields, deterministic
execution reaches 61.59%, while program-guided
revision raises Qwen2.5-VL-7B from 44.24% to
60.72% and GPT-5.4 API from 50.19% to 71.75%.

4.5 Error Analysis
Errors follow a clear pattern. In total, 75.1% of
rows produce no failure. The remaining 24.9%
are dominated by parse errors (11.7%) and pro-
jection inconsistencies (11.3%). Depth questions
are limited by parser and projection availability
rather than the executor, as shown by the Overall-
vs-Executable gap of 34.2 pp in Tab. 1. The nu-
meric family remains weakest at 48.23% on parse-

Corruption
GPT-5.4

base
Qwen2.5-VL-7B

base

5% center perturbation −3.30 −3.30
20% extent perturbation −1.10 −1.10
20% label swaps −2.40 −2.40
20% object dropout −8.90 −10.40

Table 7: Evidence-corruption audit. Accuracy change
(percentage points) from clean provided 3D.

successful rows, where the conservative policy of-
ten defers. Full breakdown in Tab. 12; qualitative
examples in App. D.

This pattern separates two bottlenecks: parsing
and frame agreement determine whether a program
can execute, while evidence quality determines
whether its result is trustworthy. The matched con-
trols therefore support treating perception and veri-
fication as separate deployment stages.

Executable-row scores therefore isolate geomet-
ric reasoning, while all-row accuracy also reflects
parser and evidence availability.

5 Conclusion

This study aims to enable the reliable deployment
of aerial spatial VQA in drone-based navigation,
inspection, and search. In such domains, spatial
predictions must be not only geometrically accu-
rate but also explicitly attributable to concrete vi-
sual evidence. The central challenge is that frozen
VLMs combine object grounding, viewpoint selec-
tion, and 3D geometric verification into a single
opaque answer, making failures difficult to diag-
nose or correct.

To address this problem, we introduce AeroVer-
ifier, an explicit spatial verification framework for
frozen VLMs. On Open3D-VQA, its program an-
swer reaches 68.70% accuracy with benchmark-
provided 3D and 45.70% with reconstructed mask-
depth evidence, outperforming prompt-only and
generated-program baselines. As single-step re-
vision feedback, program-guided revision raises
Qwen2.5-VL-7B from 21.80% to 28.60% and
GPT-5.4 API from 35.20% to 40.40% under recon-
structed mask-depth evidence. The same pattern is
reproduced on AirCopBench. These results show
that explicit, evidence-based verification can im-
prove aerial VQA reliability without retraining the
underlying VLM, while object-level RGB-to-3D
evidence construction remains the main deploy-
ment bottleneck.
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Limitations

Our evaluation focuses on Open3D-VQA and Air-
CopBench Sim3/5/6. These two benchmarks pro-
vide structured spatial evidence, which enables the
controlled paired comparisons used in this paper.
Extending the interface to broader free-form aerial
or video questions would require new parsers and
operators. In the reconstructed-evidence setting,
Open3D-VQA does not release per-image intrin-
sics. Therefore, metric-scale answers are treated
conservatively. Mask, depth, and grounding errors
can also degrade the object tuples consumed by the
verifier, and remain the main bottlenecks for RGB-
only deployment. Finally, all headline runs use
deterministic decoding on fixed evaluation splits.
The reported numbers should therefore be read as
controlled paired comparisons, not as estimates
over many decoding seeds.

Ethics Statement

This work uses existing aerial and embodied VQA
benchmarks, Open3D-VQA (Zhang et al., 2025)
and AirCopBench (Zha et al., 2026), together with
publicly released CLIPSeg (Lüddecke and Ecker,
2022) and SAM (Kirillov et al., 2023) checkpoints.
We collect no new imagery, annotations, person-
ally identifying information, or human-subject data.
The verifier is intended as a reliability layer for
benchmark analysis, not as an autonomous nav-
igation or surveillance system; real-world aerial
deployment would require separate safety, privacy,
and domain calibration review.
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A Data Selection and Scoring

Balanced selection. The verifier evaluation uses
a 1000-row balanced subset from the Open3D-
VQA evaluation pool, stratified across the six spa-
tial families of Tab. 1 with 167 rows each for Agent
metric, Agent relation, Numeric metric, and Object
depth, and 166 rows each for Object LRUD and
Size compare. Selection uses fixed seed, contains
no duplicate question texts, and preserves scene
coverage.

Split Rows Coverage

Open3D-VQA balanced 1,000 Wuhan 336; Campus 334; Residence 330
AirCopBench Sim3/5/6 807 multi-UAV multiple choice

Table 8: Evaluation splits. The Open3D-VQA split is
fixed, balanced across six spatial families, and contains
no duplicate question text.

The six Open3D-VQA families are balanced to
166–167 rows each (Tab. 1); AirCopBench is evalu-
ated separately because its benchmark and evidence
schema differ.

Scene coverage. The balanced split spans Em-
bodiedCity/Wuhan (336 rows), UrbanScene/Cam-
pus (334), and UrbanScene/Residence (330). The
AirCopBench replication in §4.4 is kept separate
because it swaps both the benchmark and the
structured-evidence source.

Answer matching. Because answers include
yes/no predicates, object phrases, choice labels,
and numeric strings, evaluation uses answer-type-
specific normalization rather than raw string equal-
ity. The same approximate matcher is used for
Qwen2.5-VL-7B, GPT-5.4 API baselines, and veri-
fier outputs. It normalizes multiple-choice prefixes,
handles yes/no polarity, and tolerates lexical over-
lap for open object names. Numeric answers are
still treated conservatively because small metric
deviations can fail strict benchmark-style scoring.
This is why numeric guarded rows are reported
separately.

B Prompt Templates

All VLM baselines use deterministic decoding
where supported. We retain only the two prompt
forms most needed to interpret the main results:
the benchmark-native image-only prompt and the
program-guided revision prompt. The remaining
variants differ only in which structured fields are
exposed to the model and are summarized after the
quoted templates.

Original Open3D-VQA image-only prompt.
The matched GPT-5.4 API and Qwen2.5-VL-7B
image-only baselines use the original benchmark
instruction below, followed by the question.

You are an assistant who perfectly answer ques-
tion in urban environment. Only based on the im-
age, you should directly answer the height, width,
volume and distance question with exact number
Answer the distance without output intermediate
process. You should answer the direction ques-
tion in the direction of the clock with taking your
front as 12 o ’clock, your left as 9 o ’clock, and
your right as 3 o ’clock.
Question: {question}

Program-guided revision prompt (Open3D-
VQA). The program-guided revision prompt
used in our experiments is shown below. The user
message contains the RGB image followed by this
text. The answer schema note is filled according to
the question type, and the reliability note is gener-
ated by the verifier as strong, moderate, or weak.

You are revising one aerial spatial VQA answer.
Use the image and the structured feedback below.
Return only the final answer. Do not explain.
Output rules:
1. {answer_schema_note}
2. Do not output A.xxx, B.xxx, C.xxx, or
D.Unknown unless the original question
explicitly lists A/B/C/D options.
3. If Program answer is UNKNOWN, output the
Original answer exactly.
4. If Reliability is weak, keep the Original answer
unless the image and program clearly support a
simple yes/no relation.
5. If Program answer is reliable and directly
contradicts the Original answer, revise to the
Program answer. Otherwise keep the Original
answer.
Question: {question}
Original answer: {original}
Program family/operator: {family} / {opera-
tor}
Program answer: {program_answer}
{reliability_note}
Evidence summary:
- object 0: {caption}; bbox={bbox};
pseudo_center={center}; quality={quality}
. . . (up to 3 grounded objects)
Final answer:

Other prompt variants. The self-revision con-
trol reuses the same answer-schema constraints but
omits the program answer, reliability note, and evi-
dence summary. Thus, any gain must come from re-
inspecting the image alone. The true structured-3D
baseline serializes the same object-level geometry
consumed by the executor and asks the VLM for a
direct final answer. The AirCopBench prompts mir-
ror the same three conditions: base, self-revision,
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and program-guided revision. They use a text-only
multiple-choice schema with one option per line.
Full prompt strings remain in the released code.

C Spatial Operators

Object binding and execution. Argument
phrases aj are bound to evidence objects oi by
argmax lexical-overlap scoring,

ϕlex(aj , ci) = α cov(aj , ci)

+ (1− α) J(aj , ci),
(9)

with cov phrase coverage, J Jaccard over stop-
word-removed token sets, and α = 0.55; zero
score triggers object_match_error. For binary
relations the executor computes a signed margin
mr = wr(f)

⊤(pA − pB) along the dispatched
axis: r̂ (right) for LRUD, û (up) for above/below, f̂
(forward) for front/behind. Reciprocal consistency
checks that the swapped relation flips sign; the ex-
ecutor also evaluates a top-down projection and
records projection_inconsistency when frame
interpretations disagree.

Agent-relative, size, and metric programs.
Agent-relative questions replace pB with the cam-
era/view origin p0. Clock-direction quantizes the
horizontal angle of (pA − p0) to the nearest clock
sector. Size operators consume the object extent
s = (w, d, h) rather than the center: height uses h,
width uses max(w, d), thinness min(w, d), generic
size uses footprint wd or volume wdh. Metric pro-
grams report ∥pA − p0∥2 or ∥pA − pB∥2 and are
gated by the conservative-numeric policy because
small calibration errors flip strict numeric evalua-
tion.

Operator-specific trust score. The verifier emits
an operator-specific trust score as the conservative
minimum over its inputs,

τ = min
(
ϕlex(a1), ϕlex(a2), ρmin, qmar

)
, (10)

where ρmin = minj ρi∗j is the minimum quality
over bound objects, qmar is the bounded margin
strength defined in §3.4, and object–object relations
additionally fold in a projection-agreement factor
0.85 + 0.15 qproj on qmargin. Agent-relative, trans-
formation, and metric operators drop qmargin when
the operator returns a scalar rather than a signed
predicate. After graph attachment, the fusion pol-
icy uses the post-graph trust 1

2(τ+C(π, E)), which
is the τ threshold consumed by Tab. 9.

Counterfactual stability. For object–object rela-
tions with an opposite operator ω̄, qcf in Eq. 7 av-
erages reciprocal consistency, argument-swap con-
sistency, near-tie stability 1− exp(−|mω|), and an
extent-aware perturbation score |mω|/(|mω|+ ε).
We set ε = 0.05 max(s

(k)
a , s

(k)
b , 1) along the dis-

patched axis k, clip the mean to [0, 1], and use
qcf = 1 for resolved non-opposite operators.

Override rules. Projection agreement, graph ev-
idence, and counterfactual stability are checked
before the family-specific thresholds in Tab. 9. Un-
supported operators are blocked by the family gate,
so the rule-fusion policy never overrides when
qop = 0. All thresholds are frozen on a held-in
dev split.

Condition Decision rule

Default row τ ≥ 0.75 and graph evidence ≥
0.60

Tiny-margin predicate defer if |m| < 0.1
Metric/transformation τ ≥ 0.90, graph evidence ≥ 0.70,

stability ≥ 0.70
Object-agent direction τ ≥ 0.90, graph evidence ≥ 0.70,

stability ≥ 0.70
Size rows τ ≥ 0.80, graph evidence ≥ 0.60,

margin ≥ 0.1
Unsupported / failed keep VLM or defer

Table 9: Override rules used by diagnostic-guided
answer selection. The default row applies to ordinary
qualitative relations after execution succeeds. Metric,
direction, and size rows use stricter thresholds because
these families are more sensitive to scale, frame, or near-
tie margins. Unsupported or failed programs never force
a geometry answer; they keep the base VLM answer or
defer.

Routing behavior. The policy is deliberately
asymmetric: high-confidence, operator-supported
geometry may override, whereas low-trust, incom-
plete, or frame-ambiguous cases retain the base
VLM answer. Numeric and agent-relative rows use
the strictest gates because scale or viewpoint errors
can change the meaning of an otherwise plausible
relation. Thus, τ is an operational routing score
rather than a calibrated probability; it prevents un-
supported program outputs from forcing a revision.
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D Qualitative Traces

Figure 3 shows one compact verifier trace, and
Figure 4 lists the released trace fields.

Figure 3: Two Wuhan qualitative examples. Each
trace shows how a question is bound to object evidence,
compiled into a typed spatial program, executed under
the committed frame, and then routed to a final keep
or override decision. The examples illustrate both the
program answer and the diagnostic information exposed
to the frozen VLM.

Trace fields exposed in the released JSONL. Each veri-
fier trace records: (i) the evidence tuple used for execution;
(ii) the bound object phrases and matched evidence en-
tries; (iii) the typed program instantiated from Eq. 2; (iv)
diagnostic fields such as trust, margin, and failure type;
and (v) the final override/keep decision. This compact
boxed summary replaces the full rendered trace panel in
the appendix.

Figure 4: Compact trace summary. The released
JSONL trace exposes the same fields used by the execu-
tor and answer-selection rule, including the evidence
tuple, bound objects, typed program, trust scores, mar-
gin values, failure type, and final routing decision. This
makes verifier failures auditable without rerunning the
VLM.

E Implementation Details

Local Qwen2.5-VL-7B inference uses greedy de-
coding (do_sample=False, max_new_tokens=64)
on a single RTX 4090. The GPT-5.4 API re-
sults are obtained through a commercial OpenAI-
compatible API endpoint, using the provider’s
gpt-5.4 model identifier available at the time of
our experiments. We treat this as a fixed API-
backed proprietary VLM baseline rather than as a
locally reproducible checkpoint. All API calls use
deterministic settings where exposed by the service
(temperature=0, top_p=1) and a fixed per-row
seed; prompts, normalized outputs, and run meta-
data are logged for audit and will be released with
the code where permitted by the API terms. Split
identifiers, evidence traces, decoding settings, cal-
ibration files, and evaluation scripts will also be

released where permitted by the API and dataset
terms. The verifier itself is deterministic Python
with no sampling.

Reconstructed mask-depth evidence.
The reconstructed regime of §3.3 uses
CIDAS/clipseg-rd64-refined for phrase
grounding (a soft mask is thresholded at
max(0.45, µ + σ) over the probability map, with
a top-quantile fallback for weak activations) and
SAM vit_h box-prompt refinement (the highest
predicted-IoU mask of the multi-mask output,
falling back to the detector box when no mask
is returned). The back-projection of Eq. 3 uses
Open3D-VQA’s released aligned depth maps (one
.npy per RGB frame, same resolution) and a
pinhole intrinsic with horizontal field of view 90◦,
principal point at the image center, and unit depth
scale; pixels that are non-finite, non-positive, or at
the sentinel value (≥ 65000) are discarded, and at
most 20000 valid pixels per object are kept. The
robust statistics (µi, si, bi, ρi) are computed by the
same routine used for the provided point clouds.

E.1 Matcher Validation
On a 200-row random sample (seed 42), the deter-
ministic approx_correct matcher agrees with an
independent GPT-5.4 API judge on 192/200 rows
(96.0% agreement; Cohen’s kappa = 0.919) and
reaches 54.50% accuracy under a 25% numeric
tolerance. The eight disagreements split between
adjacent clock-direction false positives and uncov-
ered yes/no synonyms; the summary is in Tab. 10.

Metric Value

Sample size 200
Matcher accuracy 54.50%
Agreement 192/200 (96.0%)
Cohen’s κ 0.919
Disagreements 8

Table 10: Matcher validation. Numeric answers use
a 25% relative tolerance; multiple-choice answers use
exact labels.

Scope of agreement. This validation tests the
scoring mechanism rather than the VLM or execu-
tor. The same matcher is used for every compared
answer source, so residual boundary cases are ap-
plied consistently across methods. We retain exact
matching for multiple-choice responses and reserve
the numeric tolerance for metric outputs, avoid-
ing comparisons between semantically different
answer types as if they were raw strings.
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F Additional Diagnostics

This appendix collects the quantitative diagnostics
that support the main evidence-interface claims.
The scale and corruption tables are placed in the
main text because they directly support the rebuttal
claims; the following tables provide supporting
implementation and failure diagnostics.

F.1 Efficiency and Failure Diagnostics
The following tables report the executor efficiency
profile and typed failure distribution.

Task s/row CUDA (GiB) RSS (MiB)

AeroVerifier exec. (provided 3D) 0.0013 0 78
Qwen image-only 0.5449 16.58 4737
Qwen + 3D prompt 0.3783 18.61 4737
Qwen ViperGPT-style 0.4848 18.65 4737

Table 11: Efficiency profile. Timings exclude mask-
depth perception.

Failure type N %

null (no failure) 751 75.1
parse_error 117 11.7
projection_inconsistency 113 11.3
object_match_error 15 1.5
frame_transformation_risk 4 0.4

Table 12: Failure-type distribution on the balanced
Open3D-VQA subset. Most rows execute without a
typed failure. The remaining failures are dominated by
parser coverage and projection consistency, rather than
by unsupported operators. This explains the Overall-
vs-Executable gaps in Tab. 1 and motivates improving
parsing and object-level evidence construction.

F.2 Corrupted-Evidence Stress Test
The complete corrupted-evidence table is reported
in Tab. 7; it is kept in the main text because it
directly supports the deployment-bottleneck claim.
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