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Abstract

Retrieval-augmented agents can query external
evidence, yet their reliability in multi-step rea-
soning remains limited: noisy retrieval may
derail multi-hop question answering, while
outcome-only reinforcement learning provides
credit signals that are too coarse to optimize
intermediate steps. To address these limi-
tations, we propose EVALACT (Evaluate-as-
Action), which converts implicit retrieval qual-
ity assessment into an explicit action and en-
forces a coupled Search-to-Evaluate protocol
so that each retrieval is immediately followed
by an explicit evaluation score, yielding pro-
cess signals aligned with the interaction tra-
jectory. To leverage these signals, we intro-
duce Process-Calibrated Advantage Rescaling
(PCAR), a GRPO-based optimization method
that rescales advantages at the segment level
according to evaluation scores, emphasizing re-
liable segments while updating uncertain ones
conservatively. Experiments on seven open-
domain QA benchmarks show that EVALACT
achieves the best average EM across multiple
model scales, with the largest gains on multi-
hop tasks. Ablations verify that the explicit
evaluation loop drives the primary improve-
ments, while PCAR provides consistent ad-
ditional benefits. Code is available at https:
//github.com/DBMing/EvalAct.

1 Introduction

Large language model (LLM) agents have shifted
automated reasoning from passive response gen-
eration to autonomous problem solving, where
models plan, interact with external tools, and it-
eratively refine their beliefs across multi-step tra-
jectories (Yao et al., 2022; Schick et al., 2023).
Retrieval-augmented generation (RAG) further ex-
tends this capability by grounding decisions in ex-
ternal evidence, enabling open-domain question
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answering beyond the limits of parametric knowl-
edge (Lewis et al., 2020; Guu et al., 2020). How-
ever, as queries shift from single-hop factoids to
multi-hop narratives, the central bottleneck is no
longer tool access itself, but the agent’s ability to
navigate, verify, and synthesize evidence over long-
horizon, noise-prone interaction sequences (Trivedi
et al., 2023; Asai et al., 2024).

Despite substantial progress, ensuring reliable in-
termediate reasoning remains a key challenge. Ex-
isting agentic baselines, from prompting methods
that interleave retrieval and reasoning (Trivedi et al.,
2023) to RL-based search agents such as Search-
R1 (Jin et al., 2025) and refinement frameworks
such as AutoRefine (Shi et al., 2025), still rely
primarily on implicit internal reasoning for noise
suppression and self-correction. This paradigm suf-
fers from two fundamental limitations. First, error
propagation: without an explicit, immediate mech-
anism for evidence verification, a single irrelevant
document can derail downstream reasoning, caus-
ing irreversible trajectory drift in multi-hop settings.
Second, coarse credit assignment: standard RL
optimization, including PPO-based RLHF (Ouyang
et al., 2022; Schulman et al., 2017) and outcome-
reward post-training methods such as GRPO (Shao
et al., 2024), typically relies on sparse signals tied
to final-answer correctness. Such outcome-only su-
pervision cannot distinguish informative retrieval
steps from redundant or misleading actions within
long trajectories; as a result, the optimizer often
reinforces or penalizes an entire trajectory nearly
uniformly, degrading sample efficiency and causing
performance saturation as task complexity grows.

To address these challenges, we introduce
EVALACT, a reinforcement learning framework
that transforms the agent’s implicit self-assessment
of retrieval quality into an explicit, policy-
selectable action. EVALACT enforces a strictly cou-
pled search-then-evaluate protocol: each Search
action must be immediately followed by an
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Evaluate action that produces a structured self-
assessment score reflecting the utility of the re-
trieved evidence. This design directly addresses the
two limitations identified above. At inference time,
the evaluation output provides actionable control
signals that facilitate early pruning of unproduc-
tive branches, reducing error propagation without
external oracle supervision. During training, it pro-
duces dense, trajectory-aligned process signals that
make intermediate reliability directly optimizable
and enable finer-grained credit assignment.

To leverage these process signals effectively,
we further propose Process-Calibrated Advan-
tage Rescaling (PCAR) built upon Group Rel-
ative Policy Optimization (GRPO) (Shao et al.,
2024). Instead of broadcasting a single trajectory-
level advantage to all tokens, PCAR uses step-wise
self-evaluation scores to modulate updates at the
segment level, amplifying gradients for reliable,
progress-making steps while applying conservative
updates to uncertain segments. Importantly, this
provides process-level guidance without requiring
expensive human-annotated process reward mod-
els (Lightman et al., 2023), while complementing
prior verification-oriented supervision that does not
explicitly target retrieval behavior (Ma et al., 2025).
Together, EVALACT and PCAR convert introspec-
tion into an executable action space with trainable
process signals, improving learning stability and
multi-hop generalization.

Our contributions are as follows:

• We propose EVALACT, an RL framework that
transforms implicit retrieval quality evaluation
into an explicit Evaluate action and enforces a
coupled Search→Evaluate protocol, producing
dense, trajectory-aligned self-evaluation scores
for tool-using agents.

• We introduce Process-Calibrated Advantage
Rescaling (PCAR), a GRPO-based optimization
strategy that leverages step-wise self-evaluation
scores to refine credit assignment and stabilize
learning in long-horizon retrieval trajectories.

• We achieve the best average performance across
seven open-domain QA benchmarks with two
backbone scales, with particularly strong gains
on multi-hop tasks; extensive ablations show that
the explicit evaluation loop accounts for the dom-
inant improvements, while PCAR provides con-
sistent additional benefits.

2 Methodology

We present our approach in three parts. First, we
formulate retrieval-augmented multi-hop question
answering as sequential decision-making under par-
tial observability, providing a unified view for both
inference-time interaction and RL training (§2.1).
Second, we introduce EVALACT (Evaluate-as-
Action), which transforms implicit retrieval quality
evaluation into an explicit, policy-selectable action
and enforces a coupled Search→Evaluate inter-
action protocol (§2.2). Third, we propose Process-
Calibrated Advantage Rescaling (PCAR), a GRPO-
based optimization method that rescales segment-
wise policy gradients using self-evaluation scores,
improving credit assignment and stabilizing learn-
ing (§2.3) throughout training. Figure 1 illus-
trates the coupled Search→Evaluate loop and the
PCAR-weighted GRPO update.

2.1 Problem Formulation

Let Mθ be an LLM parameterized by θ, induc-
ing a stochastic policy πθ over textual tokens
and tool-mediated actions. We model retrieval-
augmented multi-hop question answering as a
POMDP ⟨S,A,O,P⟩. At time t = 0, . . . , T , the
agent samples an action at ∼ πθ(· | ht) condi-
tioned on the observable history

ht = [x, a0, o0, . . . , at−1, ot−1 ], (1)

where x is the input query and ot ∈ O is the obser-
vation returned by the environment after executing
at. A trajectory is τ = {(at, ot)}Tt=0, while the un-
derlying state st ∈ S is unobserved. The transition
function P(st+1 | st, at) governs state evolution
and is implicitly defined by the retrieval environ-
ment and the agent’s reasoning process.

Action space. We partition A into (i) reason-
ing tokens Athink, (ii) tool actions Atool, and (iii)
a terminal answer action Aanswer. Tool actions
include retrieval Search(q) and self-evaluation
Evaluate(c, z), where q is a query string, c is a
textual assessment, and z ∈ [0, 10] is a scalar con-
fidence score reported by the policy.

Observations. For tool actions, the environment
returns

ot ∼

⎧
⎪⎪⎨
⎪⎪⎩

R(q), if at = Search(q),

Φ(z), if at = Evaluate(c, z),

∅, otherwise,

(2)
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where R(q) denotes the top-k retrieved documents
and Φ(·) maps the reported score to a discrete feed-
back cue used for subsequent decision-making.

2.2 EVALACT: Evaluate-as-Action
EVALACT transforms implicit retrieval quality
evaluation into an executable action and couples
each retrieval step with immediate self-assessment.
Specifically, after any retrieval action at =
Search(q) with observation ot = R(q), the agent
must invoke exactly one evaluation action at+1 =
Evaluate(c, z). The assessment c is conditioned
on the retrieved documents, and z ∈ [0, 10] is a
self-reported confidence score. This one-to-one
coupling aligns each retrieval result with an explicit
reliability assessment, thereby enabling segment-
wise training signals.

Inference-time control without oracle signals.
The feedback mechanism is deliberately non-
interpretive: it neither parses c nor independently
inspects retrieved documents. Instead, it determin-
istically maps z to a discrete control cue I = Φ(z):

Φ(z) =

⎧
⎪⎪⎨
⎪⎪⎩

Ilow, z ∈ [0, 3],

Imid, z ∈ (3, 7],

Ihigh, z ∈ (7, 10].

(3)

The cue I is appended to the context and modu-
lates subsequent actions via instruction condition-
ing. It is therefore a prompt-conditioned control
cue rather than an externally grounded verifier. For
completeness, Appendix C specifies the Evaluate
format and feedback templates, and Appendix D
presents a multi-hop trajectory showing how the
agent assigns calibrated self-evaluation scores to
guide iterative evidence gathering.

2.3 Reinforcement Learning with PCAR
We optimize πθ to maximize expected reward, us-
ing GRPO as the backbone and PCAR to incorpo-
rate process signals from Evaluate.

Gated outcome reward. To enforce protocol
compliance while optimizing answer quality, we
use a gated reward:

G(y, y∗) =
{︄

F1(yans, y
∗), if Ifmt(y) = 1,

0, otherwise,
(4)

where yans is the final answer extracted from
<answer> tags and Ifmt(y) indicates whether (i) rea-
soning is enclosed by <think> tags and (ii) every
Search is immediately followed by Evaluate.

GRPO. Given G rollouts {y1, . . . , yG} sampled
from πθold for the same input x, we compute group-
normalized advantages

Ai =
ri − µgroup

σgroup + ε
, (5)

where ri = G(yi, y∗) and µgroup, σgroup are the
within-group mean and standard deviation.

PCAR: segment-wise advantage rescaling.
Standard GRPO applies the same Ai to all tokens,
which can inadvertently reinforce unreliable inter-
mediate steps. PCAR instead rescales advantages
at the segment level using the self-evaluation scores.
Let yi contain Ki segments, each associated with
a score zi,k ∈ [0, 10]. We first compute an intra-
trajectory standardized reliability signal

z̃i,k =
zi,k − µi

σi + ε
, (6)

where µi and σi are the mean and standard devia-
tion of {zi,k}Ki

k=1. This normalization makes z̃i,k
reflect relative reliability within the trajectory and
suppress trivial constant scoring.

We then define a score-scaled gain

λi,k = λbase + (λmax − λbase) ·
zi,k
10

, (7)

and compute the token-level calibrated advantage
for any token t belonging to segment k:

Âi,t = Ai · clamp(1 + λi,kz̃i,k, δ, ∞) , (8)

where δ > 0 prevents gradient inversion; we set
δ = 10−2 in all experiments unless otherwise spec-
ified.

Finally, we maximize the GRPO-style clipped
objective with the calibrated advantages:

J (θ) = Ex∼D,{yi}Gi=1∼πθold

[︄
1

G

G∑︂

i=1

Li∑︂

t=1

(︂
LCLIP
i,t

− β DKL(πθ(· | ht) ∥πθref(· | ht))
)︂]︄

, (9)

where Li is the length of yi and

LCLIP
i,t = min

(︂
ρi,tÂi,t, clip(ρi,t, 1− ϵ, 1 + ϵ)Âi,t

)︂

, ρi,t =
πθ(yi,t | ht)
πθold(yi,t | ht)

.

(10)
By steering updates toward segments that are

outcome-aligned and process-reliable, PCAR im-
proves credit assignment in long-horizon retrieval

24208



Query Actor 
model ...

Ref
model

Reward
Func.

Group
Computation

think Search(q) Eval(c, z)R(q) Ф(z) answer

Segmenti,1
...

{zi,k}k=1

PCAR

EvalAct 
Protocol

y1

y2

yG

...

r1

r2

rG

...

A1

A2

AG

...

Â1

Â2

ÂG

Process-Calibrated
Advantage Rescaling

yi Eval(c, z) Ф(z)

Segmenti,k

...

KL

agent action

env obs.
Ki

Figure 1: Overview of EVALACT with PCAR. The agent follows a coupled Search→Evaluate protocol, produc-
ing segment-wise self-evaluation scores {zi,k} that PCAR uses to rescale GRPO advantages.

trajectories. Unlike process reward models (PRMs)
that require step-level annotations (Lightman et al.,
2023; Wang et al., 2024), PCAR uses self-
generated evaluation scores to modulate gradients
without external supervision, making it more scal-
able for retrieval-augmented agents. For repro-
ducibility, Appendix A provides pseudocode for
the EVALACT training loop with PCAR, includ-
ing protocol-compliant rollouts, GRPO advantage
estimation, and segment-wise advantage rescaling.

3 Experiments

3.1 Experimental Setup

Datasets. We evaluate open-domain question an-
swering performance on seven widely-used bench-
marks spanning both single-hop and multi-hop
settings: Natural Questions (NQ) (Kwiatkowski
et al., 2019), TriviaQA (Joshi et al., 2017), and
PopQA (Mallen et al., 2023) as single-hop datasets,
and HotpotQA (Yang et al., 2018), 2WikiMulti-
hopQA (Ho et al., 2020), MuSiQue (Trivedi et al.,
2022), and Bamboogle (Press et al., 2023) as multi-
hop datasets that typically require complex iterative
reasoning and evidence acquisition. For training,
we use the publicly released ASearcherBase35K
corpus (Gao et al., 2025) and remove invalid or
non-actionable samples via lightweight filtering,
resulting in 27k instances for RL training. For
supervised warm-up, we synthesize 2k protocol-
compliant trajectories by prompting DeepSeek-
V3.2 (Non-thinking Mode) (Liu et al., 2025) to
follow the EVALACT interaction format.

Baselines. We compare EVALACT against rep-
resentative baselines spanning direct answering,
single-pass retrieval augmentation, and multi-step

retrieval–reasoning. (1) Direct Generation uses
the instruction-tuned backbone model to answer
using only parametric knowledge, without any
retrieval. (2) Naïve RAG retrieves documents
once and concatenates them with the query, then
generates the answer in a single forward pass.
(3) IRCoT (Trivedi et al., 2023) interleaves re-
trieval and chain-of-thought prompting for multi-
hop reasoning. (4) Search-o1 (Li et al., 2025) and
(5) Search-R1 (Jin et al., 2025) represent recent
search-augmented agentic baselines with iterative
retrieval and reasoning. (6) AutoRefine (Shi et al.,
2025) is an iterative refinement baseline that al-
ternates between evidence gathering and answer
refinement. For all retrieval-enabled baselines, we
use the same retrieval environment as EVALACT,
including the corpus, retriever, returned top-k docu-
ments, and search budget, ensuring controlled com-
parison under matched external evidence access.

Evaluation Metrics. We report Exact Match
(EM) as the primary evaluation metric on all bench-
marks, computed via exact string matching be-
tween the normalized prediction and the reference
answer. During RL training, the outcome-level
reward is defined as the token-level F1 score be-
tween the generated answer and the ground-truth
reference (cf. Eq. 4). At test time, performance is
evaluated using EM to align with standard open-
domain QA evaluation protocols.

3.2 Implementation Details

We conduct experiments with two backbones,
Qwen2.5-3B-Instruct and Qwen2.5-7B-Instruct.
Unless otherwise specified, training uses 8
NVIDIA A100 GPUs with full-parameter optimiza-
tion and gradient checkpointing. We use a fixed
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Single-Hop QA Multi-Hop QA Avg.

Method NQ PopQA TriviaQA 2Wiki Bamboogle HotpotQA MuSiQue

Backbone: Qwen2.5-3B-Instruct

Direct Generation 10.6 10.8 28.8 24.4 2.4 14.9 2.0 13.4
IRCoT 11.1 20.0 31.2 17.1 24.0 16.4 6.7 18.1
Search-o1 23.8 26.2 47.2 21.8 32.0 22.1 5.4 25.5
Naïve RAG 34.8 38.7 54.4 22.6 8.0 25.5 4.7 27.0
Search-R1 34.1 37.8 54.5 31.9 26.4 32.4 10.3 32.5
AutoRefine 46.7 45.0 62.0 39.4 34.4 40.5 15.7 40.5
EvalAct-3B(ours) 38.5 43.2 62.1 50.0 48.0 44.3 21.6 44.0

Backbone: Qwen2.5-7B-Instruct

Direct Generation 13.4 14.0 40.8 25.0 12.0 18.3 3.1 18.1
IRCoT 22.4 30.1 47.8 14.9 22.4 13.3 7.2 22.6
Search-o1 15.1 13.1 44.3 17.6 29.6 18.7 5.8 20.6
Naïve RAG 34.9 39.2 58.5 23.5 20.8 29.9 5.8 30.4
Search-R1 39.3 39.7 61.0 41.4 36.8 37.0 14.6 38.5
AutoRefine 48.4 48.7 65.9 40.5 51.2 45.1 18.7 45.5
EvalAct-7B(ours) 38.5 43.6 65.6 52.1 56.0 48.8 25.3 47.1

Table 1: Main results (EM, %) on seven open-domain QA benchmarks. Bold and underlined values indicate the
best and second-best performance, respectively.

open-domain retrieval environment built on the
December 2018 Wikipedia dump with a standard
BM25 retriever, without reranking or post-retrieval
filtering. At each retrieval step, the top-k = 3 doc-
uments are returned and appended to the dialogue
context. The maximum allowable tool budget is
capped at 20 Search calls per question.

For RL optimization, we implement the GRPO-
based training described in §2.3 with the following
default hyperparameters: learning rate 1 × 10−6,
global batch size 256, 2 epochs, 5 rollouts per
prompt, rollout temperature 1.0, KL coefficient
β = 0.001, and clip ratio ϵ = 0.2. For PCAR,
we set the score-based modulation parameters
(λbase, λmax) = (0.1, 0.5) in Eq. 7, which de-
termine the minimum and maximum strength of
segment-wise rescaling.

3.3 Main Results

Table 1 summarizes the overall performance across
the seven open-domain QA benchmarks. Across
both backbone scales, EVALACT consistently
achieves the highest average Exact Match (EM)
score among all compared methods. Specifically, it
reaches an average EM of 44.0% with the EvalAct-
3B backbone and 47.1% with the EvalAct-7B back-
bone. Notably, in both scale settings, it outperforms
the strongest competitive baseline by a substantial

margin of 3.5 and 1.6 points, respectively.

Comparison with Baselines. Compared with
Search-o1, Search-R1, IRCoT, and Naïve RAG,
EVALACT consistently outperforms these base-
lines on the majority of benchmarks, with the
largest gains appearing in multi-hop settings. This
trend is consistent across both 3B and 7B back-
bones, indicating that the improvements are ro-
bust across model scales. Unlike prior approaches
that rely on implicit self-correction within free-
form reasoning, EVALACT explicitly models eval-
uation as a discrete action, enabling segment-
level credit assignment during RL optimization.
Additional released-checkpoint comparisons with
StepSearch, ProRAG, and Self-RAG are reported
in Appendix I; on the shared validation subsets,
EvalAct-7B achieves 46.54 average EM, compared
with 43.97 for ProRAG and 37.00 for StepSearch.

Multi-Hop Benchmarks. The strongest gains of
EVALACT emerge on multi-hop datasets. Across
both backbone scales, EVALACT achieves the best
performance on all four multi-hop benchmarks:
2WikiMultihopQA, Bamboogle, HotpotQA, and
MuSiQue. The gains are especially large on 2Wiki-
MultihopQA and Bamboogle, where EvalAct-3B
improves over AutoRefine by 10.6 and 13.6 points,
respectively, and EvalAct-7B improves over the
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strongest baseline by 10.7 and 4.8 points. Consis-
tent improvements are also observed on HotpotQA
and MuSiQue. These results suggest that explicit
intermediate evaluation is particularly beneficial for
tasks requiring iterative evidence aggregation and
long-horizon reasoning, where the coupled evalu-
ation loop helps control error propagation across
extended interaction sequences. The larger gains
on multi-hop tasks can be attributed to more re-
trieval steps providing more segments for PCAR to
reweight, whereas single-retrieval scenarios offer
limited opportunities for segment-level rescaling.
We further validate these findings with extended
scaling experiments (Appendix E) and real web
search evaluation (Appendix F).

Single-Hop Benchmarks. On these single-hop
datasets, EVALACT remains competitive but does
not consistently outperform AutoRefine, which per-
forms better on NQ and PopQA. This is expected:
AutoRefine is designed for iterative answer refine-
ment, which is particularly effective when the main
challenge is answer polishing rather than multi-
step evidence accumulation in single-hop settings.
Nevertheless, the substantial gains on multi-hop
benchmarks outweigh these gaps, resulting in the
best overall average performance.

2Wiki HotpotQA Bamboogle MuSiQue
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Figure 2: Effect of SFT on format alignment. SFT
warm-up substantially reduces tool parsing failure rates
(TPFR), stabilizing structured tool use for RL.

4 Analysis

We conduct ablation studies to examine the contri-
bution of each component in EVALACT. Figure 3
provides an overview: (a) training curves showing
stable convergence for both 3B/7B backbones, (b)
model ablation across training variants, (c) method
ablation isolating the evaluation loop and PCAR,

and (d) sensitivity analysis of PCAR hyperparame-
ters. The following subsections provide details.

4.1 Model Ablation: Disentangling Format
Alignment from Reasoning

A prerequisite for EVALACT is protocol com-
pliance: the agent must reliably produce well-
formed tool calls and adhere to the strictly cou-
pled Search→Evaluate loop. To disentangle the
contributions of format acquisition (via SFT) from
reasoning capability (via RL), we construct six
training variants based on the Qwen2.5-3B-Instruct
backbone and systematically evaluate them on four
multi-hop benchmarks.

The variants are defined as follows:

• Base (Instruct) / SFT-Only: the backbone
model evaluated without and with supervised
warm-up, respectively.

• Base + RL / SFT + RL (Vanilla): standard
GRPO optimizing for answer correctness without
enforcing the explicit Evaluate loop; retrieval
tools are invoked freely.

• Base EvalAct: applied directly to the Base
model without SFT warm-up.

• EvalAct (Ours): the full pipeline, i.e., SFT
warm-up followed by EVALACT RL training.

Model Variant SFT RL Paradigm Avg. EM

Base (Instruct) ✗ - 14.2
SFT-Only ✓ - 24.8

Base + RL ✗ GRPO 33.1
SFT + RL ✓ GRPO 33.5

Base EvalAct ✗ EvalAct 17.1
EvalAct (Ours) ✓ EvalAct 41.0

Table 2: Ablation of training stages and paradigms on
multi-hop benchmarks (Avg. EM, %). Vanilla denotes
standard RL without the explicit evaluation loop.

SFT for Format Alignment. We first examine
the role of supervised warm-up in establishing pro-
tocol compliance. As shown in Figure 2, SFT
substantially reduces tool-formatting and parsing
failures, providing a stable initialization for struc-
tured tool use. Consistent with this observation,
SFT alone improves the multi-hop average from
14.2% to 24.8% (Table 2). Under vanilla RL with-
out the explicit evaluation loop, performance is
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Figure 3: Training curves and ablation overview. (a) Training curves of EVALACT with 3B/7B backbones. (b)
Model ablation across training variants. (c) Method ablation isolating the evaluation loop and PCAR. (d) Sensitivity
to PCAR rescaling intensity.

only weakly affected by SFT initialization, reach-
ing 33.1% from the Base model and 33.5% from
the SFT-initialized model. This suggests that stan-
dard RL can eventually recover a functional tool-
calling policy, whereas SFT primarily stabilizes
early optimization by aligning the model with the
required format.

Effectiveness of the EvalAct Paradigm. We
next isolate the effect of enforcing the coupled
Search→Evaluate loop. With the same backbone
and training budget, EVALACT (OURS) attains
41.0% average EM, exceeding the strongest vanilla
baseline (33.5%) by +7.5 points (Table 2). This
gain supports the hypothesis that converting inter-
mediate evaluation into an explicit action yields
more informative process signals than implicit veri-
fication under outcome-only optimization. By con-
trast, applying EVALACT directly without super-
vised warm-up yields only 17.1%, highlighting the
difficulty of learning a structured action protocol
from scratch.

4.2 Method Ablation: Dissecting Structural
and Optimization Components

We further decompose the performance gains of
EVALACT into two sources: the structural contri-
bution of the explicit evaluation loop and the op-
timization contribution of Process-Calibrated Ad-
vantage Rescaling (PCAR). We compare the full
model against two ablated variants: (1) w/o Eval
Loop: removing Evaluate and reverting to a stan-
dard retrieval policy optimized via vanilla GRPO
(equivalent to SFT+RL in §4.1); (2) w/o PCAR:
retaining the Evaluate structure and confidence
scores z, but optimizing with standard GRPO with-
out confidence-based advantage rescaling.

Structural Contribution of the Evaluation Loop.
Removing the explicit evaluation mechanism
causes the largest overall performance degradation.

Method 2Wiki Bam. Hotpot Mus. Avg.

EvalAct 50.0 48.0 44.3 21.6 41.0
w/o PCAR 48.2 46.2 44.1 20.8 39.8
w/o Eval Loop 41.4 37.2 38.9 16.5 33.5

Table 3: Method ablation isolating the evaluation loop
and PCAR on multi-hop benchmarks (EM, %).

As shown in Table 3, eliminating Evaluate low-
ers average EM from 41.0% to 33.5%, a drop of
7.5 points. This degradation is consistent across
all four benchmarks, with especially pronounced
declines on 2WikiMultihopQA (−8.6) and Bam-
boogle (−10.8). These empirical results suggest
that the primary benefit of EVALACT lies in its ex-
plicit evaluation loop, which enforces intermediate
verification and thereby reduces error propagation
in multi-hop reasoning.

Optimization Contribution of PCAR. Beyond
the structural benefit of the explicit evaluation
loop, PCAR provides additional optimization gains.
Compared with standard GRPO applied to the same
evaluation-augmented framework, PCAR raises av-
erage EM from 39.8% to 41.0%, a gain of 1.2
points. Improvements are observed on all four
benchmarks, with gains of 1.8 points on both
2WikiMultihopQA and Bamboogle, and smaller
but consistent improvements on HotpotQA and
MuSiQue. These results indicate that confidence-
aware advantage rescaling complements the ex-
plicit evaluation structure by providing more infor-
mative gradient signals for segments with varying
reliability estimates.

4.3 Hyperparameter Sensitivity

We analyze the sensitivity of PCAR to the rescaling
intensity governed by λbase and λmax. To character-
ize the strength of reliability-aware modulation, we
define the Relative Importance Ratio (RIR) as the
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ratio between the maximum and minimum attain-
able advantage multipliers under full-confidence
conditions. When the standardized reliability score
satisfies z̃ ∈ [−1, 1], the unclamped multiplier
spans 1 ± λmax; after applying the lower-bound
clamp with threshold δ, the effective ratio is approx-
imated by RIR ≈ (1 + λmax)

/︁
max(δ, 1− λmax).

Setting Params RIR Avg. ∆

EvalAct (Low) 0.05/0.25 1.67 39.8 -0.3
EvalAct (Mid) 0.10/0.50 3.0 40.1 -
EvalAct (High) 0.20/1.00 200 39.4 -0.7

Table 4: Sensitivity to PCAR rescaling intensity. RIR:
ratio of max to min advantage multipliers.

Table 4 reports three representative configura-
tions corresponding to low, moderate, and high
rescaling intensity. Performance remains relatively
stable across settings, with average EM ranging
from 39.4% to 40.1%. The moderate configura-
tion (EvalAct (Mid), RIR = 3.0) achieves the best
overall performance.

Under conservative rescaling (Low, RIR =
1.67), the separation between high- and low-
reliability segments is limited, potentially reduc-
ing the effectiveness of segment-level credit as-
signment. Conversely, aggressive rescaling (High,
RIR = 200) slightly degrades performance. In
this regime, the minimum multiplier approaches
zero and is clipped by the lower-bound constraint,
leading to highly imbalanced gradient magnitudes
across segments. Such extreme modulation can
restrict corrective updates on low-reliability steps
and destabilize optimization.

Overall, these results suggest moderate reliabil-
ity rescaling provides a balanced trade-off between
emphasizing high-confidence segments and pre-
serving sufficient gradient flow for error correction.

4.4 Self-Evaluation Reliability

A core assumption of EVALACT is that self-
evaluation scores reflect actual retrieval quality. We
validate this through groundtruth recall analysis:
for each retrieval step, we check whether the refer-
ence answer appears in the retrieved documents and
correlate this with the self-reported score. Across
22,084 retrieval steps from the 7B-RL model on
seven QA benchmarks, high-confidence retrievals
(score ≥ 7) contain the groundtruth answer 54.68%
of the time, compared to only 24.51% for low-
confidence retrievals (score ≤ 4)—a 30.17 per-

centage point gap (χ2 = 1829.4, p < 0.001).
This strong association indicates that self-scores
are meaningfully aligned with evidence relevance.
Furthermore, behavioral analysis shows that tra-
jectories ending with high self-scores use signifi-
cantly fewer searches (4.86 vs. 13.01 on average,
t = −39.0, p < 0.001), suggesting models stop
searching when sufficient evidence is gathered.
Complete calibration data, correlation analyses,
and statistical details are provided in Appendix G.

4.5 Efficiency Analysis

Despite introducing explicit Evaluate actions, RL
training yields dual improvements: higher accu-
racy with reduced computational overhead. Com-
paring SFT and RL stages on the 7B backbone
across all benchmarks (32,625 predictions), RL
achieves +15.6pp EM accuracy while reducing av-
erage searches by 11.5% (5.2→4.6) and generation
tokens by 10.4% (1321→1183). Similar patterns
hold for 3B and 14B models (Appendix H). This
efficiency gain arises because PCAR incentivizes
strategic search behavior: models learn to stop
when evidence is sufficient rather than exhausting
the search budget.

5 Conclusion

We presented EVALACT, a framework that elevates
retrieval evaluation from an implicit reasoning be-
havior to an explicit policy action. This design en-
ables retrieval-augmented agents to generate struc-
tured process signals during interaction for more
fine-grained reinforcement learning. Built on this
framework, PCAR further improves optimization
by aligning policy updates with segment-level reli-
ability estimates.

Across seven open-domain QA benchmarks and
multiple model scales (3B/7B/14B), EVALACT de-
livers the best average results with the largest ad-
vantages on multi-hop reasoning tasks. Experi-
ments on real web search benchmarks confirm that
the benefits generalize beyond static retrieval envi-
ronments. Notably, the explicit evaluation loop also
yields efficiency gains: RL models achieve higher
accuracy while using fewer searches, as PCAR in-
centivizes strategic evidence gathering.

These findings highlight the value of converting
intermediate evaluation into a trainable action for
multi-step retrieval-augmented reasoning.
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Limitations

While EVALACT and PCAR yield consistent gains
in our experiments, the current empirical study is
restricted to a relatively compact model regime.
Owing to the cost of full-parameter RL training and
systematic ablation, we have not yet evaluated the
framework on substantially larger language mod-
els. Overall, our findings provide empirical evi-
dence that introducing explicit self-evaluation as
process-level supervision can offer clear benefits
over outcome-only GRPO within the model regime
studied in this work.
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A Pseudocode for EVALACT with PCAR

Algorithm 1 EVALACT Training with PCAR
(GRPO Backbone)

1: Input: policy πθ , reference πθref , datasetD, environment
E ,

rollouts per input G, clip ϵ, KL weight β, constant
ϵ0,

PCAR params (λbase, λmax, δ)
2: Output: optimized policy πθ

3: while not converged do
4: Sample a batch of queries X ∼ D
5: Initialize training buffer B ← ∅
6: for all x ∈ X do
7: // Protocol-compliant rollouts
8: for i = 1 to G do
9: Sample trajectory yi ∼ πθold(· | x) under cou-

pled Search→Evaluate
10: Compute gated reward ri ← G(yi, y∗)

(Eq. (4))
11: Segment yi into {σi,k}Ki

k=1 aligned with
Search→Evaluate, record {zi,k}Ki

k=1
12: end for
13: // GRPO advantage
14: µgroup ← mean({ri}Gi=1), σgroup ←

std({ri}Gi=1) + ϵ0
15: for i = 1 to G do
16: Ai ← (ri − µgroup)/σgroup

17: Compute calibrated advantages {Âi,t} for to-
kens in yi via PCAR:

18: z̃i,k ← (zi,k − µi)/(σi + ϵ0), λi,k ←
λbase + (λmax − λbase) · zi,k/10

19: Âi,t ← Ai · clamp(1+λi,kz̃i,k, δ,∞) for
t ∈ σi,k

20: Add token-level instances from (x, yi) with ad-
vantages {Âi,t} to B

21: end for
22: end for
23: Update πθ by maximizing the clipped objective with

KL regularization (Eq. (9)) on B
24: end while
25: return πθ

B Related Work

B.1 Retrieval-Augmented Language Models
Retrieval-augmented generation (RAG) enhances
LLMs by grounding generation in externally re-
trieved knowledge (Lewis et al., 2020; Guu et al.,
2020). Early work focused on improving re-
trieval quality through dense encoders (Karpukhin
et al., 2020; Izacard and Grave, 2021) or neural
rerankers (Nogueira and Cho, 2019). More re-
cent approaches integrate retrieval directly into the
reasoning process, enabling models to iteratively
query external sources (Yao et al., 2022; Trivedi
et al., 2023; Jiang et al., 2023). Self-RAG (Asai
et al., 2024) introduces special tokens for assessing
retrieval utility, though these remain implicit sig-
nals rather than structured actions. Our work builds
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on this line by converting retrieval evaluation into
an explicit, structured action with discrete scores
that can serve as training signals.

B.2 Reinforcement Learning for Tool-Using
Agents

RL has been widely used to train tool-using LLM
agents (Schick et al., 2023; Qin et al., 2023); for
example, Search-R1 (Jin et al., 2025) learns re-
trieval policies from outcome rewards without su-
pervised fine-tuning. However, outcome-only re-
wards provide coarse credit assignment in multi-
step trajectories. PRMs provide step-level super-
vision (Lightman et al., 2023; Wang et al., 2024),
while retrieval-oriented methods use heuristic pro-
cess rewards, as in LeTS (Zhang et al., 2025a),
or step-wise/process-supervised objectives, as in
StepSearch (Wang et al., 2025) and ProRAG (Wang
et al., 2026). Released-checkpoint comparisons
with StepSearch, ProRAG, and Self-RAG (Asai
et al., 2024) are reported in Appendix I; because
these systems differ in model family, training data,
inference protocol, and evaluation metric, the re-
sults provide descriptive rather than controlled com-
parisons.

Recent action-centric work turns implicit be-
haviors into learnable decisions: MemAct (Zhang
et al., 2025b) formulates context management as
policy actions, whereas EVALACT makes retrieval
evaluation an explicit action that produces process
signals for fine-grained credit assignment.

B.3 Self-Evaluation and Calibration
LLMs can evaluate their own outputs (Kadavath
et al., 2022; Xie et al., 2023; Madaan et al., 2023),
but such assessments vary in calibration (Tian et al.,
2023). Uncalibrated evaluation during RL training
risks reward hacking. Prior work addresses calibra-
tion through specialized training (Lin et al., 2022),
prompting (Xiong et al., 2023), or post-hoc adjust-
ments (Zhao et al., 2021). PCAR takes a different
approach by designing the RL objective such that
miscalibrated confidence incurs penalties through
the advantage signal. Unlike self-reflection meth-
ods (Shinn et al., 2023; Madaan et al., 2023) that
evaluate retrospectively, EVALACT performs inline
evaluation after each retrieval. Unlike external pro-
cess supervision (Wang et al., 2024; Lightman et al.,
2023) requiring oracle annotations, EVALACT gen-
erates self-supervised signals without external la-
bels.

C Evaluate Specification and Feedback
Templates

Evaluate Action Format. After each retrieval
step, the agent invokes Evaluate(c, z), where c is
a free-form textual assessment of the immediately
preceding Search output, and z ∈ [0, 10] denotes a
scalar self-reported confidence score. The environ-
ment intercepts this action and returns a discrete
control cue I = Φ(z), which is appended to the
context to modulate subsequent decision-making.

Discrete Feedback Mapping. We instantiate
Φ(·) as a deterministic, three-tier binning strategy:

Φ(z) =

⎧
⎪⎪⎨
⎪⎪⎩

Ilow, z ∈ [0, 3],

Imid, z ∈ (3, 7],

Ihigh, z ∈ (7, 10].

(11)

Feedback Templates. The control cue I is ma-
terialized as an instruction-style message that con-
ditions the agent’s next action. The exact textual
templates returned by the environment are detailed
below.

Environment Feedback Templates

Ilow (Low Quality | z ∈ [0, 3])
“The previous Search results are largely irrelevant or
unhelpful for answering the question. Do not rely on
them. Reformulate the query (e.g., alternative key-
words or a different angle) and issue a new Search.”

Imid (Medium Quality | z ∈ (3, 7])
“The previous Search results contain partially useful evi-
dence but may be incomplete or noisy. Use only clearly
relevant excerpts. Consider an additional, more tar-
geted Search to fill missing details, resolve remaining
subproblems, or verify uncertain information.”

Ihigh (High Quality | z ∈ (7, 10])
“The previous Search results are highly relevant and
constitute substantive progress toward answering the
question (e.g., providing key facts or resolving an im-
portant subtask). Use them as primary evidence to
construct the answer. Perform another Search only if
a specific critical detail is still missing.”

D Case Study: Multi-Hop Reasoning
Trajectory

We present a full multi-hop interaction trajectory
to illustrate the EVALACT framework in practice.
The example highlights calibrated self-evaluation:
a partial retrieval receives 5/10, while a conclusive
retrieval receives 10/10. These step-wise confi-
dence signals are the same signals used by PCAR
for segment-level advantage rescaling during RL.

24217



EvalAct Trajectory Example

User: In between Remember the Titans and My Fa-
vorite Martian which film grossed $36.8 million do-
mestically?

Agent:
<think>I need to find out which film grossed $36.8
million domestically between "Remember the Titans"
and "My Favorite Martian". I should search for box
office information for both films.</think>

Tool Call [Search]:
{"query": "Remember the Titans domestic box
office $36.8 million"}

Observation [Search]:
[Doc 1 & 3 omitted for brevity]
Doc 2 (Title: "Remember the Titans"): "...Remember
the Titans opened strongly at the U.S. box office... It
eventually went on to gross an estimated $115,654,751
in the U.S., and..."

Tool Call [Evaluate]:
{

"evaluation": "The search provided
information about Remember the Titans’ box
office performance, but didn’t specifically
mention the $36.8 million figure. The
results show it grossed $115,654,751 in
the U.S., which is much higher than
$36.8 million. This helps narrow down
that Remember the Titans didn’t gross
$36.8 million, but I need more specific
information to compare with My Favorite
Martian.",
"score": 5

}

Observation [Evaluate]:
Score 5/10 (Medium Quality): The previous Search
results are partially helpful but may be incomplete or
contain noise. Extract and use only the clearly relevant
parts. Consider running another more focused Search
to fill in missing details, resolve remaining subprob-
lems, or verify uncertain information.

Agent:
<think>Now I need to search for My Favorite Mar-
tian’s box office information.</think>

Tool Call [Search]:
{"query": "\"My Favorite Martian\" domestic
box office $36.8 million"}

Observation [Search]:
[Doc 1 & 2 omitted for brevity]
Doc 3 (Title: "My Favorite Martian (film)"): "...The
film grossed $36.8 million domestically against a bud-
get of $65 million..."

Tool Call [Evaluate]:
{

"evaluation": "This search was highly
successful. Document 3 directly mentions
\"My Favorite Martian\" and states it
grossed $36.8 million domestically against
a budget of $65 million. This matches
exactly the figure mentioned in the question
and confirms this film’s domestic gross.
Combined with the previous search showing
Remember the Titans grossed much more than
$36.8 million ($115+ million), this gives

me clear information to answer which film
grossed the specified amount.",
"score": 10

}

Observation [Evaluate]:
Score 10/10 (High Quality): The previous Search
results are highly relevant and make strong progress
toward answering the question... Use them as primary
evidence to construct your answer. Only conduct an-
other Search if you still need a very specific missing
detail.

Agent:
<think>From the information gathered:
1. Remember the Titans grossed $115,654,751 in the
U.S. (much higher than $36.8 million)
2. My Favorite Martian grossed $36.8 million domesti-
cally
Therefore, My Favorite Martian is the film that grossed
$36.8 million domestically.</think>

<answer>My Favorite Martian</answer>

E Extended Within-Family Scaling
Results

To evaluate within-family scaling, we extend exper-
iments to Qwen2.5-14B-Instruct across all seven
QA benchmarks. Table 5 reports the full results,
demonstrating that RL benefits persist at larger
scale.

Scale Base SFT RL ∆ (RL−Base)

3B 16.7% 32.7% 43.7% +27.0pp (+162%)
7B 31.4% 34.6% 46.5% +15.1pp (+48%)
14B 39.8% 41.1% 45.8% +6.0pp (+15%)

Table 5: Within-family comparison in the supplemen-
tary scaling run (average EM on 7 QA benchmarks).

While relative improvements decrease at 14B
(15% vs. 162% at 3B), the absolute RL improve-
ment remains positive.

F Real Web Search Experiments

To test EVALACT in a different retrieval environ-
ment, we evaluate it on two challenging real web
search benchmarks using the Jina Search API for
live internet retrieval.

Datasets. FRAMES (Krishna et al., 2025) re-
quires time-sensitive, multi-source reasoning over
dynamic web content (200 samples). BrowseC-
omp+ (Chen et al., 2025) presents extreme-
difficulty queries requiring 8–12 web searches (200
samples). Both datasets test generalization beyond
the static Wikipedia corpus used during training.
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Experimental Setup. All models use identical
settings: maximum 20 searches per trajectory,
Jina Search API with fixed parameters, no model-
specific tuning. We report both LLM-judge accu-
racy (GPT-OSS-120B for semantic matching) and
strict Exact Match (EM) to address concerns about
evaluation bias.

Dataset Scale Base SFT RL ∆

FRAMES (Judge)
3B 8.96 27.86 27.36 +18.40pp
7B 28.36 36.82 43.78 +15.42pp
14B 35.32 50.75 60.80 +25.48pp

FRAMES (EM)
3B 4.00 15.00 17.00 +13.00pp
7B 14.00 22.00 25.00 +11.00pp
14B 23.00 27.00 30.50 +7.50pp

BrowseComp+ (Judge)
3B 0.50 2.49 3.48 +2.98pp
7B 1.99 3.50 4.50 +2.51pp
14B 2.99 5.47 7.00 +4.01pp

BrowseComp+ (EM)
3B 0.50 1.50 2.50 +2.00pp
7B 0.50 1.50 2.50 +2.00pp
14B 2.50 3.50 4.50 +2.00pp

Table 6: Real web search results. RL benefits persist in
dynamic retrieval environments under both LLM-judge
and strict EM evaluation.

Results in Table 6 provide evidence that RL ben-
efits persist in a dynamic web retrieval environ-
ment. The 14B-RL model achieves 60.80% (Judge)
/ 30.50% (EM) on FRAMES, demonstrating robust
performance on time-sensitive multi-source reason-
ing. Gains also persist under strict EM.

G Self-Evaluation Reliability Analysis

We evaluate whether self-evaluation scores are in-
formative while accounting for their non-oracular
failures.

G.1 Calibration Analysis
We measure calibration as the Mean Absolute Er-
ror (MAE) between self-reported scores and exter-
nal evaluator scores (GPT-OSS-120B), computed
across 21,750 samples (143,000+ retrieval steps)
spanning 6 configurations (3B/7B/14B × SFT/RL)
on 7 datasets.

Model SFT MAE RL MAE Improvement

3B 1.792 1.695 −5.4%
7B 1.583 1.469 −7.2%
14B 1.340 1.317 −1.7%

Table 8: Calibration MAE (lower is better). RL consis-
tently reduces calibration error across all scales.

G.2 Correlation with Final Correctness
We compute point-biserial correlations between
aggregated self-scores and binary EM correctness.

Model SFT r RL r Significance

3B 0.319 0.345 p < 0.0001
7B 0.362 0.384 p < 0.0001
14B 0.392 0.413 p < 0.0001

Table 9: Point-biserial correlation between self-scores
and EM correctness. All correlations exceed r = 0.3
(medium-to-strong) with p < 0.0001.

G.3 Exact-Bin Reliability and Intervention
For exact-bin analysis, we retain 54,195 RL-stage
steps with paired retrieval, external-score, and final-
outcome fields. GT recall checks whether the
normalized answer string appears in the immedi-
ately preceding documents and is therefore a lower-
bound proxy for useful multi-hop evidence.

Bin Steps GT Recall Ext. Score Final EM

Low [0, 3] 24,466 21.72% 2.224 19.59%
Mid (3, 7] 14,874 39.64% 5.237 26.40%
High (7, 10] 14,855 57.29% 7.996 44.88%

Table 10: Reliability under the exact EvalAct control
bins for RL-stage steps.

All three measures increase monotonically from
Low to High. In a separate intervention on 1,625
multi-hop examples, inverting only the Low/High
feedback lowers weighted EM from 41.78% to
39.45%, showing that the cue affects downstream
behavior. However, 272 of 6,661 High-bin steps
(4.08%) in the SET-7B subset receive an external
score ≤ 3, confirming that high-confidence failures
remain possible. Representative failures involve an
incorrect bridge entity followed by locally correct
evidence, or a noisy biographical snippet accepted
as factual.

H Efficiency Analysis

We report detailed efficiency metrics across all
scales, measuring search count and generation to-
kens (Qwen2.5 tokenizer) on 32,625 predictions.
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Method / Metric NQ PopQA TriviaQA 2Wiki Bamb. HotpotQA MuSiQue Avg.

StepSearch (EM) 36.60 33.40 51.20 42.60 40.00 35.00 20.20 37.00
ProRAG (EM) 45.80 46.40 61.60 48.60 41.60 38.80 25.00 43.97
EvalAct-7B (EM) 43.00 42.20 62.80 52.80 56.00 44.20 24.80 46.54

Self-RAG (EM) 39.80 1.00 19.60 2.40 0.00 9.20 0.80 10.40
Self-RAG (ACC)† 40.20 44.80 53.80 27.40 19.20 31.60 9.60 32.37

Table 7: Released-checkpoint comparison on seven validation subsets (%). Avg. denotes the dataset-level macro
average over all seven datasets. Bold marks the best EM among EvalAct, ProRAG, and StepSearch. †Self-RAG
ACC is an auxiliary within-method metric and is not ranked against the EM rows.

Scale Metric SFT RL ∆

3B
EM Accuracy 32.5% 43.6% +11.1pp
Avg. Searches 4.65 4.20 −9.7%
Avg. Tokens 1190 984 −17.3%

7B
EM Accuracy 29.9% 45.5% +15.6pp
Avg. Searches 5.20 4.60 −11.5%
Avg. Tokens 1321 1183 −10.4%

14B
EM Accuracy 39.9% 44.7% +4.8pp
Avg. Searches 5.25 5.00 −4.8%
Avg. Tokens 1382 1217 −11.9%

Table 11: Within-pipeline comparison of SFT and RL
checkpoints across scales.

Across all scales, RL improves over its SFT
initialization while reducing both search count
(−4.8% to −11.5%) and token generation (−10.4%
to −17.3%). This is a within-pipeline comparison
and should not be interpreted as lower overall in-
ference cost than lighter baselines. On matched
multi-hop subsets, EvalAct-7B obtains 44.45 EM
with 7.42 searches and 2,063.71 generated tokens,
compared with 37.25/2.28/176.56 for AutoRefine
and 28.45/1.90/253.14 for IRCoT.

I Released-Checkpoint Baseline
Comparison

To broaden comparison with process-supervised
and verification-oriented systems, we eval-
uate the official released checkpoints of
StepSearch (Wang et al., 2025) (Qwen2.5-
7B-Instruct), ProRAG (Wang et al., 2026)
(Qwen3-8B), and Self-RAG (Asai et al., 2024)
(Llama2-7B) on the same seven validation subsets
as EvalAct-7B, using their released inference and
evaluation implementations. Each subset contains
500 examples, except Bamboogle with 125 exam-
ples. We report normalized Exact Match (EM) for
all methods. Because Self-RAG’s reflection-token
decoding often produces explanatory answers for
which strict EM is sensitive to output form, we

additionally report the PopQA-style ACC used in
its original evaluation.

EvalAct-7B achieves 44.45 multi-hop average
EM, exceeding ProRAG and StepSearch by 5.95
and 10.00 points, respectively, and obtains the high-
est overall average EM (46.54). StepSearch pro-
vides the most direct same-backbone comparison,
while ProRAG uses a larger Qwen3-8B checkpoint;
ProRAG remains stronger on NQ and PopQA and
is 0.20 points higher on MuSiQue. The Self-RAG
paper reports 54.9% PopQA ACC, compared with
44.8% in our released-checkpoint evaluation; dif-
ferences in retrieval and generation environments
may account for this gap. The EvalAct values in
Table 7 come from a dedicated rerun on these vali-
dation subsets, whereas Table 1 retains the original
main-run results. Because the released systems dif-
fer in training data, model family, and inference
protocol, this experiment expands baseline cover-
age but should not be interpreted as a controlled
training ablation.
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