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Abstract

Scope 3 greenhouse gas (GHG) emissions
account for the majority of corporate car-
bon footprints, yet remain difficult to ana-
lyze at scale due to sparse disclosures, het-
erogeneous report document formats, and lim-
ited evidence traceability. Existing approaches
typically rely on large language models to
extract emissions information from ESG re-
ports, but often lack explicit evidence ground-
ing or depend on costly manual annotation
and verification to ensure extraction reliabil-
ity. To address these challenges, we propose
Scope3Trace, an evidence-grounded informa-
tion extraction framework designed to extract
interpretable and traceable Scope 3 emissions
information from real-world ESG and sustain-
ability reports. The framework integrates a
document information extraction pipeline that
performs PDF collection and OCR parsing,
LLM-assisted page localization and table re-
construction, and hybrid rule–LLM extraction
of organization- and building-level emissions
disclosures with evidence-grounded verifica-
tion. Building upon this framework, we fur-
ther contribute a dual-level, evidence-grounded,
multimodal dataset comprising organization-
level Scope 3 disclosures extracted from hetero-
geneous sustainability reports. Scope3Trace
enables reliable extraction and transparent in-
tegration of heterogeneous sustainability dis-
closures, achieving high accuracy in extract-
ing Scope 1–3 totals and category-level dis-
closures from sustainability reports. The
code is available at https://github.com/
cruiseresearchgroup/Scope3Trace.

1 Introduction

As climate change increasingly threatens global
sustainability and economic stability, corporate
greenhouse gas (GHG) reporting has emerged as a
cornerstone of climate governance, enterprise risk

*These authors contributed equally.
†Corresponding author.

Figure 1: Illustration of Scope 1,2,3 emissions under
the GHG Protocol. Using our information extraction
framework, we construct the Scope3Trace dataset that
organizes extracted emissions disclosures across organi-
zation and building levels with evidence.

management, and regulatory accountability (Traub
et al., 2025; Luu et al., 2025; Li et al., 2025a).
Within corporate carbon accounting frameworks,
emissions are categorized into Scope 1, Scope 2,
and Scope 3 based on their source and value-chain
boundary, as seen in Figure 1. While existing re-
search and industry efforts have increasingly fo-
cused on Scope 1 and Scope 2 emissions due to
their standardized reporting protocols and relatively
accessible activity data (Yap et al., 2025), Scope 3
emissions, despite accounting for the majority of
corporate carbon footprints, remain difficult to ana-
lyze in data-driven studies due to fragmented dis-
closures and the lack of unified structured datasets
derived from sustainability reports (Greenhouse
Gas Protocol, 2019; Hertwich and Wood, 2018;
Greenhouse Gas Protocol, 2011).

Recent advances in large language models
(LLMs) have significantly improved document un-
derstanding capabilities (Achiam et al., 2023). In
addition, retrieval-augmented generation (RAG)
techniques help mitigate hallucination by ground-
ing generation in retrieved external evidence (Gao
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et al., 2023). Recent studies have begun to leverage
these capabilities to extract corporate emissions dis-
closures from sustainability and ESG reports using
LLM-based information extraction pipelines, often
combined with manual verification or annotation
to ensure extraction reliability (Beck et al., 2025).
In parallel, another line of work leverages LLMs to
infer a company’s industry sector from corporate
reports, and subsequently estimates company-level
emissions by combining sector-level emission fac-
tors with company activity or spending data (Dumit
et al., 2024; Guo et al., 2025; Lenzen et al., 2012).

While promising, these approaches leave im-
portant challenges unresolved. Extraction-focused
methods (Beck et al., 2025) improve access to dis-
closed figures but often overlook reporting bound-
aries, asset coverage, and evidence traceability. Be-
sides, these works frequently rely on costly and
time-consuming manual expert verification to en-
sure extraction reliability. Estimation-based ap-
proaches (Guo et al., 2025) provide broader cover-
age but abstract away from organization- or asset-
level characteristics, offering limited transparency
and weak alignment with disclosed accounting
practices. As a result, Scope 3 data remains dif-
ficult to interpret, validate, and operationalize for
decision-making.

To address these limitations, we present
Scope3Trace, an evidence-grounded information
extraction framework for sustainability and ESG
reports. The framework implements a document
extraction pipeline that collects sustainability re-
ports, converts PDFs into structured OCR text, and
identifies pages containing Scope 1–3 disclosures
through page-level localization. It then reconstructs
tabular disclosures using LLM-based table interpre-
tation and performs structured extraction of emis-
sions values through a hybrid rule–LLM design,
where LLMs assist in page localization and ta-
ble reconstruction, while rule-based components
handle numeric parsing, category mapping, and
evidence verification against the OCR text. This
design enables reliable extraction of organization-
and building-level emissions disclosures with ex-
plicit textual evidence grounding. Using this frame-
work, we further organize the extracted records
into a dual-level dataset spanning organization- and
building-level Scope emissions information.

Our key contributions can be summarized as
follows:

• We propose an evidence-grounded informa-

tion extraction framework for sustainability
reports that integrates PDF collection, OCR-
based document parsing, LLM-assisted page
localization and table reconstruction, and
hybrid rule–LLM structured extraction for
Scope 1–3 emissions disclosures.

• We design a reliable extraction pipeline that
explicitly links extracted emissions values to
supporting textual evidence, enabling trace-
able and verifiable extraction of organization-
and building-level Scope emissions informa-
tion from heterogeneous ESG reports.

• To the best of our knowledge, Scope3Trace
is among the first efforts to construct a dual-
level, multimodal, and evidence-grounded
dataset specifically targeting Scope 3 emis-
sions.

2 Related Work

Information Extraction from ESG and Sustain-
ability Reports. Recent work has shown that NLP
and LLM-based systems can reliably extract struc-
tured emissions information from sustainability and
ESG reports, including Scope 1–3 values, standard-
ized categories, and supporting textual or tabular
evidence (Beck et al., 2025; Mishra et al., 2024;
Ding et al., 2025). These approaches substantially
reduce manual reporting effort and form the basis
of large-scale access to disclosed emissions data.
Their task definitions and evaluations, however, are
primarily document-centric, focusing on extraction
accuracy and evidence localization rather than how
reported values relate to underlying assets or orga-
nizational coverage.

Scope 3 Emission Estimation and Proxy-
Based Methods. A parallel line of research esti-
mates Scope 3 emissions using economic, activity-
based, or spend-based proxies, often relying on
input–output models or sectoral emission factors to
achieve broad organizational coverage (Hertwich
and Wood, 2018; Dumit et al., 2024; Guo et al.,
2025; Duan et al., 2026). Such methods are well
suited for large-scale benchmarking and policy
analysis, but typically abstract away from asset-
level structure and provide limited traceability to
disclosed figures or reporting boundaries.

Building and Asset-Level Carbon Modeling.
Carbon modeling at the level of individual build-
ings and physical assets has enabled detailed anal-
yses of operational and embodied emissions using
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building attributes, energy data, and geospatial con-
text (Yap et al., 2025). While these studies offer
strong physical interpretability and urban-scale in-
sights, they are generally developed independently
of corporate sustainability disclosures and Scope 3
reporting frameworks.

Data Quality, Coverage, and Practical Usabil-
ity in ESG Systems. Prior work has highlighted
persistent challenges in ESG data quality, including
incomplete disclosures, inconsistent boundaries,
and heterogeneous estimation practices, particu-
larly for Scope 3 emissions (Beck et al., 2025; Dim-
melmeier et al., 2024; Sternberg, 2022). Although
these limitations are widely acknowledged, they
are rarely encoded explicitly in machine-readable
form, leaving coverage, applicability, and confi-
dence largely implicit in existing ESG datasets and
systems.

Reliability, Hallucination, and Trustworthi-
ness of LLMs. Since our framework relies on
LLMs for extraction and verification, the reliability
of LLM-based systems is directly relevant to our
design. Recent studies have examined when LLMs
fabricate citations under deployment constraints
(Zhao et al., 2026), proposed white-box hallucina-
tion detection based on per-layer representations
(Yang et al., 2026), and provided a comprehen-
sive survey of trustworthiness in LLM reasoning
(Wang et al., 2025). These works motivate our
evidence-grounded protocol, which pairs every ex-
tracted value with verifiable textual evidence rather
than relying solely on model outputs.

Retrieval-Augmented Generation and Multi-
Agent Systems. Beyond single-model extraction,
RAG and multi-agent frameworks have become
important paradigms for grounding and coordinat-
ing LLM behavior. Recent work studies trans-
parent handling of knowledge conflicts in RAG
(Ye et al., 2026), measures the utility of retrieved
evidence through semantic perplexity reduction
(Dai et al., 2025), and analyzes LLM-oriented
retrieval from a denoising-first perspective (Dai
et al., 2026). Complementary studies combine re-
trieval with multi-agent multimodal reasoning for
verification (Li et al., 2026b) and stabilize multi-
passage retrieval through fusion controllers (Zhu
et al., 2026c). Reinforcement learning has like-
wise been applied to strengthen multi-hop reason-
ing over structured knowledge in question answer-
ing (Wen et al., 2026). Multi-agent designs fur-
ther improve reliability through role decomposition,
chain-of-draft reasoning, and associative memory

(Li et al., 2026a; Zhu et al., 2026d; Li et al., 2026d).
These advances inform our multi-agent pipeline, in
which specialized agents share intermediate state
and cross-validate one another’s outputs.

Broader Applications. The LLM and deep-
learning techniques underpinning our framework
have been validated across a broad range of LLM-
related applications (Kuang et al., 2025; Nie et al.,
2026; Li et al., 2026c; Tan et al., 2026; Zhu et al.,
2026b; Zhou et al., 2026; Zhu et al., 2026e; Gao
et al., 2026; Li et al., 2025b). Their wide adoption
across such diverse tasks underscores the reliability
and generalizability of these methods, which have
become standard building blocks of modern text
and multimodal processing (Yu et al., 2025b; Lou
et al., 2026; Du et al., 2026; Yuan et al., 2026; Jiang
et al., 2026; Qi et al., 2025). Beyond language-
centric settings, the underlying machine-learning
techniques, covering representation learning, pre-
dictive modeling, and statistical estimation, have
also proven effective in a broad range of other ap-
plication domains (Xiao and Liu, 2025; Lu et al.,
2026; Hongmo and Kamata, 2026; Shao, 2026a,b).
This breadth reflects the maturity of the text pro-
cessing and learning techniques that our extraction
framework builds upon (Sheng et al., 2026; Du
et al., 2018; Zhang and Ni, 2025; Xiao et al., 2026).

3 Scope3Trace

This section presents the Scope3Trace framework:
§3.1 states the design goal, §3.2 describes the dual-
level data representation, and §3.3 introduces the
multi-agent pipeline for data extraction and verifi-
cation.

3.1 Motivation and Design Goal

The fundamental limitations of Scope3 emissions
estimation lie not only in numerical accuracy but
also in the limited observability of activity data at
the physical asset level, which is further exacer-
bated by the heterogeneity of unstructured ESG re-
port texts—a core challenge that semantic and text
processing technologies are uniquely positioned to
address. In practice, organization-level disclosures
are often embedded in unstructured paragraphs, ta-
bles, or footnotes of sustainability reports, with
inconsistent wording, ambiguous category defini-
tions, and varying document formats. including
scanned PDFs, formatted text, and mixed text-
image layouts. Existing studies either depend on
manual annotation, which is expensive and diffi-
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Figure 2: Overview of the Scope3Trace multi-agent system for dataset construction. The pipeline is composed of
three specialized agents: the Search Agent, Scope Agent, and Verify Agent. to perform data acquisition, parsing,
extraction, and verification. By combining structured parsing (e.g., page localization and table reconstruction) with
explicit evidence grounding (sample in A.2), the system ensures that all extracted values are traceable and reliable,
enabling audit-grade Scope 1/2/3 emissions data construction.

cult to scale, or adopt generic document processing
pipelines that lack sufficient semantic understand-
ing. As a result, the extracted emissions data suffer
from weak traceability and interpretability.

To address these gaps, our design goal is to con-
struct a dual-level Scope 3 dataset by leveraging
advanced text processing and semantic techniques
to automate the extraction, normalization, and ver-
ification of emissions information from heteroge-
neous ESG reports. Specifically, we aim to: (1) use
semantic models to achieve accurate localization
and interpretation of emissions-related content in
unstructured texts/tables; (2) Develop rule-LLM
hybrid pipelines to guarantee evidence grounding
and traceability by connecting extracted values
to their original text snippets; (3) apply seman-
tic alignment to unify heterogeneous disclosures
into a standardized schema, enabling interpretable,
diagnosable, and coverage-aware emissions anal-
ysis. This design eliminates the over-reliance on
manual annotation and enhances the scalability of
the framework.

3.2 Dataset Composition and Structure

Scope3Trace adopts a multi-level data structure ex-
plicitly optimized for information extraction and
semantic alignment. This structure distinguishes
enterprise-disclosed emissions data obtained from
ESG reports through text processing techniques
from asset-level representations. It is collabora-

tively generated by an enhanced multi-agent sys-
tem and comprises two tightly coupled data layers:
organizational-level disclosures retrieved from re-
ports through information extraction, and building-
level asset records augmented with semantic meta-
data produced by text analysis.

At the organizational level, each record corre-
sponds to an organization and a specific reporting
year. It contains extracted total Scope 3 emissions,
category-level disaggregations with semantic labels
normalized through text analysis, and standardized
Scope 1 and Scope 2 emissions. The record also
integrates metadata such as reporting boundaries
and audit status, which are captured using entity
recognition and relation extraction. A key char-
acteristic of this layer is the evidence link: every
extracted value is paired with a text segment from
the original ESG report identified by semantic mod-
els, together with confidence scores produced by
the extraction pipeline.

At the building level, each record corresponds
to an individual building and year, documenting
physical attributes, geospatial coordinates, and op-
erational activity indicators. The records are further
supplemented with semantic metadata, including
building type classifications generated by text clas-
sification and activity description standards refined
through semantic similarity computation. Multi-
modal satellite imagery is integrated as supplemen-
tary context, while the core descriptive metadata is
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enhanced via text processing to ensure alignment
with organizational-level disclosures. Such align-
ment includes connecting building names men-
tioned in reports to corresponding asset entries
through entity linking. All derived fields are clearly
marked with their provenance, distinguishing in-
formation from direct extraction, modeling, or esti-
mation, alongside confidence scores obtained from
semantic processing. This labeling ensures trans-
parency and prevents ambiguity with enterprise-
reported data.

3.3 Data Source and Construction

Scope3Trace integrates organization-level disclo-
sures and building-level inventories through a mod-
ular pipeline centered on information extraction
and semantic processing as shown in Figure 2. The
pipeline is composed of three specialized agents:
the Search Agent, Scope Agent, and Verify Agent.
As illustrated in Figure 2, the workflow starts with
data acquisition, proceeds through parsing, extrac-
tion, estimation, and verification, and finally out-
puts the integrated Scope3Trace results. To en-
sure transparency, reproducibility, and interpretabil-
ity, the workflow combines rule-based text parsing
with bounded LLM application that supports se-
mantic understanding rather than speculative infer-
ence, aligning with the pipeline’s core steps, and
each construction phase is assigned to a designated
agent or collaborative effort. Restricting agent au-
tonomy in this way is a deliberate, empirically val-
idated design choice: under matched conditions
(identical role decomposition, backbone LLM, and
prompts), free-form conversational agent interac-
tion repeatedly overwrites originally correct val-
ues (Appendix F). The agents therefore share in-
termediate state and cross-validate one another’s
outputs, but do not engage in open-ended conver-
sational orchestration. The construction proceeds
in four phases, all underpinned by semantic and
information extraction technologies and consistent
with the pipeline’s process: (1) Locating evidence
by Search Agent: obtaining public reports via the
Google Search API, running PDF OCR parsing
through the Parsing and OCR Toolset, and per-
forming emissions-related content localization (the
pipeline’s Page-localization and Find Scope Info
modules), returning a verbatim evidence list with-
out performing any extraction or computation; (2)
Extraction and estimation by Scope Agent: com-
piling the physical asset inventory (the Asset Pool)
with entity linking, extracting structured values

from the located evidence, and computing the de-
terministic building-level estimates of Appendix C
(the Estimation Process, integrating Activity Data
and Emission Factor); (3) Verification by Verify
Agent: deterministic span-level checking of ev-
ery extracted value against the source OCR text,
plus semantic validation of rule applicability and
boundary compatibility (the Verification Process);
(4) Cross-level alignment diagnostics by all three
agents: leveraging semantic similarity and relation
extraction to ensure consistency between levels,
corresponding to the pipeline’s Consistency Value
Check and Logic Check.

We experimented with three families of LLMs
as candidates for the agents’ underlying model, all
under temperature=0. As shown by the single-call
LLM rows of Table 1, the three models reach within
0.02 scope-level F1 of one another on the gold eval-
uation set, suggesting that the semantic portion of
the extraction task is largely insensitive to LLM
choice. This robustness reflects a deliberate de-
sign principle: deterministic logic such as numeric
parsing, unit normalization, category mapping, and
evidence checking is delegated to rule-based com-
ponents, restricting the LLM to bounded semantic
tasks. We adopt GPT-4o as the default backbone;
swapping it across model families leaves perfor-
mance within a narrow band (Appendix E), with
per-agent cost in Appendix D.

3.3.1 Building Asset Inventory
Led by the Scope Agent with entity linking, text
classification and semantic normalization modules,
the building asset inventory integrates public build-
ing registries from Open Data Source, simulated
energy activity datasets and disclosure-related asset
information including Climate Active and building-
tier reports, acting as the Asset Pool in the pipeline.
Its core contribution is semantic alignment: the
agent leverages pre-trained semantic models fine-
tuned on ESG text corpora to link asset identifiers
like building names and addresses in public reg-
istries with those appearing in the report evidence
located by the Search Agent. It resolves ambigui-
ties such as synonymous building names and abbre-
viations through contextual semantic understand-
ing, laying the groundwork for later cross-level
alignment.

Asset records are aligned via stable property
identifiers, standardized addresses processed by
address parsing and geospatial association meth-
ods. Deterministic parsers are used to supple-
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ment missing attributes, such as inferring building
type from report text descriptions. The final in-
ventory contains standardized locations, building
features, multi-year activity indicators, optional
satellite imagery, and semantic metadata including
activity tags and asset category labels, supporting
smooth alignment with organizational-level disclo-
sures from ESG reports.

3.3.2 Organization-level Inventory
Parallel to the Scope Agent, the Search Agent han-
dles document acquisition and evidence localiza-
tion, executing the pipeline’s Data Acquisition step
and the localization stages of the Extraction Pro-
cess. It first obtains public PDF sustainability and
GHG inventory reports via the Google Search API.
Documents then pass through a four-stage pipeline,
of which the Search Agent executes stages 1–2
(parsing and localization) and the Scope Agent exe-
cutes stages 3–4 (extraction and grounding), match-
ing the pipeline’s Parsing & OCR Toolset, Page-
localization, Table Construction, and Find Scope
Info & Extraction modules.

1. PDF-to-Text Parsing with Text Preprocessing:
Following the Parsing & OCR Toolset, it converts
PDFs (including scanned files via OCR) into struc-
tured JSON raw text, then performs tokenization,
stopword removal and sentence segmentation to
clean the text for downstream tasks.

2. LLM-Based Emissions Content Localiza-
tion: Directly corresponds to the pipeline’s Page-
localization module, where we prompt an off-
the-shelf LLM (GPT-4o by default, with temper-
ature=0; see Appendix E for backbone robust-
ness across model families) to perform page-level
and sentence-level classification, identifying text
snippets and tables relevant to Scope 1-3 emis-
sions. This replaces generic page localization with
semantic understanding, ensuring high recall of
emissions-related content, which is a key prerequi-
site for subsequent extraction.

3. Semantic-Driven Table Reconstruction and
Extraction: Aligns with the pipeline’s Table Con-
struction and Find Scope Info & Extraction steps,
applying table structure recognition (TSR) com-
bined with LLM-based table interpretation to ex-
tract numerical values, category labels, and con-
textual notes from tables. Rule-based parsers op-
timized for ESG report semantics handle numeric
normalization including unit conversion and deci-
mal alignment and category mapping such as uni-
fying “Scope 3 – Purchased Goods and Services”

across different report wordings via semantic simi-
larity, ensuring the extracted data is structured and
consistent.

4. Evidence Grounding and Normalization: Cor-
responding to the pipeline’s Evidence Grounding
Rules module, each extracted value is linked to its
source text snippet identified via span detection
and normalized into a unified schema using entity
normalization. This ensures traceability and con-
sistency across heterogeneous reports, which is a
core requirement for the verification process. All
pipeline rules, prompts, and thresholds were de-
veloped exclusively on a 20-PDF development set
disjoint from the gold evaluation set in Section 4.1.

The resulting organization-level disclosure
dataset with one record per organization and report-
ing year includes Scope 1 and 2 totals, disclosed
Scope 3 category breakdowns, reporting bound-
aries extracted via entity recognition, certification
status, and evidence sources as text snippets, align-
ing with the pipeline’s Reported Scope Info output.
The Scope Agent resolves inconsistencies such as
mismatched asset names between report evidence
and the asset inventory via semantic matching, en-
suring the extracted data is consistent with its Asset
Pool.

3.3.3 Building-level Explanatory Components
Scope3Trace applies a distinction strategy: the
Scope Agent extracts ‘reported’ values for assets
with direct disclosures from the evidence located
by the Search Agent, corresponding to Reported
Scope Info in the pipeline, and applies the determin-
istic estimation of Appendix C for the remainder,
corresponding to the pipeline’s Estimation Process.
The Verify Agent validates, but never computes,
each derived value through semantic validation and
evidence checking against the asset inventory (the
Asset Pool), and all derived values are labeled with
methods, sources, and quality indicators includ-
ing extraction confidence scores, supporting the
pipeline’s Verification Process.

A key contribution here is semantic relevance
validation: the Verify Agent uses semantic similar-
ity models to confirm that estimation rules are only
applied where the asset’s attributes described in text
have a valid substitution relationship with organi-
zational disclosures, integrating Activity Data and
Emission Factor as shown in the pipeline. For ex-
ample, if an ESG report mentions "office buildings
in London" and the asset inventory includes Lon-
don office buildings, the semantic model verifies
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the overlap to justify estimation. This constraint,
enforced by the Verify Agent’s semantic modules,
avoids speculative inferences and maintains align-
ment with the framework’s evidence-based goal,
which is consistent with the pipeline’s emphasis on
evidence grounding. Detailed derivation logic, cal-
culation formulas, and factor sources are provided
in Appendix C.

3.3.4 Alignment and Consistency Diagnostics

In the final stage, Scope3Trace conducts
conditional matching between building and
organizational-level data for diagnostic analysis,
which corresponds to the pipeline’s Verification
Process, including Consistency Value Check and
Logic Check. All three agents collaborate via
semantic technologies: the Scope Agent provides
semantic-enhanced building-level records with
semantic labels from the Asset Pool, the Search
Agent provides the normalized Reported Scope
Info output, and the Verify Agent uses relation
extraction and semantic similarity to evaluate
boundary compatibility as a validation step without
attempting reconciliation or inference, generating
the Evaluation Report as shown in the pipeline.

Matching occurs only when attribution evidence
is present such as text snippets in reports link-
ing specific buildings to organizational emissions,
aligned with Evidence Grounding Rules in the
pipeline and is treated as partial, strictly enforced
by the Verify Agent’s semantic modules to prevent
over-interpretation. The system does not enforce
data reconciliation but uses semantic analysis to
determine whether building-level data is applicable
semantic alignment between asset and disclosure
boundaries, inapplicable semantic mismatch, or
lacks alignment evidence no relevant text snippets.
These diagnostics, powered by semantic technolo-
gies, highlight coverage gaps and boundary limi-
tations, ensuring the system’s output Scope3Trace
is transparent, interpretable, and aligned with the
pipeline’s overall workflow and the framework’s
goal of evidence-based Scope 3 analysis. Addi-
tionally, satellite imagery included in the pipeline
is used as supplementary contextual information
for visual interpretation, supporting asset-level val-
idation without direct involvement in emissions
estimation.

4 Experiments

4.1 Extraction Evaluation

We evaluate the system on a manually annotated
gold set covering Scope 1/2/3 totals, Scope 3 cat-
egories, reporting year, and page-level evidence
(Appendix H), reporting value-level F1 and exact
match (EM) for Scope 1/2/3 totals and category
F1 for Scope 3 breakdowns. Annotation guide-
lines were finalized from the GHG Protocol Cor-
porate Standard before annotation, and the 200-
report gold set was frozen thereafter; all pipeline
rules, prompts, and thresholds were developed ex-
clusively on a disjoint 20-PDF development set,
with the gold set used only for the final evalu-
ation. See Appendix H.8 for the full timeline
and three independent validation checks, includ-
ing an out-of-distribution test (Scope F1 = 0.98,
EM = 0.93). We compare Scope3Trace against a
rule-based baseline, two LLM-only regimes (chun-
ked per-page calls on OCR text and a single-call
regime that uploads the native PDF) across three
model families, a retrieval-augmented pipeline
(Beck et al., 2025-style), three matched multi-agent
frameworks, and ablations of its own components.

As shown in Table 1, Scope3Trace achieves
near-perfect performance, significantly outperform-
ing both baselines and standalone LLMs. Ab-
lation results show that removing key compo-
nents, particularly table reconstruction and evi-
dence grounding, leads to substantial performance
drops; page localization, by contrast, mainly af-
fects efficiency rather than accuracy. The “-STYLE”
rows (Beck et al., 2025-style, AutoGen-style,
CrewAI-style, MetaGPT-style) denote pipelines
that we re-implemented following the design ideas
of the corresponding systems on our extraction
task, rather than direct invocations of their public
code, so that all baselines share the same underly-
ing LLM, prompts, and gold set as Scope3Trace.

4.2 Comparison with Existing Extraction
Pipelines

Compared with the LLM-based benchmark of Beck
et al. (2025), which combines LLM extraction with
human validation and provides only document-level
evidence references, Scope3Trace is a fully auto-
mated pipeline evaluated by standard IE metrics
(EM and F1 for Scope 1/2/3 and category-level ex-
traction) and provides page-level evidence anchor-
ing, linking every extracted value to the specific
page containing the disclosure. A side-by-side ac-
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Method / Model Scope1 F1 Scope2 F1 Scope3 F1 Category F1 EM

Non-LLM baseline
Rule-only 0.86±0.00 0.86±0.00 0.86±0.00 0.51±0.01 0.45±0.01

Chunked LLM (OCR text, per-page calls)
GPT-4o 0.84±0.02 0.83±0.02 0.84±0.02 0.70±0.03 0.61±0.03
Gemini-2.0 0.82±0.03 0.81±0.03 0.82±0.03 0.67±0.04 0.58±0.03
DeepSeek-V3 0.80±0.03 0.79±0.03 0.80±0.03 0.64±0.04 0.55±0.04

Single-call LLM (native PDF, one call)
GPT-4o 0.87±0.02 0.86±0.02 0.87±0.02 0.79±0.03 0.72±0.03
Gemini-2.0 0.86±0.02 0.85±0.02 0.86±0.02 0.77±0.03 0.70±0.03
DeepSeek-V3 0.85±0.03 0.84±0.03 0.85±0.03 0.75±0.03 0.68±0.02

Existing LLM pipelines
(Beck et al., 2025)-style 0.88±0.02 0.87±0.02 0.88±0.02 0.78±0.03 0.71±0.03
AutoGen-style 0.82±0.04 0.81±0.04 0.82±0.04 0.72±0.05 0.48±0.05
CrewAI-style 0.84±0.03 0.83±0.03 0.84±0.03 0.75±0.04 0.54±0.04
MetaGPT-style 0.86±0.03 0.85±0.03 0.86±0.03 0.77±0.04 0.59±0.04

Ablations (full system minus one component)
w/o page localization 0.95±0.01 0.94±0.01 0.95±0.01 0.93±0.02 0.88±0.02
w/o table reconstruction 0.89±0.02 0.88±0.02 0.89±0.02 0.82±0.03 0.75±0.03
w/o evidence grounding 0.90±0.02 0.89±0.02 0.88±0.02 0.84±0.03 0.78±0.02

Scope3Trace (GPT-4o) 0.99±0.004 0.98±0.006 0.99±0.004 0.97±0.008 0.96±0.01

Table 1: Extraction performance on the gold evaluation set. Scope3Trace is compared against a rule-only baseline,
two LLM-only regimes (chunked per-page vs. single-call on the native PDF) across three model families, a retrieval-
augmented LLM pipeline (Beck et al., 2025-style), three matched multi-agent frameworks, and ablations of its own
components. For aggregated rows we report a single macro Scope F1 spanning the S1/S2/S3 columns. Results are
mean ± standard deviation over 3 runs.

curacy comparison against Rule-only, LLM-only,
retrieval-augmented (Beck et al., 2025-style), and
matched multi-agent baselines is included directly
in Table 1.

4.3 Dataset Utility for Prediction

On a building-level Scope 3 prediction task with
multimodal inputs (building metadata and satel-
lite imagery), a multimodal MLP using the full
Scope3Trace feature set achieves R2 = 0.46 for
total Scope 3 and macro R2 = 0.54 for category-
level prediction, improving over single-modality
variants under the same feature setting. For context,
the targets are intrinsically noisy: 96.7% are proxy-
derived (Table 15), and commercial emissions-data
vendors agree with one another on Scope 3 at cor-
relations as low as 0.22 (R2 ≈ 0.05) (Busch et al.,
2022). The utility claim rests on the internal abla-
tion: minimal features (floor area and coordinates)
yield R2 ≤ 0.04 for total and ≤ 0.11 for category-
level prediction, using deliberately simple models
(a frozen ResNet-50 with an MLP head) so that
the measured signal reflects the data rather than
the model. Satellite imagery consistently provides
complementary signal on top of tabular features;

full setup and results are in Appendix N and O.

4.4 Discussion

Two findings generalize beyond this task. First,
under fully matched conditions, free-form multi-
agent orchestration hurts extraction: EM 0.48–0.59
vs. 0.72 for a single call, confirmed with official
libraries, and CoT prompting likewise degrades
EM to 0.67 (Appendix F). Second, the rule–LLM
boundary, not the components, determines relia-
bility: four backbones stay within 0.02 Scope F1
and a ∼16× cheaper backbone retains 0.94 cate-
gory F1 (Appendix E), while ablating rule-bounded
components costs up to 0.21 EM (Table 1).

5 Dataset Analysis and Evaluation

5.1 Dataset Coverage and Boundary
Applicability

Scope3Trace contains 54,361 building-year
records (covering 4,300+ unique assets, with
17,638 non-residential records carrying complete
Scope 1/2/3 attribution) and organization-level
records across multiple countries in Europe, Aus-
tralia, and Asia, spanning reporting years 2011–
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Figure 3: Geographic coverage of the Scope3Trace
dataset.

2026, as illustrated in Figure 3. Detailed statis-
tics are provided in Appendix M. The dataset
shows broad geographic diversity, with Australia
and Europe contributing the majority of records.
The 72.1% Australian share reflects data existence
rather than selection: NABERS/NGER are the
only nationally unified, audited building invento-
ries, while the organization level spans multiple
regions with 1,300+ EU records (Table 10).

Alignment coverage remains limited due
to structural differences between data sources.
Organization-level reports typically provide ag-
gregated emissions without asset-level attribution,
while many public building datasets lack explicit
ownership linkage. Consequently, coverage diag-
nostics are treated as contextual metadata rather
than quality metrics.

Figure 4 illustrates building-level availability
across major Scope 3 categories, with Category
2 and 13 showing the highest coverage. Restricting
building-level modeling to these two categories
is a methodological safeguard: only they have
physically verifiable links to asset attributes (Ap-
pendix B); other categories appear only when ex-
tracted verbatim (Table 15), while the organization
level covers all 15 categories. Additional alignment
details are provided in Appendix A.

5.2 Value Provenance and Confidence
Characteristics

Within the non-residential subset (N = 17,638)
where full Scope 3 estimation is feasible, only
3.28% of values are directly reported at the build-
ing level; the rest are estimated from public energy
inventories and emission factors, reflecting the lim-
ited state of building-level Scope 3 reporting. Re-
ported values carry high confidence and estimated
values medium confidence, the latter expose im-
plicit assumptions and coverage gaps rather than
replace reported emissions. Every reported value is

additionally anchored to the source page, providing
finer-grained provenance than the document-level
references common in existing emissions datasets.

5.3 Organization-Level Disclosure
Characteristics

Scope3Trace also includes organization-level
Scope 3 disclosures collected from sustainabil-
ity and climate reports across industries including
chemicals, finance, telecommunications, mining,
manufacturing, consumer goods, and technology.

These disclosures span multiple reporting years
and jurisdictions. Rather than serving as ground
truth for building-level modeling, they function as
contextual reference data and control totals, pro-
viding insight into reporting boundaries, disclosure
completeness, and category coverage.

Cross-level Entity Linking. Among the unique
owning companies of the ∼580 building records
with directly reported per-building Scope 3 disclo-
sures, 96% are successfully linked to correspond-
ing organization-level disclosures in Scope3Trace
(either directly to company-level reports, or as
single-asset SPVs whose asset-level Product Dis-
closure Statement serves as their complete disclo-
sure). The remaining 4% are small private owners
without public disclosures or SPV/trustee entities
whose legal names diverge from parent brands (Ap-
pendix G). This demonstrates that within the struc-
turally feasible subset, evidence-grounded cross-
level alignment is reliably achieved.

6 Conclusion

This paper presents a multimodal dataset and
data system designed to support interpretable and
coverage-aware analysis of Scope 3 greenhouse
gas emissions. By integrating organization-level
disclosures with building-level physical inventories
under explicit provenance and boundary assump-
tions, Scope3Trace enables structured examination
of how reported emissions relate to underlying
assets, activity proxies, and data availability con-
straints, the dataset emphasizes transparency of re-
porting assumptions, applicability diagnostics, and
reproducible data construction from public data.
Our analysis highlights both the opportunities and
structural limitations of operationalization of Scope
3 information in real-world settings.
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Limitations

(1) The alignment between organization-level dis-
closures and building-level inventories is incom-
plete: corporate reports seldom disclose building-
level emissions, and many building records lack
clear ownership attribution. Thus, coverage di-
agnostics indicate data applicability and evidence
availability, rather than reporting completeness.

(2) Building-level Scope 3 representations rely
on proxy-based signals from activity data and pub-
lic emission factors, so they are structured approxi-
mations rather than ground-truth measurements.

(3) Geographic and sectoral coverage is uneven:
building-level data concentrates on publicly avail-
able urban inventories, while organization-level
disclosures are drawn from a heterogeneous set
of companies across jurisdictions, reflecting data
availability.

Specifically, we plan to: (i) strengthen en-
tity linking via corporate-registry and beneficial-
ownership graphs, addressing SPV and trustee enti-
ties whose legal names diverge from parent brands
(Appendix G); (ii) extend coverage to additional
Scope 3 categories via spend-based proxies and
supply-chain data; and (iii) augment categorical
confidence indicators with quantitative uncertainty
intervals.
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A Dataset Schema Overview

This appendix provides an overview of the dataset
schema used in the Scope3Trace dataset, which
integrates building-level greenhouse gas (GHG)
emissions data with organization-level carbon dis-
closure records. The schema is designed to support
multi-scale carbon accounting research, particu-
larly Scope 3 emissions analysis in the built envi-
ronment.

The dataset aligns with the GHG Protocol re-
porting framework while supporting multi-year,
multimodal, and cross-organizational analysis. All
source disclosures and extracted records are in En-
glish. The dataset documents corporate entities and
physical building assets, and contains no individual-
level or human demographic data.

A.1 Design Principles

The schema was developed based on four primary
design considerations:

• GHG Protocol alignment. Scope 1,
Scope 2 (location-based and market-based),
and Scope 3 category definitions follow estab-
lished carbon accounting standards.

• Cross-scale linkage. Building-level asset
records are linked to organization-level dis-
closures using a shared org_id, enabling hi-
erarchical emissions analysis.

• Temporal consistency. Each record corre-
sponds to a specific reporting year to enable
longitudinal carbon disclosure analysis.

• Data transparency and provenance. Source
type, estimation method, and qualitative confi-
dence indicators are recorded for reproducibil-
ity and uncertainty analysis.

• Multimodal extensibility. Optional metadata
such as satellite imagery paths allow integra-
tion of remote sensing and geospatial features
for AI-driven analysis.

A.2 Building-Level Dataset

The building-level dataset is stored in CSV format,
where each row represents a building asset for a
specific reporting year. The dataset captures:

• asset identification, geolocation, and organi-
zation linkage;

• building physical attributes (floor area, usage
type, construction year);

• energy consumption data;

• Scope 1 and Scope 2 emissions with method-
ological metadata;

• selected Scope 3 categories, particularly:

– Category 2 (capital goods / embodied
carbon),

– Category 13 (downstream leased assets).

These categories are prioritised because they can
be partially inferred from asset-level characteristics
such as building size, operational energy use, and
tenant activity.

Full Raw Sample (Building-Level) For repro-
ducibility, a representative raw record is provided
below.

{
"property_id": 102104,
"building_name": "Rialto",
"address_standardized": "525 COLLINS STREET |

MELBOURNE | VIC 3000",
"org_id": "org_33945",
"report_year": 2024,
"floor_area_sqm": 5021.93,
"energy_electricity_kwh": 27089.43,
"energy_data_source": "reported",

"scope1": {
"value_tco2e": 1382.4,
"source": "reported",
"evidence": {
"page": 44,
"text_evidence": "Sub-total (assets under

management) | 1,525 | 1,555 | 73,112 |
76,191 | ..."
}

},
"scope2": {

"location_based_tco2e": 29.417,
"market_based_tco2e": 29.417,
"source": "reported",
"evidence": {
"page": 44,
"text_evidence": "Energy use | Electricity
(location-based) | 2,735 | ... | (market-
based) | 29.417 | ..."
}

},
"scope3_total": {

"value_tco2e": 246.1,
"source": "reported",
"evidence": {
"page": 12,
"text_evidence": "Scope 3 total emissions

from PDS"
}

},
"scope3_breakdown": {

"cat13_leased_assets": {
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"value_tco2e": 246.1,
"source": "reported",
"evidence": {

"page": 12,
"text_evidence": "Scope 3 total

emissions from PDS"
}

}
},
"image_path": "data/media/satellite/3000/525-

COLLINS-STREET-MELBOURNE-VIC-3000
__pid102104__1024x1024at2x.png"

}

A.3 Organization-Level Dataset
The organization-level dataset is stored in JSON
Lines (JSONL) format, with one record per organi-
zation per reporting year. Each record includes:

• Organizational identifiers and reporting
boundary definitions;

• Enterprise-wide Scope 1 and Scope 2 totals;

• A nested Scope 3 summary object contain-
ing total emissions and category-level break-
downs when disclosed.

• Restatement metadata: a restated flag and,
where applicable, a superseded_by link to
the superseding observation.

When a later report restates a prior figure, both
observations are retained with their own evidence:
the restating record carries restated: true,
and the superseded record links forward via
superseded_by (analysis in Appendix J.1).

This structure reflects common sustainability re-
porting practices while enabling fine-grained anal-
ysis of Scope 3 disclosure completeness.

Full Raw Sample (Organization-Level) A rep-
resentative organization-level record is provided
below.

Listing 1: Organization-level carbon disclosure with
evidence grounding (Enel, 2024).
{

"org_id": "ORG_ENEL",
"org_name_standardized": "Enel",
"report_year": 2024,
"reporting_boundary": "Operational Control (

Assumed)",
"assurance_level": "Unknown",
"scope1_tco2e_value": 20209310.0,
"scope1_provenance": "reported",
"scope1_evidence": {
"page": 24,
"text_evidence": "In 2024, Scope 1 GHG
emissions amounted to 20,209,310 tCO2eq."

},

"scope2_location_tco2e_value": 3131164.0,
"scope2_market_tco2e_value": 4898276.0,
"scope2_provenance": "reported",
"scope2_evidence": {

"location_based": {
"page": 25,
"text_evidence": "Total Scope 2 (location-

based) 3,131,164 tCO2eq."
},
"market_based": {
"page": 25,
"text_evidence": "Total Scope 2 (market-

based) 4,898,276 tCO2eq."
}

},
"scope3_summary": {

"total_tco2e_value": 46259089.0,
"provenance": "reported",
"total_evidence": {
"page": 26,
"text_evidence": "In 2024, Scope 3 GHG

emissions amounted to 46,259,089 tCO2eq."
},
"breakdown": {
"cat1_purchased_goods_tco2e": 4344969.0,
"cat2_capital_goods_tco2e": 3830188.0,
"cat3_fuel_energy_tco2e": 23734668.0,
"cat4_upstream_transport_tco2e": 7518.0,
"cat6_business_travel_tco2e": 21243.0,
"cat7_employee_commuting_tco2e": 36399.0,
"cat11_use_sold_tco2e": 14284105.0

},
"breakdown_evidence": {
"cat1_purchased_goods_tco2e": {
"page": 30,
"text_evidence": "Cat.1 Purchased goods

and services 4,344,969 (tons CO2-eq)."
},
"cat2_capital_goods_tco2e": {
"page": 30,
"text_evidence": "Cat.2 Capital Goods

3,830,188 (tons CO2-eq)."
},
"cat3_fuel_energy_tco2e": {
"page": 30,
"text_evidence": "Cat.3 Fuel and Energy

related activities 23,734,668 (tons CO2-eq)
."
},
"cat4_upstream_transport_tco2e": {
"page": 30,
"text_evidence": "Cat.4 Upstream

transportation and distribution 7,518 (tons
CO2-eq)."
},
"cat6_business_travel_tco2e": {
"page": 30,
"text_evidence": "Cat.6 Business travel

21,243 (tons CO2-eq)."
},
"cat7_employee_commuting_tco2e": {
"page": 30,
"text_evidence": "Cat.7 Commuting 36,399

(tons CO2-eq)."
},
"cat11_use_sold_tco2e": {
"page": 30,
"text_evidence": "Cat.11 natural gas

sold in the retail market 14,284,105 (tons
CO2-eq)."
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}
}

},
"restated": false,
"superseded_by": null,
"source_document": "ghg-inventory-2024.pdf",
"schema_version": "v2.2"

}

A.4 Cross-Level Consistency Constraints
To ensure logical consistency:

• Aggregated building Scope 1 and Scope 2
emissions should not exceed organization-
level totals.

• Market-based Scope 2 emissions are typically
less than or equal to location-based values.

• Building-level Scope 3 coverage may be in-
complete due to disclosure limitations and re-
porting boundaries.

A.5 Geographic Coverage
The Scope3Trace dataset primarily covers assets
and disclosures from Australia and Europe, reflect-
ing the availability of high-quality building inven-
tories and publicly accessible sustainability reports
in these regions.

Figure 3 summarizes the geographic distribu-
tion of building-year records in the dataset. Aus-
tralia accounts for 72.1% of records, driven by the
availability of detailed public building and energy
datasets, while Europe contributes 27.9%, largely
sourced from organization-level disclosures linked
to commercial real estate portfolios.

A.6 Building-Level Availability of Scope 3
Categories

Figure 4 summarizes the availability of ma-
jor Scope 3 categories at the building level in
Scope3Trace. Categories such as capital goods
(Category 2) and downstream leased assets (Cat-
egory 13) exhibit relatively higher observability
due to their physical linkage to building attributes,
while most other categories remain only partially
observable. This reflects current data availability
rather than methodological limitations.

A.7 Unit Normalization
All emissions values are standardized to tonnes
CO2 equivalent (tCO2e). Energy data are harmo-
nized into common units (kWh, MJ, GJ) using stan-
dard conversion factors to ensure comparability
across sources.

Figure 4: Building-level availability of major Scope 3
emission categories in Scope3Trace.

A.8 Intended Applications

The dataset supports research in:

• Scope 3 emissions estimation and benchmark-
ing;

• building-level carbon accounting;

• multimodal climate data modeling;

• corporate sustainability disclosure analysis.

B Building-Definable Scope 3 Categories:
Rationale for Focusing on Category 2
and 13

Scope 3 emissions encompass heterogeneous value
chain activities whose observability varies substan-
tially across categories. Some categories are di-
rectly linked to physical assets, while others pri-
marily reflect organizational procurement, logistics,
or service activities. Scope3Trace therefore focuses
on Scope 3 categories that can be interpreted from
asset-level characteristics.

B.1 Category 2: Capital Goods

Category 2 emissions largely arise from embod-
ied carbon in long-lived physical assets such as
buildings and infrastructure. These emissions scale
with measurable physical characteristics including
floor area, building typology, and construction pe-
riod, for which publicly available embodied carbon
factor databases exist (e.g., engineering life-cycle
datasets). As a result, Category 2 can be repre-
sented at the building level through transparent
factor-based approximations that explicitly encode
assumptions rather than attempting alternative ac-
counting claims. Such representations support ex-
plainability of organizational disclosures by link-
ing aggregated reported values to underlying asset
structures.

24719



B.2 Category 13: Downstream Leased Assets

Category 13 emissions correspond to operational
energy use of leased assets, which in real estate
portfolios are directly associated with building-
level electricity consumption and tenant activity.
When building energy baselines or modeled energy
datasets are available, Category 13 emissions can
be approximated using region-specific grid emis-
sion factors. Because these emissions are opera-
tionally tied to identifiable physical assets, Cate-
gory 13 provides a structurally observable bridge
between organizational Scope 3 disclosures and
asset-level activity signals.

B.2.1 Why other Scope 3 Categories are not
estimated

Most remaining Scope 3 categories primarily re-
flect organizational activities rather than asset char-
acteristics. Purchased goods and services (Cate-
gory 1), upstream energy supply chain emissions
(Category 3), waste treatment (Category 5), and
travel-related categories depend on procurement
practices, supply-chain relationships, or human mo-
bility patterns that are typically not observable from
building-level physical datasets. Estimating these
categories from asset attributes alone would require
strong unverifiable assumptions and risk conflating
explanatory modeling with formal emissions ac-
counting. Scope3Trace therefore does not derive
building-level estimates for these categories; val-
ues for Cat 3 or Cat 5 that appear in our dataset are
extracted verbatim from organizational disclosures
rather than estimated from building features.

C Derivation formulas and units

This appendix summarizes the deterministic deriva-
tion formulas used to construct asset-level explana-
tory signals in Scope3Trace. These derivations
are intended to support explainability, coverage di-
agnostics, and methodological transparency. All
derived values are explicitly labeled as modeled or
estimated in the dataset.

C.1 Scope 2 Operational Emissions

When building-level electricity consumption
data are available but Scope 2 emissions are
not reported, emissions are approximated by
Scope2tCO2e = ElectricitykWh × EFgrid, where
ElectricitykWh denotes annual electricity consump-
tion attributed to the building (in kWh) and EFgrid

denotes the electricity grid emission factor (in

tonnes CO2e per kWh), selected according to geo-
graphic region and reporting year.

C.2 Scope 3 Category 2

Scope 3 category 2 emissions at the building
level are approximated using floor-area-based em-
bodied carbon intensity factor: Cat2tCO2e =
Floor Aream2×EFembodied

1000 , where Floor Aream2 de-
notes gross building floor area in square meters,
EFembodied denotes embodied carbon intensity, se-
lected according to building typology where avail-
able.

C.3 Scope 3 Category 13

Category 13 emissions correspond to operational
emissions from leased assets and are approxi-
mated using tenant-attribute electricity consump-
tions: Cat13tCO2e = Tenant ElectricitykWh ×
EFgrid, where Tenant ElectricitykWh is estimated
from total building electricity consumption scaled
by the commercial buildings proportion, EFgrid is
the same region and year specific grid emission
factor used for Scope 2 estimation.

C.4 Provenance Labels and Interpretation

All derived values in Scope3Trace are accompanied
by structured provenance metadata, including:

• reported: directly extracted from disclosures,

• modeled: derived from public baseline
datasets,

• estimated: calculated using emission factors
or proxy assumption

These labels allow users to distinguish factual
disclosures from explanatory approximations and
support uncertainty-aware downstream analysis.
Importantly, derived values are not intended to re-
place corporate greenhouse gas accounting results
but to make underlying assumptions, asset cover-
age, and potential evidence gaps transparent.

D Computational Overhead Analysis

We profile Scope3Trace’s per-document overhead
on 10 representative reports. Table 2 reports wall
time, token usage, and API cost broken down per
agent using both GPT-4o and the cheaper GPT-4o-
mini (with the same pipeline structure). Table 3
compares total per-document overhead against the
single-call LLM baselines from Table 1.
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Table 2: Per-document overhead of each Scope3Trace
agent, averaged over 10 representative reports. Cost is
computed using public per-token pricing.

Agent Time (s) In tok. Out tok. GPT-4o GPT-4o-mini

Search 6.7 22,886 151 $0.059 $0.004
Scope 12.7 82,685 1,015 $0.217 $0.013
Verify 5.3 42,461 303 $0.109 $0.007

Total 24.7 148,032 1,469 $0.385 $0.024

Method In tok. Cost Cat F1 EM

Rule-only — $0 0.51 0.45
GPT-4o 137,723 $0.351 0.88 0.82
Gemini-2.0 137,723 $0.014 0.87 0.81
DeepSeek-V3 137,723 $0.038 0.86 0.80
CrewAI-style 165,884 $0.432 0.75 0.54
MetaGPT-style 172,193 $0.451 0.77 0.59

Scope3Trace (GPT-4o) 148,032 $0.385 0.99 0.96
Scope3Trace (GPT-4o-mini) 147,053 $0.024 0.92 0.90

Table 3: Per-document overhead and accuracy vs. single-
call and multi-agent LLM baselines (averaged over the
same 10 reports). Generic multi-agent frameworks in-
cur substantially higher coordination overhead, while
Scope3Trace achieves the highest extraction accuracy
with comparatively modest additional cost.

Scope3Trace’s overhead is comparable to single-
call LLM baselines while achieving substantially
higher accuracy. Switching to GPT-4o-mini re-
duces cost by ∼16× with only a moderate accu-
racy drop, indicating that the rule-bounded pipeline
design also enables cost-efficient deployment.

E LLM Backbone Robustness

Scope3Trace delegates all deterministic
logic—numeric parsing, unit normalization,
category mapping, and evidence checking—to
rule-based components, restricting the shared LLM
to bounded semantic tasks. To verify that overall
accuracy does not depend on a specific model
family, we hold the pipeline, prompts, and gold
evaluation set fixed and swap only the shared LLM
backbone across all three agents. Table 5 reports
the results over three runs, with per-document cost
taken from Appendix D.

Our decision to treat the backbone as the only
variable rests on the observation that post-training,
rather than architecture alone, largely determines
the behavior of a deployed LLM. Recent studies an-
alyze when and why supervised fine-tuning (SFT)
fails to fully learn from training data (Xue et al.,
2026b), propose anchored SFT to stabilize post-
training (Zhu et al., 2026a), study how parameter

Search / Scope / Verify Scope F1 Cat F1 EM

GPT-4o / Gem-2.0 / DS-V3 0.98±0.01 0.97±0.01 0.96±0.01
DS-V3 / GPT-4o / Gem-2.0 0.96±0.02 0.94±0.02 0.93±0.02
GPT-4o / GPT-4o / Gem-2.0 0.99±0.004 0.98±0.006 0.96±0.01
Gem-2.5-F / DS-Chat / GPT-4o 0.98±0.01 0.97±0.01 0.96±0.01

Homogeneous GPT-4o (Table 5) 0.99±0.004 0.97±0.008 0.96±0.01

Table 4: Heterogeneous per-agent backbones; pipeline,
prompts, and gold set fixed. Gem = Gemini, DS =
DeepSeek, Gem-2.5-F = Gemini-2.5-Flash.

importance evolves during fine-tuning to guide se-
lective parameter isolation (Lin et al., 2026a), and
report similar limitations in vision-language reason-
ing (Yu et al., 2025a). Complementary work im-
proves post-training through on-policy distillation
(Xu et al., 2026b,c,a), studies spurious signal am-
plification in test-time reinforcement learning (Yu
et al., 2026), and develops reward models and pref-
erence selection for alignment (Xue et al., 2026a;
Lai et al., 2026a,c). Taken together, this literature
implies that conclusions about LLM-based extrac-
tion should not depend on the specific post-trained
model deployed, which is precisely the question
the experiments below address.

Performance remains within a narrow band
across all four backbones, supporting our design
rationale: once deterministic logic is offloaded to
rules, the remaining semantic tasks are robust to
LLM choice. Notably, the GPT-4o-mini backbone
retains strong accuracy at roughly 16× lower cost,
indicating that the rule-bounded design also en-
ables cost-efficient deployment.

Heterogeneous per-agent configurations. The
risk of correlated errors from a shared backbone
is structurally mitigated: final numeric verification
is performed by deterministic rules matching each
value against the source OCR text, while the Verify
Agent’s LLM modules handle semantic validation
only and can flag and return a failing value but
never correct it, so no channel exists for one LLM
to approve another’s numeric output. Consistent
with this, Table 4 shows four heterogeneous con-
figurations staying within 0.03 EM of the homo-
geneous setting; in particular, swapping only the
Verify Agent to a different model family (third row)
leaves EM unchanged at 0.96.

F Setup for RAG and Multi-Agent
Comparisons

Quantitative results for the retrieval-augmented and
multi-agent baselines reported in Table 1 are pro-
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LLM Backbone Scope F1 Cat F1 EM Cost/doc

GPT-4o 0.99±0.004 0.97±0.008 0.96±0.01 $0.385±0.006
GPT-4o-mini 0.97±0.008 0.94±0.015 0.91±0.02 $0.024±0.002
Gemini-2.0 0.98±0.006 0.95±0.012 0.93±0.02 $0.015±0.001
DeepSeek-V3 0.97±0.010 0.93±0.018 0.90±0.02 $0.041±0.003

Table 5: Scope3Trace performance with different shared
LLM backbones; pipeline, prompts, and gold set held
fixed. Mean ± std over 3 runs. Cost/doc from Ap-
pendix D.

duced under matched conditions described here.

Beck et al. (2025)-style baseline. We re-
implement the retrieval-augmented (RAG) pipeline
of Beck et al. (2025): pages are chunked page-wise
into a vector store, retrieved by cosine similarity
against their fixed query (text-embedding-ada-002;
unspecified in the original), and the top-3 pages
plus each’s preceding and following page form
the context. Two deliberate deviations ensure a
matched comparison: GPT-4o (temperature = 0)
replaces GPT-4, and our Scope Agent’s prompt re-
places their question template, isolating pipeline
architecture from backbone and prompt effects.
There is no table reconstruction or rule-bounded
numerical verification.

Multi-agent baselines. For AutoGen (Wu
et al., 2023), CrewAI (Moura, 2023), and
MetaGPT (Hong et al., 2023), we use the same
3-agent role decomposition (Search / Scope / Ver-
ify), the same underlying LLM (GPT-4o, temper-
ature=0), the same prompts, and the same 200-
document gold evaluation set as Scope3Trace.

Validation against official libraries. AutoGen,
CrewAI, and MetaGPT are general-purpose orches-
tration frameworks with no official pipeline for
Scope 1–3 extraction, so task-specific roles and
prompts must be authored regardless of implemen-
tation. To verify that our re-implementations do
not understate them, we re-ran the official AutoGen
(v0.7.5) and CrewAI (v1.15.2) libraries under the
identical configuration above; results match within
±0.02 EM (Table 6), confirming the gap is archi-
tectural rather than implementational. MetaGPT’s
official library hard-codes a software-engineering
SOP that cannot be reconfigured for this task with-
out rewriting its orchestration core, so we retain
the “-style” re-implementation for it. All baseline
code, configurations, and framework versions are
released with our repository.

Baseline Backbone EM

AutoGen-style (ours) GPT-4o 0.48
AutoGen official v0.7.5 GPT-4o 0.50

CrewAI-style (ours) GPT-4o 0.54
CrewAI official v1.15.2 GPT-4o 0.53

Table 6: Re-implemented baselines vs. official libraries
under identical configurations (cf. Table 1).

Method Scope F1 Cat F1 EM

Single-call GPT-4o 0.87±0.02 0.79±0.03 0.72±0.03
+ CoT 0.89±0.02 0.85±0.03 0.67±0.04

Scope3Trace 0.99±0.004 0.97±0.008 0.96±0.01

Table 7: Single-call chain-of-thought baseline vs.
Scope3Trace on the gold set. CoT improves category
F1 but degrades exact match.

Diagnostic for multi-agent underperformance.
Even with identical role decomposition, the same
LLM, and the same prompts, generic conversa-
tional orchestration substantially underperforms
Scope3Trace (Table 1). Inspection of failed records
shows that noise introduced during free-form agent
interaction repeatedly overwrites originally correct
values in the verification round. This indicates that
Scope3Trace’s advantage stems from combining
role-decomposed agents with rule-bounded numer-
ical resolution and evidence-grounding constraints,
rather than from the multi-agent decomposition
alone.

Single-call CoT baseline. We also test whether
a well-designed chain-of-thought prompt in a sin-
gle call matches the pipeline: the prompt walks
through page localization, table interpretation, and
evidence-anchored extraction step by step (same
setup as Table 1). As shown in Table 7, CoT im-
proves semantic interpretation (category F1 +0.06)
but degrades exact match (0.72 → 0.67): longer
chains add generation steps in which numeric tran-
scription drifts. Since the matched multi-agent
baselines also underperform the single call, the
advantage stems from rule-bounded components
rather than task decomposition in either direction.

G Error Analysis

Extraction errors. Scope3Trace errs on 8 of the
200 gold documents: (a) complex table-structure
misalignment, where merged or spanning cells and
multi-level headers cause row labels, years, and
values to be mis-associated (5 cases); and (b) OCR
corruption in low-quality scans, including digit–
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letter substitutions (“0/O”, “1/I”) and malformed
separators or units (3 cases), a failure mode that
character-level error correction methods (Lin et al.,
2026b) are designed to mitigate. No error stems
from the rule-bounded components (category map-
ping, unit normalization, evidence verification); all
trace to input quality, consistent with the difficulty
stratification in Appendix H.8.

Entity linking. Of 212 unique responsible enti-
ties, 204 (96.2%) link to organization-level disclo-
sures. The 8 unmatched cases are 5 private own-
ers with no public disclosures and 3 SPV/trustee
entities whose legal names diverge substantially
from parent brands (e.g., “Cbus Property 1 William
Street Pty Ltd” vs. “Cbus Property”), exposing
the limits of lexical and embedding similarity and
motivating the corporate-registry graphs discussed
in the Limitations. Text matching and question-
answering methods improve the localization and
interpretation of relevant content in heterogeneous
disclosures (Xue et al., 2024, 2023; Xue and Gao,
2025), but legal-name divergence across registries
and disclosures remains an open challenge.

H Annotation Guidelines For Gold
Dataset Construction

This appendix documents the evaluation setup and
the annotation protocol used to construct the gold
evaluation dataset for Scope 1/2/3 emissions ex-
traction and is provided for completeness, the main
paper is fully understandable without this section.

H.1 Extraction evaluation setup

Gold Set Statistics. The gold evaluation set con-
tains 200 reports spanning 180 organizations, 11
sectors, and 4 reporting years, yielding 686 Scope
value instances and 1,266 category-level anno-
tations. Annotations were produced by 2 annota-
tors following the protocol described in the sub-
sections below (§H.2–§H.7), with 83% of doc-
uments double-annotated. Annotators include
co-authors; annotation reliability is supported by:
(i) all extracted values are numerical figures verifi-
able against the source PDFs; (ii) strict exclusion
criteria (§H.4) minimize subjective judgment calls;
and (iii) every page-level evidence link is third-
party verifiable against the public source PDFs.
On the double-annotated subset, inter-annotator
agreement reaches Cohen’s κ = 0.89, indicating
almost-perfect agreement under the Landis–Koch
interpretation.

The evaluation covers Scope 1, Scope 2, Scope 3
emissions, as well as category-level extraction and
exact match (EM) accuracy. For each document,
the system processes the full PDF through the
Scope3Trace pipeline, including page localization,
table reconstruction, structured extraction, and evi-
dence grounding. Ablation variants are constructed
by removing individual components (e.g., page
localization, table reconstruction, or grounding)
while keeping all other modules unchanged.

We compare our method against a rule-based
extractor and two LLM-only regimes: a chunked
LLM baseline that runs per-page calls over OCR
text, and a single-call LLM baseline that uploads
the native PDF and makes one extraction call. Both
LLM regimes are evaluated across three model fam-
ilies (GPT-4o, Gemini-2.0, and DeepSeek-V3). For
LLM-based methods, we use a fixed prompt tem-
plate across all models to ensure a fair comparison.

All experiments are conducted with determinis-
tic settings where possible. For LLM-based extrac-
tion, we use temperature=0 to reduce randomness.
Results are reported as mean ± standard deviation
over three runs.

Evaluation metrics include F1 scores for Scope-
level and category-level extraction, as well as exact
match (EM) accuracy. Metrics are computed by
comparing extracted values against gold annota-
tions at the building level.

Annotation timeline and independence from de-
velopment. Annotation guidelines were finalized
first, derived from the GHG Protocol Corporate
Standard, before any document was labeled; the
exclusion criteria (Appendix H.4) therefore reflect
the Protocol’s accounting definitions rather than
observed system behavior. The 200-report gold set
was then fully annotated and frozen, with no value
modified thereafter. All pipeline rules, prompts,
and thresholds were developed exclusively on a
separate 20-PDF development set with no overlap
with the gold set, which was processed only once,
for the final evaluation reported in Table 1.

H.2 Annotation Schema

Annotations follow one of two structured JSON
schemas depending on the reporting level.

Organization-level Schema. Each document
yields Scope 1/2/3 totals, a list of Scope 3 cate-
gory items, evidence text.
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Building-level. Each document corresponds to
a single building and includes Scope 1/2/3 totals,
Scope 3 categories when disclosed, and normal-
ized address identifiers for downstream multimodal
alignment.

H.3 Scope Extraction Rules

Scope Totals.

• Scope 1, Scope 2, and Scope 3 totals are ex-
tracted only when explicitly reported in abso-
lute units (e.g., tCO2e).

• Both location-based and market-based
Scope 2 values are recorded when available.

• Totals are not inferred from percentages,
charts, or cross-page aggregation.

Scope 3 Category Mapping. Each Scope 3 line
item is mapped to one of the 15 GHG Protocol
categories. Annotators do not infer undisclosed
categories; missing categories are recorded as null.

H.4 Exclusion Criteria

The following items are explicitly excluded from
annotation:

• Carbon offsets, credits, RECs, LGCs, or cer-
tificates

• Intensity metrics (e.g., kgCO2e/m2)

• Reduction targets, baselines, or percentage-
only disclosures

• Combined totals (e.g., Scope 1+2)

• Items explicitly labeled as Scope 1 or Scope 2

H.5 Evidence Grounding Requirements

For each extracted value, annotators must provide:

• The exact page number where the value ap-
pears

• A verbatim text excerpt (100–400 characters)
containing the numeric value

• For tables, the full row containing the value
and at least one adjacent row

Evidence text must originate solely from the
specified page and must not be paraphrased or sum-
marized.

H.6 Year Alignment

• Each extracted value is explicitly associated
with its reporting year.

• For multi-year tables, values for all reported
years are extracted separately.

• Historical values are preserved rather than
overwritten by the latest year.

H.7 Quality Control

To ensure annotation reliability:

• All annotations follow a fixed schema with
mandatory fields

• Numeric values are validated for unit consis-
tency and formatting

• A subset of documents is double-annotated,
with disagreements resolved by consensus

H.8 Independent Validation of Gold-Set
Reliability

To rule out annotator bias, easy-document inflation,
and development leakage, we conducted three inde-
pendent checks after the pipeline and gold set were
frozen. The two external annotators involved in the
following validation experiments were university
student volunteers recruited through the authors’
academic network. They received no monetary
compensation, and their participation was volun-
tary and unrelated to any course or employment
requirement.

(a) External re-annotation. Two annotators out-
side the author list independently re-labeled a ran-
dom 30-report subset of the gold set under the same
protocol (§H.2–§H.6). Agreement with the origi-
nal labels is κ = 0.88, matching the original inter-
annotator agreement (κ = 0.89) and indicating no
author-specific labeling bias.

(b) Difficulty stratification. Table 8 reports per-
formance by document difficulty. Errors concen-
trate in the objectively hard strata (scanned PDFs,
complex multi-page tables), a pattern inconsistent
with memorization or leakage, which would inflate
scores uniformly across strata. Even the hardest
stratum’s EM (0.85) exceeds the best baseline’s
aggregate EM (0.72).
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Subset N Scope F1 EM

Native PDF 180 0.99 0.972
Scanned (OCR) 20 0.94 0.850

Multi-page/multi-year tables 55 0.97 0.909
Simple tables 145 0.99 0.979

Table 8: Gold-set extraction performance stratified by
document difficulty. The two stratifications are orthog-
onal partitions of the same 200 reports: by PDF type
(top) and by table complexity (bottom).

(c) Out-of-distribution evaluation. We col-
lected 30 additional reports from companies en-
tirely absent from the dataset, verified against both
the gold and development sets. These were an-
notated by the two external annotators, and the
frozen pipeline was applied without modification.
Scope3Trace achieves Scope F1 = 0.98 and EM
= 0.93, within 0.01/0.03 of the gold-set results and
above every baseline’s in-distribution EM (Table 1),
confirming that performance generalizes beyond
the evaluation distribution.

H.9 Ethical Considerations
All annotated documents are publicly available cor-
porate disclosures. The annotation process involves
no personal or sensitive data and poses minimal
risk. Annotations contain only aggregated emis-
sions values and organizational metadata and are
used exclusively for research and evaluation pur-
poses.

H.10 Example Annotation
Figure 5 shows an example building-level annota-
tion illustrating Scope totals, a Scope 3 category
item, and page-level evidence.

I Factor sources and parameter
provenance

Scope3Trace incorporates publicly documented
emission factors and activity proxies to support
transparent interpretation of building-level Scope
3 components. These factors are not intended to
provide alternative accounting estimates but to ex-
pose underlying assumptions commonly used in
industry Scope 3 reporting practices.

Three factor families are used. Grid factors
(EFgrid) follow a state × reporting-year lookup
from the Australian National Greenhouse Accounts
(NGA) Factors, 2019 to 2025 editions (Depart-
ment of the Environment and Energy, 2019; De-
partment of Climate Change, Energy, the Environ-

{
"org_id": "ORG_EXAMPLE",
"org_name_standardized": "Example REIT",
"report_year": 2023,
"reporting_boundary": "Operational Control (Assumed)",
"assurance_level": "Unknown",
"source_document": "example-sustainability-report-2023.pdf",
"schema_version": "v2.1",

"scope1_tco2e_value": 221.0,
"scope1_provenance": "reported",

"scope2_location_tco2e_value": 0.0,
"scope2_market_tco2e_value": null,
"scope2_provenance": "reported",

"scope3_summary": {
"total_tco2e_value": 221.0,
"provenance": "reported",
"breakdown": {
"cat2_capital_goods_tco2e": 17.0

}
},

"evidence_pages": [3, 4, 6]
}

Figure 5: Illustrative example of a gold annotation
record. Each extracted value is linked to a reporting
year and a source page. Evidence text is stored verbatim
in the dataset but omitted here for brevity.

ment and Water, 2025), defaulting conservatively
to the highest-factor state when state information
is missing. Embodied factors (EFembodied, Cat-
egory 2) use a deterministic lookup of fixed co-
efficients over 11 building typologies, calibrated
to published whole-building ranges. Commercial
shares (pcom, Category 13) come from the City
of Melbourne property-level energy dataset (City
of Melbourne, 2014), matched to the model year.
Complete lookup tables with values, units, sources,
versions, and access dates are released with v1.0.

All factor applications follow deterministic unit
normalization and conversion procedures to ensure
reproducibility. Units are standardized to CO2e,
and activity measures such as electricity consump-
tion and floor area are converted using documented
conventions. Detailed derivation formulas and unit
conventions are provided in Appendix C

J Organization-level Detailed Statistics

This appendix provides supplementary informa-
tion on the organization-level component of
Scope3Trace, and this section documents the prove-
nance sectoral distribution, and disclosure charac-
teristics of organization-level Scope3 data to sup-
port transparency and reproducibility.

Records are collected from publicly available
sustainability, climate, and greenhouse gas inven-
tory reports. These disclosures typically present
aggregated Scope 1-3 emissions together with
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Figure 6: Organization-level dataset profile in
Scope3Trace. The dataset spans multiple sectors, juris-
dictions, and reporting years, reflecting heterogeneous
real-world Scope 3 disclosure practices.

category-level breakdowns aligned with the GHG
Protocol. Because reporting practices vary across
industries and jurisdictions, this component of the
dataset reflects heterogeneous disclosure granular-
ity, assurance levels, and reporting boundaries.

Table 9 summarizes the sectoral coverage, report-
ing years, and category disclosure characteristics
represented in the dataset, visualized in Figure 6.
The included organizations span multiple sectors,
and cover several geographic regions. Reporting
years range primarily from 2019 to 2025, reflecting
the availability of recent sustainability disclosures.

Table 10 provides illustrative examples high-
light variation in category completeness, third-
party assurance, and regional reporting conven-
tions. Such heterogeneity is intentionally preserved
in Scope3Trace, as it reflects real-world reporting
conditions and enables analysis of disclosures prac-
tices.

Organization-level disclosures in Scope3Trace
are treated as reported control totals. They provide
contextual reference values that support explain-
ability, boundary diagnostics, and transparency
analysis.

J.1 Restated Disclosures

Corporate reports occasionally restate prior-year
figures. Scope3Trace preserves and traces rather
than reconciles: original and restated observations
coexist, each carrying its own source document,
page, and verbatim evidence. In v1.0, 2.3% of
organization-year pairs have multi-vintage obser-
vations; all 36 such pairs show discrepancies, with
a median relative difference of 19.1%, predomi-
nantly in Scope 3. The schema marks these via
the restated flag and superseded_by link (Ap-

Figure 7: Data provenance distribution (non-residential
buildings).

pendix A), allowing users to select either the lat-
est or the as-first-reported vintage without losing
provenance.

K Value Provenance and Data Quality
Diagnostics

This appendix provides detailed statistics on
value provenance, metadata completeness, miss-
ingness patterns, and confidence annotations in the
building-level component of Scope3Trace. These
diagnostics complement the summary presented in
the main paper and are intended to support trans-
parent interpretation of the dataset rather than to
serve as accuracy benchmarks.

The verification step of our pipeline casts LLMs
as judges that cross-check each extracted value
against its source evidence, and the confidence an-
notations reported in this appendix build on this
design. Recent studies of LLM-as-a-judge evalua-
tion have examined systematic bias in judge assess-
ment (Lai et al., 2026b) and improved alignment
between judge and human judgments through inter-
nal representations (Lai et al., 2025); these findings
motivate the evidence-based judging criteria used
in our verification and confidence labeling.

K.1 Provenance Distribution

Figure 7 summarizes the distribution of data
sources for non-residential building records used in
Scope 3 analysis. Only a small fraction of building-
level emissions originates from direct sustainabil-
ity disclosures, while the majority is derived from
modeled energy inventories combined with pub-
licly documented emission factors. This reflects
current industry reporting practices where building-
level Scope 3 disclosure remains sparse. Figure 8
presents provenance and confidence side by side,
showing that the two dimensions coincide: reported
values carry high confidence and derived values
medium confidence.

24726



Table 9: Organization-level dataset profile in Scope3Trace. The dataset spans multiple sectors, jurisdictions, and
reporting years, reflecting heterogeneous real-world Scope 3 disclosure practices.

Sector Organizations Reporting Years Scope 3 Categories Disclosed

Finance and Banking Multiple 2023–2025 Mostly categories 1–15
Energy and Resources Multiple 2019–2024 Partial to full category coverage
Manufacturing and Industry Multiple 2021–2025 Typically categories 1–10 or full disclosure
Technology and Telecommu-
nications

Multiple 2023–2025 Mostly categories 1–15

Consumer Goods and Retail Multiple 2024–2025 Category-level disclosures common

Table 10: Example characteristics of organization-level sustainability disclosures included in Scope3Trace. Reports
vary in category granularity, assurance level, and geographic origin.

Organization Reporting Year Categories Disclosed Assurance Level Region

BASF 2023 1–15 Third-party assurance Europe
Singtel Group 2025 1–15 Limited assurance Asia-Pacific
Macquarie Group 2025 Category breakdown

provided
Limited assurance Australia

Boston Scientific 2024 Category-level disclosure Third-party assurance North America
Trafigura 2025 Multi-category disclosure Not specified Global

Figure 8: Value provenance and confidence summary
for non-residential buildings in Scope3Trace.

K.2 Provenance Metadata Completeness

Scope3Trace explicitly records provenance meta-
data including estimation method, data source, and
quality indicators. Table 11 shows field availability
rates. Most provenance indicators are nearly com-
plete, although method-specific metadata is less
consistently available for certain derived Scope 3
categories due to upstream dataset limitations.

Table 11: Availability of provenance metadata fields.

Field Availability

scope2_quality 100.0%
scope2_method 76.1%
scope2_source 100.0%
scope3_quality 100.0%
scope3_source 100.0%
scope3_cat2_method 99.9%
scope3_cat13_method 70.5%

Table 12: Top missing numeric fields.

Field Missing Rate

Scope 3 Cat13 emissions 29.5%
Scope 2 emissions 23.8%
Floor area 0.1%
Scope 3 Cat2 emissions 0.1%
Electricity energy data 0.0%

K.3 Missingness Characteristics
Table 12 reports the most frequently missing nu-
meric variables. Higher missingness in tenant elec-
tricity and Scope 2 emissions is primarily associ-
ated with incomplete activity data in upstream gov-
ernment inventories rather than errors introduced
during dataset construction. Importantly, missing
values are retained with explicit provenance anno-
tations to support uncertainty-aware analysis.

K.4 Confidence Annotation Characteristics
Confidence levels in Scope3Trace are designed to
indicate provenance reliability rather than numeri-
cal accuracy. High-confidence values correspond
primarily to directly reported disclosures, whereas
medium-confidence values represent determinis-
tic estimates based on activity proxies and public
emission factors.

Table 13 summarizes confidence characteristics
for key Scope categories in non-residential build-
ings, visualized in Figure 9.

Overall, these diagnostics highlight that
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Figure 9: Confidence distribution by Scope categories
(non-residential).

Table 13: Confidence distribution by Scope categories
(non-residential).

Category High Confidence Medium Confidence

Scope 2 3.28% 96.72%
Scope 3 Category 2 0.01% 99.99%
Scope 3 Category 13 0% 100%

Scope3Trace prioritizes transparency of data
provenance and interpretability of emissions
signals over strict completeness. The dataset
explicitly preserves uncertainty sources, en-
abling downstream research on data coverage,
interpretability, and reporting practices.

L Physical Plausibility and Consistency
Checks

Physical consistency checks ensure that reported
and derived values align with observable activity
proxies and publicly documented emission factors.
We use a broader dataset containing valid Scope 2
emissions and energy activity data (N = 49,322),
stratified into commercial (N = 12,035) and resi-
dential (N = 37,287) subsets.

• Implied emission factors derived from
Scope 2 emissions and electricity consump-
tion fall within expected regional grid-factor
ranges.

• Energy use intensity (EUI) checks identify
approximately 2% outliers in both commer-
cial and residential subsets. Most anomalies
originate from missing floor-area values in
upstream datasets.

• About 6.1% of commercial buildings contain
missing or invalid floor-area data inherited
from government baseline inventories, while
residential records show negligible violations.

Overall, these diagnostics indicate that
Scope3Trace emissions values are physically
interpretable and internally consistent while

Table 14: Dataset scale and coverage summary for
Scope3Trace.

Metric Value

Unique buildings ∼4,300
Building-year records (with Scope2/3 data) 17,638
Total building records (all years) 54,361
Temporal coverage 2011–2026
Geographic coverage Australia and Europe
Organization-level records 1,556 organization-year records (v1.0)

Table 15: Provenance distribution of emission values
across major scopes and selected Scope 3 categories
(non-residential subset). Reported: extracted verbatim
from source disclosures; Estimated/Modeled: derived
from building-level features via Scope3Trace’s deter-
ministic pipeline. Cat 2 and Cat 13 are the only cat-
egories with a building-level derivation pipeline (Ap-
pendix B); Cat 3 and Cat 5 values appear only when
directly reported.

Category Reported (%) Estimated/Modeled (%)

Scope 1 3.28 96.72
Scope 2 3.28 96.72
Scope 3 (overall) 3.28 96.72
Scope 3 Category 2 0.01 99.99
Scope 3 Category 3 100.0 0.0
Scope 3 Category 5 100.0 0.0
Scope 3 Category 13 0.0 100.0

preserving upstream data limitations.

M Dataset Summary Tables

This appendix provides a concise statistical
overview of the Scope3Trace dataset to comple-
ment the analyses presented in the main text. These
summary tables are intended to give readers a quick
snapshot of dataset scale, temporal and geographic
coverage, and the provenance composition of emis-
sion values. Detailed methodological explanations
and diagnostic analyses are provided in earlier sec-
tions and appendices.

These statistics reflect the current state of
publicly available building-level Scope 3 disclo-
sures, where direct reporting remains relatively
sparse and estimation-based explanatory signals
are commonly required to support interpretation
and coverage analysis. Provenance indicators in
Scope3Trace explicitly distinguish reported values
from modeled or proxy-derived signals to enable
transparent downstream use.

N Building-Level Forecasting Benchmark

N.1 Task Definition

To evaluate the practical utility of the constructed
dataset in downstream applications, we formulated
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a building-level Scope 3 emissions prediction task.
Given building metadata and satellite imagery, the
objective is to predict the total Scope 3 emissions
and category-level emissions associated with each
building.

Input features include structured building at-
tributes (e.g., floor area, number of levels, and
geographic location), as well as satellite imagery
capturing the surrounding built environment. The
prediction targets are the total Scope 3 emissions
and categorized emissions for each building.

This task enables us to assess whether the col-
lected multimodal data provides useful signals for
estimating building-level Scope 3 emissions.

N.1.1 Prediction Baselines
To evaluate the effectiveness of our proposed
method, we compared it with several baseline
models representing different modeling paradigms.
These baseline models include traditional tabular
regression models, image-based models, and multi-
modal models that combine both modalities. The
aim is to assess the predictive capabilities of build-
ing metadata, satellite imagery, and their combina-
tions in forecasting Scope 3 emissions.

Tabular-only Models. As a baseline for struc-
tured metadata, we trained regression models that
rely solely on building attribute tables (e.g., floor
area, geographic coordinates). We considered a
variety of regression models commonly used for
structured data, including Ridge regression, Ran-
dom Forests, and XGBoost.

Image-only Models. To evaluate the predictive
power of visual information alone, we trained the
model using satellite images without the tabular
metadata. We extracted image representations us-
ing a pre-trained convolutional neural network en-
coder and used the resulting image embeddings as
input for emission predictions.

Multimodal. To investigate whether combining
architectural metadata with satellite imagery can
improve predictive performance, we developed a
multimodal model that fuses tabular features with
image embeddings. Specifically, we concatenate
the extracted image features with the tabular fea-
tures and feed them into a downstream regression
model.

N.1.2 Experimental Setup
Downstream Dataset Construction. For the
downstream prediction experiments, we construct

a machine learning dataset from the building-level
inventory file. We restrict the dataset to buildings
with available Scope 3 emission targets, and we
require each building to have a valid satellite image
path and successfully parsed metadata.

Input Features. The inputs consist of tabular
building metadata and satellite imagery. Tabular
features cover building geometry, geographic con-
text, type, energy activity, temporal indicators, and
provenance flags. We use two feature sets in our
experiments:

• Basic features: floor area + geographic coor-
dinates only, used as a minimal-feature abla-
tion.

• Full features: the complete Scope3Trace tab-
ular schema enumerated in Appendix O.1.

These attributes capture basic geometric and con-
textual properties of buildings.

Satellite Imagery Pipeline. Each building’s stan-
dardized address is geocoded via the Google Maps
Static API and the resulting coordinates are passed
to the Mapbox API to retrieve satellite imagery at
1024×1024 resolution (2× retina). Images are en-
coded using a frozen ImageNet-pretrained ResNet-
50 that produces 2048-dimensional embeddings.
These embeddings are concatenated with the tabu-
lar features and fed into the downstream regression
model.

Prediction Targets. We evaluate two prediction
tasks, the first task is to predict the total Scope
3 emissions for each building. Due to the highly
skewed distribution of emissions, the target vari-
able was log-transformed during training. During
evaluation, the predicted results will be converted
back to their original scale. The second task is
to predict Scope 3 emissions at the category level.
This task is formulated as a multi-output regression
problem where the model predicts all categories
simultaneously. For category prediction, we have
also included the logarithmically transformed to-
tal emissions as an auxiliary feature in the tabular
input.

N.1.3 Results
Interpretation of absolute performance should ac-
count for target noise: 96.7% of building-level
Scope 3 targets are proxy-derived (Table 15), and
commercial emissions-data vendors agree with one
another on Scope 3 at correlations as low as 0.22,
that is, R2 ≈ 0.05 (Busch et al., 2022). Reported
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R2 values should therefore be read against this con-
sistency ceiling rather than as absolute predictive
accuracy. We evaluated the predictive capability
of this dataset for two downstream tasks. Detailed
numerical result can be found in Appendix O.

Overall, the results indicate that the dataset con-
tains meaningful predictive signals applicable to
both tasks. The models were able to learn pat-
terns that support the estimation of total Scope 3
emissions and the prediction of individual emission
categories, suggesting that the constructed dataset
provides sufficient information for building-level
emissions modeling.

For both tasks, models utilizing satellite imagery
consistently reduced prediction error in the log-
transformed target space compared to baseline mod-
els using tabular data alone. This suggests that vi-
sual information captures contextual signals related
to the built environment that are not fully reflected
in structured building metadata.

Furthermore, multimodal models combining tab-
ular attributes with image representations demon-
strated the strongest overall performance. This in-
dicates that building metadata and satellite imagery
provide complementary information for emissions
estimation.

Taken together, these results demonstrate that
the proposed dataset supports both the prediction
of total Scope 3 emissions and the prediction of
emissions across various categories, and provides a
useful benchmark for multimodal emissions mod-
eling.

O Prediction Benchmark Results

Tables 16 and 17 report results for total and
category-level Scope 3 prediction respectively. We
report two settings:

• Basic features: floor area + geographic coor-
dinates only, used to isolate the contribution
of modalities.

• Full features: all Scope3Trace attributes (ba-
sic features plus building usage category, foot-
print area, number of levels, energy data, and
provenance metadata).

Under the full Scope3Trace feature set, the multi-
modal model achieves R2 = 0.46 for total Scope 3
prediction and macro R2 = 0.54 for category-level
prediction. While modest in absolute terms, these
values should be read against the reliability of cur-
rently available Scope 3 data, where commercial
data vendors agree with one another at correlations

Model log-RMSE R2

Basic features (floor area + coords)
Tabular-only 1.38 ± 0.02 0.03 ± 0.01
Image-only 1.24 ± 0.03 0.01 ± 0.01
Tabular + Image 1.24 ± 0.01 0.04 ± 0.01

Full Scope3Trace features
MLP (tabular only) 1.05 ± 0.02 0.42 ± 0.02
MLP (tabular + image) 1.02 ± 0.02 0.46 ± 0.02

Table 16: Prediction performance for total Scope 3
emissions under basic-feature ablations and the full
Scope3Trace feature set. Mean ± standard deviation
over 3 runs.

Model log-RMSE macro R2

Basic features (floor area + coords)
Ridge 1.97 ± 0.03 0.00 ± 0.01
Random Forest 2.06 ± 0.04 -0.76 ± 0.05
XGBoost 2.19 ± 0.05 -2.21 ± 0.08
Tabular MLP 1.72 ± 0.02 0.08 ± 0.02
Image-only 1.96 ± 0.03 -0.01 ± 0.02
Tabular + Image 1.72 ± 0.01 0.11 ± 0.02

Full Scope3Trace features
MLP (tabular only) 1.20 ± 0.02 0.50 ± 0.02
MLP (tabular + image) 1.15 ± 0.02 0.54 ± 0.02

Table 17: Macro-averaged prediction performance for
category-level Scope 3 emissions under basic-feature
ablations and the full Scope3Trace feature set. Mean ±
standard deviation over 3 runs.

as low as 0.22 (R2 ≈ 0.05) (Busch et al., 2022); rel-
ative to the basic-feature baselines, the dataset thus
provides useful predictive signal for downstream
emissions modeling, rather than strong absolute
predictive performance.

O.1 Full Input Feature Specification

Table 18 lists every tabular field used in the full fea-
tures setting of our prediction benchmark. Fields
are grouped by category and annotated with their
source within the Scope3Trace schema (cf. Ap-
pendix A). For categorical fields (e.g., building
usage), one-hot encoding is applied before model
input; numeric fields are standardized to zero mean
and unit variance per training fold.

P Artifact Licenses and Intended Use

Released. The pipeline code and baseline config-
urations are released under the MIT license. The
gold evaluation set with page-level evidence an-
chors and the emission-factor lookup tables are re-
leased publicly under CC BY 4.0 to support third-
party auditing. The full Scope3Trace dataset is
archived on Zenodo under restricted access and

24730



available to researchers on request for research use.
Rights to the verbatim evidence excerpts remain
with the original publishers; their sole function is
verification via the released source URLs. Rights
holders may request removal of specific excerpts
by contacting the corresponding author; affected
records retain their values and page anchors with
the excerpt text redacted. The dataset is not in-
tended to replace audited disclosures or support
compliance reporting.

Not redistributed. Raw source PDFs (source
URLs and short evidence snippets only), raw Map-
box/Google Maps imagery (only frozen ResNet-50
embeddings), and raw LLM API outputs.

Inputs. All external artifacts are used within
the provider-specified intended scope, and no raw
provider data is redistributed. Specifically: ESG
/ sustainability PDFs are public corporate disclo-
sures, from which we retain source URLs and short
page-anchored evidence snippets only; NABERS,
NGER, and Climate Active are public Australian
government data, used as derived building-level
features; Google Maps Geocoding (Maps Platform
ToS) is used to obtain (lat, lon) coordinates only;
Mapbox Static Images (Mapbox ToS) is used to
retrieve satellite imagery for offline feature ex-
traction, and only frozen ResNet-50 embeddings
are released; ResNet-50 (torchvision, ImageNet-
pretrained) is used as a frozen feature extractor;
and LLM APIs (GPT-4o, GPT-4o-mini, Gemini-
2.0, DeepSeek-V3) are called under their respective
vendor terms of service at temperature=0, with no
raw API outputs released.

Table 18: Full tabular input features used in the full
features setting of the building-level Scope 3 prediction
benchmark (Tables 16 and 17). Numeric fields are stan-
dardized per training fold; categorical fields are one-hot
encoded; binary fields are mapped to {0, 1}. “log1p”
denotes log(1 + x) applied before standardization.

Field (source column) Preprocessing

(a) Basic building attributes in the full feature set

floor_area
(gba_floor_area_final_m2,
fallback floor_area_sqm)

log1p, num.

footprint_area
(gba_footprint_area_m2)

log1p, num.

levels (gba_levels_used) log1p, num.
lat, lon (geo_point_2d /
location_lat_lon)

Numeric

usage→ {commercial, residential} One-hot (2-d)
year_built Numeric

(b) NABERS-derived features

nabers_ghg_with_re_kgco2_m2 (in-
tensity, incl. renewables)

Numeric

nabers_ghg_without_re_kgco2_m2
(intensity, excl. renewables)

Numeric

nabers_greenpower_ratio (renew-
able share)

Numeric

nabers_total_renewable_kwh Numeric
nabers_nonrenewable_kwh Numeric
nabers_star_rating Numeric
nabers_onsite_solar_kw (rooftop PV
capacity)

Numeric

nabers_carbon_neutral (YES/NO) Binary {0, 1}
nabers_building_type (Office, Shop-
ping Centre, Hotel, . . . )

Categorical

(c) Scope 1/2 emissions (excluded in ablation)

scope1_tco2e Numeric
scope2_location_tco2e Numeric
scope2_market_tco2e Numeric

(d) Energy use breakdown

energy_electricity_kwh Numeric
energy_gas_mj Numeric
energy_renewables_kwh Numeric
energy_residual_kwh Numeric
energy_total_kwh Numeric
tenant_electricity_kwh Numeric
p_com, p_res (commercial / residential
share)

Numeric

(e) Multimodal feature (concatenated with tabular features)

ResNet-50 embedding (frozen,
ImageNet-pretrained, 1024×1024
at 2× retina)

2048-d vector
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