
Findings of the Association for Computational Linguistics: EMNLP 2026, pages 24937–24955
October 24-29, 2026 ©2026 Association for Computational Linguistics

SMAH-CTI: A Unified Sentence-Level Benchmark for Multi-Task Cyber
Threat Intelligence Extraction

Niveen O. Jaffal1, Radi Jarrar1,3, Mohammed Alkhanafseh1, and David Mohaisen2,3

1Birzeit University 2University of Central Florida 3Corresponding Author

Abstract

Cyber Threat Intelligence (CTI) reports de-
scribe adversary behavior and attack in-
frastructure in natural language but remain
largely unstructured and difficult to process
at scale. Existing CTI benchmarks are
limited in realism or scope, often relying
on synthetic or knowledge-base-derived data,
coarse document-level annotations, or iso-
lated subtasks. We introduce SMAH-CTI,
a human-annotated benchmark derived from
100 public CTI reports from five threat intel-
ligence providers. It contains 12,304 validated
sentence-level instances annotated for (i) rel-
evance classification, (ii) CTI-specific named
entity recognition (NER), and (iii) multi-label
MITRE ATT&CK tactic, technique, and sub-
technique mapping, together with grounded
procedure descriptions. By unifying these
tasks over evidence grounded in real CTI
reports, SMAH-CTI provides a reproducible
benchmark for evaluating structured CTI ex-
traction and transforming unstructured reports
into machine-interpretable intelligence.

1 Introduction

Cyber Threat Intelligence (CTI) refers to the sys-
tematic collection and analysis of information
about current and emerging threats to support
proactive defense. A substantial threat intelligence
is disseminated in unstructured natural-language
formats, including vendor reports, incident re-
sponse documentation, security advisories, tech-
nical blogs, and open-source artifacts. Because
these sources are unstructured, analyzing them at
scale remains difficult (Santos et al., 2025).

CTI characterizes adversarial behavior through
Tactics, Techniques, and Procedures (TTPs), pro-
viding richer behavioral insight than volatile
indicators of compromise (IoCs). MITRE
ATT&CK (MITRE Corporation, 2025) provides
a standard taxonomy for representing these be-
haviors as tactics, techniques, and sub-techniques.

Mapping CTI narratives to ATT&CK identifiers
enables semantic normalization across hetero-
geneous reports and systematic threat analysis.
However, this mapping remains challenging due
to diverse writing styles, implicit descriptions of
adversarial behavior, and the need for fine-grained
semantic interpretation (Rahman et al., 2025).
Problem Statement. Despite growing interest in
automated CTI extraction, existing benchmarks
remain limited in realism, granularity, and task
coverage. Many rely on knowledge bases or syn-
thetic text rather than analyst-authored reports, fo-
cus on isolated tasks, or use coarse document-level
annotations. Even real-world datasets often lack
sentence-level grounding and unified multi-label
supervision across ATT&CK tactics, techniques,
and sub-techniques. These limitations hinder re-
producible and systematic evaluation, particularly
under the linguistic variability, implicit behaviors,
long-tail labels, and cross-task dependencies char-
acteristic of real CTI reports.

To address these limitations, we introduce
SMAH-CTI, a human-annotated sentence-level
benchmark derived from real-world CTI reports.
The dataset supports unified multi-task supervi-
sion over relevance classification, CTI-specific
named entity recognition (NER), and multi-label
ATT&CK mapping, together with grounded pro-
cedure descriptions linked to source sentences. By
combining sentence-level grounding with authen-
tic CTI data, SMAH-CTI enables reproducible
evaluation of grounded multi-task CTI extraction
under realistic reporting conditions.
Contributions. We contribute: (1) A human-
annotated, sentence-level CTI benchmark com-
prising 12,304 validated instances from diverse
real-world CTI reports; (2) A unified, grounded
multi-task annotation framework covering rele-
vance, CTI entities, ATT&CK tactics, techniques,
sub-techniques, and evidence-grounded procedure
descriptions; (3) A reproducible evaluation pro-
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tocol with deterministic identifiers, provenance
metadata, fixed report-level splits, and standard-
ized release formats; and (4) Baseline evaluation
and diagnostic analysis spanning single and multi
task, and instruction-following models, with anal-
yses of relevance gating, multi-label complexity,
long-tail unseen labels, and representative errors.

2 Background

This section provides background on cyber threat
intelligence (CTI), CTI extraction tasks, and the
MITRE ATT&CK framework.

CTI and Security Tasks. CTI is evidence-
based knowledge about existing and emerging cy-
ber threats used to support security operations
and decision making (Kotsias et al., 2023). To
facilitate sharing and automation, several struc-
tured CTI standards have been developed, in-
cluding STIX (OASIS, 2021a), TAXII (OASIS,
2021b), and MITRE ATT&CK (MITRE Corpora-
tion, 2025). However, much operational CTI re-
mains embedded in unstructured natural-language
reports produced by security vendors, incident re-
sponse teams, and open-source intelligence com-
munities, making it difficult to search, normalize,
and operationalize at scale.

Traditional security analysis has largely focused
on malware execution traces rather than narrative
CTI. For example, behavior-centric frameworks
such as AMAL (Mohaisen et al., 2015) charac-
terize malware from runtime artifacts, including
file-system, registry, memory, and network activ-
ity, but do not directly extract structured adversar-
ial knowledge from natural-language reports.

Automated CTI processing involves several
security-oriented NLP tasks. Relevance classifi-
cation distinguishes operationally relevant adver-
sarial behavior from contextual content (Kuehn,
2025). NER extracts CTI-specific entities such
as threat actors, malware, infrastructure, and ad-
versarial actions, while relation extraction iden-
tifies semantic links among them (Marinho and
Holanda, 2023). Another task is TTP extraction
and mapping, which aligns narrative CTI with
standard adversarial behaviors in frameworks such
as MITRE ATT&CK (Ali and Peng, 2024). Other
tasks include CTI summarization and structured
threat knowledge-graph construction (Peng et al.,
2026). Together, these tasks motivate the unified
multi-task framework adopted in SMAH-CTI.

MITRE ATT&CK Framework. MITRE

ATT&CK is a publicly available knowledge base
that organizes adversarial behavior into tactics,
techniques, and sub-techniques derived from real-
world threat observations (MITRE Corporation,
2025). Tactics represent higher-level adversar-
ial objectives, while techniques describe behaviors
used to achieve those objectives. Sub-techniques
capture more specific operational variants; e.g.,
T1136 (Create Account) is a general technique,
whereas T1136.001 (Local Account) specifies a
particular variant (MITRE Corporation, 2025).

MITRE maintains ATT&CK matrices for En-
terprise, Mobile, and Industrial Control Systems
(ICS). We focus on Enterprise ATT&CK be-
cause it is most relevant to the enterprise-oriented
CTI reports considered in this work. Enterprise
ATT&CK v18.1 contains 14 tactics, 216 tech-
niques, and 475 sub-techniques (MITRE Corpo-
ration, 2025) and serves as the reference ontology
for SMAH-CTI annotation and evaluation.

3 Related Work

Table 1 lists existing datasets along these dimen-
sions and contrasts them with SMAH-CTI.

3.1 CTI Extraction Benchmarks
Existing CTI benchmarks vary substantially in
data source, annotation granularity, and task for-
mulation. Several rely on structured knowledge
bases, curated ATT&CK descriptions, or syn-
thetic text, not analyst-authored reports. CTI-to-
MITRE (Orbinato et al., 2022), TTPHunter (Rani
et al., 2023), and TTPXHunter (Rani et al., 2024),
for example, primarily address ATT&CK tech-
nique classification using curated or syntheti-
cally augmented data, without unified supervision
for relevance, NER, and grounded procedures.
TIEF (Joy et al., 2025) similarly targets multi-
label TTP classification using ATT&CK-aligned
data augmented with LLM-generated samples.

Others draw from real-world CTI reports
but differ in annotation granularity and scope.
rcATT (Legoy et al., 2020) supports multi-label
report-level ATT&CK classification without sen-
tence grounding, while aCTIon (Siracusano et al.,
2023) provides STIX annotations but remains
document-centric. At finer granularity, CTI-
HAL (Della Penna et al., 2025) provides sentence-
level multi-label ATT&CK annotations, whereas
LADDER (Alam et al., 2023) provides entity-
and relation-oriented extraction for attack-pattern
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Table 1: Comparison of representative CTI extraction benchmarks and SMAH-CTI across data source, annotation
granularity, task scope, and ATT&CK-aligned supervision.

Benchmark Year Human
Ann.

Source Granularity Unified Task Scope ATT&CK Supervision

R KB Mi Sp Se Wi Do Ot Re NER Pr Ta Te St ML

rcATT (Legoy et al., 2020) 2020 ● ● ✓ ✓ ✓

Cti-To-Mitre (Doc.) (Orbinato et al., 2022) 2022 ● ● ✓ ✓

Cti-To-Mitre (Sent.) (Orbinato et al., 2022) 2022 ● ● ✓

TIM (You et al., 2022) 2022 ✓ ● ● ✓ ✓

aCTIon (Siracusano et al., 2023) 2023 ✓ ● ● ✓ ✓ ✓ ✓

LADDER (Alam et al., 2023) 2023 ✓ ● ● ✓ ✓ ✓

SMET (Abdeen et al., 2023) 2023 △ ● ● ✓ ✓ ✓

TTPHunter (Doc.) (Rani et al., 2023) 2023 ● ● ✓ ✓

TTPHunter (Sent.) (Rani et al., 2023) 2023 ● ● ✓ ✓

CTI-ATE (Alam et al., 2024) 2024 ✓ ● ● ✓ ✓ ✓

TTPXHunter (Doc.) (Rani et al., 2024) 2024 ✓ ● ● ✓ ✓ ✓ ✓

TTPXHunter (Sent.) (Rani et al., 2024) 2024 ● ● ✓ ✓

CTI-HAL (Della Penna et al., 2025) 2025 ✓ ● ● ✓ ✓ ✓ ✓

CTI-TE (Zhang et al., 2025) 2025 ● ● ✓ ✓ ✓ ✓

Re-CTI (Zhang et al., 2025) 2025 ● ● ✓ ✓ ✓ ✓

TIEF (Joy et al., 2025) 2025 ● ● ✓ ✓ ✓ ✓ ✓

CTI-Thinker (Yang et al., 2026) 2026 △ ● ● ✓ ✓ ✓

SMAH-CTI 2026 ✓ ● ● ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Abbreviations: R = reports; KB = knowledge bases; Mi = mixed; Sp = span; Se = sentence; Wi = window; Do = document; Ot = other; Re = relevance classification;
NER = named-entity recognition; Pr = provenance/grounded extraction; Ta = tactic; Te = technique; St = sub-technique; ML = multi-label.

knowledge construction.
Several resources address narrower CTI ex-

traction settings. TIM (You et al., 2022) uses
coarse TTP categories, while CTI-ATE (Alam
et al., 2024) focuses primarily on ATT&CK tech-
nique extraction. CTI-Thinker (Yang et al., 2026),
SMET (Abdeen et al., 2023), and Re-CTI (Zhang
et al., 2025) provide additional CTI extraction
or ATT&CK-oriented supervision, but none com-
bines human-annotated real-world reports with
sentence-level relevance, NER, grounded proce-
dures, and fine-grained multi-label ATT&CK su-
pervision in a unified benchmark.

3.2 Benchmark Limitations
Across these benchmarks, three limitations recur.
First, knowledge-base-derived, curated, or syn-
thetic datasets may not capture the linguistic vari-
ability and implicit behavior of analyst-authored
CTI reports. Second, document-level annotations
weaken the correspondence between structured
outputs and the textual evidence supporting them.
Third, most benchmarks target individual extrac-
tion tasks rather than jointly representing rele-
vance, entities, procedures, and ATT&CK behav-
iors under a consistent annotation schema.

SMAH-CTI addresses these limitations through
human-annotated, sentence-level instances de-
rived from real-world CTI reports. It inte-
grates relevance classification, CTI-specific NER,
grounded procedure descriptions, and multi-label
ATT&CK tactic, technique, and sub-technique

mapping within a unified annotation framework.

3.3 Why Sentence-Level Annotation
Annotation granularity determines how precisely
adversarial behavior can be represented and
grounded in source text. Document-level anno-
tations may aggregate content, weakening align-
ment between structured outputs and supporting
evidence, whereas span-level annotations may not
capture complete behavioral semantics (Tamanna
et al., 2026). Sentence-level annotation provides
a balance between semantic completeness and
fine-grained grounding. CTI sentences often de-
scribe localized adversarial behaviors or procedu-
ral steps, allowing relevance labels, entities, pro-
cedures, and ATT&CK mappings to be tied to a
common semantic unit (Chen et al., 2023). Thus,
SMAH-CTI adopts the sentence as its annotation
unit for grounded multi-task CTI extraction.

4 Dataset Construction Pipeline

Figure 1 summarizes SMAH-CTI pipeline.

4.1 Data Collection
SMAH-CTI is constructed from 100 publicly
available CTI reports collected between 2022
and 2026 from five threat intelligence providers:
APTnotes (APTnotes, n.d.), CrowdStrike (Crowd-
Strike, 2024), Mandiant (Mandiant, 2024),
MITRE (MITRE Corporation, 2025), and Sen-
tinelOne (SentinelOne, 2024). The corpus spans
diverse behaviors, including APT campaigns,
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2. Preprocessing

6. SMAH-CTI Dataset 

Data collection          Preprocessing          Annotation        Quality Control          Normalization             Final Dataset
                                         IAA = inter-annotator agreement; EM = exact match;  UID = unique identifier.

4. Quality Control

5. Normalization +  UID

Multi-source CTI reports
       APTnotes            CrowdStrike                 Mandiant           MITRE            SentinelOne

1. Data Collection      

3.1  Relevance 3. Annotation

Relevant→ Proceed to Annotation Irrelevant→ No Further Annotation

3.3 ATT&CK Mapping 
+ Procedure

• Tactics 
• Techniques 
• Sub-techniques
• Procedure

3.2  NER • ThreatActor
• Malware Tool
• Infrastructure Indicator
• Action

• Entity Agreement (P/R/F1)
• TTP Agreement (EM, Jaccard)• Relevance IAA (𝜅)

• Schema Alignment • ATT&CK Standardization
• Consistency Checks          • UID Generation

• Content Extraction • Noise & Table Filtering
• Line Reconstruction • Sentence Segmentation

• Multi-Label ATT&CK • Unified Multi-Task Annotations
• Provenance-Aware • JSON / CSV

1 2 43 5

Figure 1: SMAH-CTI pipeline.

espionage operations, ransomware incidents,
intrusion activity, and emerging malware trends.
The multi-vendor design mitigates source-specific
stylistic biases while capturing heterogeneous CTI
narratives. To reflect operational reporting prac-
tices, the corpus includes both PDF and HTML
reports. PDF reports preserve provenance and
formatting structure but contain layout artifacts,
while HTML reports provide cleaner semantic
structure but lack consistent pagination.

4.2 Preprocessing Pipeline
The preprocessing pipeline converts heteroge-
neous CTI reports into normalized sentence-
level instances while preserving semantic content,
provenance, and local narrative.
Extraction and Normalization. PDF reports are
processed page by page to preserve provenance,
while HTML reports are parsed using structured
extraction pipelines that remove non-content com-
ponents. Additional preprocessing includes noise
filtering, IoC-heavy content filtering, whitespace
normalization, and semantic line reconstruction.
Sentence-Level Processing. We adopt sentence-
level modeling because CTI reports frequently
interleave operational behavior with mitiga-
tions, vulnerabilities, and descriptive narrative.
Document-level annotations aggregate mixed con-
tent, while paragraph-level representations com-
bine semantically distinct behaviors.

In contrast, sentences capture localized seman-
tic units describing actions or ATT&CK-aligned
behaviors. Sentence-level processing enables ex-
plicit grounding of relevance labels, entities, pro-
cedures, and ATT&CK mappings to a single se-

Sentence in CTI Report

Named Entity Recognition

Threat Actor

Sandworm

Malware Tool

GOGETTER

Action

leverage Systemd 
service units 

Infrastructure 
Indicator

Systemd 
service units

TA0005 – Defense EvasionTactic

T1036 – Masquerading   Technique

Sandworm leveraged Systemd service units to            
m                             de         masquerade as legitimate services.Procedure

Relevance Classification

Unified Multi-Task Annotation: (Relevance + NER + TTP Mapping + Procedure)

MITRE ATT&CK   Mapping + Procedure

Context Before: “The “ExecStart” value specifies the path of the 
program to be run, which in this case was GOGETTER.”

Sentence: “When deploying GOGETTER, Mandiant observed 
Sandworm leverage Systemd service units designed to masquerade 
as legitimate services.”
 

Figure 2: Example of sentence-level CTI annotation
and structured MITRE ATT&CK mapping.

mantic unit while reducing ambiguity introduced
by broader contexts. Sentence-level modeling also
enables conditional extraction, where NER and
ATT&CK mapping are applied only to sentences
containing explicit adversarial behavior.

Following that, the pipeline produced 12,974
candidate sentence-level instances. Each in-
stance preserves provenance metadata including
doc id, page number, sentence id, and
context before. After annotation consol-
idation and quality-control validation, the final
SMAH-CTI release contains 12,304 validated
sentence-level instances.

4.3 Annotation Schema
SMAH-CTI adopts a unified multi-task annotation
schema (Figure 2) comprising: (i) relevance clas-
sification, (ii) CTI-specific named entity recogni-
tion (NER), (iii) multi-label ATT&CK mapping,
and (iv) grounded procedure annotation.
Relevance Classification. Each sentence is
binary-labeled indicating whether it contains oper-
ational behavior, e.g., execution, persistence, lat-
eral movement, or command and control.
NER. Relevant sentences are annotated with four
entity categories: THREATACTOR, MALWARE-
TOOL, INFRASTRUCTURE INDICATOR, and AC-
TION. ACTION captures semantically complete
adversarial verb phrases rather than isolated verbs.
Multi-label TTP Mapping. Each relevant sen-
tence is mapped to one or more ATT&CK tech-
niques or sub-techniques.
Procedure Annotation. Each relevant sentence
includes a grounded description of the instance-
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specific realization of adversarial behavior.
STIX Compatibility. We adopt a compact task-
oriented entity schema rather than the complete
STIX object model to reduce annotation complex-
ity. ThreatActor aligns with the STIX Threat Ac-
tor object; MalwareTool with Malware or Tool,
depending on context; and Infrastructure Indicator
with Infrastructure or Indicator. Action captures
adversarial behavior and complements ATT&CK
annotations rather than representing a standalone
STIX object. This design preserves STIX interop-
erability while providing a lightweight schema for
sentence-level benchmarking.

4.4 Manual Annotation Protocol
Annotation was conducted in Label Studio by 12
trained annotators with backgrounds in cyberse-
curity and NLP. Annotators followed guidelines
defining relevance, entity boundaries, ATT&CK
mapping, and procedure-writing conventions. The
protocol is evidence-driven: ATT&CK mappings
are assigned only when supported by the sen-
tence, while speculative mappings are excluded.
Uncertain cases were resolved through calibra-
tion and adjudication by a senior reviewer. An-
notation proceeded hierarchically from sentence-
level relevance to entities, ATT&CK mappings,
and grounded procedures. Annotation time was
not systematically recorded; therefore, total anno-
tation hours cannot be reliably reported.

4.5 Inter-Annotator Agreement
Inter-annotator agreement (IAA) was evaluated on
1,000 sentences independently annotated by two
annotators; detailed results and confusion matri-
ces appear in Appendix F.4. Relevance classifi-
cation achieved 89.80% agreement and Cohen’s
κ = 0.751, indicating substantial agreement (Lan-
dis and Koch, 1977). Technique-level ATT&CK
mapping achieved 81.5% exact match and 0.816
mean Jaccard similarity, while tactic-level agree-
ment reached 85.1% and 0.852, respectively.

4.6 Ground Truth Normalization
After annotation, outputs were consolidated into a
unified schema with deterministic identifiers and
provenance metadata. ATT&CK annotations were
normalized to official identifiers and names, with
entities represented as structured spans. Cross-
layer consistency constraints required irrelevant
sentences to contain no entities, ATT&CK map-
pings, or procedure descriptions.

Table 2: Source composition of SMAH-CTI.

Source Rep. Sent. Rel. IDs Base Sub.

APTnotes 21 2,106 526 101 74 36
CrowdStrike 12 2,564 670 205 115 103
Mandiant 18 2,251 727 152 96 64
MITRE 27 3,766 1,803 259 150 122
SentinelOne 22 1,617 576 165 110 65

Total 100 12,304 4,302 383 195 196
Note: Rep., Sent., and Rel. denote reports, sentences, and behaviorally

relevant sentences. IDs, Base, and Sub. denote unique ATT&CK identifiers,
base techniques, and sub-techniques, respectively.

Top 15 IDs: 36.3% of assignments
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Figure 3: Long-tail distribution of ATT&CK technique
and sub-technique assignments in SMAH-CTI. (a) The
15 most frequent of 383 valid ATT&CK IDs account
for 36.3% of 4,837 multilabels. (b) The median support
is four, and 229 IDs (59.8%) occur five times or fewer.

4.7 Dataset Statistics
SMAH-CTI has 12,304 validated sentence-level
instances from 100 CTI reports, including 4,302
behaviorally relevant sentences. The dataset cov-
ers all 14 Enterprise ATT&CK tactics and exhibits
a naturally imbalanced, long-tailed distribution of
fine-grained techniques and sub-techniques. Ta-
ble 2 summarizes the source composition of the
frozen dataset across five CTI providers, reveal-
ing substantial variation in report length, relevant-
sentence density, and ATT&CK coverage.
Full TTP Label Distribution. Across the dataset,
gold annotations contain 4,837 sentence–label as-
signments spanning 383 valid ATT&CK technique
and sub-technique identifiers. Each assignment
links one identifier to one sentence, with multi-
label sentences contributing multiple assignments.
Median per-identifier support is four, and 229
identifiers (59.8%) occur five times or fewer. The
15 most frequent identifiers account for 36.3% of
assignments, with the remaining 63.7% distributed
across 368 identifiers. Figure 3 shows the ranked
support distribution and empirical cumulative dis-
tribution of per-label support.
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4.8 Experimental Protocol
We use a fixed report-level partition of SMAH-
CTI to prevent leakage from shared provenance
and narrative context. With master seed 42,
the 100 reports are divided into 70 training,
10 development, and 20 protected test reports,
yielding 8,635, 1,238, and 2,431 sentence-level
instances, respectively (Table 3). No report
identifier or sentence UID occurs across splits.
Relevance classification and NER use all in-
stances. Tactic prediction uses 3,006/434/862
train/development/test instances with tactic super-
vision, while technique- and sub-technique-level
TTP mapping uses 2,902/421/841 instances with
at least one valid ATT&CK identifier. The devel-
opment split supports model selection and thresh-
old tuning; the protected test split is reserved for
final frozen evaluation.

Table 3: Report-level split statistics for SMAH-CTI.

Split Reports Sent. Rel. Non-rel. Rel. (%)

Train 70 8,635 3,006 5,629 34.81
Dev 10 1,238 434 804 35.06
Test 20 2,431 862 1,569 35.46

Total 100 12,304 4,302 8,002 34.96

5 Experimental Evaluation

5.1 Experimental Setup
All baselines use the frozen report-level parti-
tions and task-specific instance populations de-
fined in Section 4.8. Relevance classification and
NER use all sentence-level instances, with irrele-
vant sentences containing no gold entities. Tac-
tic prediction uses instances with at least one
tactic, while technique- and sub-technique-level
ATT&CK mapping uses instances with at least one
valid identifier. Model and checkpoint selection
and, where applicable, decision-threshold tuning
are performed exclusively on the development
split. The protected test split is reserved for final
frozen evaluation. All trainable single- and multi-
task baselines use a single predefined run with ran-
dom seed 42; we report no multi-seed averages
or variance estimates. The instruction-following
baseline uses fixed task-specific prompts, temper-
ature zero, and a predefined JSON schema for con-
sistent parsing and scoring.

5.2 Baseline Models
We evaluate four baselines spanning three mod-
eling paradigms: single-task supervised learn-

ing, shared-encoder multi-task learning, and
instruction-following LLM prompting.
Single-task RoBERTa-base. We fine-tune
separate RoBERTa-base models for relevance,
NER, tactic prediction, and technique- and sub-
technique-level ATT&CK mapping. Relevance is
formulated as binary classification, NER as BIO
token classification over four entity types, and tac-
tic and TTP prediction as multi-label classifica-
tion. The TTP classifier predicts ATT&CK identi-
fiers observed in training.
Single-task SecBERT. We fine-tune SecBERT,
a cybersecurity-pretrained encoder, using the
same single-task formulations and partitions as
RoBERTa-base. This comparison isolates the ef-
fect of domain-specific pretraining while holding
the experimental protocol fixed.
Shared-encoder multi-task RoBERTa. We eval-
uate a multi-task model with a shared RoBERTa-
base encoder and task-specific heads for relevance,
NER, tactic prediction, and TTP mapping, jointly
optimized using their respective objectives.
GPT-4o-mini prompting. We evaluate GPT-4o-
mini without fine-tuning using fixed task-specific
prompts and temperature zero. Predictions follow
a predefined JSON schema for deterministic pars-
ing and scoring.

These baselines span complementary NLP
paradigms and provide reproducible reference
points across learning settings. SMAH-CTI en-
ables standardized evaluation of specialized mod-
els under a unified protocol rather than comparison
with all CTI-specific extraction systems.

5.3 Evaluation Metrics
For all tasks, precision, recall, and F1-score are
computed as P = TP

TP+FP , R = TP
TP+FN , and

F1 = 2PR
P+R . For relevance classification, we re-

port F1-score for the relevant class. For NER, we
report exact span-level precision, recall, and F1-
score; a prediction is correct only if its entity type
and character offsets match the gold annotation.

Tactic prediction and technique- and sub-
technique-level ATT&CK mapping are evaluated
using micro-F1 and macro-F1. Micro-F1 aggre-
gates counts across labels, while macro-F1 aver-
ages label-wise F1-scores, 1

|L|
∑

ℓ∈L F1ℓ, where
L is the ATT&CK label set. Tactic prediction cov-
ers all 14 Enterprise ATT&CK tactics. Technique-
and sub-technique-level predictions use normal-
ized ATT&CK identifiers and are evaluated over
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the complete 383-identifier space and separately
over train-seen and train-unseen identifiers.

5.4 Results and Discussion
Table 4 reports performance on the protected
test partition for relevance classification, strict
span-based NER, multi-label tactic prediction,
and technique- and sub-technique-level ATT&CK
mapping. No baseline performs best across
all tasks. Single-task supervised encoders are
strongest for relevance and tactic prediction, while
GPT-4o-mini achieves the best strict NER and
fine-grained TTP-mapping performance.
Relevance classification. The single-task
encoders provide the strongest relevance-
classification results. SecBERT achieves the
highest relevant-class F1 of 0.7585, whereas
RoBERTa obtains the highest accuracy of 0.8116.
SecBERT therefore provides a modest F1 advan-
tage, while RoBERTa retains a small accuracy
advantage, indicating that the effect of domain-
specific pretraining is metric-dependent. Both
MT-RoBERTa and GPT-4o-mini perform below
the single-task encoders on this task.
Named Entity Recognition. Strict NER is more
challenging than relevance classification. GPT-
4o-mini achieves the highest exact-match F1 of
0.2233, followed by RoBERTa at 0.2074, MT-
RoBERTa at 0.1753, and SecBERT at 0.1414.
Thus, domain-specific pretraining does not consis-
tently improve boundary-sensitive extraction. Be-
cause correct predictions require matching both
entity type and exact character offsets, partial and
boundary-misaligned spans are counted as errors.
Tactic prediction. SecBERT performs best on
tactic prediction, reaching 0.5575 micro-F1 and
0.5113 macro-F1, followed by RoBERTa with
0.5261 and 0.4717, respectively. The con-
sistent gain across both metrics suggests that
cybersecurity-domain pretraining is useful for pre-
dicting the higher-level adversarial objectives rep-
resented by the 14 Enterprise ATT&CK tactics.
Technique and sub-technique mapping. Fine-
grained ATT&CK mapping remains the most dif-
ficult task. GPT-4o-mini achieves the highest full-
space performance, with a micro-F1 of 0.1344 and
a macro-F1 of 0.0469. RoBERTa and SecBERT
obtain similar micro-F1 values of 0.0570 and
0.0583, respectively, while MT-RoBERTa reaches
0.0090. The large micro–macro gap indicates un-
even label-wise performance, with many identi-
fiers receiving little or no correct recovery. The

training-frequency analysis in Section 5.5 further
shows that training support alone does not explain
the observed variation.

The supervised TTP classifiers are restricted to
identifiers observed during training and therefore
cannot recover gold assignments associated with
test-occurring train-unseen identifiers. GPT-4o-
mini is the only evaluated baseline to recover any
such assignments, correctly predicting 4 of the 81
gold assignments. A detailed train-seen and train-
unseen analysis is provided in Section 5.5.
Overall finding. The results show a task-
dependent performance pattern rather than a sin-
gle dominant model. Among the supervised en-
coders, SecBERT achieves the strongest relevant-
class F1 and tactic-prediction results, but it does
not provide consistent gains for strict NER or fine-
grained TTP mapping. GPT-4o-mini performs
best on strict NER and full-space TTP mapping,
although its absolute scores remain low. These
findings indicate that exact entity grounding and
long-tailed ATT&CK mapping remain the princi-
pal challenges in SMAH-CTI.

5.5 Challenge Analysis
We analyze complementary challenges in SMAH-
CTI, including the long-tailed ATT&CK label dis-
tribution, train-unseen identifiers, conditional rele-
vance, multi-label prediction, and strict character-
span grounding. Dataset-level statistics are com-
puted from the frozen SMAH-CTI ground truth,
while model-specific diagnostics use frozen GPT-
4o-mini predictions on the complete protected test
partition. No retraining, threshold tuning, or addi-
tional inference was performed.
Long-tail ATT&CK Distribution. Fine-grained
ATT&CK mapping operates over a highly imbal-
anced label space. Across the dataset, 4,837 tech-
nique and sub-technique assignments span 383
ATT&CK identifiers. Median support is four as-
signments, and 229 identifiers (59.8%) occur five
times or fewer. The 15 most frequent identifiers
account for 36.3% of assignments, leaving 63.7%
distributed across the remaining 368. Thus, much
of the evaluation space receives limited supervi-
sion. This long-tail is reflected in the micro-
and macro-F1 gap: micro-F1 aggregates decisions
across labels while macro-F1 weights each label
equally, including sparsely represented identifiers.
Train-Seen vs. Train-Unseen Identifiers. The
supervised TTP classifiers use a closed vocabulary
of 335 ATT&CK identifiers observed in training,
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Table 4: Baseline performance on the protected SMAH-CTI test partition.

Model Rel. F1 Rel. Acc. NER F1 Tactic-µF1 Tactic-MF1 TTP-µF1 TTP-MF1

RoBERTa 0.7484 0.8116 0.2074 0.5261 0.4717 0.0570 0.0022
SecBERT 0.7585 0.8083 0.1414 0.5575 0.5113 0.0583 0.0007
MT-RoBERTa 0.7007 0.7976 0.1753 0.4221 0.2717 0.0090 0.0055
GPT-4o-mini 0.7013 0.7495 0.2233 0.4243 0.3686 0.1344 0.0469
Note: Rel.: relevance classification; NER: strict entity-type and character-offset matching; Tactic: multi-label tactic prediction; TTP:

technique/sub-technique mapping. µF1 and MF1 denote micro- and macro-F1. Bold indicates the best result in each column.

leaving 48 of the 383 evaluation identifiers train-
unseen. Of these, 41 occur in the protected test
partition, contributing 81 gold sentence–label as-
signments; the remaining seven have no test sup-
port. Because supervised classifiers cannot predict
outside their training vocabulary, they cannot re-
cover these 81 assignments.

GPT-4o-mini is the only baseline with an unre-
stricted output. It correctly predicts 4 of the 81
train-unseen assignments, yielding 4.94% recall.
Over all 48 train-unseen identifiers, it produces 4
true positives, 6 false positives, and 77 false neg-
atives, for a micro-F1 of 0.0879, compared with
0.1380 over the 335 train-seen identifiers.
Conditional Relevance Structure. SMAH-CTI
follows a conditional structure in which en-
tity, tactic, and technique annotations are associ-
ated with sentences containing adversarial behav-
ior. On the 2,431-sentence protected test parti-
tion, GPT-4o-mini produces 715 true-positive, 462
false-positive, 147 false-negative, and 1,107 true-
negative relevance decisions. The 147 false nega-
tives contain 505 gold entities, 152 tactic assign-
ments, and 146 technique or sub-technique as-
signments, quantifying the gold information un-
available to downstream components in a strictly
relevance-gated pipeline. This is not a causal
pipeline experiment, as downstream baselines are
evaluated independently rather than under oracle
and predicted relevance gates.
Multi-label TTP Complexity. TTP mapping is
multi-label because a sentence may express multi-
ple adversarial behaviors. Table 5 compares GPT-
4o-mini on 768 single-label and 73 multi-label
TTP-eligible test sentences, containing 768 and
154 gold assignments, respectively. Micro-F1 is
0.1282 for single-label and 0.1617 for multi-label
sentences, providing no evidence that multi-label
sentences are harder by this metric. However,
exact label-set recovery remains difficult: only
36 single-label sentences (4.69%) achieve an ex-
act match, compared with 1 multi-label sentence
(1.37%). Thus, jointly recovering all supported
behaviors remains uncommon.

Table 5: TTP difficulty (with GPT-4o-mini). MLC:
multi-label complexity; LTF: long-tail frequency.

Type Subset Unit Gold µ-F1

MLC Single 768 sent. 768 .1282
Multi 73 sent. 154 .1617

LTF Train-unseen (0) 48 labels 81 .0879
Rare (1–5) 221 labels 206 .1523
Medium (6–20) 73 labels 197 .1402
Frequent (> 20) 41 labels 438 .1298

Training-Frequency Bands. Training-frequency
analysis shows that label support alone does
not determine performance. The unseen, rare,
medium, and frequent bands contain 48, 221,
73, and 41 identifiers, accounting for 81, 206,
197, and 438 test gold assignments, respectively.
Their micro-F1 values are 0.0879, 0.1523, 0.1402,
and 0.1298. Performance remains low and does
not improve monotonically with training support,
suggesting that frequency is only one source of
difficulty. The remaining variation is consis-
tent with fine-grained label distinctions, hierarchi-
cal technique–sub-technique structure, and incom-
plete recovery of supported label sets.
Exact-Span Entity Grounding. NER uses strict
character-span and entity-type matching: a predic-
tion is correct only when its type and start and end
offsets match a gold entity. GPT-4o-mini achieves
an overall F1 of 0.2233, with 844 true posi-
tives, 3,174 false positives, and 2,699 false nega-
tives over 3,543 gold entities. Performance varies
across entity types: ThreatActor achieves 0.3829
F1, MalwareTool 0.3369, Infrastructure Indicator
0.2098, and Action 0.1388. Action is both the
most frequent and lowest-performing type, with
227 exact matches, 1,577 false positives, and
1,239 false negatives. These results highlight the
difficulty of grounding behavioral descriptions to
exact character spans rather than merely recog-
nizing their presence. Overall, SMAH-CTI com-
bines several challenges: a large long-tailed out-
put space, train-unseen identifiers, conditional rel-
evance, incomplete multi-label set recovery, and
strict span-level grounding. Addressing them re-
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quires models to move beyond topical recognition
toward evidence-grounded, exact-span, and fine-
grained multi-label extraction.

5.6 Error Analysis
We analyze errors in the frozen GPT-4o-mini pre-
dictions on the complete protected test partition.
The analysis reports prediction–gold discrepan-
cies based on exact labels and character offsets,
without attributing unverified linguistic or causal
explanations to individual errors.
Relevance Classification. GPT-4o-mini pro-
duces 715 true positives, 462 false positives, 147
false negatives, and 1,107 true negatives, yielding
0.7013 F1 and 0.7495 accuracy. The 147 false
negatives contain 505 gold entities, 152 tactic as-
signments, and 146 technique or sub-technique
assignments that would be missed by a strictly
relevance-gated system. Conversely, 462 false
positives assign relevance to gold-irrelevant sen-
tences. These errors may reflect implicit behavior,
contextual dependence, lexical overlap, or annota-
tion ambiguity, but the counts alone cannot distin-
guish among these causes.
Named-Entity Recognition. Strict NER evalua-
tion yields 844 exact matches, 3,174 false-positive
spans, and 2,699 false-negative spans. Under
deterministic one-to-one pairing, exact type-and-
boundary matches are paired first, followed by
identical-boundary type errors, same-type over-
laps, and different-type overlaps. This yields 792
boundary mismatches, 86 type errors, and 157
cases differing in type and boundaries. After pair-
ing, 1,664 gold and 2,139 predicted entities remain
unmatched. Performance also varies by entity
type: ThreatActor achieves 0.3829 F1, followed
by MalwareTool (0.3369), Infrastructure Indicator
(0.2098), and Action (0.1388). Action has the
largest gold support and the most false-positive
and false-negative spans. Thus, strict NER errors
include boundary mismatches, type errors, and un-
matched gold and predicted entities.
TTP Mapping. The TTP error inventory covers
all 841 TTP-eligible test sentences. GPT-4o-mini
returns no ATT&CK identifier for 616 sentences,
making omission the dominant failure mode. Only
37 sentences exactly match the gold identifier set.
Among the remainder, 143 predictions are disjoint
from the gold set, 31 contain all gold identifiers
plus additional ones, 10 contain both missing and
additional identifiers, and 4 recover only a sub-
set of the gold labels. Across the complete 383-

label space, GPT-4o-mini achieves a micro-F1 of
0.1344 and macro-F1 of 0.0469. The lower macro-
F1 reflects uneven label-wise performance, with
many identifiers receiving little or no recovery.
Unseen-Label Errors. Of 48 train-unseen IDs, 41
occur in the protected test partition, contributing
81 gold assignments; the remaining seven have no
test support. Restricting gold and predicted identi-
fiers to this 48-identifier subset, GPT-4o-mini pro-
duces 4 true positives, 6 false positives, and 77
false negatives, yielding 0.4000 precision, 0.0494
recall, and 0.0879 micro-F1. Thus, only 4 of
81 test-occurring train-unseen assignments are re-
covered, indicating that an open output vocabu-
lary alone is insufficient for reliable recovery of
ATT&CK identifiers absent from training.
Single-Label and Multi-Label Set Recovery.
The single-label subset contains 768 sentences and
gold assignments, with 66 true positives, 196 false
positives, and 702 false negatives, yielding 0.1282
micro-F1. The 73 multi-label sentences contain
154 gold assignments, with 19 true positives, 62
false positives, and 135 false negatives, yielding
0.1617 micro-F1. Despite higher micro-F1, exact-
set recovery is lower for multi-label sentences: 36
single-label sentences are predicted exactly, com-
pared with only one multi-label sentence. Thus,
micro-F1 and exact-set accuracy capture different
aspects of TTP performance.
Interpretation. The discrepancies show SMAH-
CTI evaluates more than topical or lexical recogni-
tion. Relevance requires distinguishing behavioral
evidence from context; NER requires exact entity
types and boundaries; and TTP mapping requires
recovering fine-grained identifiers from a large, hi-
erarchical, and imbalanced labels. Thus, models
may recognize cybersecurity content while failing
the benchmark’s evidence-grounded criteria.

6 Conclusion and Future Work

We introduced SMAH-CTI, a unified sentence-
level benchmark for grounded CTI extraction from
real-world threat reports. It provides human-
annotated supervision for relevance classification,
CTI-specific entity extraction, and fine-grained
multi-label ATT&CK mapping, supporting repro-
ducible evaluation of individual tasks and end-
to-end CTI extraction pipelines. Future work
includes additional sources, multilingual reports,
document-level TTP reasoning, and richer rela-
tional and temporal annotations.
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7 Limitations

SMAH-CTI has several limitations. First, al-
though the dataset is constructed from multiple
real-world CTI providers, it remains limited to a
fixed set of English-language sources and report-
ing styles. Consequently, certain domains, threat
landscapes, emerging attack patterns, and non-
English intelligence sources may be underrepre-
sented, potentially affecting generalization to un-
seen report formats or niche threat domains.

Second, the dataset preserves the naturally im-
balanced and long-tailed distribution of ATT&CK
tactics, techniques, and sub-techniques observed
in operational CTI reporting. While this improves
realism, it also makes learning rare behaviors more
difficult and may bias models toward frequently
observed identifiers.

Third, despite detailed annotation guidelines,
calibration, adjudication, and inter-annotator
agreement analysis, some degree of subjectivity
remains in relevance classification, entity bound-
ary identification, and fine-grained ATT&CK
mapping, particularly for implicit adversarial be-
havior or ambiguous sentence contexts.

Fourth, SMAH-CTI intentionally adopts
sentence-level annotation to provide explicit
grounding between each annotated TTP and
the sentence containing its primary supporting
evidence. To preserve local narrative continuity
without sacrificing sentence-level supervision,
each annotated sentence is accompanied by
its immediately preceding sentence in the
context before field. This local context
can help resolve nearby discourse dependencies
while maintaining reproducible sentence-level
annotation and evaluation. However, some ad-
versarial behaviors and ATT&CK mappings may
require reasoning across multiple sentences or
paragraphs. Such document-level cases are be-
yond the scope of the current benchmark, whose
primary objective is grounded sentence-level CTI
extraction. Rigorously quantifying the proportion
of ATT&CK mappings requiring document-level
reasoning would require a separate document-
level annotation protocol and independently
constructed gold standard. We therefore leave this
analysis and benchmark extension to future work.

Fifth, the dataset adopts MITRE ATT&CK as
the primary ontology for behavior representation.
Although widely used, ATT&CK does not cap-
ture all possible threat behaviors and evolves over

time, which may require future updates to main-
tain alignment with newer framework versions.

Finally, the unified multi-task design intro-
duces additional evaluation complexity because
the benchmark combines heterogeneous tasks, in-
cluding relevance classification, sequence label-
ing, multi-label ATT&CK mapping, and grounded
procedure extraction. In end-to-end extraction set-
tings, errors may propagate across interconnected
tasks, making it more difficult to attribute down-
stream failures to individual components and di-
rectly compare modeling approaches.

8 Ethics Statement

SMAH-CTI is derived from publicly available CTI
reports and is intended to support defensive cy-
bersecurity research. Because CTI resources are
inherently dual-use, structured representations of
adversarial behavior could potentially be misused
for offensive purposes. However, the dataset does
not contain exploit code, credentials, private vic-
tim information, or unpublished incident details.
Instead, it normalizes publicly available informa-
tion into sentence-level annotations for research
and benchmarking.

The primary goal of SMAH-CTI is to support
reproducible evaluation of grounded CTI extrac-
tion systems, including relevance classification,
NER, ATT&CK mapping, and grounded proce-
dure extraction. We encourage responsible use of
the dataset for defensive research, threat analysis,
and security automation, and discourage its use for
harmful or unauthorized activities.
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A Annotation Granularity

Intermediate representations, such as paragraph-
level or sliding-window formulations, partially
mitigate document-level limitations but often
combine multiple attack stages or shifts between
operational and descriptive content, introducing
mixed supervision signals (Esposito, 2025). This
makes it difficult to assign coherent relevance la-
bels or consistent multi-label ATT&CK mappings
without introducing heuristic assumptions.

Span-level annotation enables precise extrac-
tion of entities and local patterns but may fail to
capture complete semantic units of adversarial be-
havior. In CTI narratives, meaningful attacker ac-
tions frequently arise from interactions among en-
tities and contextual cues distributed across a sen-
tence rather than isolated spans.

Sentence-level annotation therefore offers an ef-
fective trade-off between semantic precision, ex-
plicit grounding, and modeling flexibility for end-
to-end CTI extraction.

B Dataset Construction Details

B.1 Additional Preprocessing Details
Detailed preprocessing rules include curated
regular-expression filters for removing pagination
artifacts, headers, footers, legal disclaimers, con-
tact information, and figure or table captions. Se-
mantic line reconstruction is applied to repair ar-
tificial PDF line breaks and fragmented sentences
introduced during text extraction.

Whitespace normalization and layout-aware
parsing are additionally applied to improve sen-
tence reconstruction quality across heterogeneous
report formats. IoC-heavy tables and isolated in-
dicator blocks are filtered when they lack explicit
operational or behavioral context.

B.2 Annotation and Agreement
Detailed annotation guidelines define relevance
criteria, entity-boundary rules, ATT&CK mapping
conventions, and grounded procedure-writing
policies. Ambiguous cases are resolved through
iterative calibration meetings and adjudication by
a senior reviewer.

Detailed inter-annotator agreement tables, con-
fusion matrices, disagreement analyses, and
entity-level precision/recall statistics are provided
in the supplementary material.

B.3 Additional Dataset Statistics
Additional statistics, including extended
ATT&CK coverage analyses, tactic–technique
marginal distributions, long-tail frequency plots,
and supplementary co-occurrence analyses, are
provided in the supplementary material together
with release resources and benchmark files.

C Additional Experimental Details

C.1 Baseline Implementation Details
For NER, RoBERTa is trained as a BIO token-
classification model over the four SMAH-CTI
entity types: THREATACTOR, MALWARETOOL,
INFRASTRUCTURE INDICATOR, and ACTION.
Since standard BIO tagging cannot represent over-
lapping spans, overlapping entities are determinis-
tically flattened for this baseline.
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For TTP mapping, RoBERTa is trained as a
multi-label classifier over ATT&CK technique and
sub-technique identifiers observed in the training
split. A binary cross-entropy objective with pos-
itive class weighting is used to mitigate label im-
balance, and the decision threshold is selected on
the development set.

For GPT-4o-mini prompting, extracted entity
spans are validated against the source sentence us-
ing exact character offsets. For TTP mapping, out-
puts are normalized to ATT&CK technique and
sub-technique identifiers before evaluation.

C.2 Additional Error Examples
Representative qualitative GPT-4o-mini error ex-
amples, including relevance-gating failures, exact-
span grounding mismatches, and ATT&CK tech-
nique confusion cases, are provided in the supple-
mentary material.

D Dataset Construction Details

D.1 Additional Preprocessing Details
Noise filtering removes pagination artifacts, cor-
porate headers and footers, legal disclaimers, con-
tact details, and figure or table captions using cu-
rated regular-expression rules. IoC filtering re-
moves standalone indicators lacking explicit be-
havioral context while preserving operationally
meaningful entries associated with adversarial ac-
tivity. Preprocessing also includes whitespace nor-
malization and semantic line reconstruction to re-
pair artificial PDF line breaks and fragmented sen-
tences introduced during text extraction.

D.2 Sentence-Level Modeling
Document-level annotations aggregate heteroge-
neous content, while paragraph-level representa-
tions often combine multiple attack stages or se-
mantically distinct behaviors. Sentence-level pro-
cessing enables explicit grounding of relevance la-
bels, entities, procedures, and ATT&CK mappings
to localized semantic units while supporting con-
ditional extraction and fine-grained error analysis.

D.3 Additional Annotation Details
All entities are represented using span-based an-
notations with explicit character offsets. The AC-
TION category captures semantically complete ad-
versarial verb phrases rather than isolated verbs.

The multi-label TTP formulation captures the
compositional nature of adversarial behavior,
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Figure 4: Sentence-level tactic–technique co-
occurrence heatmap for the top-10 ATT&CK
techniques in SMAH-CTI.

where a single sentence may describe overlapping
attack objectives and procedures. Grounded pro-
cedure annotations preserve contextual and opera-
tional details that may not be fully represented by
standardized ATT&CK identifiers alone.

D.4 Additional Dataset Statistics
The dataset covers 383 unique ATT&CK identi-
fiers, including 195 base technique families and
196 sub-techniques. Overall coverage includes
187/216 Enterprise ATT&CK base techniques and
196/475 sub-techniques in ATT&CK v18.1.

Figure 4 illustrates realistic multi-stage adver-
sarial behavior, where techniques associated with
initial compromise, obfuscation, execution, and
command-and-control frequently co-occur across
tactical objectives.

Figure 5a shows that 35.0% of sentences are
labeled as behaviorally relevant, reflecting the
naturally imbalanced composition of operational
CTI reports. Figure 5b presents the distri-
bution of entity types, where ACTION entities
are the most frequent, followed by INFRAS-
TRUCTURE INDICATOR, MALWARETOOL, and
THREATACTOR.

D.5 Release and Reproducibility
The final ground truth dataset contains 12,304 val-
idated sentence-level instances and is released in
JSON and CSV formats with deterministic iden-
tifiers and preserved provenance metadata. Exact
report identifiers assigned to each split, together
with evaluation scripts and release resources, are
distributed with the benchmark to support trans-
parent and reproducible evaluation.
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Figure 5: Distribution of relevance labels and entity
types in SMAH-CTI.

E Supported Tasks

SMAH-CTI is designed as a unified, sentence-
level benchmark for structured CTI extraction.
By integrating relevance classification, NER, and
fine-grained MITRE ATT&CK mapping in a sin-
gle framework, it supports both isolated task eval-
uation and end-to-end CTI extraction pipelines.

E.1 SMAH-CTI-Enabled Questions
SMAH-CTI enables investigation of research
questions that are difficult to study with prior CTI
datasets lacking sentence-level grounding or uni-
fied multi-task supervision. ❶ How does rele-
vance classification affect downstream CTI ex-
traction? Since NER and TTP mapping are
applied to behaviorally relevant sentences, rele-
vance errors may propagate to downstream ex-
traction stages. ❷ How can models represent
multi-label adversarial behavior? CTI sen-
tences may express multiple tactics, techniques,
or sub-techniques simultaneously, requiring fine-
grained multi-label reasoning under long-tail label
distributions. ❸ How can grounded extraction

reduce hallucination risk? SMAH-CTI links
structured outputs to explicit sentence-level evi-
dence, enabling evaluation of whether extracted
entities, procedures, and ATT&CK mappings are
textually supported. ❹ Can cross-task learning
improve CTI extraction? The dataset supports
analysis of dependencies between relevance clas-
sification, NER, and ATT&CK mapping in unified
pipelines.

E.2 Supported Tasks
SMAH-CTI supports the following tasks: ❶

Relevance Classification: Binary classification
of sentences based on the presence of oper-
ational adversarial behavior, serving as a fil-
tering stage for downstream extraction. ❷

NER: Extraction of CTI-specific entities, includ-
ing THREATACTOR, MALWARETOOL, INFRAS-
TRUCTURE INDICATOR, and ACTION, enabling
structured representation of adversarial behavior.
❸ TTP Mapping: Multi-label mapping of rel-
evant sentences to ATT&CK tactics, techniques,
and sub-techniques, together with grounded pro-
cedure descriptions linked to source text. ❹

End-to-End and Conditional CTI Extraction:
Unified modeling of relevance classification, en-
tity extraction, and ATT&CK mapping within
integrated CTI extraction pipelines, where rele-
vance classification acts as a gating mechanism for
downstream structured extraction.

E.3 Potential Applications
Beyond benchmarking, SMAH-CTI supports sev-
eral research and operational applications: ❶ Au-
tomated Structuring of CTI Reports: Trans-
forming unstructured threat reports into struc-
tured, machine-readable intelligence for scalable
indexing, retrieval, and analysis. ❷ Behavior-
Centric Threat Analysis: Supporting ATT&CK-
grounded analysis of adversarial behavior for de-
tection engineering, threat hunting, and defense
planning. ❸ Threat Knowledge Graph Con-
struction: Enabling structured modeling of rela-
tionships among adversaries, tools, infrastructure,
and techniques for reasoning and campaign anal-
ysis. ❹ Security Operations Support: Facilitat-
ing threat hunting, incident investigation, and alert
enrichment through structured ATT&CK-aligned
extraction grounded in source text. ❺ Standard-
ized Benchmarking and Evaluation: Providing
a unified benchmark for reproducible comparison
across rule-based, machine learning, neural, and
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Table 6: Core fields in the released SMAH-CTI anno-
tation schema.

Field Description

uid Deterministic sentence identifier derived
from provenance metadata and a short
text hash.

source Source or provider of the CTI report.
doc id Document-level identifier for the source

report.
page number Page number or normalized page index

associated with the sentence.
sentence id Sentence index preserving document or-

der and traceability.
context before Immediately preceding sentence retained

for local narrative context.
sentence text Sentence annotated in the ground truth.
relevant Binary label indicating whether the sen-

tence contains operational adversarial be-
havior.

tactic List of ATT&CK tactic objects; null for
irrelevant sentences.

techniques List of ATT&CK technique or sub-
technique objects; null for irrelevant sen-
tences.

procedure Grounded free-text description of the be-
havior; null for irrelevant sentences.

entities List of span-based entity annotations;
null for irrelevant sentences.

LLM-based CTI extraction systems.

F Annotation Format

This appendix documents the SMAH-CTI anno-
tation format and supporting methodological de-
tails. To support reproducibility and program-
matic use, Section F.1 summarizes the core fields
in the final ground truth, Section F.2 formal-
izes the annotation workflow, Section F.3 de-
scribes the annotation constraints and consistency
rules, Section F.4 reports detailed inter-annotator
agreement results, Section F.5 presents representa-
tive sentence-level annotation examples, and Sec-
tion F.6 provides representative model error exam-
ples from the GPT-4o-mini test-set outputs.

F.1 Annotation Schema
Table 6 summarizes the core fields used in the re-
leased SMAH-CTI ground truth. Each instance
corresponds to a single sentence and includes
metadata, textual content, and conditionally de-
fined task-specific annotations. Task-specific
fields (e.g., entities, tactics, techniques, and pro-
cedure) are populated only for sentences labeled
as relevant, ensuring consistency and preventing
noise from non-operational content.

Algorithm 1 Sentence-level annotation workflow
for constructing SMAH-CTI.
Require: CTI reports D
Ensure: Annotated dataset S
1: Preprocess documents (cleaning, noise removal)
2: Segment documents into sentences {si} ▷

Sentence-level grounding
3: for each sentence si do
4: Assign relevance label ri ∈ {yes, no} ▷ Behavioral

evidence
5: if ri = yes then
6: Annotate entity spans ▷ Exact character

boundaries
7: Assign multi-label ATT&CK tactics Ti

8: Assign multi-label ATT&CK techniques/sub-
techniques Ci ▷ Evidence-grounded
mapping

9: Write grounded procedure pi ▷ Instance-specific
behavior

10: else
11: Set Ti, Ci, pi, and entities to null ▷ Enforce

cross-layer consistency
12: end if
13: Store structured annotation for si
14: end for
15: return S

F.2 Annotation Workflow and Construction
The annotation process follows a structured,
multi-stage pipeline designed to ensure consis-
tency, reproducibility, and explicit grounding in
textual evidence. Algorithm 1 summarizes this
sentence-level annotation workflow.

F.3 Annotation Constraints and Consistency
To ensure semantic coherence, annotation qual-
ity, and reproducibility, the SMAH-CTI annota-
tion process follows a set of explicit constraints
and consistency rules derived from the dataset
construction and normalization pipeline.
Relevance–Annotation Dependency. Task-
specific annotations are conditionally defined
based on sentence-level relevance. Only sen-
tences labeled as relevant contain structured an-
notations (entities, tactics, techniques, and proce-
dure), while all task-specific fields are set to null
for irrelevant sentences. This constraint ensures
that structured outputs are grounded exclusively
in operational adversarial behavior and prevents
noise from non-operational content.
Behavioral Grounding Constraint. A sentence
is annotated as relevant only if it explicitly de-
scribes observable adversarial actions that can be
mapped to at least one MITRE ATT&CK tactic.
Sentences containing only contextual information,
standalone indicators of compromise, mitigation
guidance, or background analysis are labeled as ir-
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relevant. This enforces alignment between textual
evidence and ATT&CK-based representation.
Span-Level Entity Consistency. Named en-
tities are annotated as contiguous spans with
explicit character offsets and predefined la-
bels (THREATACTOR, MALWARETOOL, IN-
FRASTRUCTURE INDICATOR, and ACTION). En-
tity annotations must correspond to semantically
meaningful units within the sentence and remain
consistent with the described adversarial behavior.
Overlapping or semantically redundant spans are
avoided to maintain annotation clarity.
Multi-Label TTP Alignment. Each relevant sen-
tence may be assigned multiple tactics and tech-
niques (including sub-techniques), reflecting the
compositional nature of behavior. All ATT&CK
mappings must use official identifiers and names
from the Enterprise ATT&CK framework to en-
sure standardization and interoperability.
Procedure Grounding Constraint. The
procedure field provides a free-text, sentence-
level description of the adversarial behavior.
It must remain semantically consistent with
the annotated entities and ATT&CK mappings,
capturing the concrete realization of the behavior
without introducing information not present in the
original sentence.

Cross-Field Logical Consistency. To enforce
internal coherence, the following constraints are
applied during normalization: (i) irrelevant sen-
tences must not contain entities, tactics, tech-
niques, or procedures, (ii) relevant sentences must
contain at least one valid tactic-level ATT&CK
mapping when behavior can be aligned with
ATT&CK, while technique-level labels may be
null when the sentence lacks sufficient opera-
tional detail, and (iii) entity annotations must align
with the behavior described in the procedure.
Any violations are deterministically corrected dur-
ing post-processing.
Provenance and Traceability Constraint. Each
annotated instance preserves document-level
provenance through doc id, page number,
and sentence id, and is uniquely identified us-
ing a deterministic uid. This ensures traceability
to the original source and supports reproducibility
across dataset versions.
Context Preservation Constraint. Each sentence
is associated with its immediately preceding sen-
tence (context before) to maintain local nar-
rative continuity. This provides minimal contex-
tual grounding while preserving sentence-level in-

dependence for annotation and evaluation.
Normalization and Schema Consistency. All an-
notations are normalized into a canonical schema
with standardized field formats, ATT&CK-aligned
identifiers, and consistent ordering across in-
stances. This ensures compatibility with down-
stream processing pipelines and enables repro-
ducible evaluation.

F.4 Inter-Annotator Agreement Details
This subsection provides the detailed agreement
results corresponding to Section 4.5. All agree-
ment results are computed on the same 1,000-
sentence controlled overlap subset. For sentence-
level relevance, the annotators achieved an accu-
racy of 89.80% and Cohen’s Kappa of κ = 0.751,
indicating substantial agreement according to Lan-
dis & Koch (Landis and Koch, 1977). The corre-
sponding confusion matrix is shown in Table 7.
For entity annotation, agreement is reported us-
ing presence-based precision, recall, and F1-score
for each entity type. As shown in Table 9, pre-
cision was consistently high across entity types,
whereas recall was lower for THREATACTOR, re-
flecting the frequent implicitness of actor men-
tions in CTI narratives. For ATT&CK mapping,
agreement was computed using exact match and
mean Jaccard similarity. Technique-level agree-
ment reached 81.5% exact match with mean Jac-
card similarity of 0.816, and tactic-level agree-
ment reached 85.1% exact match with mean Jac-
card similarity of 0.852. These results are sum-
marized in Table 8. A total of 102 relevance dis-
agreement cases were subsequently reviewed by a
third adjudicator. The adjudicator examined the
sentence text, surrounding context, and both an-
notators’ labels before assigning the final gold an-
notation according to the SMAH-CTI annotation
guidelines. For sentences adjudicated as relevant,
the associated structured annotations, including
tactics, techniques, procedures, and entities, were
validated and corrected where necessary. For sen-
tences adjudicated as non-relevant, all structured
fields were normalized to null values to preserve
schema consistency. The reported IAA metrics
correspond to the pre-adjudication overlap analy-
sis, whereas the adjudicated labels were incorpo-
rated into the final released SMAH-CTI ground-
truth dataset.
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Table 7: Confusion matrix for sentence-level relevance
agreement with annotators A \ B.

A \ B Non-relevant Relevant

Non-relevant 232 7
Relevant 95 666

Table 8: ATT&CK tactic and technique agreement.

Layer Exact Match (%) Mean Jaccard

Technique 81.5 0.816
Tactic 85.1 0.852

F.5 Illustrative Annotation Examples
The following examples illustrate the conditional
structure of the SMAH-CTI annotation schema
under both relevant and non-relevant settings.
They show how task-specific annotations are in-
stantiated for behaviorally relevant sentences and
set to null for non-relevant sentences.
Example A1. Relevant sentence with struc-
tured multi-task annotation.

Table 9: Presence-based agreement for CTI-specific
entity annotation.

Entity Type Precision Recall F1-score

THREATACTOR 0.979 0.442 0.609
MALWARETOOL 0.967 0.723 0.827
INFRASTRUCTURE INDICATOR 0.976 0.672 0.796
ACTION 0.988 0.632 0.771

{
"uid": "mitre-96_mitre_report-p1-s ⌋

40-22cb8b",↪→
"source": "mitre",
"doc_id": "96_mitre_report",
"page_number": 1,
"sentence_id": 40,
"context_before": ", ROADSWEEP will

begin resolving the necessary
APIs using the Windows
GetProcAddress API.",

↪→
↪→
↪→
"sentence_text": "ROADSWEEP

contains multiple embedded
scripts which are used to
either execute additional
commands or to remove itself
from the victim's device.",

↪→
↪→
↪→
↪→
↪→
"relevant": "yes",
"tactic": [
{"id": "TA0002", "name":

"Execution"},↪→
{"id": "TA0005", "name": "Defense

Evasion"}↪→
],
"techniques": [
{"id": "T1070.004", "name": "File

Deletion"}↪→
],
"procedure": "ROADSWEEP executes

commands and removes itself
from the victim's device using
embedded scripts.",

↪→
↪→
↪→
"entities": [
{"text": "ROADSWEEP", "start": 0,

"end": 9, "label":
"MalwareTool"},

↪→
↪→
{"text": "execute additional

commands", "start": 70,
"end": 97, "label":
"Action"},

↪→
↪→
↪→
{"text": "remove itself from the

victim's device", "start":
105, "end": 142, "label":
"Action"}

↪→
↪→
↪→

]
}

Example A2. Irrelevant sentence with null
task-specific fields.
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{
"uid": "mitre-89_mitre_report-p1-s ⌋

144-69d73a",↪→
"source": "mitre",
"doc_id": "89_mitre_report",
"page_number": 1,
"sentence_id": 144,
"context_before": "Use the right

tools - The technical burden of
securing open source is
yours.",

↪→
↪→
↪→
"sentence_text": "Don't rely on the

maintainers, there are tools
that can help you protect your
production workloads from the
risks of using open source in
runtime.",

↪→
↪→
↪→
↪→
↪→
"relevant": "no",
"tactic": null,
"techniques": null,
"procedure": null,
"entities": null

}

Example A3. Relevant sentence with tactic-
level annotation only. This example shows be-
havior mappable to a high-level ATT&CK tactic
but not to a specific technique or sub-technique.

{
"uid": "crowdstrike-46_crowdstrike ⌋

_report-p31-s276-973f28",↪→
"source": "crowdstrike",
"doc_id": "46_crowdstrike_report",
"page_number": 31,
"sentence_id": 276,
"context_before": "However, some

threat actors are using
AITM-based phishing, which
proxies the phished user's
authentication requests to the
cloud authentication service
being targeted.",

↪→
↪→
↪→
↪→
↪→
↪→
"sentence_text": "This allows the

threat actor to prompt the user
for an MFA token as well,
circumventing one of the
primary cloud account security
controls.",

↪→
↪→
↪→
↪→
↪→
"relevant": "yes",
"tactic": [

{"id": "TA0001", "name": "Initial
Access"}↪→

],
"techniques": null,
"procedure": "The threat actor

prompts the user for an MFA
token to bypass cloud account
security controls.",

↪→
↪→
↪→
"entities": [

{"text": "threat actor", "start":
16, "end": 28, "label":
"ThreatActor"},

↪→
↪→
{"text": "prompt the user for an

MFA token", "start": 32,
"end": 64, "label": "Action"}

↪→
↪→

]
}

Example A4. Multi-step sentence with multi-

label adversarial behavior.

{
"uid": "aptnotes-02_aptnotes_repor ⌋

t-p2-s38-a6f674",↪→
"source": "aptnotes",
"doc_id": "02_aptnotes_report",
"page_number": 2,
"sentence_id": 38,
"context_before": "Producing

Corporate Promotional
Materials",

↪→
↪→
"sentence_text": "By attaching

files or including download
links in the emails, the threat
actor prompted users to
download the compressed file
and execute the LNK shortcut
file inside.\n2/20",

↪→
↪→
↪→
↪→
↪→
↪→
"relevant": "yes",
"tactic": [
{"id": "TA0001", "name": "Initial

Access"},↪→
{"id": "TA0002", "name":

"Execution"}↪→
],
"techniques": [
{"id": "T1566", "name":

"Phishing"},↪→
{"id": "T1204", "name": "User

Execution"}↪→
],
"procedure": "Attach files or

include links in emails to
prompt users to download and
execute a malicious LNK file.",

↪→
↪→
↪→
"entities": [
{"text": "attaching files or

including download links in
the emails", "start": 3,
"end": 60, "label":
"Action"},

↪→
↪→
↪→
↪→
{"text": "the threat actor",

"start": 62, "end": 78,
"label": "ThreatActor"},

↪→
↪→
{"text": "prompted users to

download the compressed file
and execute the LNK shortcut
file inside", "start": 79,
"end": 166, "label":
"Action"},

↪→
↪→
↪→
↪→
↪→
{"text": "emails", "start": 54,

"end": 60, "label":
"Infrastructure_Indicator"},

↪→
↪→
{"text": "the compressed file",

"start": 106, "end": 125,
"label":
"Infrastructure_Indicator"},

↪→
↪→
↪→
{"text": "LNK shortcut file",

"start": 142, "end": 159,
"label": "MalwareTool"}

↪→
↪→

]
}

F.6 Representative Model Errors
The following examples present representative
GPT-4o-mini prediction errors selected directly
from the SMAH-CTI test-set prediction outputs.
They illustrate the recurring error patterns dis-
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cussed in Section 5.6. These examples are not
intended as an exhaustive error taxonomy, but as
concrete cases showing how relevance classifica-
tion, exact-span NER, and ATT&CK technique
mapping can fail under realistic CTI language.

Example A5. Relevance false positive.

uid: aptnotes-04 aptnotes report-p1-
s1-952e6c.
Error type: False positive.
Sentence: “From Albania to the Middle
East: The Scarred Manticore is Listening
research.checkpoint.com/2023/from-albania-
to-the-middle-east-the-scarred-manticore-
is-listening October 31, 2023 Key Findings
Check Point Research (CPR) is monitoring
an ongoing Iranian espionage campaign by
Scarred Manticore, an actor affiliated with the
Ministry of Intelligence and Security (MOIS).”
Gold label: non-relevant.
Model prediction: relevant.

Analysis: The sentence contains CTI-related con-
text, including campaign and actor information,
but it does not describe a concrete adversarial ac-
tion. The model overgeneralizes from topical CTI
language and incorrectly treats contextual threat
reporting as behaviorally grounded relevance.

Example A6. NER missed entity extraction.

uid: aptnotes-04 aptnotes report-p4-
s32-4289b5
Error type: Missed entity extraction
Sentence: “Configuration. The malware
starts by performing a one-byte XOR decryp-
tion of a structure containing the malware
configuration, which is represented with the
following structure:”
Gold annotation: ACTION: starts by per-
forming a one-byte XOR decryption
Model prediction: No entity predicted

Analysis: The sentence describes a concrete mal-
ware behavior involving XOR decryption of con-
figuration data, but the model fails to extract the
gold ACTION span. This illustrates a recall-
oriented NER error in which behaviorally mean-
ingful CTI content is present but not grounded as
an entity span.

Example A7. TTP related-technique confusion.

uid: aptnotes-04 aptnotes report-
p2-s20-c1ab67
Error type: Related-technique confusion
Sentence: “It is a lightweight but rather
sophisticated passive backdoor installed on
Windows servers that enables attackers to
execute commands remotely through HTTP
requests.”
Gold technique: T1071.001
Model prediction: T1059

Analysis: The prediction is behaviorally plausible
because the sentence mentions remote command
execution, but the gold annotation emphasizes
communication through HTTP requests. This il-
lustrates how models may select a plausible but
unsupported ATT&CK technique when a sentence
contains both command-execution language and
protocol-specific communication evidence.
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