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Abstract

Hate speech annotation is costly, subjective,
and prone to annotator disagreement, making
large-scale dataset construction challenging.
We systematically analyze how well large lan-
guage models (LLMs) align with human judg-
ments across ten theoretically grounded sub-
jective attributes, such as dehumanization, vi-
olence, and sentiment, evaluating both small
and large variants of Llama 3.1 and Qwen
2.5. Our analysis reveals a consistent split
across all models: behaviorally explicit di-
mensions (insult, humiliate, attack-defend)
correlate strongly with human annotations,
while evaluative dimensions (respect, senti-
ment, hate speech) are systematically inverted.
Demographic persona conditioning reduces
model confidence without improving align-
ment. Building on these insights, we propose
combining attribute-level LLM predictions via
a confidence-weighted Ridge regression to re-
construct continuous hate speech scores from
the Measuring Hate Speech corpus, achiev-
ing R? of up to 0.71 and outperforming direct
prompting baselines, demonstrating that struc-
tured attribute decomposition recovers a richer
and more human-aligned signal than end-to-
end label prediction alone.

1 Introduction

Hate speech annotation is a challenging task;
determining whether a comment is hateful re-
quires nuanced judgment, as what one person per-
ceives as harmful, another may view as accept-
able (Mostafazadeh Davani et al., 2022; Sap et al.,
2022). This subjectivity manifests as systematic
annotator disagreement that cannot be resolved by
adjudication alone, and collecting high-quality an-
notations at scale remains prohibitively expensive
and methodologically complex (Waseem and Hovy,
2016). These challenges have motivated a grow-
ing line of work on using LLMs as scalable sub-
stitutes for human annotators (Argyle et al., 2023;
Gilardi et al., 2023; Tan et al., 2024). By prompting

models to produce labels, researchers have shown
promising alignment with human judgments on var-
ious tasks (Tan et al., 2024), specifically for subjec-
tive tasks (Hu and Collier, 2024; Deshpande et al.,
2023). However, existing work treats annotation
simulation as a single holistic prediction, a label or
scalar score, offering no insight into which aspects
of a subjective construct the model understands and
where it diverges from human perception.

Hate speech is not a monolithic concept but a
constellation of distinct behaviors and dimensions.
The Measuring Hate Speech corpus (Kennedy et al.,
2020) captures this complexity through ten theo-
retically grounded annotation attributes, including
dehumanization, violence, respect, etc., each tar-
geting a specific facet of hateful content. These
attributes are combined via Item Response Theory
(IRT) into a continuous hate speech score, which
makes it a unique lens for studying LLM annota-
tion simulation at the attribute level, rather than
collapsing hate speech into a single judgment.

In this paper, we exploit this structure to conduct
a systematic investigation of LLM-based subjective
tasks annotation prediction. We prompt small and
large variants of Llama 3.1 and Qwen 2.5 to rate
each of the ten attributes independently, extracting
both predictions and model confidence scores. This
fine-grained view reveals a consistent and inter-
pretable pattern: behaviorally explicit dimensions
such as insult, humiliate, and attack_defend align
strongly with human judgments across four models,
while evaluative dimensions such as respect, senti-
ment, and hate speech itself are systematically in-
verted, a finding that holds regardless of model size
or family. We also examine whether demographic
persona conditioning improves this alignment, find-
ing that while it reduces model confidence, it does
not bring predictions closer to human labels (Hu
and Collier, 2024; Sarumi et al., 2025).

Building on these insights, we ask whether fine-
grained attribute predictions can be combined to
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recover the continuous IRT hate speech score more
effectively than direct prompting. We propose a
confidence-weighted Ridge regression pipeline that
aggregates attribute-level LLM predictions into a
reconstructed hate speech score, and evaluate it
against direct prompting baselines. Our pipeline
achieves R? of up to 0.71 and outperforms direct
prompting, demonstrating that structured attribute
decomposition captures a richer and more human-
aligned signal than end-to-end label prediction.

2 Related Work

A growing body of recent studies explores using
LLMs to replace or augment human annotators, par-
ticularly for subjective tasks where collecting labels
at scale is expensive. Calderon et al. (2025) pro-
pose a statistical framework for testing when LLMs
can substitute human annotators, while Radharapu
et al. (2025) show that LLMs struggle in tasks with-
out annotator consensus. Falk and Lapesa (2025)
examine the relationship between human label vari-
ation and model uncertainty in perspectivist anno-
tation, and Chochlakis et al. (2025) warn that naive
aggregation of LLM outputs can collapse meaning-
ful variation in subjective tasks. Together, these
works establish that LLM annotation simulation is
promising but fundamentally limited, limitations
that our work examines at the attribute level rather
than the label level.

A related line of work decomposes evaluation
into sub-dimensions or rubrics to improve LLM
judgment quality. Saha et al. (2024) decompose
generation and evaluation tasks into sub-problems,
Patel et al. (2022) show that atomic decomposition
units improve alignment with human judgments,
and Mehri and Eskenazi (2020) evaluate dialog
along fine-grained dimensions. We share the in-
tuition that structured decomposition outperforms
holistic prediction, but apply it to diagnose where
LLMs diverge from human annotators on a socially
contested construct, and our attributes mirror the
rubric given to the original human annotators, en-
abling direct comparison at matched granularity.

Hate speech annotation is particularly suscep-
tible to subjectivity and cultural variation. Lee
et al. (2024) show that hate speech annotations
vary systematically across cultures, motivating per-
spectivist approaches to modeling. Alacam et al.
(2025) distinguish subjectivity from uncertainty in
hate speech modeling, while Lu et al. (2025) an-
alyze LLM confidence under offensive language

disagreement. Giorgi et al. (2025) compare hu-
man and persona-based LLM biases in hate speech
annotation, finding that LLM biases differ system-
atically from human annotator biases, a direction
our work extends by identifying which specific at-
tributes align, which invert, and how this pattern
holds across models. Gligori¢ et al. (2025) use
LLM confidence to decide when human annotation
is needed; we instead treat confidence as a weight-
ing signal for attribute-based score prediction.

3  Our Approach

We use LLMs to rate each of the ten MHS attributes
independently for each comment, under two condi-
tions: a vanilla prompt with no demographic con-
text and a persona prompt conditioned on the real
demographic profile of the corresponding MHS
annotator. For each prediction, we extract a con-
fidence score from token-level log probabilities
and measure attribute-level alignment with human
judgments via Spearman rank correlation. Build-
ing on these predictions, we construct confidence-
weighted attribute features, which are passed to a
Ridge regression model trained on the training set
to reconstruct the continuous IRT hate speech score
on the test set.

Attribute-level simulation. Let A =
{aj,...,a10} denote the ten MHS attributes
and F = {f1,..., fm} denote the m demographic
features of each annotator (gender, age, race, reli-
gion, and political ideology). For each comment n
and attribute a;, we prompt the LLM to predict an
ordinal label S,,; € {0, ..., s} ! under two condi-
tions: In the vanilla condition, the model receives
only the attribute definition and comment text with
no demographic context: S, ; = LLM(a;, ¢,,). In
the persona condition, the prompt is additionally
conditioned on the annotator’s demographic profile
f, € F: Sn,i = LLM(CLZ', Cn,fn>.

Confidence extraction. To evaluate attribute-
level alignment, we compute the Spearman rank
correlation between LLM predictions S, ; and
mean human ratings h,; for each attribute a;:
pi = Spearman(Sy ;, hy i), Confidence scores

are extracted from token-level log probabilities,
exp(£;,)

Zk'EV exp(fk) ’

where £y, is the log probability of label token & and

k = arg maxyecy P(k | prompt).

renormalized via softmax V: C), ; =

's represent the maximum ordinal value that varies for
each attribute.
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Respect  Sentiment Status Hate Genocide Dehuman- Attack- Violence Humiliate Insult
speech ize defend

Llama-3.1 Vanilla 573103 =70:47 = -57.35 -48.79 54.87 59.78 61.76 64.45 66.42 69.75
-70B  Persona | -75.67  -72.40 | -58.21 -50.01 53.79 60.27 60.99 68.68 67.43 71.65
Qwen-2.5 Vanilla 5744472778~ -56.11 -51.34 52.60 57.87 61.17 64.81 66.70 71.17
-72B  Persona | -74.19  -71.74 | -56.03  -52.27 53.31 57.77 60.82 66.83 66.69 70.68
Llama-3.1 Vanilla | -70.25 | -1.56 38.68 -46.69  43.03 55.40 58.66 54.99 64.79 67.47
-8B Persona | =67.05 | -4331 4.15 -50.11  41.08 51.21 54.93 48.53 51.80 56.59
Qwen-2.5 Vanilla 56695 -59.56 -31.57 -48.54 36.76 56.22 63.00 56.05 60.63 66.72
-7B Persona | -64.97 | -56.66 -8.86 -50.20  41.06 55.61 59.98 53.49 60.84 65.24

Table 1: Spearman rank correlation (x 100) between LLM attribute predictions and human ratings, ordered from
most negative to most positive. Green cells indicate positive, red cells negative, with intensity reflecting magnitude.

Score reconstruction. The confidence—weighted
feature for each attribute is: x,; = Sp; - Cn,
and the final hate speech score is predicted by a
Ridge regression model trained on the training set:
Un, = Ridge(xy,), where x,, = (zp1,...,2Zn,10) I8
the vector of weighted attribute features.

We use Ridge because its learned weights are
directly interpretable and connect back to the
attribute-level analysis, and because it is stable with
only ten features; the ablation in Appendix E con-
firms it is necessary. Spearman is used throughout
because the attribute ratings are ordinal, making a
rank-based measure appropriate.

4 Experimental Details

Dataset. We use the Measuring Hate Speech
(MHS) corpus (Kennedy et al., 2020), a large-scale
dataset of 39,565 comments annotated by 7,912
crowd-sourced annotators. MHS captures the mul-
tidimensional nature of hateful content through ten
ordinal attributes, each targeting a distinct facet:
hatespeech (whether the comment contains hate
speech), attack/defend (whether it attacks or de-
fends a group), genocide (whether it calls for or
justifies genocide), violence (whether it incites or
glorifies violence), dehumanize (whether it dehu-
manizes a group), status (whether it degrades the
status of a group), humiliate (whether it humiliates
a group or individual), insult (whether it contains
insults), respect (whether it shows respect toward a
group), and sentiment (the overall sentiment toward
the target group). The final hate speech score is
derived via Item Response Theory (IRT), a psycho-
metric framework that aggregates attribute ratings
into a continuous score while accounting for anno-
tator reliability (Sachdeva et al., 2022b).

Models. We evaluate four open-source LLMs
across two model families and two size regimes:
Meta-Llama-3.1-70B-Instruct and Meta-Llama-
3.1-8B-Instruct (Grattafiori et al., 2024), and
Qwen2.5-72B-Instruct and Qwen2.5-7B-Instruct
(Yang et al., 2025). We restrict our evaluation to
open-weight models because our confidence extrac-
tion requires token-level log probabilities over the
label vocabulary, which closed API models do not
reliably expose. Within that constraint, Llama and
Qwen are widely used in this line of work and rep-
resent distinct pretraining lineages; evaluating each
at two size regimes lets us test whether alignment
patterns generalize beyond a single model or scale.
Details on the models are in Appendix A.

Prompts. We design two prompt variants to sim-
ulate attribute annotation. The vanilla prompt
presents the model with the attribute definition, its
ordinal scale anchors drawn from the original MHS
annotation guidelines (Sachdeva et al., 2022a), and
the comment text. Grounding the prompts in the
original guidelines ensures a fair and consistent
comparison between LLM and human judgments
across all ten attributes. The persona prompt ex-
tends the vanilla prompt by prepending the demo-
graphic profile of the corresponding annotator.

For the baseline comparison, we design five di-
rect binary prompting variants: a zero-shot prompt
with no additional context, a few-shot prompt with
example annotations, a definition-based prompt
providing a brief description of hate speech, an
attribute-aware prompt listing all ten MHS at-
tributes as considerations without decomposing
them, and an attribute-value prompt that addi-
tionally supplies the attribute scores obtained by
prompting for each attribute individually. All ask
the model to output a single hate/non-hate label and
are compared against our attribute-level pipeline
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on binary classification performance. Additional
details about the prompts are in Appendix B.

5 Results

We structure our results in two parts. First, we ana-
lyze attribute-level LLM-human alignment across
the full dataset using Spearman’s rank correlation.
Second, we evaluate hate speech score reconstruc-
tion using 5-fold cross-validation on the train/test
split, reporting R?, F1, accuracy, precision, and
recall averaged across folds. Following Kennedy
et al. (2020), comments with a hate speech score
above 0.5 are treated as positive.

Attribute-level Analysis. Table 1 presents the
Spearman rank correlations between LLM attribute
predictions and human ratings across all four mod-
els and prompting conditions. A consistent pattern
emerges across all settings: attributes naturally split
into two clusters. Behaviorally explicit attributes,
such as insult, humiliate, violence, attack_defend,
dehumanize, and genocide, show strong positive
correlations with human judgments (ranging from
53 to 72), indicating that LLMs reliably track hu-
man perception of concrete, observable behaviors
in text. In contrast, evaluative attributes, such as
respect, sentiment, status, and hate speech, are
systematically inverted (ranging from -52 to -75),
suggesting that LLMs apply a different judgment
schema for dimensions that require holistic or con-
textual assessment.

The two-cluster pattern observed in large mod-
els is largely preserved in smaller models, though
with notable deviations. In Llama-3.1-8B, senti-
ment collapses to near zero (-1.56) under vanilla
prompting and status flips to positive (+38.68),
suggesting that smaller models struggle to main-
tain consistent evaluative judgments on these di-
mensions. Qwen-2.5-7B shows a more stable pat-
tern, retaining negative correlations on all evalu-
ative attributes, though with weaker magnitudes
than its 72B counterpart. Per-attribute alignment
tracks human inter-annotator agreement (Spearman
p = 0.82, p = 0.004; Appendix D), indicating the
split reflects a property of the attributes.

Figure 1 shows the relationship between aver-
age model confidence and Spearman correlation
with human ratings for each attribute, across both
larger models and prompting conditions. A no-
table pattern emerges: the attributes that align most
poorly with human judgments, respect, sentiment,
and hate speech cluster in the bottom-right quad-
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Figure 1: Average model confidence versus Spearman
correlation with human ratings for each attribute, for
Llama-3.1-70B (top) and Qwen-2.5-72B (bottom). Cir-
cles denote vanilla prompting, triangles persona; dashed
lines connect the two conditions for the same attribute.

rant, indicating that the model is highly confident
precisely where it diverges most from human per-
ception. While positively correlated attributes such
as insult, humiliate, and violence also attract rel-
atively high confidence, the negatively correlated
attributes tend to sit at the highest confidence range
(0.88-0.95), suggesting that LLMs are not only
wrong on evaluative attributes but particularly cer-
tain about their wrong judgments. This pattern
holds consistently across both large models. In
smaller models, the confidence range is lower, and
the two-cluster separation is less pronounced; con-
fidence plots for smaller models are in Appendix C.
Persona conditioning consistently shifts attribute
confidence leftward across both large models with-
out improving alignment, confirming that demo-
graphic conditioning affects model certainty but
not its conceptual understanding of attributes.

Hate Score Reconstruction. Table 2 presents the
hate speech score reconstruction and classification
results across models, prompting conditions, and
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R2 F1 Acc. Prec. Rec. R? F1 Acc. Prec. Rec.

Zero-shot - 60.30 66.64 43.95 96.02 Zero-shot - 70.60 70.03 54.86 99.02

& Few-shot - 60.63 67.47 4453 9493 A Few-shot - 50.33 51.36 34.62 99.40
:' Definition - 61.61 70.79 47.15 88.88 E Definition - 69.64 69.11 54.17 97.49
o3 Attr. aware - 60.30 66.97 44.15 9512 o Attr. aware - 69.45 68.26 53.42 99.26
g Attr. value - 5491 5749 38.12 98.14 § Attr. value - 50.71 4898 34.02 99.48
j“ Vanilla 70.57 £059 68.63 84.02 71.15 66.29 5 Vanilla 68.85 +0.56 69.20 83.95 70.08 68.34
Persona 70.71 +0.45 68.95 84.49 73.07 65.27 Persona 68.65 +0.60 67.63 83.83 71.67 64.03
Zero-shot - 49.05 74.50 51.86 46.54 Zero-shot - 58.08 63.61 41.72 95.55

8 Few-shot - 50.19 47.88 33.55 99.54 g Few-shot - 5438 56.69 37.65 97.84
—  Definition - 59.86 74.40 51.04 7238 A4 Definition - 57.81 63.59 41.63 94.58
‘3 Attr. aware - 61.99 70.13 46.65 9233 & Attr. aware - 58.53 64.40 4225 9522
£ Attr. value - 60.19 68.57 45.19 90.07 8 Attr. value - 50.05 47.69 33.45 99.36
f Vanilla 62.55 +0.51 56.34 80.97 71.36 46.54 5 Vanilla 60.53 +029 56.11 80.37 68.39 47.56
Persona 61.03 £043 60.42 80.86 66.49 55.37 Persona 57.92 4037 54.57 79.86 67.39 45.85

Table 2: Hate speech score reconstruction and classification results (x 100) across all four models. Vanilla and
Persona are our confidence-weighted Ridge pipeline; the remaining rows are direct prompting baselines, which
produce binary labels only. R? is reported as mean =+ std over 5 folds.

baselines. Our confidence-weighted Ridge pipeline
achieves R? values of up to 70.71 for Llama-3.1 and
68.85 for Qwen-2.5, demonstrating that attribute-
level LLM predictions can reliably reconstruct the
continuous IRT hate speech score without access
to ground-truth labels at test time. Smaller models
recover a meaningful signal as well, though with a
notable drop, with R? of up to 62.55 for Llama-3.1-
8B and 60.53 for Qwen-2.5-7B, demonstrating that
attribute-level predictions from smaller models can
still recover a meaningful hate speech signal.

Compared to direct prompting baselines, our
pipeline consistently achieves superior accuracy
(84% vs 57-70%) and competitive F1 across both
larger models. While Qwen baselines show compet-
itive F1, this masks extreme prediction bias: they
achieve very high recall (up to 99%) but poor pre-
cision (as low as 34%), flagging the vast majority
of comments as hate speech regardless of content.
Our pipeline produces substantially more calibrated
predictions, achieving a better balance between
precision and recall and consequently higher ac-
curacy. Llama-3.1 outperforms Qwen-2.5 despite
Qwen showing marginally stronger Spearman cor-
relations on individual attributes, suggesting that
aggregate reconstruction quality does not directly
follow from per-attribute alignment.

The picture is more nuanced for smaller models
than for large ones compared to direct prompting
baselines. While our pipeline consistently achieves
superior accuracy and precision across both mod-
els, some baselines, particularly attribute-aware
prompting for Llama-8B (F1: 61.99), achieve com-
petitive or slightly higher F1 than our pipeline

(56.34). This is largely driven by the same
high-recall/low-precision pattern observed in large-
model baselines, where the model flags the vast
majority of comments as hate speech. Our pipeline
maintains substantially better precision (71.36 vs.
46.65 for Llama-8B), indicating more reliable, cal-
ibrated predictions. Notably, Llama-8B few-shot
nearly collapses, achieving 99.54% recall by pre-
dicting almost everything as hate speech, suggest-
ing that few-shot prompting is unstable for smaller
models on this task.

The baselines reach high recall by labeling most
comments as hate speech: at 99% recall and 34%
precision, the prediction is close to a constant
positive. Which side of this trade-off matters is
application-dependent, but the corpus-construction
setting our pipeline targets requires predictions that
are informative in both directions, not only high
recall. See Appendices C and F for additional in-
sights and qualitative examples of model predic-
tions, respectively.

6 Conclusion

We investigated LLM alignment with hate speech
annotations at the attribute level, revealing a con-
sistent split across four models: behaviorally ex-
plicit attributes align well with human judgments,
while evaluative attributes are systematically in-
verted. Our confidence-weighted Ridge pipeline
achieves R? of up to 0.71 on hate speech score
prediction, demonstrating that structured attribute
decomposition recovers a stronger signal than di-
rect label prediction.
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Limitations

Our study focuses on the Measuring Hate Speech
corpus, as it is the only dataset providing the com-
bination of multi-attribute annotation, continuous
IRT scoring, and annotator demographic profiles
required by our pipeline; extending to other cor-
pora would require comparable annotation depth.
We evaluate two model families, Llama and Qwen,
in two size regimes; broader coverage was con-
strained by computational resources, though the
consistency of findings across four models suggests
the patterns are not family-specific. Persona condi-
tioning relies on demographic features available in
MHS; richer annotator signals, such as annotation
history or cultural context, are not provided in the
dataset and cannot be incorporated.

Ethical Considerations

This work involves processing hateful content,
which may pose risks to researchers and annota-
tors involved in data collection and model evalu-
ation. We use an existing dataset and do not col-
lect new annotations. While our pipeline could re-
duce the cost of hate speech annotation, we caution
against fully replacing human annotators, partic-
ularly given the systematic misalignments identi-
fied on evaluative attributes, dimensions that often
capture the most nuanced and culturally grounded
aspects of hate speech. Automated annotation sys-
tems should be used to assist rather than substitute
human judgment in sensitive content moderation.
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A Models

All models used in this study are loaded in quan-
tized form and served via vLLM (Kwon et al.,
2023) from HuggingFace (Wolf et al., 2020). We
load them in inference mode, without training and
changing their weights. To ensure deterministic
and comparable outputs across runs, we set the tem-
perature to 0.0, fix the random seed to 42, and limit
generation to a single token (max_tokens=1), en-
abling direct extraction of token-level probabilities
as confidence scores for each attribute prediction.
For the Spearman correlation analysis, we retain
the full (comment, annotator) granularity. Each
LLM prediction is compared against the corre-
sponding human annotator’s label, allowing a di-
rect per-annotator alignment measurement. For
the Ridge regression, we operate at the comment
level. The IRT-derived hate speech score 6,, is com-
puted once per comment, so predictions must also
be aggregated to the comment level. Under the

vanilla condition, this is straightforward. Under the
persona condition, the LLM produces one predic-
tion per (comment, annotator) pair; these predic-
tions are averaged across annotators before entering
Ridge, ensuring a consistent unit of analysis across
both conditions. After merging on comment_id,
the regression set comprises approximately 39,500
unique comments.

B Prompts

All prompts share a common structure consisting
of a system prompt instructing the model to act as
an expert annotator without applying safety filters,
followed by a user prompt containing the attribute
description with ordinal scale anchors drawn from
the original MHS annotation guidelines (Sachdeva
et al., 2022a), the comment text, and an instruction
to output a single integer token. The per-attribute
scoring rubrics used in the vanilla condition are
shown in Table 3. In the vanilla condition, the sys-
tem prompt provides no demographic context. In
the persona condition, a demographic header (Ta-
ble 4) is prepended to each per-attribute rubric. The
header takes the form: "You are a content annota-
tor with the following characteristics: gender ...,
age ... (old/young), race ..., religion ..., ideology
.... Evaluate this comment from your perspective as
this annotator.” Demographic fields are populated
from the corresponding row of the MHS annota-
tion file, so the model produces one prediction per
(comment, annotator, attribute) triple, mirroring
the granularity of the human annotation data. The
rubric itself is unchanged between the two condi-
tions, and both use identical decoding configura-
tions, ensuring that the only difference between
vanilla and persona predictions is the demographic
context.

C Additional Insights

Figure 2 shows the Ridge weights for each at-
tribute across vanilla conditions for both models.
Attributes with strong positive Spearman correla-
tions in Table 1, insult, humiliate, violence, receive
large positive weights, while evaluative attributes,
respect, sentiment, hate speech, receive large nega-
tive weights. This direct correspondence between
the alignment analysis in section 1 and the learned
weights confirms that the Ridge model exploits the
inversion signal from evaluative attributes rather
than discarding it, turning a potential weakness into
a useful predictive feature.
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Attribute Scale Scoring rubric

sentiment 04 Sentiment polarity: O=strongly negative, 1=somewhat negative, 2=neutral, 3=somewhat
positive, 4=strongly positive.

hatespeech 0-2 Presence of hate speech: O=no, 1=unclear/neutral, 2=yes.

insult 04 Insult toward the group: O=none, 1=mild, 2=neutral/unsure, 3=clear, 4=severe.

humiliate 04 Humiliation toward the group: O=none, 1=mild, 2=neutral/unsure, 3=attempted humiliation,
4=degrading.

dehumanize 04 Dehumanization of the group: O=strongly no, 1=no, 2=unclear/neutral, 3=yes, 4=strongly yes.

violence 04 Call for violence against the group: O=strongly no, 1=no, 2=unclear/neutral, 3=yes, 4=strongly
yes.

genocide 04 Call for deliberate large-scale killing of the group: O=strongly no, 1=no, 2=unclear/neutral,
3=yes, 4=strongly yes.

status 04 Relative social status framing: O=strongly inferior, 1=inferior, 2=equal/neutral, 3=superior,
4=strongly superior.

respect 04 Respect toward the group: O=strongly disrespectful, 1=disrespectful/rude, 2=neutral,

3=respectful/polite, 4=strongly respectful.

attack_defend 04
4=strongly attacking.

Stance toward the group: O=strongly defending, 1=defending, 2=neutral/mixed, 3=attacking,

Table 3: Per-attribute scoring rubrics used in the vanilla prompting condition. Each attribute is queried with a fixed
prompt defining the ordinal scale. In the persona condition, the persona header in Table 4 is prepended verbatim;

the rubric itself is unchanged.

Persona header

You are a content annotator with the following characteristics:

- Gender: {gender}

- Age: {age} ({age_category})
- Race: {race}

- Religion: {religion}
Ideology: {ideology}

Evaluate this comment from your perspective as this annotator.

Table 4: Persona header prepended to each per-attribute scoring rubric (Table 3) in the persona prompting condition.
Placeholders in curly braces are populated per row from the demographic fields of the corresponding MHS annotator.

Figure 3 shows the confidence vs. correlation
plots for both small models. Unlike large models
where evaluative attributes cluster clearly in the
bottom-right quadrant, small models show a more
dispersed pattern with lower overall confidence,
and the separation between behaviorally explicit
and evaluative attributes is less pronounced.

D Annotator Agreement and Alignment

Figure 4 compares per-attribute LLM-human align-
ment against human inter-annotator agreement,
measured as Krippendorff’s a on the ordinal an-
notations. The two are strongly related (Spearman
p = 0.82, p = 0.004). Attributes above the conven-
tional o = 0.667 threshold, respect, sentiment, in-
sult, attack_defend, and humiliate, are those where
alignment is highest, while hatespeech, genocide,
status, dehumanize, and violence fall below it and
show weaker alignment. Since the two quantities

are computed from disjoint sources, the human an-
notations and the model predictions, respectively,
the relationship provides independent support for
the attribute split. This also suggests a bound on
the task itself: where annotators disagree about the
construct, there is no single human judgment for a
model to recover.

E Ablation Study

Table 5 reports the ablation results for the hate
speech score reconstruction pipeline across four
formula variants, evaluated on the vanilla condition
for our models. The variants are: A: No Ridge, con-
fidence + Spearman weighted sum, B: Ridge with
confidence weighting (our method), C: Ridge with-
out confidence weighting, D: No Ridge, Spearman
weighted sum only.

The results reveal three findings. First, Ridge re-
gression is essential; formulas A and D, which use
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Figure 2: Ridge regression weights per attribute for two
models (Llama-3.1-70B top and Qwen-2.5-72B bottom).
Positive weights indicate hate-promoting attributes, neg-
ative weights reflect evaluative attributes inverted rela-
tive to human judgments (cf. Table 1).

weighted sums without Ridge, collapse to strongly
negative R? values at every model size (as low
as -17.08 for Llama-8B), confirming that a sim-
ple weighted aggregation of attribute predictions
cannot recover the continuous hate speech score.

Second, confidence weighting improves perfor-
mance in three of the four models; formula C,
which uses Ridge without confidence weighting,
achieves a lower R? than our method B for Llama-
70B (68.63 vs 70.57), Qwen-72B (68.27 vs 68.85),
and Llama-8B (60.74 vs 62.55). The exception is
Qwen-7B, where the two are within 0.35 points
(60.88 vs 60.53). The gain is modest but consistent
at scale, supporting the intuition that a confident
prediction on an attribute carries more signal than
an uncertain one. Third, Spearman pre-scaling is
redundant; adding it on top of confidence weighting
before Ridge produces identical results, confirming
that Ridge absorbs the Spearman pre-scaling into
its learned weights automatically. This simplifies
the final pipeline to confidence weighting followed
by Ridge regression.
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Figure 3: Average model confidence versus Spearman
correlation with human ratings for each attribute, com-
paring vanilla and persona prompting conditions, for
two small models (Llama-3.1-8B top and Qwen-2.5-7B
bottom).

F Qualitative Examples

Table 6 presents three representative comments il-
lustrating LLM attribute prediction behavior across
the hate speech severity spectrum. The hate speech
score threshold for binary classification is 0.5, fol-
lowing Kennedy et al. (2020); comments with a
score above this threshold are classified as hate
speech. In the supportive trans community com-
ment (ground truth: -8.34), Llama correctly rates
behavioral attributes such as insult, violence, and
genocide as zero, but incorrectly assigns high
scores to sentiment and respect, a direct manifesta-
tion of the evaluative attribute inversion identified
in Table 1. In the extreme hate speech example
(ground truth: 6.30), Llama correctly captures be-
havioral dimensions but rates sentiment and respect
as zero when humans rate them at 4, causing the
Ridge pipeline to severely underestimate the final
score (1.875 vs 6.30). The two intermediate exam-
ples further confirm that behavioral attributes are
predicted more reliably than evaluative ones, and
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Attributes humans agree on are the ones the LLM matches
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Figure 4: Human inter-annotator agreement (Krippen-
dorff’s ) versus LLM-human alignment (|]Spearman|)
per attribute.
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f D -13.24 0.82 0.81 5 D -10.15 0.82 0.81
m A -752 076 073 = A -697 0.76 0.74
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Table 5: Ablation comparing formula variants for hate
speech score reconstruction (vanilla condition, all mod-
els). R? reported as percentage (< 100).

that Ridge predictions closely track ground truth
when evaluative attributes are less central to the
comment’s hateful content.

G Use of Artifacts

We use the Measuring Hate Speech (MHS) cor-
pus, which is publicly available on HuggingFace
under a Creative Commons Attribution 4.0 Inter-
national (CC BY 4.0) license. This license per-
mits use for research purposes. We use Meta-
Llama-3.1-70B-Instruct and Meta-Llama-3.1-8B-
Instruct, released under the Llama 3.1 Community
License, which permits research and commercial
use. We use Qwen2.5-72B-Instruct and Qwen2.5-
7B-Instruct, released under the Apache 2.0 License,
which permits research and commercial use. We
use VLLM, released under the Apache 2.0 License,
for model serving. Our experimental code will
be made publicly available upon publication. The
experiments were carried out on machines with

Human Llama

"Fellow trans girl here! Love and support confirmed!"

Hate Score -8.34 -4.83
sentiment 0.00 4.00
respect 0.00 4.00
status 2.00 4.00
insult 0.00 0.00
humiliate 0.00 0.00
dehumanize 0.00 0.00
violence 0.00 0.00
genocide 0.00 0.00
attack_defend 0.25 0.00

"They ain’t got no new n***** coming out???"

Hate Score -0.70 -1.03
sentiment 3.25 1.00
respect 3.25 1.00
status 2.25 1.00
insult 2.75 3.00
humiliate 2.75 3.00
dehumanize 2.25 3.00
violence 1.25 0.00
genocide 0.50 0.00
attack_defend 2.25 3.00

"Dig burn PITS and treat them THE INVADING N****
ALL OVER EUROPE..."

Hate Score 6.30 1.88
sentiment 4.00 0.00
respect 4.00 0.00
status 4.00 0.00
insult 4.00 4.00
humiliate 4.00 4.00
dehumanize 4.00 4.00
violence 4.00 4.00
genocide 4.00 4.00

attack_defend 4.00 4.00

Table 6: Representative examples showing human vs
Llama-3.1-70B attribute predictions and Ridge hate
speech score. Evaluative attributes (sentiment, respect,
status) show systematic misalignment, while behavioral
attributes are predicted more reliably.

NVIDIA GeForce GTX 1080 Ti GPUs. During
evaluation, models were used in inference mode
without any parameter updates.
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