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Abstract

Large language model (LLM) serving cre-
ates environmental impacts beyond carbon and
water, including ecosystem damage through
biodiversity-related pathways. We present
BIRDS, a framework for Biodiversity Impact
of Request-Driven LLM Serving. BIRDS de-
fines request-level functional units, quantifies
operational and embodied biodiversity impact,
and introduces Quality-Normalized Biodiver-
sity Impact (QNBI) to jointly analyze ecolog-
ical impact and response quality. Across di-
verse workloads, models, GPUs, and regions,
BIRDS reveals that biodiversity impact accu-
mulates at scale and exposes quality-aware
serving tradeoffs. The code is available at
https://github.com/TianyaoShi/BIRDS.

1 Introduction

Large language models (LLMs) are rapidly becom-
ing critical computing infrastructure, but their in-
creasing scale and use have also raised significant
concerns about environmental impact (Ding and
Shi, 2024). Recent work has begun to character-
ize the carbon emissions (Strubell et al., 2019; Li
et al., 2024; Wu et al., 2025b) and water consump-
tion (Li et al., 2025; Ren et al., 2024) of LLMs.
However, environmental impact extends beyond
carbon or water alone. Electricity generation and
semiconductor manufacturing release air pollutants
and chemical waste that contribute to acidifica-
tion, eutrophication, and ecotoxicity (Blum, 2024;
UNEP, 2024). The ecological stakes are substan-
tial: around 1 million animal and plant species are
threatened with extinction and industrial facilities
discharge 300–400 million tons of heavy metals,
solvents, toxic sludge, and other wastes into wa-
ters each year (IPBES, 2019). Such stressors can
damage ecosystems by degrading soil quality, dis-
rupting habitats, and reducing species survival over
time (Falk et al., 2025; Shi et al., 2025a).

To provide a more comprehensive understanding
of the environmental impact of LLM serving, this
paper focuses on characterizing biodiversity impact
(BI). BI measures ecosystem damage induced by
human activities through multiple environmental
pathways (Cardinale et al., 2012). Importantly, op-
timizing LLM serving for carbon or water alone
does not necessarily minimize BI. A region with
low carbon intensity may still induce high eco-
logical damage through air-pollution-related path-
ways (Shi et al., 2025a). As a result, biodiversity-
aware serving decisions can differ from carbon-
aware or water-aware optimization. Although the
BI of a single request is small, modern LLM sys-
tems process trillions of tokens per day (Pichai,
2026; OpenRouter, 2026), causing ecological im-
pacts to accumulate rapidly at operational scale.

While recent work has modeled BI for comput-
ing (Falk et al., 2025; Shi et al., 2025a), existing ap-
proaches cannot directly apply to LLM serving for
two reasons. 1 They lack a request-driven model-
ing framework tailored to LLM serving workloads.
LLM serving fundamentally operates on requests
with serving conditions and latency constraints,
yet no serving-oriented functional unit (definition
in §2.1) has been defined to attribute BI at the re-
quest level. 2 Existing approaches lack mecha-
nisms to reason about the tradeoffs between BI and
LLM output quality. Smaller models may appear
environmentally preferable while producing lower-
quality outputs that require retries or corrections.

To address these limitations, we present BIRDS,
a modeling and characterization framework for
Biodiversity Impact of Request-Driven LLM
Serving. The key insight behind BIRDS is that BI
accounting for LLM serving should move beyond
coarse infrastructure-level estimation into request-
driven analysis that explicitly accounts for LLM
output quality. In particular, environmentally ef-
ficient LLM serving should consider not only the
ecosystem damage from generating responses, but
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Figure 1: Conceptual overview of how LLM serving activities contribute to biodiversity impact.

also the quality of the responses towards accom-
plishing the target task. BIRDS consists of three
main steps. First, BIRDS defines a request-driven
functional unit (FU) that models LLM serving un-
der explicit workloads, serving configurations, and
latency constraints. Second, BIRDS quantifies
FU-level BI by jointly modeling operational and
embodied lifecycle impacts through midpoint-to-
endpoint BI accounting. Third, BIRDS enables
quality-aware biodiversity analysis through a new
metric, Quality-Normalized Biodiversity Impact
(QNBI), which jointly evaluates BI and response
quality across models and serving configurations.

We evaluate BIRDS across diverse LLM serv-
ing workloads, model families, and GPU platforms.
Our results show that per-request BI is numerically
small, but can accumulate rapidly under trillion-
token-scale inference traffic; operational impact
dominates total BI of LLM serving, making serv-
ing efficiency a primary lever for mitigation; BI
favors different regions than carbon or water, re-
shaping sustainability-aware serving decisions; and
quality-aware analysis shows that lower per-request
BI does not always mean lower overall biodiver-
sity impact when task quality is considered. In
particular, intermediate-scale dense models and
sparse midxture-of-experts (MoE) models often
achieve better QNBI than very small or very large
models, though extremely large MoE models can
lose this advantage due to multi-GPU overhead.
Long-output workloads, reasoning modes and older
GPUs can substantially increase BI when their qual-
ity or throughput gains do not offset additional
serving overhead.

We make the following contributions:

• Demonstrate biodiversity impact as a comple-
mentary ecological metric beyond carbon and
water for LLM serving.

• Present BIRDS, a quality-aware, request-driven
framework for characterizing BI of LLM serving.

• Define QNBI to jointly compare BI and response
quality across models and serving configurations.

• Characterize BI across diverse workloads, model
families, GPUs, and deployment regions, reveal-
ing decision-relevant serving tradeoffs.

2 Background and Related Work

2.1 Life Cycle Assessment
Life cycle assessment (LCA) is a widely used
methodology for quantifying the environmental im-
pact induced by products and systems throughout
their lifecycle (Finkbeiner et al., 2006). LCA eval-
uates environmental stressors through midpoint in-
dicators, such as acidification, eutrophication, and
ecotoxicity, which can be further translated into
endpoint ecosystem damage metrics. This end-
point damage is expressed in species·yr, which es-
timates ecosystem degradation in terms of species
loss integrated over time (100-year horizon by de-
fault (Huijbregts et al., 2016)). As illustrated in Fig-
ure 1, LLM serving contributes to biodiversity im-
pact through multiple environmental pathways.

LCA studies commonly distinguish between op-
erational impact and embodied impact (Menzies
et al., 2007). Operational impact refers to the
impact induced during system operation, such as
energy consumption during LLM serving. Embod-
ied impact captures the lifecycle impact associated
with hardware manufacturing, transportation, and
end-of-life processes. To enable fair comparison
across systems and operating conditions, LCA anal-
yses further rely on a functional unit (Klöpffer and
Grahl, 2014), which defines the normalized unit
of analysis for comparing environmental impacts
across systems or operating conditions.

2.2 Environmental Impact of LLM Serving
Recent work has begun to characterize the environ-
mental impact of LLMs focusing on carbon emis-
sions (Strubell et al., 2019; Wu et al., 2025b; Li
et al., 2024; Faiz et al., 2024; Shi et al., 2025b; Tian
et al., 2026; Nguyen et al., 2024) and water con-
sumption (Li et al., 2025; Ren et al., 2024; Wu et al.,
2025a). However, these analyses do not capture
broader biodiversity-related ecological impacts.

Limited recent work has modeled BI for comput-
ing systems (Falk et al., 2025; Shi et al., 2025a),
focusing on device- and infrastructure-level anal-
yses. However, these approaches cannot directly
apply to LLM serving for two reasons. 1 They lack
request-driven functional units needed to character-
ize serving workloads under serving constraints. 2
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They lack quality-aware metrics needed to analyze
tradeoffs between BI and LLM output quality. In
contrast, BIRDS moves BI accounting from coarse
infrastructure-level estimation into request-driven,
quality-aware LLM serving analysis.

3 The BIRDS Framework

This section presents BIRDS, a modeling and char-
acterization framework for Biodiversity Impact of
Request-Driven LLM Serving. The key insight
behind BIRDS is that BI accounting for LLM serv-
ing should move beyond coarse infrastructure-level
estimation into request-driven and quality-aware
analysis. As illustrated in Figure 2, BIRDS con-
sists of three steps. First, BIRDS establishes a
request-driven functional unit (FU) for LLM serv-
ing workloads under serving operating points and
latency constraints. Second, BIRDS models both
operational and embodied impacts associated with
each served FU. Third, BIRDS performs quality-
aware biodiversity analysis across LLM serving
configurations and model accuracy.

3.1 Step 1: Establish a Functional Unit

Because LLM serving is request-based and con-
strained by throughput and latency targets, BIRDS
models BI at the request level to enable fair com-
parison across serving operating points.

Functional Unit Definition. Assume we model
the BI of an LLM serving workload type w exe-
cuted by a serving instance i in deployment region
r. A workload type denotes a class of LLM tasks
(e.g., summarization or code completion) with sim-
ilar prompt/response length distribution and service
level objective (SLO) with respect to latency. A
serving instance denotes the complete serving con-
figuration used to host the model, including the
GPU set and parallelism strategy.

Following LCA practice, BIRDS defines the
request-driven functional unit (FU) as one com-
pleted request of workload type w, served by in-
stance i at throughput λ while satisfying latency
constraints in terms of Time-to-First-Token (TTFT)
and Time-per-Output-Token (TPOT). We denote a
serving operating point as θ = (w, i, λ). Here is an
example of request-driven FU definition:

One completed summarization request served
by an instance at λ = 12 requests/s, while satis-
fying TTFT of 2s and TPOT of 150 ms.

3.2 Step 2: Quantify FU-Level BI
Following LCA practices (§2.1), BIRDS models
BI per FU (BIfu) as the sum of operational BI (OBI)
and embodied BI (EBI). Let θ = (w, i, λ) denote
an SLO-satisfying serving operating point:

BIfu(θ, r) = OBIfu(θ, r) + EBIfu(θ). (1)

OBIfu captures BI from serving energy consump-
tion, while EBIfu captures the amortized lifecycle
BI of serving hardware.

BIRDS adopts midpoint-to-endpoint BI account-
ing (Huijbregts et al., 2016). Midpoint indicators
capture ecological stressors induced by activities.
Endpoint indicator translates these stressors into
ecosystem damage using ecological characteriza-
tion factors. This formulation enables BIRDS to
model BI through multiple pathways instead of
relying on a single ecological indicator:

BI =
∑︂

c∈C
McΦc(T ), Mc =

∑︂

q∈Q
XqIq,c(r), (2)

where Mc denotes the midpoint impact for category
c, and Φc(T ) converts midpoint impacts into end-
point ecosystem damage by integrating on future
time horizon T ; q denotes an activity or flow, Xq is
the attributed amount of that activity, and Iq,c(r) is
its midpoint intensity for category c. For example,
when the flow q is operational electricity consump-
tion and the midpoint category c is the terrestrial
acidification (TA), Xq is the energy and Iq,TA(r)
is the regional pollutant emission intensity in kg
SO2eq/kWh.

OBI and EBI Instantiation. For OBI, BIRDS
measures energy consumption during steady-state
serving and attributes it to completed FUs:

Efu(θ) =
E(θ)

N(θ)
=

P̄ (θ)

λ
, (3)

where E(θ) is the measured energy, N(θ) is the
number of completed FUs, P̄ (θ) is the average
power and λ is the number of completed requests
that meet the latency constraints. BIRDS then con-
verts serving energy into OBI using region-specific
grid ecological intensity factors Igrid,c(r):

OBIfu(θ, r) = Efu(θ) ·
∑︂

c∈C
Igrid,c(r)Φc(T ). (4)

For EBI, BIRDS amortizes the lifecycle EBI of
the serving instance over the hardware lifetime:

EBIfu(θ)=
EBIsec(i)

λ
, EBIsec(i)=

EBI(i)

LT
. (5)
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Figure 2: Overview of the three-step modeling procedure of BIRDS.

Here, EBIsec(i) and EBI(i) are the per-second and
lifetime EBI of the hardware, respectively. LT is
the assumed lifetime. More details of hardware-
specific EBI modeling are in §B.2.

3.3 Step 3: Analyze Quality-Aware Efficiency
While BIfu models the BI of serving one FU, it
does not account for the quality of the generated
response. In particular, smaller models may appear
environmentally preferable per FU but could pro-
duce lower-quality outputs that require retries or
human correction.

To enable quality-aware analysis, BIRDS nor-
malizes BIfu by output quality to provide a fair
basis of evaluation across models. Based on this
intuition, we introduce Quality-Normalized Biodi-
versity Impact (QNBI). Let Q(θ) ∈ [0, 1] be the
average response quality under serving operating
point θ, measured using task-specific evaluation
metrics such as exact-match accuracy, pass rate,
execution success, or LLM-judge score. We have

QNBI(θ, r) =
BIfu(θ, r)

max(Q(θ), ϵ)
, (6)

where ϵ > 0 is a small constant used to avoid nu-
merical instability when Q(θ) approaches zero. A
lower QNBI indicates lower BI per functional unit
of achieved task-specific output quality, under the
same workload and evaluation metric. QNBI val-
ues produced by different workloads or quality met-
rics should not be directly compared.

4 Evaluation

We evaluate BIRDS across diverse LLM serving
workloads, models, and serving hardware. We fo-
cus on four research questions: 1 What is the
overall BI of serving LLM inference requests? 2
Where do BIs originate across operational and em-
bodied lifecycle stages? 3 How does BI relate to or
differ from existing environmental metrics such as
carbon emission and water consumption? 4 What
tradeoffs exist between LLM serving configura-
tions, output quality, and BI? We first describe the
evaluation methodology and then present results
for each research question.

4.1 Evaluation Methodology

Workloads. We evaluate diverse non-agentic serv-
ing workloads where requests are self-contained
and do not invoke external tools during infer-
ence. The evaluated datasets cover everyday text
conversation ((ShareGPT) and WildChat (Zhao
et al., 2024)), knowledge-intensive reasoning
(MMLU-Pro (Wang et al., 2024) and SuperGPQA-
Hard (Team et al., 2025)), IDE-style code com-
pletion (CrossCodeEval (Ding et al., 2023) and
RepoBench (Liu et al., 2024)), and long-context
NLP tasks (LongBench (Bai et al., 2023)). This
workload selection enables us to study how differ-
ent prompt and response length distributions af-
fect latency, energy consumption, and BI. Detailed
dataset descriptions are in Table 5 in §C.

Models. To study BI tradeoffs across model
capability and scale, we evaluate representative
open LLM families, including Llama-2 and 3 (Tou-
vron et al., 2023; Grattafiori et al., 2024), GPT-
OSS (OpenAI, 2025), Qwen3 (Qwen Team, 2025),
and Gemma-4 (Google DeepMind, 2026). These
models span 0.6B–235B parameters and include
both dense and mixture-of-experts (MoE) archi-
tectures. This selection enables direct comparison
between smaller lower-impact models and larger
higher-capability models. Full model variants and
compatibility filters are listed in Table 6 in §C.

GPUs. We run inference on three datacen-
ter NVIDIA GPUs: L40 (NVIDIA, 2022b),
A100 (NVIDIA, 2020), and H100 (NVIDIA,
2022a). These GPUs differ in memory capacity,
bandwidth, and power characteristics, enabling us
to study how hardware generation changes through-
put, energy consumption, and BI. Detailed GPU
specifications are provided in Table 7 in §C.

Metrics. We measure throughput, TTFT, TPOT,
and GPU power for each workload–model–GPU
configuration. We then compute energy consump-
tion and BIfu using the modeling in §3.2 with the
latest available annual average grid midpoint inten-
sities of the United States, unless otherwise spec-
ified. We compute QNBI where response quality
is evaluated using task-specific protocols. Open-
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tween May 2024 and May 2026. The shaded regions
show where 95% of profiled serving configurations fall.

ended chat workloads are evaluated by an LLM
judge against responses from a reference model,
selected as Llama-3.1-8B to provide a balanced
comparison basis of model size and capability. Ob-
jective benchmarks use their native accuracy met-
rics. Detailed prompts, scoring rules, and quality
scores are provided in §D.1.

Profiling. To obtain realistic measurements, we
use vLLM 0.19.1 (Kwon et al., 2023) as the serv-
ing engine and collect GPU power traces through
NVML (NVIDIA Corporation, 2025). Following
common practice in prior energy characterization
studies (Courty et al., 2024; Chung et al., 2026),
we focus our operational energy profiling on GPU-
board energy, which dominates system energy con-
sumption, and exclude host-side energy from com-
ponents such as CPUs, DRAM, and storage. For
each serving configuration, we sweep incoming re-
quest rates and retain only stable operating points
that satisfy the SLO constraints in §C. Unless oth-
erwise specified, we report results at maximum sus-
tainable throughput (MST), defined as the high-
est stable SLO-satisfying throughput. MST amor-
tizes serving overheads across the largest number
of completed requests, making it the most energy-
efficient satisfactory operating point. Detailed en-
ergy profiling methodology is provided in §D.2.

4.2 Overall BI Characterization

We first characterize the overall BI of LLM serv-
ing by analyzing both per-request impact and its
accumulation under large-scale inference traffic.

FU- and token-level BIs remain low in mag-
nitude. Figure 3 (left) shows the distribution of
FU- and token-level BIs across profiled serving
configurations. At the scale of a single request or
token, these values are numerically small, typically
corresponding to very small amounts of ecosystem
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Figure 4: BIfu by lifecycle stage integrated over 100
years and by midpoint-to-endpoint contribution ratios
under different time horizons. Global warming (GW),
water consumption (WC), terrestrial acidification (TA),
and photochemical ozone formation (POF) are the top-4
midpoint pathways, with the other midpoints contribut-
ing less than 0.01%.

damage. However, modern LLM systems process
massive token volumes, causing these impacts to
accumulate rapidly at deployment scale.

Aggregate BI grows with token traffic. To
estimate deployment-scale impact magnitude, we
multiply the token-level BI distribution by pub-
licly reported token traffic from Google (Pichai,
2026) and OpenRouter (OpenRouter, 2026). Al-
though these traces do not represent the entire LLM
ecosystem, they provide observable lower bounds
on aggregate inference demand. As shown in Fig-
ure 3 (right), reported traffic increased from 313B
to 103.2T tokens/day for the larger trace and from
8B to 3.4T tokens/day for the smaller trace be-
tween May 2024 and May 2026. By May 2026, the
resulting median BI estimates reach 2.41 × 10−3

and 7.95× 10−5 species·yr/day, respectively. Ex-
trapolating 100T tokens/day over one year yields
approximately 0.85 species·yr annually, demon-
strating how seemingly negligible per-token im-
pacts can accumulate into non-trivial ecosystem
damage at industry scale. For intuition, this an-
nual impact corresponds to approximately 94,378
single-passenger New York–London round trips
under the same endpoint characterization using the
European Reference Life Cycle Database (ELCD)
lifecycle inventory data (GreenDelta, 2026), as-
suming 11,400 km traveled and 100 kg transported
mass per trip. We use this comparison only as an
interpretive aid, species·yr remains the formal and
scientifically meaningful BI metric.

4.3 BI Source Analysis

To better understand the ecological drivers of LLM
serving, we next analyze where BIs originate across
both lifecycle stages and environmental pathways.

Operational impact dominates LLM serving
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Region Igrid,GW Igrid,WC Igrid,TA Igrid,POF OBI1kWh

kg CO2eq m3 kg SO2eq kg NOxeq species·yr

Norway 1.06×10−2 2.38×10−2 2.08×10−5 1.60×10−5 3.57×10−10

France 4.02×10−2 6.40×10−3 1.54×10−4 1.53×10−4 2.52×10−10

United Kingdom 1.59×10−1 1.71×10−3 1.72×10−4 2.14×10−4 5.34×10−10

California 1.98×10−1 5.58×10−3 6.52×10−5 1.57×10−4 6.63×10−10

Table 1: Grid midpoint intensities and operational biodiversity impact (OBI) for consuming 1 kWh of LLM serving
energy across regions at the 100-year horizon. The optimal region for each column is highlighted in bold.

BI. Figure 4 (left) decomposes BIfu across lifecycle
stages under the 100-year horizon. Across profiled
serving configurations, the operational stage con-
sistently dominates, contributing more than 95% of
total BI on average. In contrast, manufacturing and
transportation contribute at the percent level, while
end-of-life impact remains negligible. This result
suggests that BI in LLM serving is primarily a use-
phase problem driven by electricity consumption
rather than hardware disposal. As a result, reducing
serving energy consumption and improving serving
efficiency are likely more effective for lowering BI
than optimizing end-of-life management alone.

Different endpoint horizons emphasize differ-
ent ecological pathways. Figure 4 (right) further
decomposes BI into midpoint ecological pathways
under different endpoint time horizons. Under av-
erage U.S. grid conditions, global warming (GW)
is the major contributor, but the relative importance
of non-climate pathways changes over time. At the
20-year horizon, GW contributes 71.1% of total
BI, while terrestrial acidification (TA) and photo-
chemical ozone formation (POF) contribute shares
of 18.3% and 10.6%, respectively. At the 100-year
horizon, GW increases to 89.1%, with water con-
sumption (WC), TA, and POF each contributing
only a few percent. At the 1000-year horizon, GW
almost fully dominates the endpoint BI, reaching
98.7%. These results show that BI interpretations
depend on the endpoint horizon: longer horizons
emphasize climate-related damage, while shorter
horizons reveal additional stressors beyond carbon.

4.4 BI vs. Carbon and Water

Previous results show that operational impact dom-
inates BI for LLM serving. Because BI cap-
tures multiple environmental stressors across power
grids and regions, the location with the lowest BI
may not be the same as the location favored by
carbon or water. This motivates our next question:
does BI favor different regions than carbon or water
when choosing where to serve LLMs? To answer

this question, we measure BI, carbon emissions,
and water consumption across multiple regions and
compare how each metric ranks the regions.

Carbon-, water-, and BI-optimal regions dif-
fer. Table 1 reports grid midpoint intensities and
operational BI for consuming 1 kWh of serving
energy across four representative regions: Norway,
France, United Kingdom, and California. These
regions span diverse electricity mixes and environ-
mental intensity profiles across Europe and North
America. The carbon-optimal region is Norway.
The water-optimal region is the United Kingdom.
However, the BI-optimal region is France. These
results show that minimizing carbon or water alone
does not necessarily minimize BI, leading BI to
favor different regions than carbon or water alone.

BI captures tradeoffs across multiple ecolog-
ical pathways. The divergence arises because BI
jointly aggregates multiple ecological pathways
rather than optimizing a single environmental met-
ric in isolation. Norway achieves the lowest carbon,
terrestrial acidification (TA), and photochemical
ozone formation (POF) intensities in this region
set, but also exhibits the highest water consump-
tion intensity. In contrast, the United Kingdom
minimizes water consumption but has substantially
higher carbon and air-pollution-related intensities.
France is not individually optimal for either carbon
or water alone, yet achieves the lowest integrated
BI after midpoint-to-endpoint impact conversion.
For LLM serving, carbon- or water-only decisions
can miss broader ecosystem impacts. BI-aware
analysis adds a complementary lens for environ-
mentally responsible serving.

Regional distinctions persist across hourly
grid variation and endpoint horizons. To exam-
ine whether using annual-average grid intensities
hides important temporal variation, we compare re-
gions using hourly 2024 electricity data, sampling
1 day from each quarter (96 hours per region). We
obtain hourly generation mix and carbon intensity
from ElectricityMaps (Electricity Maps, 2024) and
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Horizon Annual BI Min Median Max Full
optimum overlap

20 years Norway 16.7% 54.2% 75.0% 0/256
100 years France 0.0% 17.7% 63.5% 24/256
1000 years Norway 0.0% 7.3% 33.3% 24/256

Table 2: Sensitivity of BI–carbon regional disagreement
to sampled dates and endpoint horizon. Min, median,
and max report the distribution of disagreement rates
across the 256 sampled date combinations. “Full over-
lap” counts selections for which BI and carbon choose
the same region for all sampled hours.

use energy-source-specific water, SO2, and NOx

intensities from existing LCA studies (Reig et al.,
2020; Turconi et al., 2013). Under the default 100-
year horizon, the hourly results largely confirm
the annual-average findings in Table 1. Norway is
carbon-optimal in 51.0% of sampled hours, while
the United Kingdom remains water-optimal and
France remains BI-optimal in every sampled hour.
As a result, the BI-optimal region differs from the
carbon-optimal region in 51.0% of hours and from
the water-optimal region in 100% of hours. These
results show that hourly changes in the grid do not
eliminate the differences between BI-, carbon-, and
water-aware regional choices.

We further test whether this result depends on
the dates we sample or the endpoint horizon. We
sample 4 days per quarter and evaluate all 44 = 256
quarter-stratified combinations. For each combina-
tion, we measure how often carbon and BI select
different regions in Table 2. Although the disagree-
ment rate varies across dates and horizons, BI con-
sistently provides a different signal from carbon.
At the default 100-year horizon, carbon and BI
select different regions for a median of 17.7% of
sampled hours, with disagreement reaching 63.5%
for some date selections. They fully agree in only
24 of the 256 combinations. Together with the per-
sistent disagreement between BI and water above,
these results show that BI captures regional ecolog-
ical tradeoffs that neither carbon nor water alone
can represent.

4.5 Quality-Aware BI Analysis

We next study how BI changes across LLM serving
configurations, including model size, model archi-
tecture, task type, reasoning mode, traffic load, and
GPU generation. Lower BI alone does not neces-
sarily indicate a preferable serving configuration if
response quality is too low. Therefore, we jointly

analyze BI and QNBI to understand quality-aware
ecological efficiency in LLM serving.

Model size. We first analyze how BI and re-
sponse quality Q(θ) change with model size on
ShareGPT, since chatbot interaction is a dominant
real-world LLM usage scenario (Chatterji et al.,
2025). Figure 5 shows a tradeoff between response
quality and BI as model size increases. Larger mod-
els generally achieve higher response quality, but
also induce higher BI due to increased computation,
memory traffic, and GPU usage. While quality im-
proves rapidly from small to mid-sized models, the
gains gradually saturate for recent large models
under the LLM-judge evaluation. In contrast, BI
continues to increase with model scale, suggesting
that the marginal quality gain of very large mod-
els can become relatively small compared to their
additional BI for daily chat workloads.

In addition, Figure 6 evaluates QNBI across
model families. We observe several U-shaped
trends within model families, particularly for dense
models. Very small models achieve low BI but
insufficient response quality, while very large mod-
els provide only modest quality gains at higher BI.
As a result, the QNBI sweet spot for many dense
model families emerges around the 3B–8B scale
range. These results suggest that simply choosing
the smallest model does not necessarily minimize
the BI of LLM serving. Instead, quality-aware BI
analysis can identify intermediate operating points
that better balance ecological impact and response
quality.

Model Architecture. The BI trend in Figure 5 is
not strictly monotonic; some MoE models achieve
lower BI than smaller dense models because only
a subset of parameters is activated, improving the
MST greatly. This advantage is more visible in the
QNBI results in Figure 6, where MoE models gen-
erally achieve lower QNBI than dense models at
comparable total model scale. In practice, this sug-
gests that sparse architectures can preserve much
of the response-quality benefit of large-scale mod-
els while reducing BI during serving. However,
the benefit is not unlimited. Extremely large MoE
models, such as Qwen3-235B-A22B, still exhibit
higher QNBI than some ∼30B dense models be-
cause serving the full model requires 8 H100 GPUs.
In this case, the additional serving energy and hard-
ware overhead are not fully offset by throughput or
quality gains. These results suggest that sparse ac-
tivation can improve ecological efficiency for LLM
serving, but very large MoE deployments may still
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incur substantial ecological impact.
Task Type. Figure 7 shows that BI varies sub-

stantially across LLM workload types, primarily
following the amount of computation required per
FU. Chat and code-completion workloads generally
induce lower BI because their requests are short or
output-limited. Code-completion tasks can include
large repository contexts, but their generated con-
tinuations are typically short, keeping serving time
and energy consumption relatively modest.

In contrast, reasoning and long-context work-
loads induce higher BI because they increase either
prompt length, response length, or both. Among
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Figure 8: Effect of reasoning mode on MMLU-Pro
serving for Qwen3 Instruct and Thinking variants. Left:
BIfu and quality score Q(θ). Middle: response length
distribution. Right: QNBI.

them, long response generation is especially costly.
SuperGPQA exhibits one of the highest BI distri-
butions because responses can reach up to 10K
tokens, substantially extending decoding time and
energy consumption. Longer responses also reduce
serving throughput since requests retain KV cache
for longer time and limit batching efficiency. Long-
context workloads exhibit a related but distinct be-
havior. Large prompts increase prefill computa-
tion and KV-cache pressure, while long responses
prolong decoding occupancy. As a result, BI de-
pends not only on total token count, but also on how
prompt and response lengths interact with serving
dynamics.

Reasoning Mode. We next study the tradeoffs
of reasoning-oriented serving using Qwen3 Instruct
and Thinking variants on MMLU-Pro. As shown in
Figure 8, Thinking models consistently improve re-
sponse quality, but also induce substantially higher
BI. The main reason is that thinking mode gener-
ates much longer responses, roughly doubling or
more the response length, which increases decod-
ing time and GPU energy consumption per request.
QNBI results further show that the quality gains
often do not fully offset the additional ecological
impact, especially for larger models such as the
235B variant. These results suggest that reasoning
mode should be enabled selectively for workloads
where the expected quality improvement justifies
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the additional serving overhead.
Traffic Load. Figure 9 shows that QNBI de-

creases rapidly as traffic load increases, then grad-
ually flattens near serving saturation. At low load,
fixed idle power is amortized over few completed
requests, leading to high BI per FU. As load in-
creases, batching and GPU utilization improve, so
the same serving instance completes more requests
per unit energy and thus QNBI drops. The marginal
gain becomes smaller near saturation, where TTFT
and TPOT begin to rise and further load increases
violates SLO. These results support using MST
in our experiments since the most biodiversity-
efficient operating point is typically near the high-
est stable SLO-satisfying throughput.

GPU Choice. We next study how GPU gener-
ation changes quality-aware BI for LLM serving.
Figure 10 compares Qwen3 models from 4B to
32B on ShareGPT across L40, A100, and H100.
H100 consistently achieves the lowest QNBI, A100
is usually intermediate, and L40 has the highest
QNBI, especially for larger models. This gap grows
with model size because larger LLMs require more
GPU memory and KV cache capacity. When a
model cannot run efficiently on a single device,

older GPUs often require more tensor parallelism
(TP), which increases energy per request.

The MST markers explain this trend. H100 sus-
tains higher request rates through stronger com-
pute, larger memory capacity, higher bandwidth,
and faster interconnect, allowing serving overheads
to be amortized across more requests. In contrast,
L40 often requires multi-GPU tensor parallelism
for larger models, but PCIe communication lim-
its the efficiency gain. As a result, GPU choice
affects BI not only through power draw, but also
through the serving regimes it enables: older GPUs
remain effective for smaller single-GPU models,
while newer GPUs are more suitable for large or
KV-cache-heavy workloads.

5 Conclusion

We present BIRDS, a modeling and characteriza-
tion framework for analyzing the biodiversity im-
pact of request-driven LLM serving. BIRDS en-
ables quality-aware biodiversity impact accounting
and reveals ecological tradeoffs that carbon or wa-
ter metrics alone cannot capture. Looking forward,
BIRDS provides a foundation for integrating bio-
diversity impact into the design, deployment, and
optimization of environmentally responsible LLM
serving systems.

Limitations

We discuss the limitations of this work as follows.
Non-agentic Scope. BIRDS focuses on non-

agentic LLM serving workloads where requests
are self-contained and do not invoke external tools
or retrieval systems. Agentic LLM systems may
introduce additional ecological costs through tool
usage, multi-step reasoning, external API calls, or
repeated interaction loops that are not captured in
our current modeling framework.

Uncertainty in Biodiversity Accounting. Our
biodiversity accounting relies on life cycle as-
sessment (LCA) characterization factors and re-
gional environmental intensity data. Although
these datasets are widely used in environmental as-
sessment, biodiversity modeling remains inherently
uncertain due to regional ecological variability, in-
complete environmental reporting, and differences
across LCA methodologies and endpoint horizons.
Therefore, the reported BI values should be inter-
preted as comparative estimates rather than exact
measurements of ecological damage.
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Quality Evaluation Dependency. Our quality-
aware analysis depends on benchmark-specific
evaluation protocols and LLM-judge scoring for
open-ended generation tasks. Different evaluation
metrics or judge models may affect the QNBI val-
ues and ecological tradeoff interpretations.

Serving-Focused Lifecycle Coverage. This
work focuses on biodiversity impact during LLM
serving and does not model the full lifecycle eco-
logical impact of model training, data collection, or
downstream user behavior. Extending biodiversity-
aware analysis across the broader lifecycle of foun-
dation models remains important future work.

Ethical considerations

This work studies the biodiversity impact of LLM
serving systems and aims to support more environ-
mentally responsible AI deployment. Our frame-
work does not involve human subjects, personal
data collection, or deployment of LLMs in real-
world decision-making settings. All experiments
use publicly available models, benchmarks, and
serving systems.

The biodiversity impact estimates reported in
this work are based on LCA methodologies and
should be interpreted as comparative ecological in-
dicators rather than exact measurements of ecosys-
tem damage. Different LCA datasets, regional en-
vironmental assumptions, and endpoint horizons
may produce different quantitative estimates.

We emphasize that biodiversity impact should
complement rather than replace existing environ-
mental metrics such as carbon emissions and water
consumption. The goal of this work is not to pre-
scribe a single universal objective, but to encourage
broader ecological consideration in future LLM de-
velopment and deployment decisions.

Quality-aware biodiversity analysis introduces
the possibility of optimizing environmental effi-
ciency at the cost of model capability or user ex-
perience. We therefore caution against using eco-
logical metrics alone to justify degrading model
quality or restricting access to useful AI systems,
especially in educational, accessibility, or safety-
critical applications.

The authors used AI assistants, including Chat-
GPT and Codex, during the preparation of this
work. They were used for language and LaTeX pol-
ishing, public-data crawling and extraction, code
generation, debugging, experiment orchestration
scripts, and plotting. All AI-assisted text, code,

and analysis were reviewed, edited, and validated
by the authors. The scientific claims, numerical
results, and final interpretations in this paper are
based on the authors’ modeling choices, profiling
experiments, and post-processing scripts; citations
were selected and verified by the authors. We did
not use AI assistants to process private personal
data or reviewer-confidential materials.
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A Appendix Overview

We summarize the appendix as follows:
• §B details the LCA modeling for biodiversity im-

pact. §B.1 summarizes the ReCiPe2016 midpoint
categories used to translate computing-related ac-
tivities into biodiversity impact. §B.2 describes
how we model embodied biodiversity impact for
datacenter GPUs across manufacturing, trans-
portation, and end-of-life stages. §B.3 reports
the public data sources used to instantiate op-
erational grid intensities, GPU manufacturing
impacts, transportation impacts, and end-of-life
impacts.

• §C lists the evaluation specifications. It sum-
marizes the LLM serving workloads, evaluated
model families, and GPU platforms used in
our experiments. It also defines the workload-
specific latency SLOs used to determine valid
serving operating points.

• §D describes the profiling details for LLM serv-
ing workloads. §D.1 explains how we measure
response quality for open-ended chat workloads
and objective benchmarks. §D.2 describes how
we collect GPU power traces, compute serving
energy, identify stable SLO-satisfying operat-
ing points, and determine maximum sustainable
throughput.

• §E provides additional results for other work-
loads.

B LCA Modeling for Biodiversity Impact

B.1 Midpoint Categories

We detail the environmental impact categories
used to translate computing-related physical ac-
tivities into biodiversity impact. Table 3 reports
the ReCiPe2016 (Huijbregts et al., 2016) midpoint

impact categories used in this work, following its
ecosystem-quality endpoint characterization fac-
tors. It lists each category, the reference unit, and
the corresponding ecological interpretation. Ta-
ble 4 reports the midpoint to endpoint conversion
factor Φc(T ) values with respect to different time
horizon T ∈ {20, 100, 1000}.

B.2 EBI Modeling for Datacenter GPUs
Following FABRIC (Shi et al., 2025a), we model
the embodied biodiversity impact of a GPU by de-
composing its non-operational life cycle into Man-
ufacturing (Mfg), transportation (Trans), and end-
of-life (EoL):

EBI(d) =
∑︂

l∈{Mfg,Trans,EoL}

∑︂

c∈C
Mc,l(d)Φc(T ),

(7)
where d denotes a GPU, c indexes midpoint cate-
gories, Mc,l(d) is the midpoint impact of lifecycle
stage l, and Φc(r) converts midpoint impact into
endpoint ecosystem damage.

Manufacturing. We model GPU manufacturing
as IC production, covering both the accelerator
logic dies and attached memory dies. Following
ACT (Gupta et al., 2022) and FABRIC (Shi et al.,
2025a), the manufacturing midpoint impact of IC
component x is

M IC
c,Mfg(x, r, t) =

Ax

Yx
(EPAx · Igrid,c(r, t) + Iproc,c(r, t)) ,

(8)

where x denotes either a logic or memory IC
component, Ax is the active IC area attributed
to component x, and Yx is manufacturing yield.
EPAx is electricity use per unit active silicon area,
Igridc(r, t) is the grid electricity midpoint inten-
sity for category c in region r and year t, and
Iproc,c(r, t) is the process-related midpoint inten-
sity per unit active silicon area (i.e., direct fab pollu-
tant emission in exhaust and wastewater). We focus
on IC components because they dominate semicon-
ductor manufacturing impacts (Falk et al., 2025),
and omit peripheral components like print circuit
board (PCB), surface mount device (SMD), and
mechanical parts following prior LCA modeling
practice (Gupta et al., 2022).

Transportation. Transportation midpoint impact
is modeled from shipped mass and transportation
mode (e.g., sea, air, truck, etc.):

Mc,Trans(d) = md

∑︂

u∈Utrans

DuI
u
c,Trans, (9)

25488

https://openreview.net/forum?id=Bl8u7ZRlbM
https://openreview.net/forum?id=Bl8u7ZRlbM


Midpoint Impact Category Unit Definition

Global Warming (GW) kg CO2 eq. Species loss from climate-change-driven ecosystem damage caused
by greenhouse gas emissions, expressed relative to CO2 equivalents.

Water Consumption (WC) m3 Species loss from reduced freshwater availability caused by
consumptive water use.

Terrestrial Acidification (TA) kg SO2 eq. Species loss caused by increased soil acidity from emissions such as
SO2, NOx, and NH3.

Terrestrial Toxicity (TT) kg 1,4-DCB eq. Species loss from toxic chemical releases to industrial soil,
expressed relative to 1,4-dichlorobenzene equivalents.

Photochemical Ozone
Formation (POF)

kg NOx eq. Species loss driven by ground-level ozone formation from reactions
involving NOx and volatile organic compounds.

Freshwater Eutrophication
(FE)

kg P eq. Species loss from phosphorus-driven nutrient enrichment that
depletes oxygen in freshwater bodies.

Freshwater Toxicity (FT) kg 1,4-DCB eq. Species loss due to toxic chemical emissions to freshwater,
expressed relative to 1,4-dichlorobenzene equivalents.

Marine Eutrophication (ME) kg N eq. Species loss from nitrogen-driven nutrient enrichment in marine
environments.

Marine Toxicity (MT) kg 1,4-DCB eq. Species loss from toxic chemical releases to seawater, expressed
relative to 1,4-dichlorobenzene equivalents.

Table 3: Biodiversity-related midpoint impact categories from the ReCiPe2016 (Huijbregts et al., 2016) LCA
framework used in this paper.

Midpoint T = 20 T = 100 T = 1000

GW 5.32×10−10 2.80×10−9 2.50×10−8

WC 6.04×10−13 1.35×10−8 1.35×10−8

TA 2.12×10−7 2.12×10−7 2.12×10−7

TT 1.14×10−11 1.14×10−11 1.14×10−11

POF 1.29×10−7 1.29×10−7 1.29×10−7

FE 6.71×10−7 6.71×10−7 6.71×10−7

FT 6.95×10−10 6.95×10−10 6.95×10−10

ME 1.70×10−9 1.70×10−9 1.70×10−9

MT 1.05×10−10 1.05×10−10 1.05×10−10

For midpoint categories with multiple ecosystem endpoint
rows in ReCiPe2016, e.g., GW and WC, Φc(T ) sums the
corresponding ecosystem-damage factors.

Table 4: Midpoint-to-endpoint conversion factors Φc(T )
from ReCiPe2016 (Huijbregts et al., 2016).

where md is the shipped mass of GPU d, u indexes
transport modes, Du is the distance traveled by
mode u, and Iuc,Trans is the corresponding midpoint
intensity per mass-distance product.

End-of-Life. End-of-life midpoint impact is
modeled using pathway-weighted treatment inten-
sities:

Mc,EoL(d) = md

∑︂

p∈PEoL

ρpI
p
c,EoL,

∑︂

p∈PEoL

ρp = 1,

(10)
where p indexes treatment pathways including recy-
cling, incineration, and landfill, ρp is the pathway
ratio, and Ipc,EoL is the midpoint intensity of path-
way p.

B.3 Data Sources

We use public and reproducible data sources to
parameterize the LCA model. For operational elec-
tricity and electricity-related manufacturing impact,
the grid midpoint intensity Igrid,c(r, t) is derived
from authoritative air pollutant emission invento-
ries, including EPA eGRID (United States Envi-
ronmental Protection Agency (EPA), 2025) and
EDGAR (European Commission Joint Research
Centre (JRC) and Netherlands Environmental As-
sessment Agency, 2024). The datacenter power
usage effectiveness (PUE) and water usage effec-
tiveness (WUE) data are from Microsoft (2026)
public release. The operational water consumption
data are from existing water studies (Gupta et al.,
2024). The midpoint-to-endpoint conversion fac-
tors Φc(r) follow the ReCiPe2016 framework (Hui-
jbregts et al., 2016).

For GPU manufacturing, logic-die area Ax is
obtained from die-shot analysis or public die-area
disclosures (TechPowerUp, 2026), while memory-
die area is inferred from memory capacity and bit
density (Jones, 2023). We set the manufacturing
yield Yx to 0.875, following prior carbon modeling
practice (Li et al., 2023). The process-related man-
ufacturing midpoint intensity Iprocx,c (r, t), is derived
from leading semiconductor vendors’ sustainabil-
ity disclosures, including Taiwan Semiconductor
Manufacturing Company Limited (2025) and SK
hynix Inc. (2025).

For transportation and end-of-life modeling, we
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use transportation mode, distance assumptions
Du, and recycling pathway ratios ρp from in-
dustrial server LCA reports (Busa et al., 2019).
The transportation midpoint intensities Iuc,Trans
and end-of-life pathway intensities Ipc,EoL are
taken from the ELCD 3.2 LCA database through
OpenLCA (GreenDelta, 2026). These sources
provide the mass-distance and treatment-pathway
intensities needed to instantiate Equations (9)
and (10).

C List of Workloads, Models, and GPUs

Table 5 lists the LLM serving workloads and their
corresponding request datasets with prompt and
response length statistics used in the measurement
studies in this work. Table 6 summarizes the evalu-
ated model families and their parameter-size buck-
ets. Table 7 list the specifications of GPU platforms
used in the experiments.

Latency SLOs specify the service condition un-
der which a request-level functional unit is de-
fined. A serving operating point is considered
valid only when the achieved throughput satisfies
the workload-specific p90 TTFT and p90 TPOT
constraints. Table 8 summarizes the consolidated
SLOs by workload family and model-size bucket.
Chat workloads use interactive latency targets;
code workloads use tighter TPOT constraints for
completion responsiveness; reasoning workloads
allow longer generation latency; and LongBench
uses a prompt-length-scaled TTFT threshold be-
cause input lengths vary substantially across tasks.

For LongBench, a static TTFT threshold would
either over-constrain long-prompt tasks or over-
relax shorter document QA tasks. We therefore use
a length-scaled TTFT threshold. For a request i in
LongBench subtask b with prompt length Li input
tokens, the TTFT threshold is

TTTFT
i,b = 1000·min

(︃
Cb, Bb + αb

Li

1000

)︃
ms,

(11)
where Bb is the base TTFT budget in seconds,

αb is the additional budget per 1K input tokens, and
Cb is the cap in seconds. All LongBench subtasks
use a fixed p90 TPOT threshold of 150 ms.

D Profiling Harness

D.1 Output Quality
We evaluate output quality using two tracks: a chat-
style LLM-as-judge track and a ground-truth bench-

mark track. For open-ended chat workloads, we
compute a pairwise quality score against a chosen
reference response:

qchat =
Nwin + 0.5Ntie

Nwin +Ntie +Nloss
, (12)

where a win means the judge prefers the candidate
response, a tie receives half credit, and invalid judg-
ments are excluded from the denominator. Listing 1
shows the LLM-judge prompt template we used.
The reference model is selected as Llama-3.1-8B
and the evaluator model is GPT-5.4. We randomize
A/B ordering when constructing judge batches and
keep position-wise aggregation statistics to check
for judge-position bias. This score is used as Q(θ)
for chat-style workloads in QNBI.

Listing 1: Pairwise LLM-judge prompt for everyday
text conversation quality evaluation.
You are an impartial judge comparing two

assistant responses to the same user
request.

User request:
{prompt}

Assistant A:
{response_a}

Assistant B:
{response_b}

Judge which response better satisfies the
user request.

For objective or technical prompts,
prioritize factual correctness, reasoning
correctness, and functional correctness.

For subjective or open-ended prompts,
consider helpfulness, relevance, factual
soundness, clarity, and conciseness.

Do not prefer a response merely because it is
longer or more structured in terms of
formatting.

If both responses are similarly good or
similarly flawed, choose Tie.

Return JSON only:
{
"winner": "A" | "B" | "Tie",
"reason": "one concise sentence"

}

For objective benchmarks, we use each bench-
mark’s native or adapter-selected quality metric.
MMLU-Pro and SuperGPQA are scored by final-
answer accuracy against the ground-truth label.
Their results are collected from each model’s of-
ficial technical report or Huggingface model card
when they are available. For Llama and Gemma
models missing SuperGPQA score, we run the
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Task Description Request Dataset Prompt Length Response Length

P50 P90 P95 P50 P90 P95

Text
Conversation

Everyday chatbot conversations
sampled from real-world
user–LLM interactions.

ShareGPT (ShareGPT) 31 701 1,377 243 568 703
WildChat (Zhao et al., 2024) 27 562 1,004 233 777 958

Problem
Solving

Knowledge-intensive question
answering and reasoning
workloads.

MMLU-Pro (Wang et al.,
2024)

103 245 317 –

SuperGPQA-Hard (Team
et al., 2025)

296 626 815 –

Code
Completion

IDE-style code completion
requests with repository context
or retrieval content embedded in
the prompt.

CrossCodeEval (Ding et al.,
2023)

490 963 1,221 3 8 10

RepoBench (Liu et al., 2024) 691 5,366 6,732 3 7 9

Long
Context NLP

Long-output, low-interactivity
document summarization.

LongBench-GovReport (Bai
et al., 2023)

8,432 17,316 21,185 655 876 934

Medium-output
multi-document/news and
meeting summarization.

LongBench-MultiNews,
QMSum, VCSum

2,008 11,752 16,221 160 358 395

Medium-output document-based
question answering.

LongBench-DuReader 10,396 14,258 15,196 65 222 263

Short-output document-based
question answering.

LongBench-MultiFieldQA,
Qasper

5,059 8,780 10,581 14 49 70

Table 5: Selected LLM serving workloads and their prompt/response length statistics.

benchmarks following the original code. Long-
Bench tasks are scored with the original task-to-
metric mapping and reported primarily by work-
load bucket: ROUGE-style scores for summariza-
tion and Chinese QA (DuReader) tasks, and F1-
style scores for document QA tasks. For Cross-
CodeEval, we use edit similarity (ES) as the pri-
mary score, with exact match (EM) and identifier
F1 as supporting metrics. For RepoBench, we re-
port ES as the primary score and EM as the com-
panion metric.The selected primary score for each
workload is used as Q(θ) (ROUGE-style scores are
divided by 100).

Table 10 list the exact quality score values of
studied models from our quality profiling experi-
ments. LongBench summarization scores should
be interpreted with caution: its ROUGE-style met-
rics often reward compact responses that closely
match the reference wording, so larger instruction-
tuned models may be penalized for producing more
verbose or hedged answers even when the summary
is substantively acceptable.

Quality-generation runs use deterministic single-
sample decoding with temperature=0.0. Su-
perGPQA uses a 16K-token completion budget,
LongBench uses 4K, and both code-completion
benchmarks use 128 tokens. For models with
explicit thinking modes, we disable thinking for

non-thinking model variants where supported, and
remove visible reasoning traces before scoring
always-thinking variants when required by the
benchmark protocol.

For IDE-style code-completion workloads, re-
trieval context is materialized offline rather than
executed live. RepoBench and CrossCodeEval
prompts serialize the already-available repository
context, imports, and current-file prefix into a sin-
gle request payload; no tool call, retrieval step, or
agent loop occurs during serving. For compatibil-
ity with modern instruction-tuned models, some
reruns use a chat-formatted completion prompt that
marks the cursor position and asks the model to
return only the code continuation. This changes
the delivery format but not the benchmark seman-
tics: each request remains a non-agentic single-turn
completion task with fixed embedded context.

D.2 Energy Profiling
We measure GPU-board energy during serving by
sampling NVML power counters at 25 ms intervals
and numerically integrating the power trace over
the measurement window. For multi-GPU serving
instances, we collect traces from all visible GPUs
and sum their energy. The energy measurement is
then multiplied by the datacenter PUE to account
for extra overhead like cooling at the infrasturacture
level. Each profiling run includes an idle-baseline
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Family
Size Class

< 2B 3–8B 13–34B ≥70B

Llama 2 (Touvron et al., 2023) – 7B-Chat 13B-Chat 70B-Chat

Llama 3.1/3.2 (Grattafiori et al.,
2024)

1B-Instruct 3B-Instruct,
8B-Instruct

– 70B-Instruct

GPT-OSS (OpenAI, 2025) – – *20B *120B

Qwen3 (Qwen Team, 2025) 0.6B, 1.7B 4B-Instruct /
Thinking, 8B

14B, *30B-A3B-Instruct /
Thinking, 32B

*235B-A22B-
Instruct / Thinking

Gemma 4 (Google DeepMind,
2026)

E2B-it E4B-it *26B-A4B-it, 31B-it –

Note. Asterisks mark MoE models; all other listed models are dense models. MoE models are bucketed by total parameter
count. Qwen3 models with Instruct / Thinking variants are the latest 2507 version.

Table 6: Evaluated model families grouped by parameter-size bucket.

GPU Architecture Memory Memory Bandwidth TDP

L40 (NVIDIA, 2022b) Ada Lovelace 48 GB GDDR6 864 GB/s 300 W
A100 SXM (NVIDIA, 2020) Ampere 40 GB HBM2 1,555 GB/s 400 W
H100 SXM (NVIDIA, 2022a) Hopper 80 GB HBM3 3.35 TB/s Up to 700 W

Table 7: NVIDIA GPU platforms used in our LLM serving experiments.

Workload Model size TTFT TPOT

Text Conversation
< 3B 250 ms 50 ms
3B–4B 500 ms 100 ms
≥7B 1000 ms 150 ms

Problem Solving
< 3B 1500 ms 150 ms
3B–4B 1500 ms 150 ms
≥8B 2000 ms 200 ms

CrossCodeEval
< 3B 500 ms 40 ms
3B–4B 750 ms 50 ms
≥8B 1500 ms 75 ms

RepoBench
< 3B 5000 ms 50 ms
3B–4B 5000 ms 50 ms
≥8B 5000 ms 75 ms

Long-Context NLP all buckets length-scaled 150 ms

Table 8: Consolidated latency SLOs used, reported as
p90 TTFT and p90 TPOT.

period, request-traffic warmup, steady-state mea-
surement, and cooldown. Unless otherwise noted,
we use 30 s idle-baseline measurement, 60 s traffic
warmup, 180 s profiling duration, 15 s cooldown,
and three repeated trials with 30 s between-repeat
cooldown.

To reduce boundary artifacts, we truncate the
first and last 5 s of GPU-monitor traces before com-
puting energy statistics. Runtime serving metrics,
including throughput, TTFT, TPOT, and request
completion statistics, are recorded at 1 s intervals.

LongBench subtask Bb (s) αb (s / 1K tok.) Cb (s)

Long Summarization 8.0 1.4 45.0
Medium Summarization 6.0 1.2 40.0
Medium RAG QA 5.0 0.9 30.0
Short Document QA 4.0 0.8 20.0

Table 9: Length-scaled TTFT parameters for Long-
Bench workloads. The active TTFT threshold is com-
puted by Equation (11); TPOT is fixed at 150 ms for all
LongBench subtasks.

We evaluate stability over sliding 10 s windows
and retain only operating points that complete re-
quests without queue divergence and satisfy the
workload-specific TTFT and TPOT constraints.

For each workload–model–GPU setting, we
sweep incoming request rates to identify sta-
ble SLO-satisfying operating points. The maxi-
mum sustainable throughput (MST) is the largest
achieved throughput that remains stable under the
latency constraints. Since fixed serving overheads
and idle power are amortized over more completed
requests at higher stable throughput, MST typically
gives the lowest energy and biodiversity impact per
request among satisfactory operating points. Sub-
MST runs are retained for the traffic-load analysis.
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Model Chat MMLU- Super CrossCodeEval RepoBench LongBench

Pro GPQA ES EM ID-F1 ES EM L-Sum M-Sum RAG-QA Doc-QA

Llama-2-7B 24.9 20.3 12.8 51.8 6.8 40.7 30.3 0.1 – – – –
Llama-2-13B 30.1 25.3 14.7 52.9 7.8 42.1 34.4 0.01 – – – –
Llama-2-70B 35.6 37.5 18.0 53.7 9.5 44.0 31.6 1.62 – – – –

Llama-3.2-1B 13.3 22.2 11.6 46.5 4.4 33.9 24.9 0.2 30.4 21.7 26.9 32.6
Llama-3.2-3B 34.7 11.9 18.5 49.5 6.5 38.3 38.3 3.2 36.1 22.8 37.1 49.7
Llama-3.1-8B 50.0 44.2 21.0 52.3 9.1 42.4 43.5 8.2 36.6 23.9 34.6 53.5
Llama-3.1-70B 73.0 62.8 35.4 54.9 11.6 45.9 56.0 24.8 37.7 23.8 32.6 55.1

GPT-OSS-20B 71.4 73.6 44.9 – – – – – 30.9 18.6 19.8 35.0
GPT-OSS-120B 78.5 80.8 51.9 – – – – – 28.8 17.8 22.0 35.0

Qwen3-0.6B 20.4 24.7 15.0 46.8 4.8 34.5 36.5 0.2 28.1 21.0 33.0 30.7
Qwen3-1.7B 40.5 36.8 20.9 49.2 6.6 38.2 39.6 4.6 31.3 22.3 33.2 41.0
Qwen3-4B-I 74.7 69.6 42.8 52.4 9.4 42.3 44.6 9.2 30.9 20.5 26.4 51.1
Qwen3-4B-T 62.3 74.0 47.8 – – – – – 33.5 21.3 24.5 53.5
Qwen3-8B 77.1 56.7 31.6 52.4 10.0 42.7 46.5 12.2 33.5 21.8 26.9 51.8
Qwen3-14B 83.5 61.0 34.3 53.1 10.6 43.8 58.1 22.3 33.6 22.1 31.0 53.4
Qwen3-30B-A3B-I 86.1 78.4 53.4 54.8 12.2 46.0 51.1 11.5 31.6 19.9 24.6 53.0
Qwen3-30B-A3B-T 80.8 80.9 56.8 – – – – – 31.1 20.6 27.6 53.0
Qwen3-32B 82.5 65.5 39.8 53.4 11.4 44.2 58.0 20.5 33.3 22.0 29.5 53.2
Qwen3-235B-A22B-I 92.5 83.0 62.6 57.1 15.0 48.9 66.7 34.7 32.5 20.1 25.6 53.6
Qwen3-235B-A22B-T 87.9 84.4 64.9 – – – – – 32.4 18.8 23.5 52.6

Gemma-4-E2B 77.5 60.0 32.4 42.4 3.1 29.5 34.6 1.85 32.7 21.7 33.5 49.4
Gemma-4-E4B 85.4 69.4 40.4 53.9 6.5 41.4 43.6 8.39 32.0 21.6 27.2 54.0
Gemma-4-26B-A4B 92.5 82.6 56.9 54.9 9.2 45.2 39.4 5.6 32.9 20.9 26.2 54.7
Gemma-4-31B 92.7 85.2 62.3 65.3 16.5 54.8 52.2 18.1 32.1 21.7 25.0 56.2

Table 10: Output-quality scores used for QNBI. All values are percentages. The best scores are in bold for each
benchmark. Chat denotes the LLM-judge win/tie quality score; MMLU-Pro and SuperGPQA denote benchmark
accuracy; CrossCodeEval reports edit similarity (ES), exact match (EM), and identifier F1 (ID-F1); RepoBench
reports edit similarity and exact match; LongBench reports bucket-level scores for long-output summarization
(L-Sum), medium-output summarization (M-Sum), medium-answer RAG QA, and short-answer document QA.
Missing entries indicate incompatible model–workload pairs: Llama 2 models are excluded from long-context tasks
due to their 4K context-length limit; Reasoning models (GPT-OSS and Qwen3-Thinking variants) are excluded
from code-completion tasks.

E Additional Results

This section provides additional results following
the same visualization style of Figure 5, Figure 6,
and Figure 10. For code-completion workloads,
Figures 11 and 19 report CrossCodeEval results
and Figures 12 and 20 report RepoBench results.
For reasoning workloads, Figures 13 and 21 report
MMLU-Pro results and Figures 14 and 22 report
SuperGPQA results. For LongBench workloads,
Figures 15 to 18 and 23 to 26 report the four evalu-
ated task buckets.

Across these additional workloads, the over-
all BI–quality trend is consistent with the main-
text ShareGPT case: larger models generally im-
prove quality while increasing BIfu, and QNBI
often favors intermediate-scale or sparse models

rather than the largest configuration. The ∼30B
MoE models frequently form a BIfu valley, reflect-
ing their ability to provide higher quality with-
out activating all parameters per token. Gemma4-
26B-A4B, however, often incurs higher BIfu than
Gemma4-E4B, especially on longer-context tasks
where memory pressure and longer serving time in-
crease per-request energy. In the size–QNBI space,
MoE and dense models remain mostly separable,
with MoE models usually achieving lower QNBI
at comparable total model size. RepoBench and
reasoning workloads are weaker exceptions, where
longer prompts or responses may reduce the sparse-
activation advantage by increasing serving over-
head and expert activity. LongBench summariza-
tion quality scores do not show a clear trend due to
the reason mentioned in §D.1.
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Finally, the Gemma GPU-generation study in
Figure 27 follows the same pattern as the Qwen3
case: newer GPUs reduce QNBI by sustaining
higher throughput and avoiding inefficient multi-
GPU execution.
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Figure 11: BIfu and quality score for CrossCodeEval.
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Figure 12: BIfu and quality score for RepoBench.
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Figure 13: BIfu and quality score for MMLU-Pro.
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Figure 14: BIfu and quality score for SuperGPQA.

3B 8B 70B 20B 120B 4B 8B 14B 30B-
A3B

32B 235B-
A22B

E4B 26B-
A4B

31B

1e-13

1e-12

BI
fu

 (s
pe

ci
es
⋅yr

)

Llama-3.1&3.2 GPT-OSS Qwen-3 Gemma-4

0.3

0.4

Q
(θ

)

Figure 15: BIfu and quality score for LongBench long-output summarization.

25495



3B 8B 70B 20B 120B 4B 8B 14B 30B-
A3B

32B 235B-
A22B

E4B 26B-
A4B

31B

1e-13

BI
fu

 (s
pe

ci
es
⋅yr

)

Llama-3.1&3.2 GPT-OSS Qwen-3 Gemma-4

0.2

0.2

0.2

Q
(θ

)

Figure 16: BIfu and quality score for LongBench medium-output summarization.
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Figure 17: BIfu and quality score for LongBench medium-answer RAG QA.
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Figure 18: BIfu and quality score for LongBench short-answer document QA.
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Figure 19: QNBI for CrossCodeEval.
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Figure 20: QNBI for RepoBench.
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Figure 21: QNBI for MMLU-Pro.
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Figure 22: QNBI for SuperGPQA.
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Figure 23: QNBI for LongBench long-output summa-
rization.
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Figure 24: QNBI for LongBench medium-output sum-
marization.
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Figure 25: QNBI for LongBench medium-answer RAG
QA.
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Figure 26: QNBI for LongBench short-answer docu-
ment QA.
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Figure 27: GPU-generation effect on QNBI for Gemma
models on ShareGPT.
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