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Abstract

Multi-Agent Systems (MAS) have recently
moved from static workflows toward dynami-
cally generated collaboration topologies. How-
ever, existing topology generation methods
rely primarily on the parametric knowledge of
large language models, with external search
or retrieval used only as a reactive tool rather
than an explicit determinant of collaboration
structure. This leads to structure—knowledge
misalignment, where systems exhibit redun-
dant interactions or insufficient verification in
knowledge-intensive tasks. We propose K-GAT
(Knowledge-Guided Agent Topology Gener-
ator), a neuro-symbolic framework that for-
mulates collaboration topology design as a
knowledge-conditioned structure learning prob-
lem, integrating external evidence directly into
autoregressive graph generation. Extensive ex-
periments on knowledge-intensive benchmarks
demonstrate K-GAT’s efficiency and effective-
ness: notably on the expert-level GPQA dataset,
K-GAT outperforms the LLM-Debate baseline
by a substantial margin of +15.7% in accuracy,
while consuming less than half the computa-
tional tokens.

1 Introduction

Recent advances in large language models (LLMs)
have transformed intelligent agents from isolated
reasoning systems into collaborative problem-
solving frameworks. Early agentic paradigms pri-
marily relied on single-agent reasoning strategies,
such as ReAct (Yao et al., 2022), where retrieval
and action execution were interleaved within a uni-
fied reasoning trajectory. While effective for rel-
atively simple tasks, such approaches often strug-
gle with complex reasoning scenarios requiring de-
composition, verification, and parallel exploration.
To address these limitations, recent studies have
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increasingly shifted toward Multi-Agent Systems
(MAS), where multiple specialized agents collab-
oratively solve tasks through structured communi-
cation and coordination (Li et al., 2023; Wu et al.,
2023; Liang et al., 2023; Hong et al., 2024). Early
MAS frameworks typically relied on manually de-
signed static collaboration topologies, such as fixed
chains, debate pipelines, which provide stable ex-
ecution patterns but lack adaptability to diverse
reasoning requirements. More recently, dynamic
topology generation methods (Zhang et al., 2024b;
Li et al., 2025) have emerged, enabling orchestra-
tion modules to automatically synthesize collabora-
tion structures conditioned on task semantics. Such
approaches offer a promising balance between the
flexibility of general-purpose LLMs and the struc-
tured decomposition capabilities of collaborative
reasoning.

Despite their flexibility, existing dynamic MAS
frameworks still follow a ‘“Plan-First, Retrieve-
Later” paradigm: the collaboration topology is gen-
erated solely from query semantics before external
retrieval is performed. However, semantic complex-
ity does not necessarily reflect the actual evidence
requirements of a task. Queries with seemingly
complex semantics may require only minimal ev-
idence aggregation, while tasks involving sparse
or conflicting evidence may demand substantially
more sophisticated coordination. As a result, the
generated workflow can become misaligned with
the retrieved evidence, leading to what we term
Structural Mismatch. As illustrated in Figure 1,
this mismatch manifests in two representative fail-
ure modes. In some cases, the planner hallucinates
unnecessarily sophisticated debate workflows even
when the retrieved evidence is already sufficient
and highly consistent, leading to redundant inter-
actions and wasted computation (over-planning,
Figure 1a). Conversely, when evidence is sparse,
ambiguous, or conflicting, the planner may impose
oversimplified sequential structures that fail to sup-
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Figure 1: Comparison of Planning Paradigms. (a) Over-planning: Semantically complex queries may retrieve
simple and highly consistent evidence, yet semantic planning still generates unnecessarily sophisticated workflows.
(b) Under-planning: Semantically simple queries may retrieve sparse or conflicting evidence, while semantic
planning fails to allocate sufficient verification and collaboration. (c) K-GAT (Ours): An evidence-first approach
that dynamically conditions the collaboration topology on the retrieved evidence.

port sufficient verification or exploration (under-
planning, Figure 1b).

To address this issue, we propose Evidence-First
Collaboration, a paradigm where external evidence
directly conditions workflow generation. Instead
of treating retrieval as a passive component exe-
cuted after planning, K-GAT (Knowledge-Guided
Agent Topology Generator) generates collaboration
topologies conditioned on retrieved evidence and
provenance information. As shown in Figure Ic,
K-GAT autoregressively constructs collaboration
graphs by adaptively determining agent instantia-
tion and communication routing under the retrieved
evidence context. By grounding structural planning
in external evidence, K-GAT improves reasoning
reliability while reducing unnecessary collabora-
tion overhead.

In summary, we identify Structural Mismatch
as a key limitation of existing dynamic MAS
frameworks and propose an evidence-conditioned
workflow generation paradigm for multi-agent
reasoning. Building upon this insight, K-GAT
learns to generate adaptive collaboration topologies
grounded in retrieved external evidence. Exten-
sive experiments on knowledge-intensive reasoning
benchmarks demonstrate that K-GAT consistently
improves reasoning accuracy and workflow adapt-
ability across diverse evidence conditions.

2 Related Works

Recent advances in LLM-based agents have shifted
intelligent systems from single-agent reasoning to-
ward collaborative multi-agent workflows. Early
agentic frameworks, such as ReAct (Yao et al.,

2022), interleaved reasoning and tool use within
a unified reasoning trajectory, while subsequent
MAS introduced structured collaboration through
predefined communication protocols and role as-
signments (Li et al., 2023; Hong et al., 2024; Wu
et al., 2023; Liang et al., 2023; Du et al., 2024). To
overcome the rigidity of manually designed work-
flows, recent studies have explored automatic work-
flow and topology generation, enabling orchestra-
tion modules to dynamically synthesize agent roles
and communication structures conditioned on task
semantics (Zhang et al., 2024b; Li et al., 2025;
Zhang et al., 2025b; Zhou et al., 2025; Zhang et al.,
2025a; Shi et al., 2025). Despite these advances,
existing methods still primarily generate collab-
oration workflows from query semantics before
external retrieval is performed. In contrast, our
work argues that workflow generation should in-
stead be conditioned on the epistemic properties
of retrieved evidence, enabling collaboration struc-
tures to directly adapt to the underlying evidence
landscape.

3 Methodology

3.1 Evidence-Driven Topology Generation

We study knowledge-intensive reasoning tasks
where answering a query Q requires grounding
on external evidence rather than relying solely
on parametric knowledge. Given a query—answer
dataset D = {(Q;,Y;)}Y,, a Multi-Agent System
(MAS) solves Q by instantiating multiple LLM-
based agents under a collaboration topology. Each
agent role r € Rt (e.g., Planner, Reasoner, Ver-
ifier, Answerer) is associated with a task-specific
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system prompt S é;l

Unlike existing dynamic MAS frameworks that
generate workflows solely from query semantics,
K-GAT follows an Evidence-First paradigm: exter-
nal retrieval is performed before topology genera-
tion, and the retrieved evidence directly conditions
both (i) which agent roles should be instantiated
and (ii) how information should flow among agents.
The key intuition is that collaboration complexity
should adapt to the retrieved evidence rather than
relying purely on semantic priors from the query
itself.

To construct the evidence context, we retrieve a
set of relevant evidence units 7, from an external
structured knowledge source together with their
provenance information II. Given a query O, dense
similarity scores are computed between the query
embedding and candidate evidence units:

s(t; Q) = sim(x,,q), (D

where q denotes the embedding of Q and x de-
notes the embedding of evidence unit 7. The top-K
retrieved units form the evidence context:

Cr = (Tsup, 11). 2

We represent the collaboration workflow as a
directed acyclic graph (DAG) G = (V, ), where
each node corresponds to an instantiated agent role
and each directed edge indicates message passing
between agents. To encourage efficient collabora-
tion, we define the structural cost:

C(G) = Av|V|+ Ael€], 3)

where smaller graphs correspond to lower commu-
nication and computation overhead.

Conditioned on the retrieved evidence context,
K-GAT incrementally generates the collaboration
topology in an autoregressive manner:

Py(G | Q,CK) = [[tPy(ve | G< t,Q,CK)
X HPG(ej,t | Uj,Ut),

j<t
where v; denotes the agent role instantiated at
step t and e;; denotes the communication edge
between agents. During generation, structural con-
straints including acyclicity and bounded indegree
are enforced to guarantee executable collaboration
workflows.

3.2 Curriculum Learning Framework

Training K-GAT requires structural supervision,
but standard knowledge-intensive QA datasets only
provide query—answer pairs rather than gold col-
laboration workflows. Given a training instance
(Q,Y), we first retrieve the top-K evidence units
and form the evidence context Cxxc = (Tgup, 1),
where 7,,,;, denotes the retrieved evidence units and
II denotes their provenance information. Instead
of assigning a single gold topology to each query,
we construct a candidate set of possible workflows,
evaluate them through execution, and train the gen-
erator to learn a conditional distribution over high-
quality topologies for each (Q,Cx).

For each training instance, candidate topolo-
gies are sampled from three sources: (i) prede-
fined workflow templates Pyeppp, including chain,
star, tree, and verifier-involved structures; (ii) ran-
domly sampled feasible DAGS P4, satisfying the
same structural constraints; and (iii) on-policy sam-
ples generated from the current topology generator.
Candidate graphs are sampled from the mixed dis-
tribution:

G ~ (1 — m), Unif(Ptemp U Prand)

“
+ 7, Po(- | Q,Ck),

where 7 € [0, 1] balances exploration and exploita-
tion. Smaller 7 values rely more on template and
random candidates, while larger values increase the
influence of the current generator.

Each sampled topology G is executed under the
same query and evidence context. Because LLM-
based execution is stochastic, we repeat execution
R times and estimate the empirical success rate:

R
1 ~
Asucc = 5 ]Isucc Y(T)aY ; 5
Pae(§) = 1 D L), O

where Y (") denotes the prediction from the r-th
execution and HSUCC(Y(’"), Y') indicates whether the
prediction is correct under the task evaluator.

To discourage unnecessarily large workflows, we
define the structural cost:

C(G) = vV + Aelé], (6)

where |V| and |€| denote the numbers of agents
and communication edges, and Ay, Ag control the
relative cost of adding nodes and edges. The final
candidate score is:

Score(g) = ﬁsucc(g) - )\C’C(g>7 (N
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Figure 2: Overview of the K-GAT Curriculum Training Framework. The training pipeline iterates through three
stages: (1) Candidate Mining (Left), where diverse topology candidates are sourced from canonical motifs, random
DAGs, and on-policy sampling conditioned on the provenance-grounded KG; (2) Execution-based Scoring &
Pruning (Middle), where candidates are evaluated via actual execution and pruned to minimal sufficient structures
(G*) to form a replay buffer; and (3) Curriculum Optimization (Right), where the generator is trained to learn

these structures using a Distribution-matching objective.

where \¢ controls the trade-off between reasoning
accuracy and collaboration efficiency.

Successful candidates are further pruned to re-
move redundant computation. Starting from a suc-
cessful topology G, we iteratively remove one edge
or removable node and obtain a smaller topology G'.
A pruning operation is accepted only if it reduces
the structural cost while preserving task success:

c@h)<c@, ©®

where p,,in, 1s the minimum acceptable success rate.
The resulting compact topology is denoted as G*.

After scoring and pruning, we obtain a retained
candidate set S(Q, Y) for each training instance.
We then construct a soft supervision distribution
over retained candidates:

oy exp(,Seore(9)
Q) > gres(oy) exp(BgScore(G’))”  (9)
ge S(Qa Y)7

where 3, is a temperature parameter controlling
how sharply the distribution concentrates on top-
scoring candidates.

Finally, the topology generator is optimized to
match this mined supervision distribution:

> Q9)

GeS(Q,Y)

ﬁsucc (g/) 2 Pmin,

L(0) =E«qy)
(10)
><<— log Py(G | Q,C,C))
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Figure 3: The End-to-End Inference Workflow of K-
GAT. The framework initiates by encoding the query
Q and retrieving external evidence. This context is
then fed into the model Py for autoregressive topology
generation, which proceeds node-by-node and edge-by-
edge under structural masking. The resulting structure
G is passed to the execution and synthesize the final
answer.

Training alternates between candidate mining
and generator optimization, allowing K-GAT to
progressively learn evidence-conditioned collabo-
ration structures from execution-derived supervi-
sion.

3.3 Dynamic Inference and Execution

At test time, K-GAT follows an evidence-first in-
ference pipeline that dynamically adapts the collab-
oration workflow to the retrieved external knowl-
edge. Given a test query Qy.qst, the system first
retrieves the top-K evidence units and constructs
the evidence context Ci¢** = (Tup, I1), where Ty
denotes the retrieved evidence units and I denotes
their provenance information. The retrieved evi-
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dence is then linearized together with the query and
encoded into an evidence-conditioned representa-
tion:

cx = Pool (Scm(Linearize(’];ub, II) & Qtest)>.

Conditioned on ci, the topology generator au-
toregressively constructs a collaboration graph G =
(V, E). At generation step t, the generator selects
the next agent role v; from the task-specific role
inventory R according to the compatibility be-
tween the current reasoning state and candidate
role representations:

exp(sim(rg, [h<t; cx]))

oot
5 er, exp(sim(ry, heiol)

A —

where r; denotes the representation of role r; and
h; denotes the representation of the partially gen-
erated topology. The next role is selected according
to:

(12)

vy = arg max Qg.
rLERT

After selecting node v, K-GAT predicts commu-
nication dependencies between v; and previously
generated nodes:

P(ejt = 1) = MLP([hy; hy; cx]), (13)

where h; and h; denote the representations of
nodes v; and v;. During decoding, K-GAT enforces
structural constraints including acyclicity, bounded
indegree, and valid answer nodes to guarantee ex-
ecutable collaboration workflows. The decoding
process terminates when an END token is gener-
ated or the maximum node budget Ny, is reached.
The resulting topology is denoted as G.

The generated workflow is then executed in topo-
logical order. For each node v; with role r, the run-
time prompt is constructed from the role-specific
instruction, the user query, messages from prede-
cessor agents, and the retrieved evidence:

my = LLM (sg;g @ Qpest D Agg({m;}jens (or)

@ Linearize( Ty, H)) , (14)

where N, (v;) denotes the predecessor nodes of vy
and Agg(-) aggregates their intermediate messages.

3.4 Knowledge-Grounded Verification

To reduce error propagation during multi-agent col-
laboration, K-GAT incorporates a KG-Verifier mod-
ule during execution. The verifier checks interme-
diate agent responses against provenance-linked

evidence retrieved from the external knowledge
source. When unsupported or inconsistent state-
ments are detected, the verifier either revises the in-
termediate response or terminates the current topol-
ogy execution. The verification process addition-
ally records provenance-linked evidence spans and
correction traces.

3.5 Complexity Analysis

The inference cost of K-GAT consists of three com-
ponents: evidence retrieval, topology decoding,
and multi-agent execution. After indexing, retrieval
scales linearly with the number of retrieved evi-
dence units K,..;. Given a generated topology with
at most N« nodes and bounded indegree dpax,
topology decoding requires O (N - dpax) edge pre-
dictions. The overall execution cost further scales
linearly with the number of instantiated agents and
their prompt lengths. Detailed complexity analysis
is provided in Appendix B.

4 Experiment

4.1 Experiment Setups

Datasets We evaluate K-GAT across seven
benchmarks categorized into two primary modal-
ities to assess both evidence-grounded knowl-
edge application and precise symbolic logic.
Knowledge-Intensive Reasoning. A core ob-
jective of K-GAT is to handle queries re-
quiring robust external grounding. To this
end, we employ four knowledge-centric datasets:
MMLU (Hendrycks et al., 2021), MMLU-
PRO (Wang et al., 2024), GPQA (Rein et al., 2024)
and STRATEGYQA (Geva et al., 2021). Symbolic
and Algorithmic Reasoning. Complementing
knowledge retrieval, we assess the framework’s
capacity for structural deduction and syntactic pre-
cision. We utilize GSM8K (Cobbe et al., 2021)
and AQUA (Ling et al., 2017) to evaluate multi-
step arithmetic and algebraic derivation capabili-
ties. Furthermore, HUMANEVAL (Chen, 2021) is
included to test algorithmic logic and code genera-
tion proficiency.

Baselines We evaluate K-GAT against three dis-
tinct categories of baselines. Large-Scale Sin-
gle Models. We benchmark against representative
open-weight LLMs, including MISTRAL-8 x7B,
QWEN-3-32B (Yang et al., 2025), and LLAMA-
3.1-70B (Dubey et al., 2024). Static Collabora-
tion Topologies. We evaluate performance against
fundamental fixed structures, specifically CHAIN,
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Table 1: Main Results across Seven Reasoning Benchmarks. We report accuracy (%) for all methods. Comparison
methods in the bottom three sections utilize the same QWEN-3-8B backbone to ensure fair comparison. The best
performance is formatted in bold, while the second-best is underlined.

Knowledge-Intensive Reasoning

| Symbolic & Algorithmic |

Method MMLU MMLU-Pro GPQA StratQA ‘ GSMS8K AQuA HumanEval ‘ Avg.
Large-Scale Single Models

MISTRAL-8x7B 70.60 20.36 22.32 68.34 69.45 58.30 40.20 49.94
QWEN-3-32B 83.61 72.41 49.26 77.60 78.09 85.43 78.50 74.99
LLAMA-3.1-70B 83.60 66.40 46.70 75.28 95.10 67.32 80.50 73.56
Static Collaboration Topologies (Backbone: Qwen-3-8B)

CHAIN 80.70 41.96 34.96 67.34 85.67 87.40 71.34 67.05
STAR 78.94 44.28 35.26 72.05 78.77 85.03 73.78 66.87
TREE 78.59 46.61 37.50 57.20 86.56 82.59 73.17 66.03
Multi-Agent System Frameworks (Backbone: Qwen-3-8B)

LLM-DEBATE 80.70 47.32 35.04 65.37 86.80 78.74 79.26 67.60
AGENTPRUNE 79.29 47.67 35.71 65.45 88.70 82.67 79.87 68.48
AGENTDROPOUT 77.19 46.78 37.27 65.67 90.92 79.52 81.09 68.35
AFLOW 81.70 47.85 36.11 67.33 90.31 81.89 81.98 69.60
G-DESIGNER 81.05 48.21 36.83 67.68 90.97 83.07 82.31 70.02
Ours (Backbone: Qwen-3-8B)

K-GAT (Inf w/o KG)  83.66 52.50 40.19 68.25 91.95 85.82 84.29 72.38
K-GAT (Ours) 87.71 66.42 50.75 84.97 91.96 84.23 84.75 78.68

STAR, and TREE. Multi-Agent System Frame-
works. We further compare against established
MAS paradigms, including LLM-DEBATE (Liang
et al., 2023), AGENTPRUNE (Zhang et al., 2024a),
AGENTDROPOUT (Wang et al., 2025), and the gen-
erative baseline AFLOW (Zhang et al., 2025b), G-
DESIGNER (Zhang et al., 2024b).

Implementation Details We primarily utilize
QWEN-3-8B as the backbone for both the autore-
gressive topology generator and the instantiated
agents. The external knowledge source is con-
structed from large-scale Wikipedia corpora using
the StructSense pipeline (Chhetri et al., 2025), de-
tailed construction procedures are provided in Ap-
pendix F. To support multidisciplinary reasoning,
we provide explicit agent profiles for different tasks
to guide their collaborative behavior; the detailed
prompts for these roles are provided in Appendix G.
For evidence retrieval, the context encoder is ini-
tialized with ALL-MINILM-L6-Vv2, with the em-
bedding dimension set to D = 384. For each query,
we retrieve the top-3 relevant documents as exter-
nal evidence. Regarding structural constraints, we
set the maximum topology size to Np.x = 6 and
the indegree bound to d,,x = 3 to balance struc-
tural expressiveness and computational efficiency.
For curriculum optimization, we train the generator

using the AdamW optimizer with a learning rate
of 2e—5 and a batch size of 4, employing a cosine
annealing schedule over the training iterations.

4.2 Overall Performance

The results in Table 1 demonstrate that K-GAT con-
sistently achieves the strongest overall performance
among all 8B-scale baselines, attaining an average
accuracy of 78.68%. Notably, despite using only
an 8B backbone, K-GAT remains competitive with
substantially larger models such as QWEN-3-32B
and LLAMA-3.1-70B. Moreover, K-GAT (INF
w/0 KG) still achieves strong performance even
without external knowledge retrieval during infer-
ence, obtaining an average accuracy of 72.38% and
consistently outperforming existing MAS baselines.
This suggests that the gains of K-GAT are not solely
dependent on retrieved knowledge. Instead, incor-
porating knowledge-grounded workflows during
training enables the model to internalize more ef-
fective collaboration behaviors, such as verification
and adaptive coordination, which remain beneficial
even in closed-book inference settings.

We further observe that the performance gains
are particularly significant on knowledge-intensive
reasoning tasks. In contrast, the improvements on
symbolic or algorithmic tasks such as GSM8K are
comparatively smaller, since these tasks rely less
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on external knowledge retrieval and more on intrin-
sic mathematical or procedural reasoning abilities
of the backbone model. Additional experiments
with a stronger QWEN3-235B-A22B backbone
are provided in Appendix D.

4.3 Ablation and Component Analysis

To strictly validate the proposed framework, we
first conduct a comprehensive ablation analysis fo-
cusing on component efficacy (Table 2). Regarding
internal mechanisms, we observe that the topol-
ogy generator trained with our curriculum achieves
a performance gain even in the absence of exter-
nal evidence (40.19% vs. 38.48%), suggesting the
successful internalization of reasoning structures;
however, the peak performance of 50.75% is only
attained when combining the evidence-aware topol-
ogy with the KG-VERIFIER, which effectively fil-
ters hallucinated paths.

Table 2: Ablation Study on Knowledge Integration
and Verification. We analyze the impact of incorpo-
rating Knowledge Graphs (KG) during the training and
inference phases, as well as the specific contribution of
the KG-Verifier on the GPQA dataset.

Training Inference Phase ‘ Performance
w/ KG  w/KG w/ Verifier | GPQA (%)
— — — 38.48
— v — 49.26
- v v 50.00
v — — 40.19
v v — 50.00
v v v 50.75

Complementing the component ablation, we fur-
ther examine whether the performance gains of K-
GAT genuinely arise from utilizing external knowl-
edge rather than relying on memorized parametric
information. Table 3 compares closed-book and
open-book performance on MMLU-Pro and GPQA.
Across both datasets, K-GAT exhibits the largest
improvement after incorporating external knowl-
edge, achieving gains of +15.35% and +10.56%,
respectively. These gains are consistently larger
than those of single-agent baselines and the query-
conditioned G-Designer, suggesting that K-GAT
more effectively converts retrieved evidence into
useful collaborative reasoning signals.

To further disentangle the contributions of re-
trieval, topology selection, and verification, we con-
duct a controlled comparison on GPQA, as shown

in Table 4. All open-book variants use Qwen-3-8B
as the common backbone and receive the same top-
3 retrieved evidence. The KG-Verifier is disabled
when comparing topology strategies and is intro-
duced only in the final configuration, allowing its
contribution to be evaluated separately.

The comparison from 33.09% to 39.22% quanti-
fies the gain from retrieval alone. With the retrieved
evidence and verifier setting fixed, introducing a
query-conditioned topology further improves ac-
curacy to 45.34%, while the evidence-conditioned
topology of K-GAT reaches 50.00%. The resulting
4.66-point improvement over G-DESIGNER iso-
lates the benefit of conditioning collaboration struc-
ture on the retrieved evidence rather than solely
on the query. Enabling the KG-Verifier further
increases performance from 50.00% to 50.75%,
indicating an additional but distinct contribution
from knowledge-grounded verification. Thus, the
controlled setting separates the effects of retrieval,
topology generation, and verification while keep-
ing the backbone and external evidence unchanged.
Curriculum optimization and pruning are training
mechanisms for learning the topology generator
and are not individually isolated in this compari-
son.

We also note that the maximum topology size
Nnax = 6 1s a shared constraint across all com-
pared methods. To examine whether this node bud-
get limits the learned collaboration structures, we
conduct a sensitivity analysis on STRATEGYQA,
as shown in Table 5. The results indicate that per-
formance is not constrained by the topology size
limit: increasing Ny ax does not improve accuracy,
while the average generated topology consistently
remains around 2.34 nodes. This suggests that a
small node budget is already sufficient for K-GAT
to learn effective collaboration topologies in this
setting.

4.4 Evidence-Conditioned Topology
Adaptation

To examine whether K-GAT adapts its collabora-
tion structure to different evidence conditions, we
manually analyze 100 STRATEGYQA instances
and group them according to the quality of the
retrieved evidence. As shown in Table 6, highly
relevant and consistent evidence typically leads
to compact two-node workflows, whereas conflict-
ing or low-relevance evidence results in larger and
more diverse topologies. The average topology size
increases from 2.02 to 2.66 nodes under challeng-
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Table 3: Knowledge Dependence Analysis. We compare closed-book and open-book performance across single-
agent and dynamic multi-agent settings. A denotes the performance gain obtained after incorporating external

knowledge.

Dataset Method ‘ Agent/Topology Setting ‘ w/o KG w/KG ‘ Gain (A)
MISTRAL-8X 7B Direct reasoning, single agent 20.36 25.00 +4.64%

MMLU-PRO Qwen-3-8B (Base) Direct reasoning, single agent 38.50 46.20 +7.70%
G-DESIGNER Query-conditioned dynamic multi-agent topology 48.21 58.92 | +10.71%
K-GAT (Ours, Qwen-3-8B) | Evidence-conditioned dynamic multi-agent topology | 51.07 66.42 | +15.35%
MISTRAL-8X7B Direct reasoning, single agent 22.32 26.96 +4.64%

GPQA Qwen-3-8B (Base) Direct reasoning, single agent 33.09 39.22 | +6.13%
G-DESIGNER Query-conditioned dynamic multi-agent topology 36.83 45.34 +8.51%
K-GAT (Ours, Qwen-3-8B) | Evidence-conditioned dynamic multi-agent topology | 40.19 50.75 | +10.56%

Table 4: Controlled Component Analysis on GPQA. All open-book settings use Qwen-3-8B and identical top-3
retrieved evidence. The verifier is disabled when comparing topology strategies and enabled only in the full K-GAT

setting.

Setting External KG Topology KG-Verifier ‘ GPQA (%)
Qwen-3-8B (Base) — None — 33.09
Qwen-3-8B + KG v None - 39.22
G-DESIGNER + KG v Query-conditioned - 45.34
K-GAT w/o Verifier v Evidence-conditioned — 50.00
K-GAT (Full) v Evidence-conditioned v 50.75

Table 5: Sensitivity analysis of topology size limit Ny, ,x
on STRATEGYQA.

Nmax  Accuracy  Avg. Nodes
6 84.97 2.34
7 84.95 2.35
8 84.97 2.34

Table 6: Topology Adaptation under Different Evi-
dence Conditions. Distribution of generated topology
sizes over 100 manually analyzed STRATEGYQA in-
stances.

Evidence Condition ‘ Cases ‘ 2Nodes 3 Nodes 4 Nodes ‘ Avg. Nodes

Highly relevant and consistent 50 49 1 0 2.02
Conflicting or low-relevance 50 23 21 6 2.66
Overall | 100 | 72 22 6 | 23

ing evidence conditions, indicating that K-GAT
dynamically allocates additional collaboration and
verification when the retrieved evidence is less reli-
able.

4.5 Computational Efficiency

We evaluate the cost-effectiveness of K-GAT by
visualizing the trade-off between accuracy and to-
tal token consumption in Figure 4. As illustrated,
K-GAT consistently resides in the optimal top-left
region across both datasets, indicating high accu-

racy with low computational cost. Specifically,
compared to the computationally intensive LLM-
DEBATE on GPQA, our method reduces token con-
sumption by over 50% while achieving higher ac-
curacy. Similarly, on StrategyQA, K-GAT avoids
the extensive search overhead of the TREE topol-
ogy, maintaining an efficiency profile comparable
to simple linear chains but with significantly supe-
rior reasoning performance.

curacy (%)

Act

3 ) 5
Token consumption (x106) Token consumption (x106)

(a) StrategyQA (b) GPQA

Figure 4: Cost-Performance Analysis. The plot com-
pares accuracy (y-axis) against total token consump-
tion (z-axis). K-GAT (Red Star) achieves a superior
trade-off, significantly reducing computational costs
compared to LLM-DEBATE and TREE while maintain-
ing high performance.

4.6 Comparison with ReAct-Style Reasoning

To better understand the advantages of evidence-
conditioned topology generation, we compare K-
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Figure 5: Sensitivity Analysis on Retrieval Depth (X).
The left panel illustrates the GPQA accuracy trend as
K increases from 1 to 10, comparing K-GAT against a
random retrieval baseline. The right panel depicts the
corresponding total token consumption.

GAT with a ReAct-style reasoning framework un-
der the same external knowledge source. As shown
in Table 7, K-GAT consistently outperforms ReAct-
style reasoning. Unlike ReAct, which determines
actions sequentially through local step-wise deci-
sions, K-GAT explicitly plans the global collabo-
ration structure based on the retrieved evidence be-
fore execution. This enables adaptive allocation of
verification and collaboration behaviors according
to the evidence condition, leading to more reliable
reasoning on knowledge-intensive tasks.

Table 7: Comparison between ReAct-style reasoning
and K-GAT.

Method Style GPQA MMLU-Pro  StrategyQA
ReAct-style Step-wise 31.25 56.25 68.52
K-GAT Evidence-conditioned ~ 50.75 66.42 84.97

4.7 Sensitivity Analysis: Retrieval Depth

We investigate the impact of retrieval depth K on
the GPQA dataset in Figure 5. In addition to stan-
dard retrieval, we include a random retrieval base-
line to simulate low-quality or mismatched knowl-
edge graph conditions. K-GAT demonstrates a
clear accuracy improvement as K increases, while
the random retrieval baseline remains largely stag-
nant, indicating that the gains mainly originate
from relevant evidence rather than simply increas-
ing the context length. However, since token con-
sumption scales linearly with retrieval depth and
performance saturates beyond K = 6, we identify
K € [3,5] as the best trade-off between reasoning
performance and computational cost.

5 Conclusion

We identify Structural Mismatch in dynamic multi-
agent systems, where workflows are generated
solely from query semantics before observing ev-
idence. To address this, we propose K-GAT, an

evidence-first framework that generates collabora-
tion topologies conditioned on retrieved evidence.

Limitations

K-GAT relies on an external knowledge graph to
support evidence-conditioned topology generation.
Therefore, the effectiveness of the framework de-
pends on the quality and coverage of the under-
lying knowledge source. In this work, we con-
struct a large-scale provenance-grounded knowl-
edge graph from Wikipedia using the StructSense
pipeline, which introduces additional preprocess-
ing and storage costs compared with purely para-
metric reasoning systems. Moreover, when the
retrieved evidence is incomplete or noisy, the gen-
erated collaboration topology may still become sub-
optimal.

In addition, the current framework mainly fo-
cuses on relatively compact collaboration struc-
tures with bounded topology size, which may
limit scalability for more complex long-horizon
reasoning scenarios. Finally, although K-
GAT demonstrates strong performance on sev-
eral knowledge-intensive benchmarks, extend-
ing evidence-conditioned topology generation to
broader tool-use environments and dynamically
evolving knowledge sources remains an important
direction for future work.

Ethical Considerations

This work uses publicly available datasets, open-
source language models, and external knowledge
sources constructed from Wikipedia corpora. All
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purposes under their respective open-source li-
censes. We do not involve private user data or
human annotations.
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A Notation Summary

B Complexity Analysis and Token
Accounting

This section provides a complexity analysis of K-
GAT, including evidence retrieval, topology de-
coding, verifier operations, and end-to-end token
consumption during inference.

B.1 Notation

Let K,..; denote the number of retrieved evidence
units, and let N = |V| < Nyx denote the num-
ber of generated agent nodes. We further denote
by dmax the maximum indegree constraint, R the
repeated execution count used during training-time
candidate evaluation, L the number of extracted
atomic claims used by the verifier, and K, the
number of retrieved neighboring evidence units for
each claim. We assume the evidence embeddings
are indexed using an approximate nearest neighbor
(ANN) structure such as HNSW.

B.2 Retrieval Complexity

Given a query embedding, retrieving the top- K¢
evidence units from the ANN index requires:

Tret - Tann(Kret) + O(Kret)y (15)

where T}, (K¢t ) denotes the ANN retrieval cost
and the linear term corresponds to evidence collec-
tion and provenance assembly.

After retrieval, provenance-linked evidence
spans are attached to the retrieved evidence units.
Assuming an average of P provenance spans per
evidence unit and entailment scoring cost Tgtail,
the provenance verification cost is:

Tprov = O(Kret P TEntail)- (16)

In practice, provenance spans are precomputed
offline, making the runtime overhead relatively
small.

B.3 Topology Decoding Complexity

K-GAT autoregressively generates the collabora-
tion topology by predicting both agent nodes and
communication edges.
At each generation step, the next node is selected
from the role inventory R, leading to:
Thode = O(N : ‘RTD (17)
For each generated node, K-GAT additionally
predicts communication edges to previously gener-
ated nodes under the indegree constraint d,x:
Tedge = O(N - min{N, agdmax}), (18)
where a4 denotes the effective edge sparsity factor
introduced by structural masking.
If beam search with beam width B is used during

decoding, the overall topology decoding complex-
ity becomes:

Tdecode = O(B ) (Tnode + Tedge)) . (19)

B.4 Verifier Complexity

When a generated topology contains a KG- Verifier
node, the verifier extracts atomic claims from in-
termediate responses and checks them against re-
trieved evidence.

Let Textract(m) denote the claim extraction cost
for message m. The overall verification complexity
is:

L
Tyver = Textrac (m) + O<K7"et)
)2 ( 20)

+ O(Knbr : P : TEntail)) .

Since verification is only triggered for verifier
nodes, this overhead scales with the generated
topology rather than being applied globally to all
reasoning steps.

B.5 Token Consumption

For each agent node v, the runtime prompt consists
of the query, retrieved evidence, and aggregated
messages from predecessor nodes. The prompt
length is therefore bounded by:

Lprompt(t) < LQ + Lk + dmaxI_/Ma (21)

where Lg denotes the query length, L denotes
the evidence context length, and Lj; denotes the
average intermediate message length.
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Table 8: Summary of major symbols used in K-GAT.

Symbol Description

Q Input query.

Y Ground-truth answer corresponding to query Q.

D Training dataset consisting of query—answer pairs.

RT Task-specific agent role inventory.

Tt Agent role assigned to node v;.

ng)s System prompt associated with role r.

Tsub Retrieved evidence units from the external knowledge source.

II Provenance information associated with retrieved evidence.

Ck Evidence context formed by retrieved evidence and provenance information.
q Embedding representation of the query.

X Embedding representation of evidence unit 7.

s(1; Q) Similarity score between query Q and evidence unit 7.

G=MW,¢&) Collaboration topology represented as a directed acyclic graph (DAG).
% Set of instantiated agent nodes.

& Set of communication edges between agents.

Ve Agent node generated at step ¢.

€.t Directed communication edge between nodes v; and v;.

h Representation of the partially generated topology before step ¢.

CK
Py(G | Q,Cx)

Encoded evidence-conditioned representation.
Conditional topology generation distribution parameterized by 6.

C(G) Structural cost of topology G.
Av, AE Cost coefficients for nodes and edges.
Psuce(G) Empirical execution success rate of topology G.
Score(G) Final candidate score combining execution success and structural efficiency.
S(9,Y) Retained candidate topology set for training instance (Q,Y).
Q(Q ) Soft supervision distribution over retained candidate topologies.
Bq Temperature parameter controlling supervision sharpness.
L(0) Distribution-matching training objective for topology generation.
max Maximum allowed topology size during decoding.
Amax Maximum indegree constraint for each node.

The total token consumption of the generated
workflow can then be approximated as:

Ltotal S, N(LQ + LK + dmaxI_/M)

_ - (22)
+NLg€7'L + N’UETL’UB'I’?

where Egen denotes the average generated response
length per agent, N, denotes the number of ver-
ifier nodes, and L., denotes the average verifica-
tion output length.

Overall, the inference cost of K-GAT scales
approximately linearly with the number of gen-
erated agents and retrieved evidence units, while
the bounded indegree constraint prevents exces-
sive communication overhead in large collabora-
tion topologies.

C Training Cost of Curriculum
Optimization

Although K-GAT is designed to reduce inference-
time collaboration overhead, its curriculum opti-
mization requires repeated execution of candidate
topologies to construct execution-based supervi-
sion. We therefore provide a detailed breakdown
of the training cost in this section.

For each dataset, we construct a fixed curriculum
subset of 40 representative instances using stratified
sampling, rather than evaluating candidate topolo-
gies over the entire training set. For each instance,
five initial candidate topologies are generated, and
each candidate is executed twice (R = 2) to es-
timate its empirical success rate. This results in
400 initial MAS executions per dataset, followed
by additional executions introduced by topology
pruning and validation.

Table 9 decomposes the end-to-end wall-clock
cost of curriculum optimization. The reported four-
to-five-hour training time includes candidate con-
struction, initial candidate execution and scoring,
pruning with re-execution, and topology-generator
optimization.

Most of the training cost originates from
execution-based supervision collection rather than
gradient-based optimization. In particular, the prun-
ing stage is slightly more expensive than the ini-
tial candidate-evaluation stage because pruning
may generate multiple feasible simplified variants.
These variants must first satisfy structural and con-
nectivity constraints and are then re-executed to
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Table 9: Stage-wise Training Cost of Curriculum Optimization. We report the wall-clock cost of each stage on

AQUA and GPQA.
Stage | Main Operation | AQuA  GPQA
Candidate construction Evidence retrieval and construction of five initial candidate topologies per instance ~0.10h =0.12h
Initial execution and scoring | Two complete MAS executions per candidate (R = 2) and empirical success-rate estimation ~1.60h ~195h
Pruning and re-execution Generation, connectivity checking, and execution-based validation of feasible pruned topologies | ~2.10h ~2.65h
Generator optimization Construction of the supervision distribution and distribution-matching optimization ~020h ~0.28h
Total wall-clock time ‘ End-to-end curriculum optimization ‘ ~400h =~5.00h

Table 10: Overall Curriculum Optimization Cost.
The reported token consumption includes all LLM calls
involved in execution-based supervision collection and
verification.

Hardware Tokens  Time

1x NVIDIA A6000 ~0.52M ~4h
1x NVIDIA A6000 ~1.11M =~5h

Dataset ‘ Instances Candidates R

AQUA 40 5 2
GPQA 40 5 2

determine whether they preserve task performance.
Consequently, the number of evaluated execution
trajectories during pruning can exceed that of the
initial candidate set.

Overall, more than 90% of the wall-clock time
is spent on executing and validating the initial and
pruned multi-agent workflows, whereas candidate
construction and topology-generator optimization
contribute only a small fraction of the total cost.
This indicates that the curriculum-training over-
head is dominated by repeated multi-agent execu-
tion rather than computationally expensive parame-
ter optimization.

Table 10 further summarizes the overall execu-
tion and token cost. The token counts include
all prompts and completions generated during ini-
tial candidate execution, repeated empirical eval-
uation, pruned-topology re-execution, and KG-
Verifier calls. Dense retrieval, graph pruning, con-
nectivity checking, and gradient-based generator
optimization do not incur LLM token consumption.

D Additional Experiments with Stronger
Backbones

To examine whether the effectiveness of K-GAT
is limited to relatively small backbone models, we
conduct an additional evaluation with a substan-
tially stronger model. Specifically, we use QWEN3-
235B-A22B as the backbone for all compared
methods and evaluate them on HLE B10/CHEM
GOLD, a challenging knowledge-intensive bench-
mark containing 149 samples. This setting allows
us to test whether evidence-conditioned topology
generation remains beneficial when the underlying

language model already has strong reasoning and
knowledge capabilities.

Table 11 reports the results. K-GAT achieves the
best accuracy of 0.1812, outperforming all fixed-
topology baselines. Compared with K-GAT (INF
w/0 KG) (0.1342), the full K-GAT also shows
a clear improvement, indicating that the retrieved
external evidence remains useful even when using
a stronger backbone.

Table 11: Additional evaluation on HLE B10/CHEM
GOLD using QWEN3-235B-A22B as the backbone.

Method Accuracy
CHAIN 0.1140
STAR 0.0939
TREE 0.1006
K-GAT (w/o KG) 0.1342
K-GAT 0.1812

These results suggest that the gains of K-GAT
are not merely caused by compensating for weak
backbone capacity. Even with a substantially
stronger model, evidence-conditioned topology
generation still provides clear benefits over fixed
collaboration structures. This supports our cen-
tral claim that the improvement comes from better
alignment between retrieved evidence and collabo-
ration structure. At the same time, we position this
experiment as a focused supplementary evaluation
on harder evidence-grounded QA, rather than a full
evaluation on open-ended agent benchmarks.

E Representative Verification Cases

We provide two representative cases to illustrate
the behavior of the KG-Verifier, including one suc-
cessful correction and one false rejection.

These cases illustrate both the corrective benefit
of evidence-grounded verification and its depen-
dence on the relevance and correct interpretation
of the retrieved evidence.
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Table 12: Representative KG-Verifier Cases. Case A shows a successful correction where the verifier fixes an
incorrect upstream answer using retrieved evidence, while Case B shows a false rejection caused by ambiguous or

mismatched evidence.

Item

Details

Case A: Successful Correction

Question

Retrieved Evi-
dence

In a genomics pipeline, which errors are particularly difficult to detect because they can
silently produce plausible but incorrect results? The candidate errors include incompatible
file formats, chromosome-prefix inconsistency, reference-assembly mismatch, incorrect
identifier conversion, and “all of the above.”

Incompatible file formats and chromosome-prefix inconsistencies typically lead to im-
mediate execution failures or conspicuously empty outputs, whereas reference-assembly
mismatches and incorrect identifier conversions may allow the pipeline to complete while
silently propagating incorrect results.

Topology DOMAIN EXPERT — KG-VERIFIER

Node 1 Domain Expert: Selects “all of the above,” reasoning that all listed error types can be
difficult to detect.

Node 2 KG-Verifier: Identifies the inconsistency between the upstream answer and the retrieved
evidence, and revises the answer to “reference-assembly mismatch and incorrect identifier
conversion.”

Outcome Successful correction. The upstream answer is incorrect, while the verifier-corrected
answer matches the ground truth.

Case B: False Rejection
Question What is the precession frequency of a spin-1/2 particle after the magnetic field is switched

Retrieved Evi-
dence

from the z-direction to the y-direction?
The retrieved passage discusses spin evolution and magnetic-field direction, but is ambigu-
ous with respect to the requested frequency and is incorrectly interpreted as introducing

an additional geometric projection factor.

Topology PHYSICS REASONING AGENT — KG-VERIFIER

Node 1 Physics Reasoning Agent: Correctly concludes that changing the field direction changes
the precession axis but not the magnitude of the Larmor frequency, and therefore answers
vB.

Node 2 KG-Verifier: Incorrectly interprets the retrieved evidence as requiring a geometric projec-
tion factor and revises the answer from vB to yB/v/2.

Outcome

answer.

False rejection. The upstream answer is correct, but the verifier changes it to an incorrect

F Knowledge Graph Construction

K-GAT relies on an external structured knowledge
graph constructed from large-scale Wikipedia cor-
pora. To build the knowledge source, we follow
the ontology-guided structured extraction pipeline
introduced in StructSense (Chhetri et al., 2025),
which converts unstructured textual documents into
provenance-grounded structured evidence units.
Since the knowledge graph construction procedure
itself is not the focus of this work, we directly adopt
their framework without additional modification.
Specifically, the pipeline first parses Wikipedia
documents into structured text segments and ex-
tracts entities and relational evidence using an

agent-based information extraction framework.
The extracted entities are then aligned with ontol-
ogy concepts through hybrid retrieval and concept
mapping, producing normalized knowledge units
associated with provenance information, includ-
ing source documents and supporting text spans.
Finally, the extracted triplets and provenance meta-
data are organized into a structured knowledge
graph for downstream retrieval and topology gen-
eration.

Formally, each retrieved evidence unit is repre-
sented as:

7= (h,rt,m), (23)

where h and ¢ denote the head and tail entities, r de-
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notes the relation type, and 7 represents the prove-
nance information linked to the original Wikipedia
evidence span.

During inference, K-GAT retrieves top-K evi-
dence units from the constructed knowledge graph
according to dense embedding similarity and uses
the retrieved evidence context to condition collabo-
ration topology generation.

Table 13 presents several examples of the con-
structed knowledge units.

Table 13: Examples of provenance-grounded knowledge
units constructed from Wikipedia corpora.

Head Entity Relation Tail Entity
Albert Ein- developed  Theory of Rel-
stein ativity
CRISPR- used for Genome Edit-
Cas9 ing
Transformer introduced  Attention Is
in All You Need
Parkinson’s affects Dopaminergic
Disease Neurons

The provenance-linked construction process en-
ables K-GAT to trace intermediate reasoning steps
back to concrete Wikipedia evidence spans, im-
proving both evidence grounding and reasoning
interpretability.

G Detailed Agent Profiles and Prompts

In this section, we provide the detailed system
prompts (role descriptions) and allowable connec-
tion graphs used for each dataset.

G.1 Mathematical Reasoning (AQUA-RAT &
GSMSK)

For mathematical reasoning tasks, we assign com-
plementary roles covering symbolic reasoning, nu-
merical computation, and verification. The col-
laboration structure emphasizes cross-checking be-
tween analytical and programmatic reasoning pro-
cesses.

Topological constraints.

¢ Mathematical Analyst connects to Math
Solver, Programming Expert, and Inspec-
tor.

* Math Solver and Programming Expert com-
municate bidirectionally.

* Inspector communicates bidirectionally with
all reasoning roles.

Table 14: Agent Role Profiles for AQUA-RAT and
GSMBK.

Role
Math Solver

System Prompt / Instructions

You are a math expert. You will be
given a problem and hints from other
agents. Provide a step-by-step
solution based on the hints.
AQUA-RAT: the last line must be The
answer is X. GSMS8K: the last line
must be The answer is N.
Mathematical Ana- You are a mathematical analyst. First
lyst provide an abstract solution template;
then substitute concrete values to
compute the final result. End with
The answer is X (AQUA-RAT) or
The answer is N (GSMS8K).
Programming Ex- Integrate reasoning and Python to
pert solve the problem. AQUA-RAT: map
the result to (A-E) and output The
answer is X. GSM8K: compute a
numeric result and output The
answer is N.
Check whether the logic/calculation
is correct and whether the code
matches the analysis (if present).
Provide corrections if needed. End
with The answer is X/The
answer is N.

Inspector

Table 15: Agent Role Profiles for GPQA.

Role Role Description

Provide theoretical foundations and
assumptions. End with The answer
is X.

Perform rigorous step-by-step
deduction. End with The answer
is X.

Eliminate incorrect options with
justifications. End with The
answer is X.

Act as a skeptic; attempt to falsify.
End with The answer is X.

Domain Knowledge
Expert
Analytical Solver

Option Eliminator

Critical Reviewer

G.2 Graduate-Level Science (GPQA)

For graduate-level scientific reasoning, we employ
specialized expert roles together with skeptical ver-
ification agents to encourage rigorous multi-step
deduction and cross-validation.

Topological constraints.

* All agents connect bidirectionally with the
Critical Reviewer.

* Domain Knowledge Expert provides infor-
mation to both Analytical Solver and Option
Eliminator.

* Analytical Solver and Option Elimina-
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Table 16: Agent Role Profiles for HumanEval.

Role System Prompt

Oversee overall code structure.
Suggest optimal design patterns.
Keep replies concise (within 50
words).

Specify algorithm design, including
functions/classes. Provide
pseudocode for complex logic.
Programming Ex- Write the full Python

pert implementation based on the design.
Do not change signatures. Output
code only.

Provide edge cases and failure
scenarios based on the
signature/docstring.

Modify and improve the code based
on test feedback; output updated
code only.

Project Manager

Algorithm Designer

Test Analyst

Bug Fixer

tor communicate bidirectionally for cross-
verification.

G.3 Code Generation (HumanEval)

For code generation tasks, the workflow follows
a software-engineering-style collaboration process
including planning, implementation, testing, and
debugging.

Topological constraints.

* The default execution flow is: Project Man-
ager — Algorithm Designer — Program-
ming Expert — Test Analyst — Bug Fixer.

* Bug Fixer can send feedback to Program-
ming Expert.

* Algorithm Designer communicates with both
Project Manager and Test Analyst.

G.4 Multi-Disciplinary Knowledge (MMLU &
MMLU-Pro)

For multi-disciplinary knowledge reasoning, we
instantiate domain-specific expert roles together
with a critic agent for consistency verification.

R = {Math, CS, Physics, Chemistry,
Biology/Health, Economics/Business,  (24)
Law, History, Engineering, Critic}.

Topological constraints.

» Every Domain Expert connects bidirectionally
to the Critic.

Table 17: Role descriptions for MMLU and MMLU-
Pro.

Role Description

Domain Experts Analyze step-by-step using
domain-specific theories; justify the
correct option.

Verify reasoning, identify fallacies, and

confirm the final answer.

Critic

Table 18: Agent Role Profiles for StrategyQA.

Role Functionality

Decomposition Strate- Breaks the main question into 2-3

gist sub-questions and synthesizes
answers for a final True/False
decision.

Context Specialist Identifies key entities and provides
background context to bridge
implicit gaps.

Performs linear step-by-step
deduction from premises using
cause-and-effect reasoning.
Scrutinizes reasoning for fallacies;
derives conclusion independently if
needed.

Logical Reasoner

Critical Reviewer

* STEM-related experts communicate with
mathematically related domains.

* Humanities-related experts communicate with
law and economics domains.

* Cross-disciplinary communication is al-
lowed between CS, Engineering, and Eco-
nomics/Business.

G.5 Reasoning Strategies (StrategyQA)

For StrategyQA, the collaboration workflow fo-
cuses on decomposition, contextual grounding, and
causal reasoning.

Topological constraints.

¢ Critical Reviewer communicates bidirection-
ally with all other roles.

* Decomposition Strategist communicates
with both Context Specialist and Logical
Reasoner.

* Context Specialist and Logical Reasoner ex-
change grounding information bidirectionally.
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