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Abstract

Fine-tuning-based knowledge editing is simple
and architecture-agnostic, but standard cross-
entropy increases the edited target probabil-
ity without explicitly constraining changes in
the non-target output distribution. In sequen-
tial editing, such unconstrained redistribution
can accumulate as distributional drift and con-
tribute to locality degradation. We propose
KLOD, a bounded and distribution-preserving
objective for fine-tuning-based knowledge edit-
ing that separates the intended target update
from distributions that should remain stable.
KLOD stops target amplification once a proba-
bility threshold is reached, while preserving the
target-excluded non-target distribution at target
positions and the full next-token distribution
at prefix positions. Experiments on Counter-
Fact and ZsRE with Llama3-8B-Instruct and
Qwen2.5-7B-Instruct show that KLOD sub-
stantially mitigates locality degradation while
maintaining high edit reliability. The target
probability threshold further provides a control-
lable Generalization—Locality trade-off. Abla-
tion, multi-seed, and distributional KL analyses
support the interpretation that KLOD’s local-
ity gains are associated with preserving output
distributions rather than simply weakening the
edit. Code is available on GitHub'.

1 Introduction

Large language models (LLMs) store substantial
factual knowledge in their parameters through
large-scale pre-training, but this knowledge can be-
come outdated or incorrect over time (De Cao et al.,
2021). Knowledge editing (KE) addresses this is-
sue by modifying targeted facts while preserving
unrelated behavior, which is especially important
in sequential or lifelong editing settings where ed-
its accumulate and may degrade locality, retention,
“Equal contribution.
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and general capability (Li and Chu, 2024; Gupta
et al., 2024).

Prior KE methods largely follow a locate-and-
edit paradigm, identifying internal computations or
parameter regions associated with a factual asso-
ciation and modifying them directly (Meng et al.,
2022; Fang et al., 2025). Fine-tuning-based editing,
by contrast, is architecture-agnostic and simple, but
has often been treated as a disruptive baseline be-
cause gradient updates can affect broader model be-
havior (Gangadhar and Stratos, 2024). Recent stud-
ies, however, show that its reliability and locality
depend strongly on the objective, editable parame-
ter selection, and training protocol (Gangadhar and
Stratos, 2024; Yang et al., 2026). This suggests that
fine-tuning-based KE should be reconsidered as an
objective design problem for locality-preserving
editing. The resulting question is therefore not
simply whether gradient-based fine-tuning can edit
knowledge, but what objective should govern the
update when edit success and preservation must be
achieved simultaneously.

Standard fine-tuning typically maximizes the
likelihood of the target answer under the rewrite
prompt. However, KE requires more than target an-
swer generation: the edited model should reflect the
desired fact while remaining close to the pre-edit
model on unrelated behavior. This is challenging
in large-scale or sequential editing, where model
editing can induce forgetting, locality degradation,
and broader capability loss (Gu et al., 2024; Gupta
et al., 2024). Therefore, a KE objective should con-
trol not only target likelihood but also the post-edit
next-token distribution.

We identify an objective-level mismatch be-
tween standard softmax cross-entropy and locality-
preserving editing. Cross-entropy increases target
token probability, but due to softmax normalization
this can be achieved either by raising the target logit
or by lowering non-target logit mass. Thus, while
effective for target learning, cross-entropy does not

26264

Findings of the Association for Computational Linguistics: EMNLP 2026, pages 26264-26286
October 24-29, 2026 ©2026 Association for Computational Linguistics


https://github.com/Hostoday/KLOD

explicitly preserve the pre-edit relative distribution
among non-target tokens. Complementary to prior
observations that naive target maximization causes
over-editing or token-level overfitting (Liu et al.,
2025; Zhang et al., 2025), we argue that non-target
redistribution can accumulate as distributional drift
in sequential fine-tuning-based editing, leading to
locality degradation.

To address this issue, we propose KLOD, a
bounded and distribution-preserving objective that
decouples target editing from distribution preserva-
tion. At target prediction positions, KLOD keeps
the renormalized non-target distribution, defined
over all vocabulary tokens except the target token,
close to that of the pre-edit model. This allows
the intended target probability increase while pre-
serving the structure of the non-target distribution.
KLOD also uses a one-sided hinge objective based
on target logit-odds, providing an edit signal only
until the target probability reaches a threshold «.
At prefix positions, it preserves the full next-token
distribution through KL regularization to suppress
prompt-level drift.

Our contributions are threefold. First, we an-
alyze how standard cross-entropy in fine-tuning-
based KE fails to control non-target distribution
changes. Second, we introduce KLOD, which
combines bounded target optimization with non-
target and prefix distribution preservation. Third,
we show under established sequential KE proto-
cols that KLOD mitigates the locality collapse of
strong fine-tuning-based baselines while maintain-
ing high reliability and providing a controllable
Generalization—Locality operating curve. Seed-
based experiments confirm that KLOD’s local-
ity advantage and the lower-Generalization/higher-
Locality profile of the primary operating point are
stable, while distributional KL analysis and abla-
tions support the interpretation that the gains are as-
sociated with suppressing non-target distributional
drift rather than merely weakening the edit. A
broader discussion of related work is provided in
Appendix A.

2 Method

2.1 Problem Setup

We consider knowledge editing for autoregressive
language models. Let fp, be the pre-edit model
and fp the edited model. Each edit request con-
sists of a rewrite prompt x and a target sequence
y = (Y1,---,Ym). The goal is to make the model

generate y given x, while preserving behavior un-
related to the edit.
Let
s=xrdy. (D

At position ¢, the model predicts the next token
conditioned on s<¢, with logits

2! e RV )
and next-token distribution
po(- | s<¢) = softmax(2?). 3)

We denote the gold next token by a; = s¢41.
We define the target prediction positions as

T = {t : si4+1 belongs to the target segment y }.
4)
The remaining valid next-token prediction posi-
tions are

P = {t : tis a valid prediction position, t ¢ T }.

)
We refer to P as prefix positions, i.e., valid posi-
tions in the rewrite sequence that do not directly
predict target tokens. Knowledge editing aims to
increase target token probabilities at 7 while pre-
venting unnecessary drift in the non-target distri-
bution at 7 and the full next-token distribution at
P.

2.2 Revisiting Cross-Entropy Fine-Tuning for
Knowledge Editing

Standard fine-tuning minimizes cross-entropy at
target prediction positions. The target token proba-
bility is

6
exp 2¢ g,

-
ZUEV exp zt,v

(6)

po(ar | s<t) =
Thus,
1
Leg = —m Zlogpg(at | 5<t)- (N

teT

For a single position,

—logpa(as | s<t) = _Zf,az + logZexp zgv.

veY
(®)
Eq. 8 shows that cross-entropy can increase tar-
get probability either by raising the target logit or
by reducing the non-target logit mass through soft-
max normalization. Importantly, these two ways
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of reducing cross-entropy are equivalent from the
perspective of target likelihood, but not from the
perspective of locality: the latter may alter the rel-
ative structure among alternatives that are not in-
tended to be edited. Moreover, since one-hot cross-
entropy keeps decreasing as the target probability
approaches 1, it continues to reward target ampli-
fication even when the target answer is already
sufficiently likely. For knowledge editing, this is
undesirable: the objective should make the target
answer likely enough while preserving output dis-
tributions not intended to change. Appendix B
provides the corresponding gradient analysis.

2.3 Bounded Target Optimization via
Logit-odds

KLOD replaces unbounded likelihood maximiza-
tion with bounded target optimization. For p €
(0,1), define

logit(p) = log ] f ) 9)
Ateacht € T, the target logit-odds is
0y = logit (pa(as | s<¢)) = log _polar]s<)
- 1 —po(as | 5<t)
(10)
Equivalently,
Otzzgat — log Z exngy, (11)

veV\{as}

Thus, o; measures the preference for the target to-
ken relative to the aggregate probability mass of
non-target tokens. Equivalently, Eq. 11 expresses
the edit signal as a margin between the target logit
and the log-sum-exp of the rest of the vocabulary.
This formulation contrasts the target logit with the
aggregate non-target logit mass, allowing the de-
sired probability threshold to be expressed directly
as a margin constraint.

Let « € (0, 1] denote the configured target prob-
ability threshold. To support the endpoint v = 1
without numerical divergence in the logit transform,
the implementation uses the effective threshold

& =min(a, 1 —¢), e=107°, (12)
For all configurations with o < 1, this clipping has
no effect.

Since

po(ar | s<t) > & <= o > logit(a), (13)

KLOD uses the one-sided hinge objective

Lodds = L Z max (0, logit(&) — o;) . (14)
‘T‘ teT

This loss is active only while the target probability
at a prediction position is below the effective thresh-
old, preventing further target amplification after the
margin is satisfied. KLOD therefore optimizes for
sufficiency rather than maximality: once the de-
sired target probability is reached, the target objec-
tive no longer rewards making the edited answer in-
creasingly dominant. A thresholded cross-entropy
objective can also introduce a stopping mechanism,
but it gates the sequence-averaged cross-entropy
jointly, whereas KLOD applies a separate margin
constraint at each target prediction position. Sec-
tion 3.7 derives their gradient relationship and pro-
vides a controlled empirical comparison.

2.4 Non-target Distribution Preservation

To preserve locality, KLOD allows the intended
target probability increase while preserving the rel-
ative structure of the non-target distribution. For
each ¢ € T, we exclude the target token a; and
define the renormalized non-target distribution:

exp zgv
0
ZuEV\{at} EXP 2ty

Let qéo denote the corresponding distribution of the
pre-edit model. KLOD preserves it with

Lo = =3 Dy, (a1l ab) -
7]
teT

Excluding the target token is essential. A full-
distribution KL at target prediction positions would
conflict with the intended target update, whereas
no constraint would allow arbitrary non-target re-
distribution. By preserving only the renormalized
non-target distribution, Ly decouples target edit-
ing from distribution preservation. Thus, target
exclusion avoids directly asking the preservation
term to match the probability that the edit objective

is designed to change.

, vFEa. (15)

gp(v) =

(16)

2.5 Prefix Distribution Preservation

Parameter updates can also induce drift at positions
that do not directly predict target tokens. KLOD
therefore preserves the full next-token distribution
at prefix positions:

ZDKL (peo(' \ s<t) | po(- | Sgt))-
teP
(I7)

1
L prefix = W
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Since prefix positions do not require an intentional
target probability increase, KLOD preserves the
full vocabulary distribution rather than a non-target
distribution.

2.6 Final Objective and Optimization
The final KLLOD objective is

LKLOD = Lodds + )\ntht + )‘preﬁprreﬁx- (18)

Here, An¢ and Apreix control the strength of non-
target distribution preservation and prefix distribu-
tion preservation.

Following Yang et al. (2026) and Zhang et al.
(2024), we use localized fine-tuning: only the ed-
itable parameters in selected layers or modules
are updated, while the remaining parameters are
frozen. KLOD therefore makes the target answer
sufficiently likely up to threshold «, while keeping
the non-target distribution at target prediction posi-
tions and the full next-token distribution at prefix
positions close to the pre-edit model.

3 Experiments

3.1 Experimental Setup

Datasets. We evaluate KLOD on ZsRE (Levy
et al., 2017) and CounterFact (Meng et al., 2022)
under the Breadth-First optimization protocol of
LocFT-BF (Yang et al., 2026). ZsRE formulates
factual editing as question answering, whereas
CounterFact evaluates counterfactual factual asso-
ciations. Following LocFT-BF, we sample 3,000
edit requests from each dataset and use the same
fixed edit set across methods. Dataset details are
provided in Appendix D.

Models and Editing Setup. We use Llama3-8B-
Instruct (Llama Team, 2024) and Qwen2.5-7B-
Instruct (Qwen Team, 2024). Under the Breadth-
First pipeline, the full edit set is jointly optimized
over shuffled mini-batches for multiple epochs.
Following LocFT-BF, we update only the MLP
down-projection matrix at layer 22 for Llama3-8B-
Instruct and layer 6 for Qwen2.5-7B-Instruct. We
use a = 0.85, Apy = 0.6, and Apreix = 1.2 across
all main settings. Hyperparameter selection and im-
plementation details are provided in Appendix E.

Evaluation Metrics. Following standard knowl-
edge editing protocols (Zhang et al., 2024), we
report Reliability, Generalization, and Locality,
which measure edit success, rephrase transfer, and
preservation of pre-edit predictions on unrelated

prompts, respectively. Reliability and General-
ization are computed as token-level accuracy un-
der teacher forcing. Recent work has shown that
teacher-forced evaluation can overestimate editing
performance by exposing gold target information
(Yang et al., 2025); we therefore additionally re-
port free-running generation results without teacher
forcing in Appendix O. We additionally report Ca-
pability (Gu et al., 2024; Yang et al., 2026), defined
as the average performance on GSM8K, MMLU,
NQ-Open, SST-2, and WMT16. Formal definitions
are provided in Appendix F.

Baselines. We compare KLOD with
ROME (Meng et al., 2022), AlphaEdit (Fang
et al., 2025), UltraEdit (Gu et al., 2026), FI-L,
FTI-M (Zhang et al., 2024), LocFT-BF (Yang
et al., 2026), and OVERTONE (Liu et al., 2025).
LocFT-BF and OVERTONE provide the most
direct fine-tuning-based comparisons. We use a
batch size of 100 for methods that support batch
editing; baseline-specific settings are provided in
Appendix G.

3.2 Main Results

Table 1 reports the results of 3k sequential editing
on Llama3-8B-Instruct and Qwen2.5-7B-Instruct.
Across all model—dataset settings, KLOD achieves
the highest Locality among editing methods while
maintaining high Reliability.

Several baselines, including ROME, FT-L, FT-
M, and AlphaEdit on Qwen2.5-7B-Instruct, show
low Reliability, Locality, or Capability, consistent
with known instability in sequential or large-scale
editing, such as ROME collapse, gradual forgetting,
capability degradation, and backbone-dependent
behavior (Gupta et al., 2024; Yang et al., 2024,
2026). To clarify that the particularly low FT-
M and AlphaEdit results on Qwen2.5-7B-Instruct
are associated with degradation under cumulative
multi-editing rather than a single anomalous end-
point, we additionally report their performance at
500, 1k, and 3k edits in Appendix H.

The most direct fine-tuning-based baselines,
LocFT-BF and OVERTONE, achieve high Reli-
ability and Generalization but suffer from severe
Locality collapse on CounterFact. For Llama3-8B-
Instruct, their Locality scores are only 1.87 and
1.83, respectively, whereas KLOD achieves 44.75
Locality while maintaining 99.70 Reliability and
60.77 Capability. This improvement comes with
a real Generalization cost at the primary locality-
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Model ‘ Method ‘ CounterFact ‘ ZsRE
‘ Rel. Gen. Loc. Cap. Score ‘ Rel. Gen.  Loc. Cap. Score
pre-edit 0.87 1.18 100.00 62.11 41.04 | 26.00 2526 100.00 62.11 53.34
ROME 1542 373 1.00 17.52 942 2.40 1.98 026 1722 547
AlphaEdit 80.33 5940 15.80 2546 45.25| 83.41 7478 36.10 3528 57.39
UltraEdit 35.85 18.80 638 60.80 3046 | 6345 56.23 3521 60.63 53.88
Llama3-8B-Instruct | FT-L 1.37 040 0.00 1507 421 6.96 6.58 1.03 1788 8.11
FT-M 0.67  0.65 0.65 3099 824 | 48.84 47.61 806 30.10 33.65
LocFT-BF 99.77 5583 1.87 4192 4985 | 99.93 89.21 51.24 62.10 75.62
OVERTONE | 99.80 58.12 1.83 4251 50.57 | 99.93 8841 51.00 6197 7533
KLOD 99.70 4737 4475 60.77 63.15 | 99.89 86.85 8647 6142 83.66
pre-edit 1.02 097 100.00 5475 39.19 | 2647 25.66 100.00 54.75 51.72
ROME 0.00 0.00 072 16.12 421 994 912 081 1434 855
AlphaEdit 0.00 0.00 0.07 17.53 440 | 4282 4373 2038 28.76 33.92
UltraEdit 4098 1512 1292 5439 30.85 | 5856 4994 7493 55.66 59.77
Qwen2.5-7B-Instruct | FT-L 19.83 11.17 1.77 1481 1190 | 3.72 3.35 1.01  16.02 6.03
FT-M 0.67 0.63 045 3235 853 | 3794 3498 6.65 18.87 24.61
LocFT-BF 99.63 5520 813 50.05 53.25 | 99.92 88.56 68.72 57.27 78.62
OVERTONE | 99.67 51.13 7.68 4843 51.73 | 100.00 87.37 6828 56.88 78.13
KLOD 99.60 68.10 2945 5048 61.91 | 99.92 8792 78.50 56.80 80.79

Table 1: Main results on 3k sequential editing. Rel., Gen., Loc., and Cap. denote Reliability, Generalization,
Locality, and Capability. Score is their arithmetic mean. Among editing methods, best and second-best results are

shown in bold and underlined.

oriented operating point: KLOD obtains 47.37 Gen-
eralization, compared with 55.83 for LocFT-BF and
58.12 for OVERTONE. This should therefore be
interpreted as a Generalization—Locality trade-off
rather than a uniform improvement over all metrics.
The behavior is setting-dependent: on Qwen2.5-
7B-Instruct CounterFact, KLOD improves both
Generalization and Locality over the two direct
fine-tuning baselines, reaching 68.10 and 29.45, re-
spectively. Despite the large relative improvement,
absolute CounterFact Locality remains limited after
3k edits: 44.75 for Llama3-8B-Instruct and 29.45
for Qwen2.5-7B-Instruct. KLOD therefore miti-
gates, rather than eliminates, accumulated locality
degradation in this setting.

On ZsRE, KLOD also substantially improves
Locality while maintaining high Reliability, with
relatively small Generalization gaps to the strongest
fine-tuning baselines. For Llama3-8B-Instruct,
KLOD obtains 99.89 Reliability and 86.47 Lo-
cality, with Generalization remaining close to the
strongest fine-tuning baselines. For Qwen2.5-7B-
Instruct, KLOD achieves the best overall Score,
with 99.92 Reliability, 87.92 Generalization, and
78.50 Locality. These results show that KLOD pro-
vides a more favorable Rel.-Gen.—Loc. balance
than standard fine-tuning-based editing objectives,
especially when fine-tuning baselines obtain high
edit success at the cost of collapsed Locality. To-

gether, these results show that KLOD provides con-
trollable Reliability—Generalization—Locality op-
erating points rather than uniformly dominating
every metric at a single setting.

3.3 Distribution KL Analysis

To examine whether the preservation terms in
KLOD indeed reduce output distribution drift, we
measure the KL divergence between the pre-edit
model and the edited model after 3k sequential edit-
ing on CounterFact with Llama3-8B-Instruct. Ta-
ble 2 reports distributional drift in rewrite, rephrase,
and locality contexts. The rewrite context is the
prompt to which the edit is directly applied, the
rephrase context evaluates the same edit under a
paraphrased prompt, and the locality context is
unrelated to the edit but requires preserving pre-
edit behavior. In each context, Prompt KL mea-
sures drift in the next-token distribution at prompt-
side positions before predicting the target answer,
while Target KL measures full-vocabulary distri-
bution drift at target answer positions. For rewrite
and rephrase contexts, we also report Non-target
KL, computed after excluding the target token and
renormalizing the remaining distribution. Detailed
position definitions, calculation examples in Ap-
pendix I, and additional KL analysis on Qwen2.5-
7B-Instruct are provided in Appendix J.

KLOD achieves the lowest KL at all measured
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Method ‘ Rewrite ‘ Rephrase ‘ Locality
‘ Prompt KL Target KL Non-target KL ‘ Prompt KL Target KL Non-target KL ‘ Prompt KL Target KL

ROME 16.597 14.312 14.308 15.377 13.522 13.511 15.143 13911
AlphaEdit 3.782 8.418 5.596 3.583 6.537 5.061 3.535 4.809
UltraEdit 3.470 4.962 4.650 1.180 3.578 3.459 3.218 4.521
LocFT-BF 2.697 15.936 8.967 2.296 10.118 8.124 2.481 10.135
OVERTONE 2.635 15.266 8.680 2.181 9.698 7.794 2.378 9.729
KLOD 0.031 4.942 0.147 0.150 1.763 0.579 0.135 1.126

Table 2: Distributional KL divergence after 3k sequential editing on CounterFact with Llama3-8B-Instruct. Lower

values indicate smaller drift from the pre-edit model.

Dataset Method Rel. Gen. Loc.
KLOD 99.72+0.02 46.76+1.01 46.51+1.98

CounterFact ~ LocFT-BF 99.74+0.02 56.83+0.95 1.89+0.18
OVERTONE  99.73 £0.07 57.56 + 0.90 1.77 4+ 0.05
KLOD 99.90 +0.02 87.39+0.47 86.38+0.33

ZsRE LocFT-BF 99.81+0.11 89.57+0.32 51.15+0.20
OVERTONE  99.78 £0.16 88.75+0.30 51.25+0.25

Table 3: Mean =+ standard deviation over three Breadth-
First training seeds with Llama3-8B-Instruct. The sam-
pled 3k edit set and all hyperparameters are fixed.

positions, indicating that the proposed preservation
objective effectively reduces distributional drift. In
particular, KLOD obtains Non-target KL scores of
0.147 and 0.579 in the rewrite and rephrase con-
texts, respectively, substantially lower than OVER-
TONE and LocFT-BFE. This shows that the non-
target distribution is preserved even as the target
token probability increases. KLOD also achieves
the lowest Prompt KL in rewrite, rephrase, and lo-
cality contexts, with scores of 0.031, 0.150, and
0.135, respectively, demonstrating that the prefix
preservation term suppresses prompt-level changes
in next-token behavior. Overall, this KL analysis
supports the interpretation that KLOD’s locality
gains arise not from weakening the edit, but from
suppressing unnecessary distributional drift in tar-
get and prompt contexts.

An instance-level analysis in Appendix K further
shows that these reductions persist from the median
through the 99th percentile, rather than being re-
stricted to the token-averaged mean.

3.4 Optimization Stability Across Seeds

Table 1 reports the seed-42 run used for the full
method comparison and subsequent analyses. To
evaluate optimization stability, we additionally re-
peat KLOD and its two closest fine-tuning-based
baselines, LocFT-BF and OVERTONE, using seeds
{1,42,100} on both datasets with Llama3-8B-
Instruct. The sampled 3k edit set, pretrained
model, editable layer, and all hyperparameters are
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Figure 1: Generalization—Locality trade-off across

target probability thresholds o on CounterFact with
Llama3-8B-Instruct. The o« = 1.0 endpoint is clipped
to 1 — 1075 when computing the logit-odds margin.

held fixed; only the random seed, which controls
stochastic factors such as epoch-wise mini-batch
shuffling, is varied.

Unlike online edit-by-edit optimization, the
Breadth-First protocol jointly optimizes the full
edit set over multiple shuffled epochs. The experi-
ment therefore evaluates the stability of the result-
ing stochastic optimization trajectory rather than
permutations of a fixed online request sequence.

Table 3 summarizes the three-seed results.
KLOD’s Locality advantage remains stable across
seeds. On CounterFact, KLLOD obtains 46.51 +
1.98 Locality, whereas LocFT-BF and OVER-
TONE remain near 2. On ZsRE, KLOD obtains
86.38 £ 0.33 Locality, compared with approxi-
mately 51 for both baselines. The lower Counter-
Fact Generalization of KLOD also persists across
seeds, confirming that the observed Generalization—
Locality trade-off is systematic rather than run-to-
run noise.

3.5 Effect of Target Probability Threshold

Figure 1 shows the effect of the target probabil-
ity threshold o on KLOD’s edit behavior. In the
target logit-odds margin objective, @ determines
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Method Rel. Gen. Loc. Cap.
KLOD 99.70 4737 4475 60.77
W/0 Lprex (W/ Lng)  99.60  52.05 4130 60.70
W/0 Lprefix (W/ Leann)  99.73 5372 3290 57.72
W/0 Lt 99.70 5270  9.15  60.78
W/0 Lprefix; Lnt 99.72 61.73 2.02 4424
w/o All 99.77 5583 1.87 4192

Table 4: Ablation study on CounterFact with Llama3-
8B-Instruct. L)) denotes a full-vocabulary KL at target
positions, including the target token, used in place of
L. w/o All corresponds to LocFT-BF with standard
Cross-entropy.

the desired probability level that the target token
should reach. A smaller o imposes a weaker con-
straint on the target edit, whereas a larger a encour-
ages a stronger edit by requiring a higher target
probability. Empirically, Reliability is low when
« is small, indicating that edits do not succeed
reliably when the target probability threshold is
insufficiently high (o« < 0.4). In contrast, when
a > 0.5, most edits succeed, as the target token is
trained to receive more than half of the probability
mass.

As o increases, Generalization improves
while Locality decreases, exposing an explicit
Generalization—Locality operating curve. The pri-
mary configuration o = 0.85 is locality-oriented,
achieving 47.37 Generalization and 44.75 Locality
on Llama3/CounterFact. At the configured high-
Generalization endpoint o = 1.0, Generalization
increases to 62.35, while Locality decreases to
19.48 and Capability remains 57.65. This operating
point exceeds the Generalization of both LocFT-BF
(55.83) and OVERTONE (58.12), while retaining
substantially higher Locality and Capability than ei-
ther baseline. We therefore use oo = .85 as the pri-
mary operating point because it prioritizes locality
preservation while maintaining near-perfect Relia-
bility, rather than because it uniformly maximizes
all metrics. Sensitivity analyses for the preserva-
tion weights are provided in Appendix Q.

3.6 Ablation Study

Table 4 presents the ablation results for KLOD’s
target objective and preservation terms. All vari-
ants maintain Reliability above 99%, indicating
that each variant still induces the target edit suffi-
ciently. Comparing the variant without both preser-
vation terms to LocFT-BF, the bounded logit-odds
objective slightly improves Locality from 1.87 to
2.02 and Capability from 41.92 to 44.24. However,

these gains are limited, suggesting that KLOD’s
locality improvement mainly comes from the KL-
based preservation terms. A controlled no-prefix
comparison that independently varies the target
objective and target-position KL distribution is re-
ported in Appendix L (Table 13).

In particular, Ly is not merely a KL regularizer,
but a key design for decoupling target editing from
distribution preservation. When L, cf« 18 removed,
KLOD with Ly still maintains 41.30 Locality and
60.70 Capability. In contrast, replacing L, with
Ly, a full-vocabulary KL that also includes the
target token, reduces Locality to 32.90 and Capa-
bility to 57.72. This shows that including the target
token in the KL term at target positions prevents
the intended target update from being cleanly sepa-
rated from the preservation objective. By contrast,
KLOD’s Ly preserves only the renormalized non-
target distribution, explicitly decoupling the target
edit induced by L,qqs from non-target distribution
preservation.

The relative contributions of the two preserva-
tion terms are dataset-dependent. On CounterFact,
Ly is the dominant preservation component: re-
moving it reduces Locality from 44.75 to 9.15,
whereas removing L.y reduces Locality only
to 41.30. Thus, target-position non-target preser-
vation is particularly important in the CounterFact
setting. The pattern is more balanced on ZsRE. As
shown in Appendix M, using Ly without L efix
yields 81.26 Locality, while using L efx Without
Ly yields 82.09; combining both reaches 86.47.
Thus, the two preservation terms have complemen-
tary roles on ZsRE. A complementary post-hoc
decomposition of locality prediction changes in
Appendix N (Table 15) further characterizes how
the failure pattern differs between CounterFact and
ZsRE.

To further investigate this dataset-dependent be-
havior, we analyze the pre-edit probability assigned
to the first edited target token, pg, (a1 | ), where
x is the rewrite prompt. As shown in Figure 2,
CounterFact contains substantially more low-prior
targets than ZsRE.

We group each dataset into quartiles according
to this pre-edit target prior and measure the case-
level paired Locality gain from adding L, to the
bounded target objective. On CounterFact, the
gain decreases from +45.7 percentage points in
the lowest-prior quartile (Q1) to +33.3 points in
the highest-prior quartile (Q4), yielding a Q1-Q4
difference of +12.5 points (normal-approximation
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Figure 2: Effect of pre-edit target prior on L. (a)
Distribution of pg, (a1 | x). (b) Mean paired Locality
gain across target-prior quartiles. Error bars and Q1-Q4
intervals are normal-approximation 95% CIs (n = 750
per quartile).

95% CI: [7.6,17.4]). In contrast, ZsRE shows no
clear quartile-dependent difference (—1.4 points;
normal-approximation 95% CI: [—4.7,1.9]). The
intervals reflect case-level uncertainty, with 750
cases in each quartile.

This suggests that target-side non-target preser-
vation is particularly beneficial when the intended
target initially receives weak support from the pre-
edit model. We treat this as supporting evidence
for the dataset-dependent role of Ly, rather than
as a causal explanation of all differences between
CounterFact and ZsRE.

3.7 Comparison with Thresholded
Cross-Entropy

A natural alternative to the logit-odds hinge is to
introduce a stopping mechanism directly into cross-
entropy. We consider sequence-level thresholded
Ccross-entropy,

Lrcg = max (0, Leg + log @) , (19)
where Lcg is the mean target-position negative
log-likelihood defined in Eq. 7.

Although both objectives bound target optimiza-
tion, they differ in how the edit signal is applied.

Target objective Rel. Gen. Loc.
Thresholded CE 99.80 46.20 37.50
Logit-odds hinge (KLOD) 99.70 47.37 44.75

Table 5: Matched-Generalization comparison between
KLOD and sequence-level thresholded cross-entropy on
CounterFact with Llama3-8B-Instruct.

Thresholded CE gates the sequence-averaged ob-
jective jointly, whereas KLLOD applies a separate
logit-odds margin constraint at each target predic-
tion position. Moreover, while active, the cross-
entropy gradient at a target position is scaled by
1 — p, relative to the corresponding logit-odds gra-
dient. Thus, the CE signal becomes progressively
weaker as the target probability increases, whereas
the logit-odds hinge maintains its margin signal
until the position-specific threshold is satisfied. Ap-
pendix C provides the detailed derivation.

For the matched-Generalization comparison, we
keep «, the editable layer, optimizer, batch size,
number of epochs, and all other optimization set-
tings fixed. We vary only the preservation coeffi-
cients of the thresholded-CE variant and report the
operating point whose Generalization is closest to
that of the primary KLOD configuration.

At a matched-Generalization operating point,
KLOD achieves 44.75 Locality compared with
37.50 for thresholded CE, while maintaining com-
parable Reliability and Generalization (Table 5).
This suggests that KLOD’s advantage is not ex-
plained solely by introducing a stopping threshold:
the position-wise logit-odds formulation provides
a more locality-preserving optimization signal.

3.8 Scalability to Large-Scale Sequential
Editing

Figure 3 shows sequential editing performance on
ZsRE as the number of edits increases from 3k to
150k. These scaling results provide key evidence
that KLLOD’s locality gain is not simply due to
edit weakening. Across edit scales, KLOD main-
tains Reliability and Generalization comparable to
LocFT-BF. Reliability remains high at all scales,
reaching around 90 even after 150k edits. Gener-
alization also follows a similar gradual decline to
LocFT-BF as the number of edits increases, while
still maintaining competitive rephrase generaliza-
tion at 150k. This indicates that KLOD’s distri-
bution preservation terms mitigate locality degra-
dation from accumulated edits without interfering
with the target edit itself.
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Figure 3: Scaling behavior on ZsRE from 3k to 150k sequential edits. KLOD maintains Rel. and Gen. comparable
to LocFT-BF while substantially improving Loc. across edit scales with Llama3-8B-Instruct.

Method Llama3-8B Qwen2.5-7B
CounterFact ZsRE CounterFact ZsRE
ROME 7.68 8.46 6.71 8.50
FT-L 1.60 1.70 0.34 1.00
LocFT-BF 0.16 0.23 0.17 0.30
KLOD 0.37 0.55 0.43 0.62

Table 6: Average editing time per edit in the 3k sequen-
tial editing setting. KLOD adds modest overhead over
LocFT-BF while remaining under one second per edit.

The largest difference appears in Locality. As
the number of edits increases, LocFT-BF and Ul-
traEdit show steady Locality degradation, dropping
to roughly 30 and 10, respectively, at 150k edits.
In contrast, KLOD achieves over 85 Locality at
3k edits and maintains around 60 even at 150k ed-
its. For Capability, KLOD remains comparable to
LocFT-BF, whereas UltraEdit shows substantial ca-
pability degradation as the edit scale grows. These
results show that KLOD effectively mitigates distri-
butional drift and locality degradation not only in
small-scale editing but also in large-scale sequen-
tial editing, while preserving high Reliability and
competitive Generalization.

3.9 Editing Time

Table 6 reports the average editing time per edit
request in seconds under the 3k sequential edit-
ing setting. KLOD requires 0.37-0.55 seconds
on Llama3-8B-Instruct and 0.43-0.62 seconds on
Qwen2.5-7B-Instruct, editing at a much lower cost
than locate-and-edit methods such as ROME. Al-
though KLOD is slower than LocFT-BF, the addi-
tional overhead mainly comes from computing the
reference-model distributions required by the non-
target and prefix KL terms. Nevertheless, KLOD
remains below one second per edit across all model—
dataset settings, showing that it maintains practical
sequential editing cost while adding distribution

preservation.

4 Conclusion

This work studies an objective-level mismatch
in fine-tuning-based knowledge editing: standard
cross-entropy increases the edited target probabil-
ity without explicitly constraining changes in the
non-target output distribution. We propose KLOD,
which combines bounded target optimization with
target-excluded non-target preservation and pre-
fix distribution preservation to better separate the
intended edit from changes that should remain lim-
ited.

Across CounterFact and ZsRE, KLOD substan-
tially mitigates locality degradation while main-
taining high Reliability, although the results also
reveal a clear Generalization—Locality trade-off in
some settings. The target probability threshold pro-
vides an explicit way to control this operating point.
Ablation and distributional KL analyses further sup-
port the interpretation that KLOD’s locality gains
are associated with preserving output distributions
rather than simply reducing edit strength.

More broadly, our results suggest that fine-
tuning-based knowledge editing can benefit from
treating an edit as a selective distributional update:
the objective should encourage the intended target
change while explicitly constraining distributions
that are not meant to change. KLOD provides one
practical realization of this principle for sequential
editing.

Limitations

KLOD does not eliminate the inherent trade-off
among edit strength, Generalization, and Locality,
and its operating point may vary across datasets and
backbones. Despite substantial relative improve-
ments, absolute CounterFact Locality remains lim-
ited after 3k edits (44.75 on Llama3-8B-Instruct
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and 29.45 on Qwen?2.5-7B-Instruct), showing that
KLOD mitigates rather than eliminates locality
degradation. Our primary evaluation follows es-
tablished CounterFact and ZsRE protocols, supple-
mented by a 3k-edit WikiBigEdit experiment in
Appendix P. These protocols’ token-level locality
metrics may not fully capture broader behavioral
preservation. Although the additional free-running
evaluation in Appendix O shows similar behavior
without teacher forcing, broader generation-based
evaluation across datasets and editing settings re-
mains necessary. KLOD also incurs additional
computation over standard localized fine-tuning
due to its reference-distribution KL terms.
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A Related Work
A.1 Locate-and-Edit Paradigm

A major line of knowledge editing follows the
locate-and-edit paradigm, which identifies and di-
rectly modifies internal computations or parameter
regions responsible for factual associations. ROME
uses causal tracing to identify feed-forward mod-
ules important for factual recall and modifies fac-
tual associations through rank-one updates (Meng
et al., 2022). AlphaEdit focuses on the observa-
tion that parameter perturbations in sequential edit-
ing can damage preserved knowledge, and pro-
poses a projection-based editing strategy (Fang
et al., 2025). These methods are primarily designed
around where the target knowledge is localized,
such as specific layers, modules, or subspaces, and
how the corresponding parameter update should be
applied.

Our work studies fine-tuning-based knowledge
editing from a complementary perspective. We do
not aim to identify new parameter regions responsi-
ble for factual associations or design a closed-form
update rule. Instead, given a set of editable param-
eters, we analyze what training objective should
be optimized when these parameters are updated
through gradient-based optimization. In particular,
we focus on an objective-level issue: increasing the
likelihood of the target answer for edit success may
unnecessarily redistribute the output distribution

outside the target token. Thus, unlike locate-and-
edit methods that mainly focus on edit location,
KLOD focuses on distribution-preserving objec-
tive design that enables localized fine-tuning to
achieve target editing and locality preservation si-
multaneously.

A.2 Fine-Tuning-Based Knowledge Editing

Fine-tuning-based editing is architecture-agnostic
and simple to implement, but it has long been re-
garded as a disruptive baseline in knowledge edit-
ing because gradient updates can affect broader
model behavior beyond the target fact. Recent stud-
ies, however, show that the reliability and local-
ity of fine-tuning-based editing are not determined
solely by the update mechanism itself, but depend
heavily on the objective, editable parameter selec-
tion, and optimization protocol. Gangadhar and
Stratos (2024) show that standard fine-tuning can
achieve competitive editing performance through
conditional likelihood and locality training. LocFT-
BF improves the stability of fine-tuning-based edit-
ing in large-scale sequential editing through local-
ized tuning and Breadth-First mini-batch optimiza-
tion (Yang et al., 2026).

These studies suggest that fine-tuning should not
be viewed merely as a weak baseline, but as an
optimization framework that can be redesigned for
knowledge editing. However, existing fine-tuning-
based editing methods mainly focus on how reli-
ably the target answer can be learned or how edit
requests should be optimized. In contrast, we fo-
cus on the fact that standard cross-entropy-based
fine-tuning does not explicitly preserve the distri-
butional structure among non-target tokens while
increasing target probability. Cross-entropy is ef-
fective at increasing target token probability, but it
does not distinguish whether this increase comes
from raising the target logit or from changing the
non-target logit mass and the relative distribution
among non-target tokens. Since knowledge edit-
ing requires not only making the target answer
sufficiently likely but also keeping behavior unre-
lated to the target close to the pre-edit model, such
non-target redistribution can accumulate as distri-
butional drift and locality degradation in sequential
editing.

Recent work such as OVERTONE and Editing
Overfit shows that naive target maximization can
induce objective-level side effects, including token-
level overfitting and excessive target probability
assignment (Liu et al., 2025; Zhang et al., 2025).
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These studies are closely related to ours in that
they analyze how the fine-tuning objective affects
edit behavior. However, KLOD goes beyond mit-
igating target-side overfitting or stabilizing target
likelihood optimization by directly controlling non-
target distribution drift during target probability
increase. In other words, KLOD is not concerned
only with how strongly the model should predict
the target token, but with how the non-target distri-
bution should be preserved while the target token
is edited.

KLOD is also distinct from simple KL-
regularized fine-tuning. Applying KL regulariza-
tion to the full output distribution at target positions
can directly conflict with the edit objective, since
the edited target token must increase in probabil-
ity while the reference distribution encourages the
original distribution to be preserved. To avoid this
conflict, KLOD excludes the target token at target
positions, defines a renormalized non-target dis-
tribution over the vocabulary excluding the target
token, and keeps this distribution close to that of
the pre-edit model. This target-excluded preser-
vation allows the intended target probability in-
crease while suppressing unnecessary redistribu-
tion in the non-target distribution. In addition,
KLOD uses a bounded logit-odds objective that
stops further target amplification once the target
probability reaches a specified threshold, thereby
mitigating over-editing caused by unbounded like-
lihood maximization. Thus, while KLOD follows
the broader line of fine-tuning-based KE, it differs
from prior methods by explicitly decoupling target
editing from non-target distribution preservation
through a distribution-preserving objective.

A.3 Sequential Editing and Side Effects

In practical knowledge editing, edits accumulate
over time, making stability under sequential or life-
long editing as important as the success of a single
edit. Continual editing and Editing-at-Scale studies
show that as the number of edits increases, models
may forget previous edits or suffer degradation in
downstream task performance (Li and Chu, 2024;
Gupta et al., 2024). It has also been reported that
model editing can harm general abilities such as
reasoning, natural language inference, and ques-
tion answering (Gu et al., 2024). These findings
indicate that knowledge editing should be evalu-
ated not only by Reliability, but also by side effects
such as Generalization, Locality, Retention, and
Capability.

This work addresses such side effects at the
output-distribution level. While prior sequential
editing studies mainly observe and mitigate task-
level forgetting, locality degradation, and capabil-
ity drop caused by edit accumulation, KLLOD ap-
proaches these issues from the perspective that such
degradation can be linked to distributional drift per-
mitted by the fine-tuning objective. In particular,
standard cross-entropy is not designed to preserve
the distributional structure outside the target token
while increasing the target answer probability. As
many edits accumulate, small non-target redistribu-
tion may therefore accumulate and appear as local-
ity degradation. KLOD aims to mitigate this accu-
mulated output distribution drift while maintaining
edit success by keeping the non-target distribution
at target positions and the next-token distribution
at prefix positions close to those of the pre-edit
model. In this sense, KLOD does not treat the
side effects of sequential editing only as task-level
metrics, but directly intervenes in distribution-level
changes induced by the fine-tuning objective.

B Gradient of Softmax Cross-Entropy

This section summarizes the learning signal of soft-
max cross-entropy discussed in Section 2.2 from a
gradient perspective. Consider a single prediction
position ¢, with gold next token a; and logits zf .
The cross-entropy loss is

by = — 10gp9(at ‘ SSt) - _Zte,at_'_logzexp zte,v'

veVY
(20)
Given the softmax probability
(0] sc0) = o2k @)
Po\V | S<t) = g >
ZuEV exp zteu
the gradient with respect to each vocabulary logit
is
o
—; =po(v|s<t) —Ilv=a). (22)
8ztﬂ}
Thus, for the target token ay,
ot
ay | s<¢) — 1, 23
N polar | s<t) (23)
whereas for a non-target token v # ay,
0ty
v|s 24
azgv p@( | <t) ( )

In logit space, gradient descent therefore in-
creases the target logit while assigning non-target
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logits a decreasing signal proportional to their cur-
rent model probabilities. This gradient structure is
effective for increasing the target token probability,
but it does not require the relative structure of the
non-target distribution to remain close to that of
the pre-edit model. In other words, cross-entropy
directly optimizes target probability increase, but
does not explicitly control how the probability mass
outside the target token is redistributed. Under
shared parameter updates and sequential editing,
such unconstrained non-target redistribution can ac-
cumulate as distributional drift and locality degra-
dation.

To mitigate this issue, KLOD’s non-target preser-
vation term keeps the renormalized non-target dis-
tribution, excluding the target token, close to the
pre-edit model. This allows the intended increase
in target probability while directly suppressing un-
necessary changes in the non-target distribution.

C Relation to Thresholded Cross-Entropy

This section compares the position-wise logit-odds
hinge used by KLOD with sequence-level thresh-
olded cross-entropy introduced in Section 3.7.

Stopping condition.
let

For a target position t € T,

Pt = polas | s<t)- (25)

Recall that the target-sequence cross-entropy is

1
Log = —= > logpy, (26)
1 2
and thresholded cross-entropy is defined as
Lrcg = max (0, Lo + loga) . 27
Thresholded CE becomes inactive when
Leg < —loga. (28)
Equivalently,
1/IT]
(H m) > a. (29)
teT

Thus, thresholded CE applies the stopping condi-
tion to the geometric mean of the target probabili-
ties over the sequence.

In KLOD, the target logit-odds at position ¢ is

Dt
1 —pe

o; = log 30)

The position-wise hinge becomes inactive when

or > logit(a), (31)
which is equivalent to
pr = Q. (32)

Therefore, each target position stops contributing
to Lyqds once its own threshold is satisfied, while
other positions can remain active.

For a@ < 1, the two stopping conditions coin-
cide for a single-token target. For the configured
endpoint o« = 1, KLOD uses the clipped threshold
& = 1—e. For multi-token targets, however, thresh-
olded CE uses a sequence-level condition, whereas
KLOD applies the threshold independently at each
target position.

Gradient relationship. We next compare the
learning signal below the threshold. Consider a
target position ¢ for which the KLOD hinge is ac-
tive. The position-wise logit-odds loss is

loaas, = logit(&) — o. (33)

Using the renormalized non-target distribution

0
exp z
q(v) = —mg, vFa, (34)
Zu;ﬁat exXp zt,u
its gradients are
Ol odds
O(;dbﬂf _ _1, (35)
8zt7at
and y
dd
U~ (v),  v#an  (36)
azw
For cross-entropy,
legy = —logpy, (37)
and the target-logit gradient is
Olce
= = 1=—(1—py). 38
82’2at t ( pt) ( )
For a non-target token v # ay,
OlcE
T =po(v | s<e) = (1—par(v).  (39)
8zt7U

Therefore, at an active target position, the cross-
entropy gradient has the same direction as the
logit-odds gradient, but its magnitude is scaled
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by 1 — p;. As the target probability increases, the
cross-entropy signal becomes progressively weaker,
whereas the logit-odds hinge maintains its mar-
gin signal until the position-specific threshold is
reached.

In summary, both objectives can bound tar-
get optimization, but they differ in two respects:
thresholded CE uses sequence-level stopping with
probability-dependent gradient scaling, whereas
KLOD uses position-wise stopping with an unat-
tenuated margin signal at active target positions.
The corresponding matched-Generalization com-
parison is reported in Table 5.

D Dataset Details

ZsRE. Each edit request in ZsRE consists of a
rewrite question and a target answer, along with
rephrased questions and locality prompts. We
use the rewrite question as the edit input and the
rephrased questions for Generalization evaluation.
The locality prompts are used to measure whether
the pre-edit model’s prediction is preserved on
questions unrelated to the edit. Thus, ZsRE evalu-
ates both whether edited knowledge generalizes to
semantically equivalent expressions and whether
behavior on unrelated questions is preserved.

CounterFact. Each edit request in CounterFact
consists of a rewrite prompt and a target ob-
ject, along with paraphrase prompts and locality
prompts. The rewrite prompt is used for Reliability
evaluation, the paraphrase prompts for Generaliza-
tion evaluation, and the locality prompts for eval-
uating Locality, which measures pre-edit behavior
preservation. Thus, CounterFact evaluates both
whether the target fact is incorporated and whether
unrelated facts are preserved.

E Implementation Details

KLOD is implemented under the localized fine-
tuning with Breadth-First pipeline setting of LocFT-
BF (Yang et al., 2026). The Breadth-First pipeline
is not an online-style sequential optimization pro-
cedure that fully optimizes each edit request before
moving to the next. Instead, it jointly optimizes the
full edit set through repeated mini-batch updates
over multiple epochs. This optimization protocol
is used to mitigate overwriting among sequential
edits.

In localized fine-tuning, we do not update all
parameters of the backbone model. Instead, only

the MLP down-projection matrix in a specified ed-
itable layer is made trainable. Specifically, we edit
the MLP down-projection matrix at layer 22 for
Llama3-8B-Instruct and at layer 6 for Qwen2.5-
7B-Instruct. Attention modules, embedding layers,
layer normalization parameters, and all other MLLP
parameters are kept frozen.

Each edit example is constructed by concate-
nating the edit prompt x and target response y =
(Y1,--.,Ym) as s = = @ y. In the standard target-
only fine-tuning objective, negative log-likelihood
is computed only at positions 7 that predict the tar-
get response, while prompt positions and padding
positions are masked out from NLL computation.
Thus, the prompt «x is used only as the condition-
ing context for target response generation, and no
direct NLL supervision is applied to the prompt
tokens themselves.

KLOD keeps the same LocFT-BF optimiza-
tion environment but extends the standard target-
only cross-entropy objective into a distribution-
preserving objective. Specifically, at target pre-
diction positions 7, KLOD computes the bounded
logit-odds loss and the target-excluded non-target
KL. At valid prefix positions P, excluding target
prediction positions, KLOD adds the prefix KL to
preserve the next-token distribution of the pre-edit
model. Padding positions are excluded from all
objective terms.

The objective hyperparameters of KLOD are
fixed across all main experiments. We set the
target-token probability threshold to @ = 0.85,
and the loss weights for non-target distribution
preservation and prefix distribution preservation
to Ayt = 0.6 and Aprenx = 1.2, respectively. We
use the Adam optimizer. For each mini-batch, gra-
dients are computed only for the selected MLP
down-projection matrix, followed by a single op-
timizer update. Backbone-specific hyperparame-
ters, including learning rate, batch size, number of
epochs, and weight decay, are summarized in Ta-
ble 8. All experiments were conducted using three
NVIDIA GeForce RTX 3090 GPUs. This hardware
environment was used for both the main editing ex-
periments and the editing-time measurements.

E.1 Hyperparameter Selection

We select the shared KLLOD configuration using a
held-out 500-example ZsRE set that is disjoint from
the 3k requests used in the main experiments. We
first exclude the main 3k requests from the larger
ZsRE pool and then sample 500 non-overlapping
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« Aprefix  Ant | Rel. Gen. Loc.
0.85 0.8 0.6 | 100.00 87.66 88.35
0.85 1.2 0.4 | 100.00 88.04 88.51
0.75 1.2 0.6 | 100.00 85.03 88.60
0.85 1.2 0.6 | 100.00 87.77 88.48
0.95 1.2 0.6 | 100.00 89.75 88.56
0.85 1.2 0.8 99.95 85.50 88.86
0.85 1.6 0.6 | 100.00 86.82 88.35

Table 7: One-at-a-time sensitivity analysis on the held-
out 500-example ZsRE set. The bold row denotes the
shared configuration used in the main experiments.

Hyperparameter Llama3-8B Qwen2.5-7B
Editable layer 22 6
Editable module = MLP down-proj MLP down-proj
o 0.85 0.85

Ant 0.6 0.6
Aprefix 1.2 1.2
Batch size 100 100
Epochs 25 25
Learning rate 5.0e-4 5.0e-4
Weight decay 0 0

Table 8: Implementation hyperparameters for KLOD.

requests using random seed 42. The held-out re-
quests are edited and evaluated using their rewrite,
rephrase, and locality fields following the same
knowledge-editing protocol as the main experi-
ments.

Table 7 reports a small one-at-a-time sensitiv-
ity analysis over o, Ap¢, and Apreric. Rather than
maximizing a single metric, we choose o = 0.85,
Ant = 0.6, and Apenx = 1.2 as a balanced, non-
extreme operating point and fix this configuration
across all four primary model-dataset settings.

F Evaluation Metrics

We evaluate the edited model after sequential
editing using four metrics: Reliability, General-
ization, Locality, and Capability. Following the
traditional teacher-forcing evaluation protocol in
EasyEdit (Wang et al., 2024), evaluation is based on
token-level prediction accuracy at target positions
rather than answer-level exact match. For each edit
request 4, let z; denote the rewrite prompt, a:reph
the rephrased prompt, and y; = (i1, .. ,y%mi)
the target answer token sequence. We denote the
final edited model by fg, and the pre-edit model
by fo,-

Given a prompt = and a target token sequence
y = (Y1,...,Ym), we define the prediction of

model fy at the ¢-th target position as

97 (z,y) = argmaxpy(v | 7,y<;).  (40)
veY
The corresponding token-level accuracy is
Acco(r,y) = Emﬂ[ﬂ ) (@41)
CCplr = — €T = .
o\, Y m Y\, Y Yt

Thus, for multi-token answers, the score is com-
puted by the fraction of correctly predicted tokens,
rather than requiring the entire string to match ex-
actly.

Reliability. Reliability measures how accurately
the edited model predicts the target answer for the
rewrite prompt:

Rel. = ]I | Z Acco, (23, yi). 42)
rw ZEZ TW
Generalization. Generalization measures

whether the edit transfers to rephrased prompts:

> Accy, (@5, ).

ZEIreph

Gen. =

43)
’ reph ’

Locality. Locality evaluates whether the pre-edit
model’s prediction is preserved on locality prompts
unrelated to the edit. Let xloc be a locality prompt
and ¢ = (y°F, ... ,y%‘);) be the reference con-
tinuation. The locality prediction of model fj is
defined as

~6,loc loc , loc
yzt - argm€a§p9 v ’ Ty Y, <t)

(44)
Locality is computed as the fraction of token-level
predictions that match between the edited model
and the pre-edit model:

Loc. — Z ZH[ 9N7loc _ Af(;,lOC )
‘Zloc| T E

(45)
Thus, Locality measures how well the original be-
havior is preserved on locality prompts, rather than
whether the edited model predicts a specific target
answer.

Capability. Capability evaluates the model’s gen-
eral abilities after sequential editing by averaging
performance on GSM8SK, MMLU, NQ-Open, SST-
2, and WMT16:

1
Cap. = @ Z Scorep(fo, ) (46)

beB
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Model Dataset Multi-token targets ~ Token Rel.  Strict Rel.
Llama3-8B ZsRE 2,313/3,000 (77.1%) 99.85 99.61
Qwen2.5-7B  ZsRE 2,313/3,000 (77.1%) 99.90 99.57

Llama3-8B
Qwen2.5-7B

100.00
100.00

100.00
100.00

CounterFact
CounterFact

40/3,000 (1.3%)
40/3,000 (1.3%)

Table 9: Reliability evaluated exclusively on multi-
token target examples. Strict Rel. requires all target
positions in an example to predict the gold token cor-
rectly.

where B denotes the benchmark set consisting of
GSMSK, MMLU, NQ-Open, SST-2, and WMT16.
The task-specific score for each benchmark is con-
verted to a [0, 100] scale before averaging.

Overall Score. The Score reported in the main
results is the arithmetic mean of the four metrics:

Rel. + Gen. + Loc. 4+ Cap.

S -
core 1

47

Because these metrics capture competing editing
desiderata, the unweighted average is reported only
as a descriptive summary and is not used to select
the operating point of KLOD.

F.1 Reliability on Multi-token Targets

Because Lyt excludes the current gold next token
at each target prediction position, each token of a
multi-token target is excluded separately when it
becomes the gold token at its own autoregressive
step. We additionally evaluate Reliability exclu-
sively on examples whose targets contain more
than one tokenizer token.

In addition to token-level Reliability, we report a
stricter example-level criterion that requires every
target position to predict the gold token as top-1
under teacher forcing:

StrictRel; = 1|Vt € Ti, Uit = iz - (48)

As shown in Table 9, even on ZsRE, where
77.1% of the targets are multi-token, strict all-token
Reliability remains above 99.5%. This indicates
that the position-wise target exclusion used by L
does not prevent reliable completion of multi-token
targets under the reported evaluation protocol.

G Baseline Details

This section describes the implementation details
and hyperparameter settings of the baseline edi-
tors used in our experiments. ROME, AlphaEdit,
UltraEdit, FT-L, and FT-M are evaluated based
on the implementations released in EasyEdit. For
these methods, we use the public configurations

provided by EasyEdit and do not perform addi-
tional hyperparameter tuning on the test set. Model
forward computation and evaluation are performed
in bfloat16 precision whenever possible. However,
for methods such as ROME and AlphaEdit that rely
on method-specific linear algebra operations, in-
cluding covariance statistics, matrix inversion, and
projection, we compute the corresponding statistics
and linear algebra components in float32 precision
or follow the implementation default precision for
numerical stability. LocFT-BF is evaluated using
the official implementation released by the authors,
with hyperparameters reported in the original pa-
per. Since OVERTONE does not provide an official
public implementation, we reimplement it based on
the method described in the paper. ROME, FT-L,
and FT-M use a batch size of 1, while the remain-
ing baselines use a batch size of 100. All methods
are evaluated using the same backbone model, to-
kenizer, sampled edit set, and evaluation protocol.
Each method follows its designated optimization
protocol, and model parameters are not reset during
cumulative editing. For methods that operate edit-
by-edit, updates are applied cumulatively without
model reinitialization, whereas LocFT-BF, OVER-
TONE, and KLOD use the Breadth-First optimiza-
tion protocol described in Section 3.1.

ROME. ROME is a locate-and-edit method that
identifies internal computations associated with
factual associations through causal tracing and
modifies a single factual association by apply-
ing a rank-one update to selected feed-forward
weights (Meng et al., 2022). We use the ROME
implementation and hyperparameter configuration
released in EasyEdit. For both Llama3-8B-Instruct
and Qwen2.5-7B-Instruct, we edit the MLP down-
projection module at layer 5. For both models, the
subject token is set to subject_last, and value
vector optimization is performed for 25 epochs.
The learning rate is set to 5 x 10~!, weight decay
to 1073, clamp norm factor to 4, and KL factor to
0.0625. Covariance statistics are computed from
100,000 Wikipedia samples, with the covariance
dtype kept in float32. Value vector optimization
follows the default precision of the EasyEdit imple-
mentation, while model forward computation uses
bfloat16 precision whenever possible.

AlphaEdit. AlphaEdit addresses the issue that
parameter perturbations introduced during locate-
then-edit procedures can damage preserved knowl-
edge. To mitigate this, it projects edit perturbations
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onto the null space of preserved knowledge be-
fore applying the update, aiming to reduce locality
degradation in sequential editing (Fang et al., 2025).
We use the AlphaEdit implementation and hyper-
parameter configuration released in EasyEdit. For
both Llama3-8B-Instruct and Qwen2.5-7B-Instruct,
we edit the MLP down-projection modules in lay-
ers 4-8, with layer selection set to all and the fact
token set to subject_last. The batch size is set
to 100. The null-space projection threshold is set
to 2 x 1072, and the L, coefficient is set to 1. For
Llama3-8B-Instruct, the value optimization learn-
ing rate is set to 1 x 10~!, weight decay to 0.5,
and clamp norm factor to 0.75. For Qwen2.5-7B-
Instruct, the value optimization learning rate is set
to 5x 10~!, weight decay to 102, and clamp norm
factor to 4. For both models, value optimization is
performed for 25 epochs, and the KL factor is set
to 0.0625. Covariance-related statistics are com-
puted from 100,000 Wikipedia samples in float32
precision. Method-specific linear algebra opera-
tions, including null-space projection, use float32
or the implementation default precision for numeri-
cal stability, while model forward computation is
performed in bfloat16 precision whenever possible.

FT-L and FT-M. FT-L and FT-M are fine-tuning-
based editing baselines (Zhang et al., 2024). FT-L
fine-tunes localized parameters using supervision
on the target answer token at the last token posi-
tion of the prompt. FT-M applies cross-entropy
loss to the full target answer while masking prompt
tokens, making the objective closer to standard
target-answer fine-tuning. We construct FT-L and
FT-M based on the FT implementation released
in EasyEdit. In the EasyEdit configuration, we
use the setting where objective_optimization
is prompt_last as FT-L, and the setting where it is
target_new as FT-M. For Llama3-8B-Instruct and
Qwen2.5-7B-Instruct, we fine-tune the MLP down-
projection weights at layer 21 and layer 27, respec-
tively. Optimization is performed for 25 epochs,
with a learning rate of 5 x 10~* and a maximum
sequence length of 40 in the hyperparameter con-
figuration. The batch size is set to 1 for both FT-L
and FT-M. Weight decay and KL factor are both
set to 0, and no norm constraint is used. Model
forward and backward computation are performed
in bfloat16 precision by default, while optimizer
states and other training components follow the
implementation default precision.

UltraEdit. UltraEdit is a training-free, subject-
free, and memory-free editing method designed
for scalable lifelong editing. It computes parame-
ter shifts in one step using lightweight linear alge-
bra operations and employs lifelong normalization,
which updates feature statistics as editing turns
accumulate, to improve stability in large-scale life-
long editing (Gu et al., 2026). We use the Ul-
traEdit implementation and hyperparameter con-
figuration released in EasyEdit. For Llama3-8B-
Instruct, we edit the MLP gate-projection in layers
11-15 and the MLP up-projection in layers 18-24.
For Qwen2.5-7B-Instruct, we edit the MLP gate-
projection and up-projection in layers 18-26. For
both models, the learning rate is set to 1 x 1076, and
the token setting is set to mask. The batch size, one-
pass batch size, and editor batch size are set to 100,
10, and 1024, respectively. Model forward compu-
tation is performed in bfloat16 precision whenever
possible, while method-specific linear algebra oper-
ations follow the default precision of the EasyEdit
implementation.

LocFT-BF. LocFT-BF argues that the weak per-
formance of prior fine-tuning-based editors may
stem not from an inherent limitation of fine-tuning
itself, but from implementation choices such as
depth-first sample-wise optimization and subop-
timal tuning locations. Based on this analysis,
LocFT-BF combines Breadth-First mini-batch opti-
mization with localized tuning location selection to
provide a fine-tuning-based editing baseline better
suited for sequential editing (Yang et al., 2026).
We use the official implementation released by the
authors. For Llama3-8B-Instruct and Qwen2.5-7B-
Instruct, we tune the MLP down-projection mod-
ules at layer 22 and layer 6, respectively. Optimiza-
tion is performed for 25 epochs, with a learning rate
of 5 x 10™%, batch size of 100, and weight decay of
0. Model forward and backward computation are
performed in bfloat16 precision, while optimizer
states and other training components follow the
default precision of the official implementation.

OVERTONE. OVERTONE identifies heteroge-
neous token overfitting (HTO), where tokens in
the target sequence overfit at different rates dur-
ing knowledge editing. To mitigate this issue, it
uses a token-level smoothing objective that adap-
tively adjusts the target distribution according to
each token’s fitting state (Liu et al., 2025). Since
OVERTONE does not provide an official public
implementation, we reimplement it based on the
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Method Edits Rel.  Gen. Loc. Cap.  Score
500 100.00  99.90 1.50 22770 56.02

FT-M Ik 9995 99.75 1.30 1533 54.08
3k 0.67 0.63 045 3235 8.53

500 82.10 43.70 20.20 19.71 4143

AlphaEdit 1k 88.05 5530 20.10 18.87 4558
3k 0.00 000 0.07 17.53 4.40

500  99.80 5630 4490 5251 63.38

KLOD 1k 99.70  63.45 34.10 52.80 62.51
3k 99.60 68.10 2945 5048 6191

Table 10: Cumulative edit-scale analysis on CounterFact
with Qwen2.5-7B-Instruct.

objective and reported hyperparameters in the orig-
inal paper.

The implementation is built on the same local-
ized fine-tuning pipeline as LocFT-BF and KLOD.
For an objective-level comparison, we keep the ed-
itable layer, editable module, batch size, learning
rate, number of epochs, sampled edit set, Breadth-
First optimization protocol, decoding, and eval-
uation setting identical. We do not separately
tune OVERTONE for the test performance of each
dataset or backbone. The batch size is set to 100,
and the OVERTONE-related coefficients are fixed
to A = 0.1, e = 0.01, and n, = 0.5, following
the original paper. Model forward and backward
computation are performed in bfloat16 precision
by default, while optimizer states and other train-
ing components follow the implementation default
precision.

H Cumulative Edit-Scale Analysis of
FT-M and AlphaEdit

Table 10 reports cumulative edit-scale results for
FT-M, AlphaEdit, and KLOD. To clarify the low
3k results of FI-M and AlphaEdit, we evaluate
their behavior as the number of cumulative edits
increases on Qwen2.5-7B-Instruct and CounterFact.
The pre-edit Capability score is 54.75.

FT-M retains near-perfect edit success at 500 and
1k edits, but its Locality is already close to zero
and Capability is substantially below the pre-edit
value. At 3k edits, its Reliability and Generaliza-
tion also collapse. AlphaEdit likewise exhibits sub-
stantial degradation on this backbone under cumu-
lative editing and nearly collapses by 3k edits. This
behavior is backbone-dependent: with the same
implementation, AlphaEdit remains substantially
more reliable on Llama3-8B-Instruct in Table 1. In
contrast, KLOD maintains near-perfect Reliability
and substantially higher Locality and Capability

across the three edit scales.

The non-monotonic Capability values of FT-M
should not be interpreted as recovery, since Capa-
bility averages heterogeneous downstream tasks
and the 3k score remains far below the pre-edit
model while Reliability, Generalization, and Local-
ity have collapsed.

I Details of Distribution KL Analysis

This section describes the implementation details
of the distribution KL analysis used in Section 3.3.
Each evaluation item consists of a prompt x and
a target sequence y, and we compare the next-
token distributions of the pre-edit model fy, and
the edited model fy on the teacher-forced sequence
s = x @ y. Rewrite and rephrase items use the
edit prompt or rephrased prompt together with the
edited target answer, respectively, while locality
items use a locality prompt unrelated to the edit
and its corresponding ground-truth answer.

KL is computed at shifted prediction positions
in causal language modeling. That is, the logits at
position ¢ are treated as the distribution for predict-
ing the next token s;41. Prompt KL is computed
at prompt-side positions that predict tokens within
the prompt, while the position that predicts the first
target token after observing the final prompt token
is included in Target KL. Target KL. measures full-
vocabulary distribution drift at positions that pre-
dict target answer tokens under teacher forcing. All
KL values are computed in the pre-edit-to-edited
direction:

Dxr (poo (- | s<e) | po(- [ s<¢)) . (49)
Position split example. For example, suppose
the teacher-forced sequence is

s = [z1,22, 23,1, Y2|. (50)
Under shifted prediction in causal language mod-
eling, x; predicts x93, x1,z2 predict x3, and
x1, X2, x3 predict y;. Therefore, the positions pre-
dicting xo and z3 are included in Prompt KL,
whereas the position predicting the first target token
g1 is included in Target KL. In other words, even if
the final prompt token is used as context, the corre-
sponding position is treated as a target prediction
position if it predicts the first target token.

For rewrite and rephrase contexts, we also com-
pute Non-target KL at target positions. Let a; de-
note the gold next token at each target position. We
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Method ‘ Rewrite ‘ Rephrase ‘ Locality
‘ Prompt KL Target KL Non-target KL ‘ Prompt KL Target KL Non-target KL ‘ Prompt KL Target KL

ROME 8.019 7917 7.440 8.651 8.071 7.521 8.095 6.430
AlphaEdit 12.919 12.981 12.949 12.669 12.157 12.130 13.293 12.962
UltraEdit 0.702 6.030 1.690 0.228 3.999 1.218 0.188 2.985
LocFT-BF 4.106 16.573 10.200 2.672 9.980 8.491 3.463 10.746
OVERTONE 3.959 16.391 10.259 2.482 9.646 8.381 3.396 10.863
KLOD 0.111 4.035 0.552 0.462 2.712 1.508 0.261 1.538

Table 11: Distributional KL divergence after 3k sequential editing on CounterFact with Qwen2.5-7B-Instruct. Lower
values indicate smaller distributional drift from the pre-edit model. Best values are shown in bold. We use the same

evaluation protocol as Table 2.

exclude this token from the vocabulary and renor-
malize the distribution over the remaining tokens:

qg(v) o pg(v | SSt)

=1 o (alsch) — polar | s<1)’ veV\{a}. (51)

Non-target KL is computed as the KL divergence
between gy and gj, measuring relative distribution
drift among non-target tokens rather than changes
in the target probability itself. For locality contexts,
we report only Prompt KL and Target KL, since
the goal is not to analyze the non-target distribution
around the edited target answer.

The final reported values are token-level aver-
ages rather than example-level averages. For each
context type, we accumulate the position-wise KL
sum and the number of evaluated tokens, and com-
pute the values in Table 2 by dividing the total KL
sum by the total token count.

J Additional Distribution KL Results

Table 11 reports additional distribution KL analy-
sis after 3k sequential editing on CounterFact with
Qwen2.5-7B-Instruct. The overall trend is simi-
lar to the results on Llama3-8B-Instruct. KLOD
achieves the lowest Prompt KL, Target KL, and
Non-target KL in the rewrite context, and it also
yields the lowest Target KL in the rephrase and
locality contexts. In particular, LocFT-BF and
OVERTONE show high Target KL and Non-target
KL in the rewrite and rephrase contexts, whereas
KLOD substantially reduces both. This indicates
that KLLOD’s KL-based preservation terms effec-
tively suppress target-side distributional drift even
while increasing the target probability.

UltraEdit achieves the lowest Prompt KL in the
rephrase and locality contexts, preserving some
prompt-side next-token behavior well. It also ob-
tains the lowest Rephrase Non-target KL. How-
ever, KLOD achieves lower Target KL in both the

rephrase and locality contexts, as well as lower
Rewrite Non-target KL. This suggests that KLOD
more consistently preserves the target-position dis-
tribution in contexts directly tied to the edited an-
swer, whereas UltraEdit is more effective at re-
ducing prompt-side drift in some non-rewrite con-
texts. Therefore, KLOD shows consistent advan-
tages in target-side distribution preservation also
on Qwen2.5-7B-Instruct.

K Instance-level KL Distribution
Analysis

The main KL analysis reports token-averaged mean
divergence. Although this summarizes overall dis-
tributional drift, a mean alone may be influenced
by the shape of the KL distribution. We therefore
additionally examine instance-level KL distribu-
tions to determine whether KLLOD’s reduction in
distributional drift persists beyond the average.

For each evaluation instance, we first average the
position-wise KL values within that instance. We
then compute the mean, median, 90th percentile
(P90), 95th percentile (P95), and 99th percentile
(P99) over instances. For Prompt KL, we aggregate
instances from the rewrite, rephrase, and locality
contexts. For Non-target KL, we aggregate the
target positions from the rewrite and rephrase con-
texts, where the target token is excluded and the
remaining distribution is renormalized as in Sec-
tion L.

Table 12 shows that KLLOD’s reduction in dis-
tributional drift is consistent across the reported
KL distribution, rather than appearing only in the
mean. For Prompt KL, KLOD obtains a median of
0.063 and a P99 of 0.513, whereas the other meth-
ods have median values above 2.2 and P99 values
above 5.3. The same pattern is stronger for Non-
target KL: KLOD obtains a median of 0.168 and
a P99 of 3.119, compared with medians of 8.369
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Method Component Mean Median P90 P95 P99
KLOD Prompt 0099 0063 0226 0306 0513
Non-target  0.364  0.168  0.808 1342  3.119

Prompt 2475 2324 3957 4535 5588

LocFTBE  ontarget 8567 8369 12671 14234 16718
Prompt 2379 2225 3776 4312 5366

OVERTONE  \on-target 8257 8015 12350 13.930 16298
‘ Prompt 2686 2386 5078 5829  7.603
UltraEdit Non-target 4065 3709  6.860 7921  9.992

Table 12: Instance-level KL distributions after 3k sequential edits on CounterFact with Llama3-8B-Instruct. Prompt
aggregates rewrite, rephrase, and locality contexts, whereas Non-target aggregates target-position KL from rewrite
and rephrase contexts after target-token exclusion and renormalization. Lower values indicate less distributional

drift.
Target objective Preservation Rel. Gen. Loc. Cap.
CE Full KL 99.77 5422 2255 5147
CE Non-target KL 99.77 5442 26.77 54.11
Logit-odds hinge  Full KL 99.73 5372 3290 57.72
Logit-odds hinge  Non-target KL  99.60 52.05 41.30 60.70

Table 13: Controlled no-prefix ablation on CounterFact
with Llama3-8B-Instruct.

and 8.015 and P99 values of 16.718 and 16.298 for
LocFT-BF and OVERTONE, respectively.
Notably, KLOD’s P99 Non-target KL remains
lower than even the median Non-target KL of
LocFT-BF and OVERTONE. Thus, the substan-
tially lower KL observed for KLOD is not ex-
plained by the token-averaged mean alone; the
reduction persists from the center of the instance-
level distribution to its high-KL tail. This provides
additional evidence that KLLOD broadly suppresses
output-distribution drift rather than obtaining a low
average from a small subset of low-drift cases.

L Controlled Target-Objective and
Preservation Ablation

To isolate the effects of bounded target optimiza-
tion and target exclusion in the preservation term,
we conduct a controlled no-prefix comparison on
CounterFact with Llama3-8B-Instruct. All vari-
ants omit Lfx and independently vary the target
objective and the target-position KL distribution.
Table 13 separates the contribution of target ex-
clusion from that of the bounded target objective.
With cross-entropy, replacing full-vocabulary KL
with target-excluded non-target KL improves Lo-
cality from 22.55 to 26.77. The same replacement
under the logit-odds hinge improves Locality from
32.90 to 41.30. Likewise, replacing cross-entropy
with the bounded logit-odds objective improves the

Method Rel. Gen. Loc. Cap.
KLOD 99.89 86.85 86.47 61.42
W/0 Lprefix 99.97 88.67 81.26 60.92
w/0 Ly 99.57 87.99 82.09 61.68
W/0 Lprefix, Lne 9992 89.25 5093 61.78
w/o All 99.93 89.21 51.24 62.10

Table 14: Ablation study on ZsRE with Llama3-8B-
Instruct. The row without both preservation terms uses
only the bounded logit-odds objective. The w/o All vari-
ant corresponds to LocFT-BF with the standard cross-
entropy objective.

Locality—Capability balance under both preserva-
tion choices. These results support the interpreta-
tion that KLOD’s advantage arises from the com-
bination of bounded target optimization and target-
excluded preservation, rather than from generic KL
regularization alone.

M Additional Ablation on ZsRE

Table 14 presents additional ablation results on
ZsRE with Llama3-8B-Instruct. All variants
achieve high Reliability, indicating that the target
edits remain effective under different objective vari-
ants. Unlike the CounterFact setting, the bounded
logit-odds objective alone does not provide a clear
advantage over the standard cross-entropy counter-
part on ZsRE. Specifically, removing both preser-
vation terms yields 50.93 Locality, which is com-
parable to the w/o All variant corresponding to
LocFT-BF, which obtains 51.24 Locality. General-
ization and Capability are also nearly unchanged
between these two variants.

Nevertheless, the KL.-based preservation terms
remain important for locality preservation. Re-
moving either Ly Or Ly decreases Locality
from 86.47 to 81.26 and 82.09, respectively, while
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removing both preservation terms causes a much
larger drop to 50.93. This indicates that the two
preservation terms are complementary on ZsRE:
each term contributes moderately in isolation, but
their combination is necessary to maintain high Lo-
cality. Overall, the ZsRE ablation confirms that
KLOD’s locality improvement mainly comes from
distribution-preserving regularization rather than
from the bounded target objective alone.

N Post-hoc Decomposition of Locality
Prediction Changes

To better characterize locality degradation, we con-
duct a post-hoc analysis of how locality predictions
change after editing. We decompose each local-
ity prediction change into two mutually exclusive
categories: Target flip (F') and Other change (O).
For each edit request ¢, let 7; denote the set of
content-token IDs in its new target, excluding spe-
cial and whitespace-only tokens. At each teacher-
forced locality-answer position ¢, let 72" and g5
denote the pre- and post-edit full-vocabulary top-1
predictions, respectively.
We first define a locality prediction change as
Du=1[™ #3562
A Target flip (F3;) occurs when the prediction
changes from a non-target token to a token con-
tained in the corresponding edit target:
Fa=T[ ¢ T A 5™ eT].  (53)
Because the two membership conditions imply a
change in the top-1 prediction, D;; = 1 need not
be stated separately.
All remaining locality prediction changes are
defined as Other change (O;):
Oit = Djt — Fi. (54)
Therefore,

Djy = Fy + Oy (55)

holds exactly at every evaluated token position.
We apply the same hierarchical aggregation as
the official Locality evaluation: token-level values
are averaged within each locality prompt, then at
the edit-request level, and finally macro-averaged
over the 3,000 requests. Let F'p and Op denote the
resulting dataset-level Target flip and Other change
scores for dataset D, respectively. All quantities
are recomputed through the same BF16 evaluation

Setting | Loc. Damage F o
CounterFact
Bounded only | 2.02 97.98 1895 79.03
+ Ly 41.30  58.70 13.57 45.13
Full KLOD |44.75 55.25 12.02 43.23
ZsRE
Bounded only | 50.93 49.07 0.094 48.974
+ Ly 81.26 18.74 0.068 18.670
Full KLOD | 86.47 13.53 0.050 13.477

Table 15: Post-hoc decomposition of locality prediction
changes with Llama3-8B-Instruct. F' denotes flips to
edit-target tokens, and O denotes all other prediction
changes. For ZsRE, F' and O are reported to three
decimal places because target flips are rare.

path as the reported Locality scores. Thus, before
rounding,

100 — Localityp = Fp + Op. (56)

Damagep

Table 15 shows substantially different failure pat-
terns across datasets. On CounterFact, F' represents
a noticeable but non-dominant component of local-
ity damage. With the bounded objective alone, F'
accounts for 18.95 percentage points of the 97.98-
point Damage, while O accounts for 79.03. Adding
Ly reduces F' to 13.57 and O to 45.13, while full
KLOD further reduces them to 12.02 and 43.23,
respectively. Thus, preservation reduces both direct
flips to edit-target tokens and the remaining top-1
prediction changes.

The pattern is markedly different on ZsRE.
Although the bounded-only setting incurs 49.07
points of Damage, F' accounts for only 0.094
points, whereas O accounts for 48.974. Likewise,
F remains extremely small after adding L, (0.068)
and with full KLOD (0.050), even as Locality im-
proves substantially. This indicates that locality
degradation on ZsRE is not primarily characterized
by direct flips to edit-target tokens.

Overall, F' captures one observable form of lo-
cality failure, but its prevalence differs substan-
tially across datasets. The reduction in O further
shows that KLOD’s locality improvement is not
limited to preventing edited target tokens from di-
rectly replacing unrelated predictions, consistent
with the broader distributional preservation behav-
ior observed in our KL analyses.

O Free-Running Generation Evaluation

The primary Reliability and Generalization met-
rics in our experiments follow the standard teacher-
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Method Rel. EM  Gen. EM  Cap.

pre-edit 0.00 0.20 62.11
AlphaEdit 66.60 52.20 25.46
LocFT-BF 99.80 53.00 41.92
OVERTONE 99.60 56.40 4251
KLOD (o = 0.85) 99.60 48.00 60.77
KLOD (a = 1.0) 99.60 61.60 57.65

Table 16: Free-running generation results on 500 Coun-
terFact cases after 3k edits with Llama3-8B-Instruct.
Rel./Gen. EM denote normalized exact match on
rewrite/rephrase prompts; bold marks the best edited-
model result in each column.

forcing protocol used in knowledge editing. To
examine whether the observed behavior also holds
under actual generation, we additionally perform a
free-running evaluation after 3k CounterFact edits
with Llama3-8B-Instruct.

We sample 500 evaluation cases from the 3k
CounterFact set using random seed 42 and use the
same cases for all methods. For each rewrite and
rephrase prompt, the edited model generates the
answer autoregressively without access to the gold
target tokens. We use greedy decoding with a maxi-
mum of 32 generated tokens. The generated answer
is truncated at the first period or newline and nor-
malized by lowercasing, removing punctuation and
articles, and collapsing whitespace. Reliability and
Generalization are then measured using normalized
exact match for the rewrite and rephrase prompts,
respectively.

Table 16 shows that the main conclusions are
not specific to teacher-forced token prediction. At
the primary locality-oriented setting, KLOD with
a = 0.85 achieves 99.60 Reliability EM and pre-
serves Capability at 60.77, close to the pre-edit
score of 62.11. In contrast, LocFT-BF and OVER-
TONE obtain Capability scores of 41.92 and 42.51,
respectively.

The generation results also reproduce the con-
trollable Generalization trade-off observed in the
teacher-forced evaluation. Increasing the target
threshold to o« = 1.0 raises Generalization EM
from 48.00 to 61.60 while maintaining 99.60 Re-
liability EM and 57.65 Capability. This exceeds
the generation-based Generalization of LocFT-BF
(53.00) and OVERTONE (56.40), consistent with
the a-controlled operating curve observed in Sec-
tion 3.5.

We do not report free-running Locality in this
analysis because the main Locality metric is de-
fined by agreement between the pre-edit and post-

Method Rel. Gen. Loc. Cap.
LocFT-BF 99.93 96.21 3522 61.83
OVERTONE 9990 9598 3498 61.62
KLOD 99.75 93.11 56.30 61.30

Table 17: Results after 3k edits on WikiBigEdit with
Llama3-8B-Instruct.

Ant  Rel. Gen. Loc.  Cap.

02 99.70 48.23 3533 60.98
04 99.63 4743 4037 60.78
0.6 99.70 47.37 44775 60.77
0.8 99.63 45.07 4742 61.07

Table 18: Sweep over A\, with Aprerx fixed at 1.2 on
CounterFact with Llama3-8B-Instruct.

edit model predictions on unrelated prompts. A
ground-truth exact-match score on locality answers
would measure a different quantity and would there-
fore not be directly comparable to the Locality met-
ric reported in the main experiments.

P Additional Evaluation on WikiBigEdit

To evaluate whether KLOD’s behavior extends be-
yond CounterFact and ZsRE, we additionally con-
duct a 3k-edit evaluation on WikiBigEdit (Thede
et al., 2025) with Llama3-8B-Instruct.

In Table 17, KLOD achieves 56.30 Locality, im-
proving over LocFT-BF and OVERTONE by 21.08
and 21.32 percentage points, respectively. This
improvement comes with a modest reduction in
Generalization, while Reliability remains above
99% and Capability remains comparable to the two
fine-tuning baselines. These results provide addi-
tional evidence that KLOD’s locality preservation
benefit extends to WikiBigEdit.

Q Lambda Sweep

This section analyzes how the two preservation loss
weights in KLOD, A; and Aprenx, affect editing
performance. All experiments are conducted on
CounterFact with 3k sequential edits using Llama3-
8B-Instruct, with the target probability threshold
fixed at a = 0.85.

Table 18 shows the results of varying A, while
fixing A\preix = 1.2. As Ay increases, Local-
ity improves from 35.33 to 47.42, while Gener-
alization decreases from 48.23 to 45.07. Reliabil-
ity and Capability remain nearly stable, indicat-
ing that stronger non-target distribution preserva-
tion improves locality with a moderate trade-off in
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Apreix ~ Rel.  Gen.  Loc.  Cap.

0.5 99.77 4837 4425 60.88
0.9 99.77  47.27 44775 60.85
1.2 99.70 4737 4475 60.77
1.5 99.73 4620 4497 60.68

Table 19: Sweep over Aprenix at the primary operating
point, with Ay = 0.6 and o« = 0.85, on CounterFact
with Llama3-8B-Instruct.

rephrase generalization.

Table 19 varies Aprex While fixing Apy = 0.6,
corresponding to the primary KLOD operating
point. Increasing Aprefix produces only a small
Locality increase and a modest Generalization de-
crease, while Reliability and Capability remain
nearly unchanged. Together, the two sweeps show
that L, is the primary preservation component
on CounterFact, whereas L.fix acts as a gentler
complementary regularizer whose marginal contri-
bution is larger on ZsRE, as shown in Appendix M.

26286



