Extending LLLM Context via Associative Recurrent Memory
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Abstract

Extending the context length of large language
models (LLMs) is critical for many real-world
applications, yet standard transformers remain
constrained by quadratic compute and linear
memory scaling. In this work, we investi-
gate the Associative Recurrent Memory Trans-
former (ARMT) as a practical approach for en-
abling long-context processing in LL.Ms, con-
stant memory scaling, and better efficiency.
We make three main contributions. First, we
construct two domain-specific long-context
datasets designed to evaluate realistic work-
loads, focusing on narrow-domain fine-tuning
scenarios. Second, we propose a comprehen-
sive training recipe for ARMT-based context
extension, combining continued pre-training,
synthetic long-context data generation, curricu-
lum learning, and selective integration of as-
sociative memory into chosen model layers.
Third, we present an extensive experimental
study demonstrating that ARMT-augmented
models: (i) process inputs well beyond their
original context limits without degrading per-
formance relative to in-limit baselines; (ii) gen-
eralize more effectively to out-of-distribution
context lengths; and (iii) need 30% fewer
FLOPs while preserving baseline performance
within the original context window.!

1 Introduction

Long-context understanding is crucial for many
tasks, such as processing and understanding tech-
nical and financial reports, software development,
and multi-document reasoning in scientific and le-
gal domains. These scenarios often require models
to integrate information distributed across hundreds
of thousands or even millions of tokens. However,
standard transformer architectures (Vaswani et al.,
2017) struggle to scale to such contexts, as the
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computational and memory costs of self-attention
grow quadratically with sequence length. More-
over, transformer performance degrades as the con-
text length increases (Liu et al., 2024; Kuratov et al.,
2024). Therefore, since the introduction of the
transformer architecture, long-context processing
has emerged as a central and rapidly-evolving re-
search direction (Beltagy et al., 2020; Katharopou-
los et al., 2020; Bulatov et al., 2022). Tradition-
ally, efficient long-context approaches have been
built using recurrent architectures (Gu and Dao,
2024; Peng et al., 2023); however, such models
must typically be trained from scratch, limiting
the ability to leverage existing pre-trained LLMs.
Moreover, fully-recurrent LMs update the memory
at each time step, which complicates high-level in-
formation processing in tasks such as structured
copying (Jelassi et al., 2024) and instruction fol-
lowing (Park et al., 2024).

Recent studies (Bulatov et al., 2024; Rodkin
et al., 2024) have explored enhancing transformers
with segment-wise context processing and recur-
rent memory mechanisms. Using human mem-
ory as an analogy (Cowan, 2008), full attention
within a segment models short-term/working mem-
ory, while the module that recurrently propagates
crucial information from segment to segment can
be viewed as long-term memory. These approaches
preserve strong intra-segment modeling perfor-
mance while enabling linear scaling with respect
to context length.

In this work, we focus on the Associative Recur-
rent Memory Transformer (ARMT: Rodkin et al.,
2024), which introduces a capacious segment-level
associative memory and features strong scaling to
extremely long input sizes. Prior work on ARMT-
based models has been limited to scales below
200M parameters and evaluated on a narrow set of
tasks (Rodkin et al., 2024), leaving their behavior
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at larger model sizes mostly unexplored. Models at
this scale typically struggle to handle complex real-
world workloads. In this work, we extend ARMT
to small- and medium-sized LMs (1B parameters),
which are substantially more capable in practical
settings. These models provide a practical middle
ground, enabling linear-compute, constant-memory
long-context processing while maintaining strong
performance on real-world tasks.

Our contributions are as follows:

* We construct two new datasets based on real-
world tasks to train and evaluate the long-
context performance of LLMs, focusing on
narrow-domain fine-tuning.

* We propose a training recipe for extending the
effective context of LLMs using ARMT. This
approach incorporates continued pre-training,
synthetic generation of training data, curricu-
lum learning, and the strategic integration of
the associative memory mechanism into se-
lected LLM layers.

* We present an experimental study on extend-
ing the context windows of state-of-the-art
LLMs using ARMT. Our findings demonstrate
that: (1) ARMT-augmented models process
inputs well beyond their original context
limits without degrading performance relative
to in-limit scores; (2) they exhibit superior
generalization to out-of-distribution con-
text lengths compared to base models; and (3)
they need 30% fewer FLOPs while maintain-
ing baseline performance within the original
context limits.

2 Related Work and Background

In recent years, the demand for long-context task
handling has grown as the problem-solving capabil-
ities of LL.Ms have evolved (OpenAl, 2023; Gem-
ini Team et al., 2024; Anthropic, 2024). However,
even for narrow tasks, both small and large models
experience sharp performance degradation when
the context size increases. Additionally, scaling
the transformer’s context is computationally ex-
pensive due to the quadratic computational com-
plexity of attention. This problem has been ad-
dressed by sparse attention (Child et al., 2019; Za-
heer et al., 2020), attention linearization (Wang
et al., 2020; Katharopoulos et al., 2020), and recur-
rent approaches. Modern RNNs are increasing in
popularity due to their linear scaling with length:
xLSTM (Beck et al., 2024) builds on traditional

recurrent architectures to achieve efficient scaling,
RWKYV (Peng et al., 2023) and state space models
such as Mamba (Gu and Dao, 2024) and Gated
DeltaNet (Yang et al., 2025) utilize simple linear
recurrence to achieve faster parallel training. Fully-
recurrent models exhibit strong performance on
some long-context tasks; however, they still face
significant limitations compared to transformers
in complex algorithmic tasks (Jelassi et al., 2024;
Merrill et al., 2024), instruction following (Park
et al., 2024), and long-context reasoning (Kuratov
et al., 2024). The ability to efficiently address the
context is limited by the bottleneck in the fixed-size
recurrent state. Hybrid models with interleaving
attention and recurrent layers (Lenz et al., 2025; Fu
et al., 2025; Qwen Team, 2026) partially address
these performance issues, but they still face expen-
sive quadratic compute scaling with context size
and require training from scratch.

Models with segment-level recurrence present a
promising middle ground: they retain linear scal-
ing on longer sequences and maintain the strong
short-context performance of transformers with
full attention (Dai et al., 2019; Rae et al., 2020).
ARMT (Rodkin et al., 2024) has been shown not
only to scale linearly with context size, but also
to efficiently process tens of millions of tokens on
selected tasks. Scaling ARMT opens up possibil-
ities to develop LLMs that are compute-efficient,
potentially scalable to extremely long contexts, and
maintain all the strengths of full attention within
each segment.

An overview of the ARMT architecture is pre-
sented in Figure 1. The backbone LLM is passed to
a wrapper that enables segment-wise processing of
input segments, splitting long-context inputs into
non-overlapping segments of fixed length. Each
segment is also augmented with trainable mem-
ory embeddings (“Mem”), which are processed
throughout the model. At the core of ARMT lies
the associative block, a layerwise memory module
that retrieves and updates key-value associations
from previous segments and injects the recalled
information into the current segment representa-
tion. The associative memory mechanism consists
of three parts:

* Memory extraction: each transformer layer
compresses an input segment into memory
embeddings.

* Memory consolidation: memory embed-
dings are then consolidated in a per-layer as-
sociative matrix as key-value pairs.
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Figure 1: Base LLM architecture (left) and ARMT architecture (right). ARMT divides the input text into segments
and processes them sequentially, allowing the model to handle long contexts.

* Association: every embedding of the follow-
ing segment is transformed into a query vector
and multiplied by the associative matrix.

Appendix A presents the formal definition of the
associative block.

ARMT combines the best of both worlds: the
ability of recurrent architectures to propagate in-
formation across arbitrarily long contexts (in prin-
ciple) and the strong performance of full self-
attention within a limited context window. In con-
trast to Mamba (Gu and Dao, 2024) and RWKV
(Peng et al., 2023), ARMT’s computational depth
scales with sequence length, enabling more effec-
tive multi-step reasoning by combining precise lo-
cal attention with deep, high-capacity long-term
memory (Rodkin et al., 2024; Kuratov et al., 2024).

3 LLM Context Extension via ARMT

To enable LLMs to handle long contexts, we de-
veloped a set of techniques essential for effective
ARMT training: continued pre-training, synthetic
long context supervision, curriculum learning, and
pruning of ARMT layers.

Continued pre-training. When associative mem-
ory is introduced into a pre-trained LLM, the newly
added parameters are randomly initialized. As a
result, although the backbone LLM is already pre-
trained, ARMT still requires additional adaptation
to learn how to use the memory mechanism effec-
tively. We hypothesize that continued unsupervised
language-model pre-training can properly initialize
the associative memory parameters and simplify
subsequent task-specific fine-tuning. This stage
should be performed on sufficiently long contexts
so that the memory mechanism is actively used to
propagate salient information across multiple seg-
ments. In our experiments, we used 8 segments.

To make such continued pre-training feasible, we
developed an optimized ARMT implementation
compatible with DeepSpeed ZeRO Stage 3 (Rasley
et al., 2020; Rajbhandari et al., 2020).
Curriculum learning. When associative memory
layers are trained from scratch, ARMT initially per-
forms near-randomly on challenging tasks that re-
quire propagating salient information across multi-
ple segments, thereby yielding little useful learning
signals from such instances. We argue that, much
like human memory, machine memory should be
trained through a gradual increase in task complex-
ity, i.e. curriculum learning (Bengio et al., 2009).
Accordingly, we apply curriculum learning during
fine-tuning by progressively increasing task diffi-
culty. We control task difficulty via the maximum
context length, defined by the number of ARMT
segments. Specifically, the model first learns how
to propagate important information across 2 seg-
ments, then 4, and finally 8 segments. In addition,
we anneal the learning rate across the curriculum
stages, gradually reducing it in the later stages.
Generating synthetic long-context training data.
Long context instances might be scarce in the orig-
inal training dataset; therefore, fine-tuning ARMT
on such data might be challenging. Moreover, in
order to use curriculum learning, we need relatively
large bins of instances that have contexts of specific
lengths. To mitigate this problem, we suggest gen-
erating synthetic long-context training instances
(see Section 4 for further details). We first sample
multiple short passages (paragraphs) from a long
document and generate a question-answer pair for
each passage. These passages are then concate-
nated into a single long context, which is used as
input during training while preserving the original
QA supervision. To increase diversity and reduce
model-specific biases in the generated data, we pro-
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duce QA pairs using multiple LLMs from different
model families.

Associative memory layer pruning. We further
investigate whether associative memory is needed
in every layer for effective context processing. Sim-
ilar to modern LLMs that apply sliding-window
attention only in a subset of layers (Gemma Team
et al., 2025), we hypothesize that associative mem-
ory can likewise be retained only in selected layers.
Therefore, as an optional efficiency step, we sug-
gest removing redundant associative layers after
training. We also propose a recipe for the pre-
selection of layers with associative memory, show-
ing that one can train the ARMT model with only
a few associative layers and achieve performance
comparable to that of the full ARMT model.

4 Long-Context Datasets

Approaches to LLM context extension rely ei-
ther on continued LM pre-training (Gao et al.,
2025) or on long-context supervised fine-tuning
(SFT) (Xu et al., 2025). Continued LM training is
prohibitively computationally expensive, requiring
hundreds of GPU hours and is limited in effec-
tiveness. Existing long-context SFT datasets are
scarce and mostly target selected domains. In our
experiments, we aim to extend the context in a
compute-efficient way by carefully crafting long-
context datasets with sufficient diversity, complex-
ity, and size, as well as controllable sample length
suitable for curriculum learning.

We construct training and evaluation datasets
using the ManyTypes4Py (Mir et al., 2021) and
GovReport-QS (Cao and Wang, 2022) datasets. We
focus on these datasets to demonstrate the possibil-
ity of context extension with the ARMT model on
domain-specific data, even with limited compute re-
sources, while avoiding more compute-demanding
instruction following datasets.

ManyTypes-long (MT) targets variable type pre-
diction in code with long context. We split the
original dataset into non-overlapping repositories
for training, validation, and test splits, and stacked
the code scripts from each repository to obtain a
long text with the desired length of up to 65k to-
kens. We reused the original labels for the variable
types from ManyTypes4Py (Mir et al., 2021).

GovReport-long (GR) focuses on long-document
question answering. The original GovReport-QS
consists of triplets {report, question, answer} with
ground-truth paragraphs in the report for each ques-

tion. We used ground-truth paragraphs from the re-
port and mixed them with non-relevant paragraphs,
keeping the paragraph order to build datasets of
up to 65k in length. Due to the limited size of
the original dataset, we augment the training split
with synthetic examples to create GR-100+, while
keeping the validation and test sets unchanged.
For both datasets, we place the question before
the context to reduce reliance on parametric knowl-
edge. Examples of MT and GR datasets are pre-
sented in Tables 7 and 8 in Appendix B. Dataset
statistics are provided in Table 6 in Appendix B.

S Experiments

5.1 Experimental Setup

The main objective of our experiments is to demon-
strate that ARMT, together with the proposed train-
ing techniques, can: (1) effectively extend the con-
text capacity of the base LLM; and (2) replace full
quadratic self-attention with a piecewise attention
mechanism that remains quadratic only within a
small local window, while preserving the perfor-
mance of the original LLM through the recurrent
memory mechanism. To this end, we conducted an
experiment in which we compared the base LLM
and an ARMT-augmented LLM in which the na-
tive context window is drastically reduced relative
to the base model (to 1,024 tokens), and the pri-
mary burden of long-context processing is placed
on the recurrent memory mechanism instead of
full self-attention. This means, e.g., that if we pro-
cess a 32k-token context, we need to split it into
32 segments, in each of which the full-attention
only spans 1k tokens, and important information is
propagated through memory.
Base LLMs. We experimented with Gemma-3-
1B-IT (Gemma Team et al., 2025) and SmolLM2-
360M-Instruct (Allal et al., 2025) as base LLMs.
Gemma-3-1B-IT was selected because it is a
strong state-of-the-art model in the 1B-parameter
category, while still having a relatively limited max-
imum context length of 32k tokens. Moreover,
it exhibits substantial performance degradation in
long-context settings, even within this nominal con-
text window (Gemma Team et al., 2025). We hy-
pothesize that this arises from the use of interleav-
ing sliding-window attention in its architecture in-
stead of monolithic full attention. Therefore, this
model is a good candidate for context extension.
SmolLLM2-360M-Instruct is also well suited for
our experiments: it is small enough to train under
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Figure 2: ARMT performance in terms of inference time and memory usage. (1) Gemma-3-1B-IT (Base) with batch
size of 8 uses approximately 30 GB of GPU RAM for a 32k-token context, while the ARMT model uses only 12
GB of GPU RAM (left) while having approximately the same inference time (right). (2) ARMT shows constant
memory usage with respect to context length, improving memory efficiency relative to the base model and allowing

for long-context data processing.

a limited GPU memory budget, yet remains highly
capable for its size. Its limited 8k-token context
window makes it a natural candidate for context
extension.

Evaluation and metrics. We fine-tuned the mod-
els on the training sets and evaluated their perfor-
mance on the test sets of MT and GR. We used
the exact match (EM) metric for the MT dataset,
as the target answers are short and require precise
variable type prediction. For the GR and GR-100+
datasets, we use the ROUGE-L (Lin, 2004) metric,
as the ground-truth answers in GR are free-form
and relatively long.

Training details. We fine-tune the LLMs using
LoRA (Hu et al., 2022) for GPU memory efficiency.
We used the training setup from Section 3 for both
the GR and MT datasets. Continued pre-training of
the Gemma-3 ARMT model was conducted on 19B
tokens from FineWeb-Edu (Penedo et al., 2024).
We also experimented with additional ARMT pre-
training on a synthetic long-context QA task. Train-
ing hyperparameters are provided in Appendix E.

5.2 Analysis of Computational Efficiency

GPU memory consumption is the main advan-
tage of ARMT, as it remains constant while the
sequence length increases, whereas even the most
efficient implementations of full self-attention scale
at least linearly. This is illustrated in Figure 2(a):
for Gemma, memory consumption grows as the
context length increases and can eventually exceed
memory limits. In contrast, ARMT does not require
additional memory to process longer sequences, so

it can use larger batch sizes. For example, under
the same memory budget required by Gemma to
process a 65k-token sequence with a batch size of
8, ARMT can process sequences of the same length
using a batch size of 32.

FLOPs and token throughput. Scaling the
batch size does not automatically increase to-
ken throughput, since GPU cores may already
be saturated. However, because self-attention in
ARMT is quadratic only within short, fixed-size
segments, ARMT also requires substantially fewer
self-attention FLOPs than full-attention-based mod-
els. For a sequence of length 7" and segment size .5,
ARMT reduces global-attention FLOPs by approx-
imately 7'/S; for T=32,768 and S=1,024, this
corresponds to a 32 x reduction in global-attention
FLOPs. When feed-forward and projection lay-
ers are taken into account, ARMT theoretically
requires roughly one-third fewer FLOPs in total
than Gemma under our approximation; see Ap-
pendix A.1 for the full derivation.

Figure 2(b) empirically validates this reduction
by illustrating the average token inference time.
For a batch size of 8, ARMT is slower than the
base model due to the sequential processing of
segments and the under-utilization of GPU cores.
However, when we increase the batch size to 32,
ARMT substantially outperforms the base Gemma
model, which, considering the lower parallelization
capabilities of ARMT, aligns with our FLOP esti-
mate. Optimized ARMT implementations could
further improve efficiency (Sivtsov et al., 2025).
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Base, ARMT, MT, 8k ARMT,

Model/ Base, ARMT,

Lengths No I:‘ine- MT, 8k MT, Sk’ pre.-selected layers, MT, 81.(,
Tuning trained pretrain

Ok-1k 0.000 0.795

1k-2k 0.000 0.790

2k-4k 0.000 0.774

4k-6k 0.000 0.767

6k-8k 0.000 0.859

8k-10k 0.000 0.852

10k-12k 0.011 0.868 0.868

12k-14k 0.000 0.787 0.766

14k-16k 0.000 0.764 0.697

16k-24k 0.000 0.812 0.757

24k-32k 0.000 0.713 0.812

32k-49k 0.765 0.791

49k-65k 5 b 0.8 0.762

In-Domain (0k-8k) 0.797

0OOD (8k-65k) 0.709

Long-00D (32k-65k) U

Full (0k-65k) 0.001 0.741

Table 1: Best results on the MT dataset for Gemma-3-
1B-IT model, metric = EM. ARMT performs compara-
bly with the base model overall, and outperforms it on
OOD and Long-OOD.

Base, ARMT, GR-100+, 8k ARMT,

ﬁ:ietzs No P.‘ine- g:iei 00+, 8k éRRI\;[(T&ﬂ 8k pre.-selected layers, GR-10.0+, 8k,
Tuning trained pretrain

Ok-1k 0.188

1k-2k 0.161

2k-4k 0.140

4k-6k 0.114

6k-8k 0.113

8k-10k 0.106 0.235 0.231 0.245
10k-12k 0.101 0.241 0.231 0.260
12k-14k 0.091 0.237 0.221 0.252
14k-16k 0.088 0.231 0.240 0.243 0.262

16k-24k 0.269 0.252 0.259 0.260
24k-32k 0.078 0.247 0.207 0.204 0.221
32k-49k 0.078

49k-65k 0.103

In-Domain

(Ok-8k)
00D
(8k-65k)
Long-OOD
(32k-65k)
Full
(Ok-65k)

0.143

0.092

0.084

0.116

Table 2: Best results on the GR-100+ dataset for
Gemma-3-1B-IT model, metric = ROUGE-L. ARMT
performs comparably to the base model overall, and
outperforms it on Long-OOD.

5.3 Analysis of Model Performance

Extending the context window of base LLM.
The main results with Gemma-3 on the MT dataset
are shown in Figure 3a and Table 1 (see also Ta-
ble 9 in Appendix C). The base model without
fine-tuning achieves near-zero performance across
all context lengths, highlighting the necessity of
task-specific adaptation. After fine-tuning on 8k
contexts (Base, MT, 8k), the model performs well
up to its maximum supported length of 32k tokens,
but degrades sharply beyond this limit.

In contrast, ARMT shows almost no degrada-
tion beyond 32k tokens. Notably, after curriculum
training with only 8k contexts, ARMT already gen-
eralizes to inputs as long as 65k, demonstrating
the effectiveness of the recurrent memory mecha-

nism. The final ARMT model (ARMT, MT, 8k)
matches the fine-tuned base model on in-domain
inputs (less than 8k) while substantially improving
performance on out-of-distribution (OOD) context
lengths (larger than 8k). Extended evaluation on
the MT dataset up to 131,072 tokens (Figure 4)
demonstrates that ARMT maintains strong length
generalization for inputs comprising up to 128 seg-
ments of 1,024 tokens.

The results with Gemma-3 on GR-100+ are pre-
sented in Figure 3b, Table 2 and in Table 10 in
Appendix C. They exhibit a similar trend. The base
model achieves low zero-shot in-domain perfor-
mance (ROUGE-L 0.143) and improves to 0.351
after fine-tuning on GR-100+. Its performance
drops substantially on Long-OOD inputs (0.175).
ARMT partially mitigates this degradation, improv-
ing the Long-OOD performance to 0.215, with only
a minor trade-off on shorter contexts.

Experiments with SmolLM show a similar pat-
tern (Figure 7 and Tables 24 and 25 in Ap-
pendix D.6). While the fine-tuned base model
degrades beyond its native context length (8k),
ARMT maintains competitive performance up to
32k tokens.

Overall, these results highlight two main find-
ings: (1) ARMT, together with the proposed train-
ing techniques, effectively extends the ability of
the base model to handle longer inputs; and (2) for
contexts that fall within the original LLM’s native
context window, our piecewise attention mecha-
nism with recurrent memory largely preserves the
performance of the original full-attention model.
Combined with constant memory consumption and
the estimated 30% reduction in FLOPs derived in
Section 5.2, these results demonstrate the strong
practical applicability of ARMT.

Comparison to other baselines. We fine-tuned
a 1.3B-parameter Mamba-2 model (Dao and Gu,
2024) on the MT and GR-100+ datasets (Figure 3).
Mamba-2 is a variant of a state space model that
shows comparable performance with transformers
and linear scaling in sequence length, making it fea-
sible for long-context tasks. Although Mamba-2
handles long contexts (32—65k) better than the base
full-attention LLM (on MT), it still substantially
underperforms ARMT in this setting. However, in
shorter contexts (on MT), Mamba-2 performs bet-
ter than ARMT and the base full-attention model,
which can be attributed to the larger model size.
Overall, ARMT shows better length generaliza-
tion than other baselines. Additional results for
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Figure 3: Main results. (1) Gemma-3-1B-IT (Base) with full attention and Mamba-2 trained with a context length
of 8,192 show a sharp performance drop beyond 32k tokens. (2) ARMT model with Gemma-3-1B-IT backbone
(ARMT) maintains stable performance across all evaluated context lengths and outperforms other models in the long
out-of-distribution (Long-OOD) regime (>32k). (3) ARMT with continued pre-training followed by fine-tuning
consistently outperforms the variant trained with fine-tuning only. (4) ARMT fine-tuned with only five pre-selected
associative layers out of 26 achieves comparable or better performance than the full ARMT model.
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Figure 4: Extended results on the MT dataset (up to
a context length of 131,072 tokens). (1) Gemma-3-
1B-IT (Base) with full attention and Mamba-2 trained
with a context length of 8,192 show a sharp perfor-
mance drop beyond 32k tokens. (2) ARMT model with
Gemma-3-1B-IT backbone (ARMT) maintains stable
performance across all evaluated context lengths and
outperforms other models in the long out-of-distribution
(Long-O0OD) regime (>32k). (3) ARMT with contin-
ued pre-training followed by fine-tuning consistently
outperforms the variant trained with fine-tuning only.
(4) ARMT fine-tuned with only five pre-selected asso-
ciative layers out of 26 achieves comparable or better
performance than the full ARMT model.

Mamba (Gu and Dao, 2024), Mamba-2 (Dao and
Gu, 2024), DeltaNet (Yang et al., 2024), and xL-
STM (Beck et al., 2024) are reported in Table 40
(Appendix I). We also compared the ARMT model
with the simpler RMT model (Bulatov et al., 2022),
which does not use associative memory layers. The

Base, ARMT, ARMT, ARMT,
Model/ . . > . MT, RMT, RMT,
GR-100+, GR-100+, GR-100+, GR-100+,
Lengths o x . K GR-100+,2k GR-100+,4k GR-100+, 8k
Ok-1k g 0218 0242 0.196
Tk-2k 0.198 0224 0263
2k-4k 0.132 0.168 0.220
4k-6k 3 0.138 0.170 0214
6k-8k . 0.122 0.165 0226
8k-10k . 0.152 0.167
10k-12k . 0.119 0.157 0.190
12k-14k 0.280 0.193 0225 0237 0.119 0.127 0.171
14k-16k 0231 0.180 0217 0.240 0.114 0.117 0.154
16k-24k 0269 0.200 0252 0.141
24k-32k 0247 0.207 0.117
32k-49k . 0.00 0.114
49k-65k 0.040 0.094 0.016 0.144
In-Domain
Ok ) 0.161 0.193 0224
00D
@K 0.266 0.162 0211 0238 0.111 0.127 0.159
Long-00D
@2k65k) 0.175 0.002 0215 0.091
Full 0306 0215 0.248 0.266 0.135 0.158 0.189

(0k-65k)

Table 3: Comparison of RMT and ARMT on the
GR-100+ dataset for Gemma-3-1B-IT model, metric
= ROUGE-L. ARMT consistently outperforms RMT
model.

results, presented in Table 3, show that the associa-
tive memory mechanism introduced in the ARMT
architecture substantially improves performance
and length generalization compared to RMT.
Other long-context benchmarks. We fur-
ther trained and evaluated ARMT on BABI-
Long (Kuratov et al., 2024) and ContractNLI from
SCROLLS (Shaham et al., 2022) to validate the pro-
posed training recipe and model. The results are
reported in Tables 38 and 39 (Appendix H) and Ta-
ble 37 (Appendix G). On both benchmarks, ARMT
trained with the proposed procedure outperforms
the base full-attention model.

Ablation: synthetic data. To study the impact
of synthetic data, we train ARMT on GR vari-
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ARMT, ARMT, MT, 8k  ARMT, MT, 8k
MT, 8k only top-4 layers, pre-selected layers,
only top-4 layers trained trained

Model/ Base, ARMT,
Lengths MT, 8k MT, 8k

Ok-1k 0.756 0.756

1k-2k 0.743

2k-4k 0.736 0.736

ek
6k-8k 0.804 0.793 0.815
8k-10k 0.753 0.765 0.827
10k-12k 0.791 0.758 0.802
12k-14k 0.745 0.755 0.777

14k-16k 0.685 0.663

16k-24k 0.757 0.757
24k-32k 0.762
32k-49k 0.765 0.765 0.765
49k-65k 0.752
In-Domain

(8k-65k)
Long-OOD
(32k-65Kk)
Full
(0k-65k)

Table 4: Associative layers ablation on the MT dataset
for Gemma-3-1B-IT model, metric = EM. ARMT with
only top-4 associative blocks retains almost the same
performance as the full ARMT without training. The
model with 5 associative blocks (approximately 20%)
achieves the same performance as the full ARMT.

Num. of
Num. of . GPURAM  Steps per
Segments Model Trainable Usage | Secl()mg 1
Parameters
2 ARMT 90.5M 45.4GB 2.86
ARMT, pre-selected layers 59.6M 44.5GB 3.64
4 ARMT 90.5M 71.8GB 1.62
ARMT, pre-selected layers 59.6M 69.8GB 2.14

Table 5: ARMT with pre-selected layers uses 30% fewer
trainable parameters and speeds up training by up to
30%, while reducing GPU memory usage. Results for
ARMT with Gemma-3-1B-IT backbone; only five as-
sociative layers out of 26 are used in the pre-selected
setup.

ants with different proportions of synthetic samples
(Appendix D.4, Figure 6). Adding synthetic long-
context data consistently improves performance up
to a moderate scale, after which the gains saturate.
The best results are achieved with GR-100+, corre-
sponding to a synthetic-to-real ratio of 5.5, which
we use in subsequent experiments.

Ablation: continued pre-training. We analyze
the effect of continued pre-training on ARMT
prior to task-specific fine-tuning in Figure 3 and
in Tables 11 and 12 in Appendix D.2. Start-
ing from Gemma-3-1B-IT, we add an uninitial-
ized associative memory with 1,024-token seg-
ments and continue pre-training on 19B FineWeb-
Edu tokens (Penedo et al., 2024) using 8-segment
sequences. The loss curves of the pre-trained
ARMT model are presented in Figure 5 in Ap-
pendix D.1. After pre-training, the model is fine-
tuned on the GR-100+ dataset using curriculum

learning. The pre-trained variant uses 32 memory
tokens, whereas the variant without pre-training
uses 16. Without pre-training, the larger memory
does not improve results (Appendix F), so the gain
is not explained by memory size.

Continued pre-training consistently improves

performance for both in-domain and out-of-domain
context lengths. It effectively initializes the asso-
ciative memory, enabling the model to propagate
information across segments and making this capa-
bility easier to exploit during fine-tuning.
Ablation: curriculum learning. To further ex-
amine the role of curriculum learning, we also
fine-tune the pre-trained ARMT model without cur-
riculum scheduling (ARMT w/o CL). As shown
in Table 11 in Appendix D.2, this simpler training
procedure achieves performance comparable to the
curriculum-based variant, indicating that continued
pre-training alone is sufficient to effectively initial-
ize associative memory. However, according to our
results, for models without continued pre-training,
curriculum learning is necessary.
Associative layer pruning and selection. Adding
associative memory layers to a pre-trained LLM
increases the number of trainable parameters and
training cost, and adds the need for re-adaptation
as inserted associative memory layers alter the in-
ternal representations of LLM. This motivates the
following research question: what is the minimal
architectural transformation needed for effective
associative memory integration, and which layers
of the LLM are most important for introducing as-
sociative memory? To investigate this, we conduct
two sets of experiments: (1) after fine-tuning, we
replace a subset of ARMT layers with an identity
function; (2) we introduce associative memory only
into a subset of LLM layers before fine-tuning.

The results of the first (pruning) experiment are
provided in Tables 13 and 14 in Appendix D.3 for
the MT and GR-100+ datasets. For both datasets,
the most important layers are concentrated in the
third quarter of the network (layers 13—18), while
the early layers (0—6) contribute the least and can be
removed after training without performance loss.

Fine-grained ablations further show that only a
few layers are critical, with layer 14 consistently
being the most important. Retaining only the top-1
or top-4 layers preserves performance, reducing
the number of associative layers by up to six times.
Detailed layer-wise ablation results are provided
in Tables 16 and 17 in Appendix D.3.

In the second experiment, we investigate whether

26717



we can add the associative memory only to a subset
of LLM layers before fine-tuning. We first train
ARMT models on GR-100+ and MT using only the
4 most important layers according to the previous
analysis (see Table 15 in Appendix D.3 and Ta-
ble 4). On GR-100+, the model with the most
important ARMT layers achieves slightly lower
overall performance than the full ARMT model
but performs better on the Long-OOD subset. On
the MT dataset, such a model outperforms the full
ARMT model. The drawback is that identifying im-
portant layers requires training a full ARMT model
first, which is not convenient.

To address this limitation, we propose a univer-
sal pre-selection strategy: two middle layers, the
final layer, and one layer in each of the first and
last quarters. For ARMT with Gemma-3-1B-IT
(26 layers), this corresponds to layers 7, 13, 14,
19, and 25. This configuration outperforms the
full ARMT model on MT and shows comparable
performance on GR-100+ (Figure 3, Table 15 in
Appendix D.3 and Table 4), while eliminating the
need for prior layer importance analysis. It also
reduces the number of trainable parameters and
speeds up fine-tuning by 30% (see Table 5).
Other ablations. We also evaluated the super-
vised pre-training of ARMT on synthetic QA data
prior to training on GR-100+ (Table 23 in Ap-
pendix D.5). Although this improves in-domain
performance, it degrades long-context generaliza-
tion, likely due to limited sequence lengths in the
synthetic data. In contrast, continued language
model pre-training is more effective for initializing
associative memory.

6 Conclusion

We present a practical recipe for extending the con-
text length of LLMs on domain-specific tasks us-
ing ARMT. The proposed approach combines sev-
eral techniques: (i) continued pre-training, (ii) syn-
thetic long-context data generation, (iii) curriculum
learning, and (iv) optional pruning of associative
layers. Together, these components enable small
local models to achieve strong long-context un-
derstanding, helping to close an important gap for
privacy-preserving applications that cannot rely on
remote API-based LLMs. ARMT also enables con-
stant GPU memory utilization for arbitrarily long
contexts and an approximately 30% reduction in
total FLOPs. We introduced two datasets for the
training and testing of LLMs in long-context tasks:

ManyTypes-long and GovReport-long. Finally, we
show that only a few of the most important lay-
ers need to be augmented with ARMT. Based on
this observation, we propose a universal strategy
for pre-selecting layers for augmentation prior to
fine-tuning. Our experiments demonstrate that fine-
tuning ARMT with only 20% of the associative
layers is sufficient to match the performance of the
full ARMT model while reducing the training time
by approximately 30%.

Limitations

We experimented only with relatively small LLMs
(up to 1B parameters) due to the scope of the paper
and computational constraints. However, we argue
that this setting is still important, especially for
practical domain-specific deployments.

Although we trained and evaluated ARMT on
multiple long-context benchmarks that covered
code, question answering, and document under-
standing, our study still covers only a subset of
possible long-context tasks and modalities. Fu-
ture work should evaluate the proposed approach
across a broader range of tasks and domains. We
also leave the extension of ARMT-based models
to multimodal and general-purpose tasks for future
work.

Finally, our analysis of associative memory fo-
cuses primarily on layer-level ablations within the
ARMT architecture. Although we identify a sub-
set of associative layers that contribute most to
long-context performance, the underlying mecha-
nisms of how associative memory interacts with
transformer representations remain only partially
understood.

Ethical Considerations

This work focuses on improving the long-context
capabilities of small LLMs intended for local de-
ployment in privacy-sensitive environments. By
enabling efficient processing of long documents
without reliance on large external services, the pro-
posed approach can help reduce the risks of data
leakage when handling confidential or proprietary
information.

The datasets used in this work are derived from
previously published sources. We do not intro-
duce new personal or sensitive data in the presented
datasets.

As with other LLM technologies, improved long-
context processing can enable more effective anal-
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ysis of large collections of text, which could po-
tentially be misused for large-scale information
extraction or surveillance.

We therefore encourage careful evaluation of
downstream deployments, particularly in settings
involving sensitive data, and recommend trans-
parency about dataset construction and model limi-
tations when releasing derived resources.

We used Al assistants in a limited and con-
trolled manner for two purposes: (i) generating
synthetic training data for fine-tuning of the mod-
els and (ii) improving the grammar and clarity of
the manuscript. The Al tools were used according
to their intended purpose and with careful consider-
ation of responsible and ethical research practices.
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A Formal Description of the ARMT
Architecture

Given the hidden states '~ and memory tokens
M!~1 of segment s from the previous layer, the
memory tokens M, the associative matrix A%, and
the normalization vector z. of layer [ are updated
as follows:

M! = {m;}, M!=TransLayer(H'! M~
(1

ki,vi = Wgmi, Wymg; i = o(Wgmy); (2)
Ay =0; = =0; (3)
EL)Te(k)T T [IC .
4)

AL = A 4 Bivi 1) @ (ki) (5)
2=z 1+ Y viok:). (6)

Here, Wi, Wy, and Wj are trainable linear pro-
jections, o is the sigmoid function, ® denotes the
outer product, and ¢ is the non-linear DPFP-3 fea-
ture map applied to keys and queries, as in the orig-
inal ARMT (Rodkin et al., 2024). Reading from
memory in the following segments for embedding
x; from H é__&
_ o Alglgy)

bWt U Gy O
where W, is a trainable linear projection and y; is
an association for z;.

A.1 FLOP Analysis

We provide the FLOP calculation used in Sec-
tion 5.2. We compare Gemma-3 and ARMT on
a sequence of length 7', with segment size S, M
memory tokens, N layers, IV, global-attention lay-
ers, N; local-attention layers, hidden dimension d,
head dimension dj,, and H attention heads.

Gemma-3. For a full sequence of length 7', the
attention cost per layer is 4HT2d}, for global atten-
tion and 4 H'T'W d, for local attention with window
size W. For long sequences, the sequence-length-
dependent attention cost is dominated by global
attention, giving

FGemma_Attn ~ 4NnghT2.

Feed-forward and projection layers scale linearly
with the sequence length and quadratically with the

hidden dimension. Using the same coarse account-
ing as in the main text, the dense-layer cost is

Fren = (2 X 2 x 642 x 3)NTd?* = 30NTd>.

This term is independent of the segmentation and
is therefore approximately equal for Gemma and
ARMT when the memory-token overhead is ne-
glected.

ARMT. ARMT splits the sequence into % seg-
ments. Each segment is processed with attention
context length S + M, where M is the number
of memory tokens. Therefore, the global-attention
FLOP cost becomes

T
FarRMT Attn ~ §4N9Hdh(5 + M)~
When M < S, this simplifies to
FarmT Atn &~ 4NgHdpST.

Thus, for global attention alone, the reduction
factor is approximately

~
~

F Gemma_Attn Z
FARMT At~ S
For T'=32,768 and S=1,024, this gives
T

5= 32,

i.e., ARMT achieves a 32x reduction in global-
attention FLOPs when memory-token overhead is
neglected.

Overall FLOP ratio. To estimate the total FLOP
ratio, we combine the global-attention term with
the dense-layer term. Ignoring local attention and
memory-token overhead, we have

Femma ~ 4N, Hd,T? + 30NTd?,
and
Farmr ~ AN Hdp ST + 30NTd>.

Dividing both numerator and denominator by 27
gives

Farmr __ 2NgHdp,S + 15N d?

Foemma  2NgHd,T + 15Nd?’

For Gemma-3-1B-IT, substituting the model
constants into this expression gives an overall
FLOP ratio of approximately 0.67. Thus, although
ARMT reduces global-attention FLOPs by 32X
for T=32,768 and S=1,024, the total FLOP re-
duction is more modest because feed-forward and
projection layers remain unchanged. Under this ap-
proximation, ARMT uses roughly one third fewer
total FLOPs than Gemma.
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B Dataset Statistics and Examples

In this section, we present statistics for all dataset
versions and splits used in our experiments. The
dataset overview is summarized in Table 6. We
also provide short illustrative examples from the
MT and GR datasets in Tables 7 and 8.

Dat.aset/ Train  Validation Test
Split

MT, 2k 229.4k 3.1k 1.3k
MT, 4k 289.2k 4.5k 1.3k
MT, 8k 328.3k 5.1k 1.3k
GR, 2k 9.9k 0.5k 1.0k
GR, 4k 17.4k 0.9k 1.0k
GR, 8k 19.7k 1.0k 1.0k
GR-100+, 2k 90.5k 0.5k 1.0k
GR-100+, 4k 121.7k 0.9k 1.0k
GR-100+, 8k 128.4k 1.0k 1.0k
ContractNLI (SCROLLS) 7.2k 1.0k 2.1k

Table 6: Dataset statistics - number of samples for each
dataset and for each split.

C ARMT Training Dynamics

Tables 9 and 10 present results obtained using cur-
riculum learning for the ARMT model on the MT
and GR-100+ datasets. The performance of the
ARMT models gradually increases during curricu-
lum learning.

D Additional Experimental Results

D.1 ARMT language modeling pre-training

For a fairer comparison between ARMT fine-tuning
and the fine-tuning of other pre-trained models,
we also conducted a small-scale pre-training of
Gemma-3-1B-IT augmented with ARMT. The
model was trained on 19B tokens from the
FineWeb-Edu dataset, using concatenated text sam-
ples of length 8,192 tokens, which were split into 8
segments of 1,024 tokens each.

Both ARMT and Gemma parameters were fully
trained. We used a batch size of 0.5M tokens with a
learning rate of 1e-5 and a linear warmup scheduler
with 5k warmup steps. In Figure 5, we show the
ARMT pre-training convergence compared to the
loss values computed from 1, 2, 4, and 8 segments
using the final checkpoint.

The pre-training took approximately 100 hours
on an 8xH100-80GB GPU cluster.

Train loss
= pretrain == 1lsegment == 2segments == 4segments == 8segments
3
2.9
2.8
2.7

2.6

2.5

10k 20k 30k

Figure 5: ARMT-augmented Gemma-3-1B-IT pre-
training on 19B tokens from the FineWeb-Edu dataset.
Pre-training was performed with 8,192-token sequences,
divided into 8 segments of 1,024 tokens each. We ad-
ditionally report the final checkpoint loss on the train
subset, averaged over the first 1, 2, 4, and 8 segments.

D.2 ARMT Fine-Tuning After Pre-Training

After ARMT pre-training, we also conducted fine-
tuning using the same setup as for the ARMT
model without continued pre-training on GR-100+
and MT datasets. The results are shown in Ta-
bles 11 and 12. For both datasets, pre-training sub-
stantially improves performance on downstream
tasks, especially for long-context samples from 8k
to 65k in length.

D.3 Ablation Study for Associative Memory
Layers

We conducted a layer-wise ablation for associative
layers in a trained ARMT model for the MT and
GR-100+ datasets. The results are presented in Ta-
bles 16 to 19. For the GR-100+ dataset, the most
important representations are from the 14th, 25th,
9th, and 13th layers, while other layers contribute
substantially less. For the MT dataset, the most
important representations are from the 14th, 18th,
25th, and 19th layers. Layers are numbered from
the starting embeddings layer (i.e., the Oth layer
goes after the embeddings layer, while the 25th
layer goes right before the LM head layer). We
suppose that the middle layers are the most im-
portant for the associative memory, as these layers
contain the more abstract representation than the
lower or higher layers. On the lower layers, these
representations are still not formed, while on the
higher ones, they are close to the target tokens.
We also compared the training dynamics during
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Figure 6: Scaling synthetic data for the GR dataset using
ARMT-Gemma-3-1B-IT (ARMT) and Gemma-3-1B-IT
(Base), trained up to context length 8,192. The best
performance is achieved with the GR-100+ dataset.

curriculum learning with top-4 associative blocks
and with pre-selected associative blocks, the results
are presented in Tables 20 and 21. The pre-selected
blocks achieve better final performance without re-
quiring additional layer-ablation experiments on a
fully trained model. We suggest that this universal
recipe for associative block selection before train-
ing can reduce the number of trained parameters
almost without loss of performance.

D.4 Ablation Study for Synthetic Training
Data Generation

As mentioned in the description of the GR dataset,
the base version of the GR dataset is too small to
fine-tune the ARMT model from scratch. In this
section, we provide additional results with the base
GR dataset without additional synthetic data; the
results are provided in Figure 6 and in Table 22.

One can notice that the base version of the GR
dataset contains enough samples to fine-tune the
Gemma-3-1B-IT model, but not enough to fine-
tune the ARMT model.

D.5 Ablation Study for SFT

We also conducted additional SFT experiments for
the ARMT model. We hypothesize that training
with the cold-start weights for associative blocks
and memory tokens could limit the performance of
the model, which is trained on limited data for fine-
tuning. To check this, we created an additional syn-
thetic QA dataset with LLM-generated QA pairs
over natural long-context samples. We continued
pre-training the ARMT model with the Gemma-3-
1B-IT backbone and fine-tuned it on the GR-100+

dataset with the standard curriculum learning setup.
Due to limited resources, we pre-train the model
only on the two segments of 1,024 tokens. The
results are presented in Table 23.

While this training setup allows us to achieve
higher performance on in-domain lengths com-
pared to ARMT without pre-training, the perfor-
mance on long-context samples is worse. We hy-
pothesize that this performance drop could arise
from the limited length of texts in pre-training.
However, this training setup shows promising re-
sults and is left for future research.

D.6 Ablation Study for ARMT Backbone

Tables 24 and 26 show the main results on GR-
100+ with ARMT model with SmolLM2-360M-
Instruct backbone and associative layer ablation for
this model, while Tables 25 and 27 show the same
results on the MT dataset.

We also expanded the associative memory ab-
lation study on GR-100+ dataset on SmollL.M2-
360M-Instruct model, the results are presented
in Tables 28 to 31. As one can see, the importance
of associative layers also depends on the model,
showing that for SmolLM2-360M-Instruct on GR-
100+ the Oth layer is the most important one, while
the 23rd is the most important on MT. However,
the top-4 associative layers by importance are Oth,
23rd, 30th, and 20th for GR-100+ and 23rd, 24th,
17th, and 14th for MT, so the importance of the
middle layer representations is still high.

As was done for Gemma-3-1B-IT, we also show
the training dynamics during the curriculum learn-
ing for ARMT with the SmolLM2-360M-Instruct
backbone with pre-selected associative blocks, the
results are presented in Tables 32 and 33. The pre-
selected blocks use the same universal pattern as
described for Gemma-3-1B-IT, adding associative
layers on last layer, two middle layers, two layers
between third and fourth quarter, and one layer be-
tween first and second quarter. Here we added one
more layer between the third and fourth quarters,
as the SmolLM2-360M-Instruct model has 32 lay-
ers instead of 26 for Gemma-3-1B-IT, resulting in
associative layers on layers numbered 8, 16, 17,
23,24, 31. Although this pattern does not add an
associative layer on top-1 layer by importance for
GR-100+, it still achieves a performance compara-
ble to the full model, using only 20% of associative
layers. Moreover, on MT this approach improves
performance on long-context samples compared to
the full ARMT model.
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Figure 7: Main results with SmolLM2-360M-Instruct model. (1) SmolLM2-360M-Instruct (Base) with full attention,
fine-tuned on contexts of up to 8,192 tokens, shows a performance drop beyond its maximum supported context
length of 8k tokens; (2) ARMT model with SmolLM2-360M-Instruct backbone (ARMT) outperforms the base
model on OOD context lengths (after 8k); (3) ARMT fine-tuned with only six pre-selected associative layers
(approximately 20%) achieves performance comparable to or better than that of the full ARMT model.

E Training Hyperparameters

The hyperparameters used during training are de-
scribed in Table 34. All models were trained using
two NVIDIA H100-80GB GPUs. The full ARMT
fine-tuning process takes approximately 48 hours
per run.

F Memory Size Ablations

In our experiments, the ARMT model without
continued pre-training used 16 memory tokens,
whereas the pre-trained variant used 32 memory
tokens. We hypothesize that a larger memory size
is beneficial during pre-training, while 16 mem-
ory tokens are sufficient for direct fine-tuning. The
comparison between ARMT models with 16 and 32
memory tokens, both trained without pre-training,
is presented in Tables 35 and 36. Overall, the model
with 16 memory tokens achieves better or compa-
rable performance across all data splits and demon-
strates stronger generalization during curriculum
learning.

G ContractNLI Results

We also conducted the standard set of experiments
on the ContractNLI dataset (Koreeda and Manning,
2021) from the SCROLLS benchmark (Shaham
et al., 2022). The results are presented in Table 37.
Overall, the proposed training approach demon-
strates robustness across different datasets and can
be effectively applied to small real-world datasets
without requiring additional synthetic data.

H BABILong Results

To further validate the proposed ARMT fine-tuning
approach, we conducted experiments on the BA-
BlLong benchmark (Kuratov et al., 2024), which
provides a training set suitable for fine-tuning.
Due to the absence of a train set, we did not use
other popular long-context benchmarks, such as
RULER (Hsieh et al., 2024) and LongBench (Bai
et al., 2024). We trained both the base Gemma-3-
1B-IT model and the ARMT model on sequences of
up to 5,120 tokens. For ARMT, we used a curricu-
lum with 2, 3, and 5 segments of 1,024 tokens each,
while the base model was trained directly on se-
quences of length 5,120. All models were trained
jointly on tasks QA1-QAS5 from the BABILong
benchmark. The results are presented in Tables 38
and 39.

While the base model without fine-tuning
achieves near-zero performance on long-context
inputs, the fine-tuned base model generalizes to
context lengths of up to 32k tokens. In contrast, the
ARMT model achieves stronger performance on
the long-context splits and generalizes to context
lengths of up to 64k tokens.

I Long-context Baselines

We compared the ARMT model with other
long-context models, such as Mamba, Mamba-2,
DeltaNet, and xLLSTM; the results are presented
in Table 40. The ARMT model shows compara-
ble or better generalization on OOD and Long-
OOD splits, outperforming other long-context base-
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lines. However, Mamba, Mamba-2, DeltaNet,
and xXLSTM show better in-domain performance,
likely due to their substantially more extensive pre-
training and a larger number of parameters com-
pared to ARMT. In contrast, the ARMT model is
used only with relatively small language modeling
pre-training.

We also conducted experiments with
YaRN (Peng et al., 2024) for context exten-
sion. Following the original paper setup, we
applied YaRN to the SmolLLM2-360M-Instruct
model and first adapted it on the PG19 dataset (Rae
et al., 2020) with 32k token length for 400 steps
with a total batch size of 64. After that we
fine-tuned the adapted model on the GR-100+ and
MT datasets; the results are presented in Tables 41
and 42. The ARMT model outperforms the model
with YaRN on both MT and GR-100+, while the
base model outperforms the model with YaRN on
MT dataset.
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Example Text

Context  from typing import Any
import typing
[docstring]
from alembic import op
import sqlalchemy as sa

from sqlalchemy . ext . declarative import declarative_base
from sqlalchemy . orm import sessionmaker , relationship

[comment]
revision = [string]
down_revision = [string]

Base = declarative_base ()
db=sa

db . Model = Base

db . relationship = relationship

def create_session () :

connection = op . get_bind ()

session_maker = sa . orm . sessionmaker ()
session = session_maker ( bind = connection )
db . session = session

def upgrade () :
create_session ()

[comment]
op . alter_column ( [string] , [string] , type_ = sa . Text , existing_type = sa . String )

[comment]

def downgrade () :
create_session ()

[comment]
op . alter_column ( [string] , [string] , type_ = sa . String , existing_type = sa . Text )
[comment]

[comment]

Question  What is the type of variable down_revision?
Answer builtins.str

Table 7: Example from MT dataset. The question during training and evaluation is placed before context (i.e., at the
start of the prompt).
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Example Text

Context  Economic Significance of Intellectual Property Protection and Theft
As we reported in April 2010, IP is an important component of the U.S. econ-
omy and IP-related industries pay higher wages and contribute a significant
percentage to the U.S. economy. However, the U.S. economy as a whole may
grow at a slower pace than it otherwise would because of counterfeiting and
piracy’s effect on U.S. industries, government, and consumers.
Quantifying Economic Impacts Is Difficult, However Industry Research Sug-
gests the Impacts Are Sizable
Generally, as we reported in April 2010, the illicit nature of counterfeiting and
piracy makes estimating the economic impact of IP infringements extremely
difficult, so assumptions must be used to offset the lack of data. Efforts to
estimate losses involve assumptions such as the rate at which consumers would
substitute counterfeit for legitimate products, which can have enormous impacts
on the resulting estimates. Because of the significant differences in types of
counterfeited and pirated goods and industries involved, no single method can
be used to develop estimates. Each method has limitations, and most experts
observed that it is difficult, if not impossible, to quantify the economy-wide
impacts. Nonetheless, research in specific industries suggests that the problem
is sizeable.

Question  What makes cost-estimates of IP infringements difficult to calculate?

Answer  Generally, as GAO reported in April 2010, the illicit nature of counterfeiting
and piracy makes estimating the economic impact of IP infringements extremely
difficult.

Table 8: Example from GR dataset. The question during training and evaluation is placed before context (i.e., at the
start of the prompt).

Model/ g‘;‘)s;i’ine_ Base, ARMT, ARMT, ARMT,

Lengths : MT,8k MT,2k MT,4k MT, 8k
Tuning

Ok-1k 0.000

1k-2k 0.000

2k-4k 0.000

4k-6k 0.000

6k-8k 0.000

8k-10k 0.000

10k-12k 0.011

12k-14k 0.000

14k-16k 0.000

16k-24k 0.000

24Kk-32k 0.000

32k-49k 0.000

49Kk-65k 0.000

In-Domain (0Ok-8k)
OOD (8k-65k)
Long-OOD (32k-65k)
Full (0k-65k)

Table 9: Best results on the MT dataset for Gemma-3-1B-IT model, metric = EM. ARMT shows overall performance
comparable to that of the base model, and outperforms it on OOD and Long-OOD.
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Base,

Model/ No Fine- Base, ARMT, ARMT, ARMT,

Lengths . GR-100+, 8k GR-100+,2k GR-100+,4k GR-100+, 8k
Tuning

Ok-1k 0.188

1k-2k 0.161 0.385

2k-4k 0.352

4k-6k 0.344

6k-8k 0.296

8k-10k 0.106 0.306

10k-12k 0.101

12k-14k 0.091

14k-16k 0.088

16k-24k 0.083

24k-32k 0.078 0.016

32k-49k 0.078 0.171 (X002

49k-65k 0.103 0.189 0.000 0.040

In-Domain S

(0k-8K) 0.351

00D
-
(8k-65k) 0.092 0.162 0.211
Long-OOD . 3
(32k-65K) 0.084 0.175 0.002

Full
(0k-65k)

Table 10: Best results on the GR-100+ dataset for Gemma-3-1B-IT model, metric = ROUGE-L. ARMT shows
slightly lower overall performance than the base model, but outperforms it on Long-OOD.

Model/ ](;;alsfl’om ARMT, ARMT, ARMT, éRRI-Vllg(’n 2k ?;11:1-\/1[:(’» 4k ?;11:1-\/1[:(’» 8k ?;RRI-\;[;)roflgkc -

Lengths > GR-100+,2k GR-100+,4k GR-100+, 8k A L L LY
8k pretrain pretrain pretrain pretrain

Ok-1k 0.380 0.358 0.371 0.384 0.370 0.382

1k-2k 0.303 0.310 0.320 0.316 0.295

2k-4k 0.301 0.293 0.302

4k-6k 0.3 0.303 0.293 0.303 0.315

k-8 296

8k-10k 0.306 0.228

12k-14k 0.033

14k-16k 0.026 0.224

16k-24k b 0.010

24k-32k 0.016 0.001

32k-49k 0.002 0.000

49k-65k 0.000 0.040 0.000 0.300

In-Domain -

(0k-8K) 0.308

00D :
(8k-65Kk) 0.162 0211 0.045
Long-OOD o
).002 ] \ 0.000
(32k-65K) 0.0( 0.108 0.215 ).00(

Full
(0k-65k)

Table 11: Results on the GR-100+ dataset for Gemma-3-1B-IT model with ARMT after continued pre-training,
metric = ROUGE-L. ARMT after continued pre-training shows better results on all splits.
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Base, ARMT, ARMT, ARMT,

Model/ ARMT, ARMT, ARMT,
Lengths ML MT,2k M4k mrse Mb2k MT 4k MT, 8k,
8k pretrain pretrain pretrain
Ok-1k 0795 0782  0.782 0.769 0.756
1k-2k 0790 0724  0.705 0.752 0.743
2k-4k 0774 = 0689  0.698 0.708 0.736
4k-6k 0.767 0.740
6k-8k 0.859 0.793 0.859
8k-10k 0.852 0.753 0.827
10k-12k 0.868 0.549 0.692 0.868
12k-14k PEFR 0404 0500 0.745 0.766
14k-16k 0.764 0.551 0.697
16k-24k 0.812 = 0.229 LY 0.757
24k-32k 0713  0.198 [ENUEES 0.812
32k-49k 0.139 0.791
49k-65k 0.089 [110:297 0.762
In-Domain (0k-8k) 0.797 [ 0:685  0.692 0740  0.738  0.767
OOD (8k-65k) 0.709  0.271 0.783
Long-OOD (32k-65k) 0.116 0.777
Full (0k-65k) 0419  0.543 0.691 0.777

Table 12: Results on the MT dataset for Gemma-3-1B-IT model with ARMT after continued pre-training, metric =
EM. ARMT after continued pre-training shows better results on all splits.

ARMT, ARMT, ARMI, ARMI, ARMI, ARMT,

Model/ Base, ARMT, "\, gx ML, 8k, MT,8k, MT,8k, MT,8k  MT,8k
MT, MT,
Lengths 8k 8k w/o layers w/o layers w/o layers w/olayers only top-1 only top-4
0-6 7-12 13-18 19-25 layer layers
Ok-1k 0.795 0.756 0.756 0.756 0.756 0.756
1k-2k 0.790  0.743 0.733 0.743 0.571 0.724
2k-4k 0.774 0.736 0.736 0.726 0.717
4k-6k 0.767 0.329
6k-8k 0.859 0.804 0.815 0.804 0.315 0.739 0.793
8k-10k 0.852 = 0.753 0.753 0.765 0.395 0.716 0.765
10k-12k 0.868 0.791 0.780 0.791 0.341 0.736 0.758
12k-14k 0.787 0.745 0.766 0.766 0.277 0.809 0.755
14k-16k 0.764 0.337
16k-24k 0.812  0.757 0.750 0.764 0.306 L 0.729
24k-32k 0.713 0.713 0.287
32k-49k 0.765 0.757 0.765 0.226 0.765
49k-65k 0.317 = 0.713 0.723 0.723 0.356 0.713
In-Domain - . . .
0.79 .749 749 .74 . 0.738
(0k-8K) 0.797 0.749 0.749 0.747 0.482 738
00D . . .
{ 73 745 ).3 ).730
(8k-65K) 0.741 0.739 0.74 0.311 0.730
Long-OOD
0. 0. NES) ).28 L ). 74
(32k-65K) 0.741 0.741 0.74 0.287 0.741
Full
0. 0.743 ). 74 .372 .733
(0Kk-63) 0.744 0.743 0.746 0.37 0.7

Table 13: Associative layers ablation on the MT dataset for Gemma-3-1B-IT model, metric = EM. Middle and
upper layers representations are the most important for associative memory; ARMT with only top-4 associative
blocks keeps almost the same performance as the full ARMT.
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Base, ARMT,  ARMT, ARMT, ARMT, ARMT, ARMT, ARMT,
GR-100+, GR-100+, GR-100+,8k, GR-100+,8k,  GR-100+, 8k, GR-100+, 8k, GR-100+, 8k, GR-100+, 8k,
8k 8k w/o layers 0-6  w/o layers 7-12  w/o layers 13-18 w/o layers 19-25 only top-1 layer only top-4 layers

0.380 0.358 0.358 0.358 0.358

0.180
0.160
0.144
0.133
0.129
0.146
0.140
0.121
0.129
0.160 0.147

In-Domain (0k-8k) 0.35 0.237

OOD (8k-65k) L .15 0.181
Long-OO0D (32k-65k)
Full (0k-65k)

Table 14: Associative layers ablation on the GR-100+ dataset for Gemma-3-1B-IT model, metric = ROUGE-L.
Middle and upper layers representations are the most important for associative memory; ARMT with only top-4
associative blocks keeps almost the same performance as the full ARMT.

ARMT, ARMT,

GR-100+, 8k, GR-100+, 8k,

only top-4 layers, pre-selected layers,
trained trained

Base, ARMT, ARMT,
GR-100+, GR-100+, GR-100+, 8k,
8k 8k only top-4 layers

Model/
Lengths

Ok-1k 0.380
1k-2k
2k-4k
4k-6k
6k-8k
8k-10k
10k-12k
12k-14k
14k-16k
16k-24k
24k-32k 0.207 b 0.187 0.204
32k-49k 0.171 0.200 0.229 0.206 0.205

49k-65k 0.189 0.338

In-Domain
35
(0k-8K) 0.351 0.299 0.281

(0]0)0)
(8k-65k)
Long-OOD
(32k-65k)
Full
(0k-65k)

0.229

Table 15: Associative layers ablation on the GR-100+ for Gemma-3-1B-IT model, metric = ROUGE-L. ARMT with
only top-4 associative blocks keeps almost the same performance as the full ARMT even without training. Model
with 5 associative blocks (approximately 20%) achieves the same performance as the full ARMT.
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Base, ARMT, W/o Wio W/o W/o W/o Wio W/o W/o W/o Wio W/o W/o W/o
Model/
Lengths GR-100+, GR-100+, layer layer layer layer layer layer layer layer layer layer layer layer layer
8k 8k 0 1 2 3 4 5 6 7 8 9 10 11 12
Ok-1k 0.380 0.358 0.358 0.358  0.358 0.358 0.358
1k-2k 0.385
2k-4k 0.352
4k-6k
6k-8k
8k-10k 0.211
10k-12k 0.227
12k-14k 0.230 0.216
14k-16k 0.218
16k24k 0228
24k-32k 0.207 0.212 B 0.205 0.214 0.204 0.204  0.205 0.190 0.206 0.204
32k-49k 0.171 0.200 0.199 0.206 0.214 0.205 0.204  0.216 0.170 = 0.198 0.204
49k-65k 0.189 0.278 0.170

In-Domain (0k-8K)
00D (8k-65k)
Long-00D (32k-65k)
Full (0k-65k)

0.351

0.297
0.216

0.220 0.218 0.170

0.265 0.266 0.266

0.265

Table 16: Ablation for all associative layers on the GR-100+ dataset for ARMT with Gemma-3-1B-IT model, metric
= ROUGE-L. Ablated associative layers from 0 to 12.

Base, ARMT, W/o Wio W/o W/o W/o Wio W/o W/o W/o Wio W/o W/o W/o
Model/
Lengths GR-100+, GR-100+, layer layer layer layer layer layer layer layer layer layer layer layer layer

8k 8k 13 14 15 16 17 18 19 20 21 22 23 24 25
Ok-1k 0.380 0.358 0.358 0.358 0.358 0.358  0.358 0.358
1k-2k 0.385
2k-4k 0.352 0.279 0.277 0.279  0.279 0.208
4k-6k 0.270 EORCY 0.190
6k-8k 0.184 0.254 0.254 0254 0.254 0.253 | OB
8k-10k 0.176 0.188
10k-12k 0.179 0.241 0.241 0.241 0241  0.241 | LR
12k-14k 0215 | 0.176 0.174
14k-16k 0213 | 0.177 0.243 FOBEAI
16k-24k 0211 0.177 0.249 0.252 0252 0.252 0252 0.252 0.251 [OBEE)
24k-32k 0.207 0209 0.163 0207 0.207 0.207 0.209 0.205 0.207 0.207 0. 0.207 0.208 0.190
32k-49k 0.171 0.200 0.189 0.149  0.200 0.200 0.200 0.202  0.200 0.200 0.200 0.203 0.203 0.163
49k65k 0.189 0205

In-Domain (0k-8k)
00D (8k-65k)
Long-OOD (32k-65k)
Full (0k-65k)

0.351

0.198
0.250

0.215
0.266

0.176
0.170
0.205

0.215
0.267

0.215 0.215
0267 0.266 0.262 0.265

0.215
0.266

0215 0.215
0.266 0.266 0.266 0.265

0.180

Table 17: Ablation for all associative layers on the GR-100+ dataset for ARMT with Gemma-3-1B-IT model, metric
= ROUGE-L. Ablated associative layers from 13 to 25.

Base, ARMT, W/o W/o W/o W/o W/o W/o W/o W/o W/o W/o W/o W/o W/o
Model/
Lengths MT, MT, layer layer layer layer layer layer layer layer layer layer layer layer layer

8k 8k 0 1 2 3 4 5 6 7 8 9 10 11 12
Ok-1k 0.795 = 0.756 0.756  0.756  0.756 0.756  0.756  0.756 0.756  0.756  0.756  0.756
1k-2k 0.790 = 0.743 0.743  0.743 0.743  0.743
2k-4k 0.774 0.736 0.736  0.736  0.736  0.736  0.736 0.736 0.736  0.736 0.736  0.736  0.736  0.736
4k-6k 0.767
6k-8k 0.804 0.804 0.804 0.815 0.815 0.804 0.815 0.804 0.804 0.815 0.804 0.804 0.804 0.804
8k-10k 0.85 0.753 0.753 0.741 0.765 0.741 0.753 0753 0.778 0.753 0.741 0.753 0.741
10k-12k 0.868 0.791 0.769 0.791 0.802 0.791 0.791 0.791 0.813 0.791 0.791 0.791 0.791
12k-14k 0.787 0.755 0.745 0.766 0.745 0.745 0.745 0.745
14k-16k 0.764
16k-24k 0.812 0.764  0.764 0.750 0.764 0.757 0.764 0.771 0.764 0.757 0.764
24k-32k
32k-49k 0.765 0.757 0.757 0.757 0.757 0.757 0.765 0.757 0.765 0.757
49k-65k 0.317 0.743
In-Domain (0k-8k) 0.797 0.749 0.747 0.749 0.749 0.749 0.749 0.749 0.744 0.749 0.749 0.747
00D (8k-65k) 0.741 0.745 0.740 0.739 0.739 0.749 0.744 0.740 0.741 0.739
Long-OOD (32k-65k) |06 = 0as| 0.745 0.746 0736 0736 0.750 0.741 0.736 0.741 0.736
Full (0k-65k) 0.741  0.744 0.746 0.743 0.743 0743 0749 0.744 0.743 0.744 0.742

Table 18: Ablation for all associative layers on the MT dataset for ARMT with Gemma-3-1B-IT model, metric =
EM. Ablated associative layers from 0 to 12.
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Model/ Base, ARMT, W/o Wi/o W/o W/o W/o W/o W/o W/o W/o W/o Wi/o W/o W/o

Lengths MT, MT, layer layer layer layer layer layer layer layer layer layer layer layer layer
Ok-1k 0 0.756  0.75 0.756  0.756  0.756 0.756 0.756 0.756 0.756 0.756 0.756 0.756  0.756
1k-2k 0.790 = 0.743 O 0.743 0.743  0.743 0.743 0.743 0.743 0.752 0.743 0.733
2k-4k L 0.736 MR 0736 0.736  0.736  0.726 0.736  0.736 0.736 0.736  0.726  0.736  0.726
4k-6k 0.384

6k-8k (OR102 0.815 0370 0.804 0.804 0.804 0.772 0.793 0.804 0.804 0.804 0.793 0.804
8k-10k 0.753  0.741 0407 0.753 0.753 0.765 0.753 b 0.753 0.765 0.753
10k-12k 0.868 ' 0.791  0.791 0.330 0.791 73 0.780 0.791 0. 0.791 0.769  0.769
12k-14k 0 0.745  0.734 ¢ L 0.755 0.745 L 0.755 0.755
14k-16k 0

16k-24k 0.812 0.757 b b b 0.743 b 764 b b 0.764
24k-32k

32k-49k 0.765 0.765 0.76 0.765 0. 0.765 0.765 0.748
49k-65k 0.723

In-Domain (0k-8k) 0.797  0.749  0.749 0.749  0.749  0.749 0.738  0.749 0.749

00D (8k-65k) 0.741 0.737 0.741 0.741 0.740 0.740  0.741 0.741

Long-OOD (32k-65k) 0.741 0.736 0.741 0.741 0.736 0.741  0.741 0.741

Full (0k-65k) 0.744  0.741 0.744 0.744 0.743 0.739  0.744 0.744

Table 19: Ablation for all associative layers on the MT dataset for ARMT with Gemma-3-1B-IT model, metric =
EM. Ablated associative layers from 13 to 25.

ARMT, ARMT, ARMT, ARMT, ARMT, ARMT,

GR-100+, 2k, GR-100+, 4k, GR-100+, 8k, GR-100+, 2K, GR-100+, 4k, GR-100+, 8k,

only top-4 layers, only top-4 layers, only top-4 layers, pre-selected layers, pre-selected layers, pre-selected layers,
trained trained trained trained trained trained

Base, ARMT, ARMT, ARMT, ARMT,
GR-100+, GR-100+, GR-100+, GR-100+, GR-100+, 8k,
8k 2k 4k 8k only top-4 layers

Model/
Lengths

Ok-1k 3 35 3 0.358 0.366 353 0.363
1k-2k .3 0.294 0.299 16 0.317
2k-4k 0.297 0.304
4k-6k
6k-8k
8k-10k 0.306
10k-12k
12k-14k
14k-16k
16k-24k
24k-32k 0.016 0 0.106
32k-49k 0.002 0.088
49k-65k 0.000 0.040 0.022 0.049
In-Domain
(Ok-8k)
00D
(8k-65k)
Long-O0OD
(32k-65k)
Full
(0k-65k)

0.299 0.297

0.079

0.002 0.108 0.024 0.079

0.306

Table 20: Associative layers ablation on the GR-100+ dataset for Gemma-3-1B-IT model, metric = ROUGE-L.
ARMT with only top-4 associative blocks keeps almost the same performance as the full ARMT even without
training. Model with 5 associative blocks (approximately 20%) achieves the same performance as the full ARMT
model.

Model/ Base, ARMT, ARMT, ARMT, ARMT, ARMT, MT, 2k, ARMT,MT,4k, ARMT, MT,8k, ARMT,MT, 2k, ARMT, MT, 4k, ARMT, MT, 8k,

Lengths MT,8k MT,2k MT,4k MT, 8k MT, 8k, onl.y top-4 layers, onI.y top-4 layers, onl.y top-4 layers, pre.-selected layers, pre.-selected layers, pre.-selected layers,
only top-4 layers trained trained trained trained trained trained

Ok-1k LIRS 0.75 0. K 0.756 0.756

1k-2k .790 ) 0.714 I 0.714 0.705 0.705

2k-4k 5 0.689 0.698 0.708 0.660 0.736 0.679 0.717 0.717

4k-6k b 0.699 X 0.699 0.699 0.699 0.7

6k-8k 0.804 A 0.185 0.793 0.130 0.815

8k-10k B 0.099 0.012 0.691

10k-12k . ( . 0.022 . 0.000 0.747

12k-14k 787 5 5 0. 0.000 0.766

14k-16k y I 3 0.011 0.000

16k-24k M 0.229 0.000 E 0.000 ¥

24k-32k NAK] 0.198 .713 .693 0.000 L k 0.000 0.436 0.762

32k-49k 0.139 A 0.000 0.000 0.435 [R00)

49k-65k 0.089 A 0.000 E 0.000 0.485

In-Domain (0k-8k) 0.797 0 (

OO0D (8k-65k) 0.709 .7 5 0.017 X 0.001

Long-O0D (32k-65k) 0.116 0. 0. 0.000 0.759 0.000

Full (0k-65k) .7 733 0.213 5 0.198

Table 21: Associative layers ablation on the MT dataset for Gemma-3-1B-IT model, metric = EM. ARMT with only
top-4 associative blocks keeps almost the same performance as the full ARMT even without training. Model with 5
associative blocks (approximately 20%) achieves the same performance as the full ARMT model.
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Base,

Model/ Base, ARMT, ARMT, ARMT,

Lengths %’F.‘“e' GR,8k GR,2k GR,4k GR,8k
ning

Ok-1K 0.188

1k-2k

2k-4k 0.140

4k-6k 0.114

6k-8k 0.113

8k-10k 0.106

10k-12k 0.101

12K-14k 0.091

14K-16k 0.088

16k-24Kk 0.083

24k-32k 0.078

30k-49K 0.078

49K-65k 0103 0072

Tn-Domain (OK-8K) 0143 0317

00D (8k-65k) X

Long-00D (32k-65k) IRLZSmiNTF;

Full (0k-65K) 0.116

Table 22: Best results on the GR dataset for Gemma-3-1B-IT model, metric = ROUGE-L.

Base ARMT,
Model/ . Base, ARMT, >
Lengths Tonine GR-100+,8k  GR-100+,8k i e B
0k-1k 0.188 .380 3 0.363
1k-2k 0.161 0.383 ) 0.332
2k-4k
4k-6k 0.114
6k-8k 0.113
8k-10k 0.106
10k-12k 0.101
12k-14k 0.091
14k-16k 0.088
16k-24k 0.083
24k-32k 0.078
32k-49k 0.078
49k-65k 0.103 0.018
In-Domain (0k-8k) 0.307
OOD (8k-65k) 0.092
Long-OO0D (32k-65k) 0.084
Full (0k-65k) 0.116

Table 23: Best results on the GR-100+ dataset for Gemma-3-1B-IT model, comparison with the pre-training on
synthetic QA task, metric = ROUGE-L.
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Base,

Model/ No Fine- Base, ARMT, ARMT, ARMT,

Lengths . GR-100+,8k GR-100+,2k GR-100+,4k GR-100+, 8k
Tuning

Ok-1k 0.145 0.349

1k-2k 0.358

2k-4k 0.330

4k-6k 0.091 0314

6k-8k 0.094 0.286

8k-10k 0.089

10k-12k 0.039 0.021 0.156 0.199 0.211

12k-14k 0.039 0.035 0.195 0.215

14k-16k 0.039 0.049 0.074 0.210

16k-24k 0.048 0.037 0.046 0.219

24k-32k 0.042 0.054 0.011 0.059

32k-49k 0.044 0.067 0.025 0.032

49k-65k
In-Domain
(0k-8k)
00D
(8k-65k)
Long-OOD
(32k-65k)
Full
(0k-65k)

0.088 0.088 0.015 0.011

Table 24: Best results on the GR-100+ dataset for SmolLM2-360M-Instruct model, metric = ROUGE-L. ARMT
shows higher overall performance than the base model, and outperforms it on OOD and Long-OOD.

Model/ g‘:‘)s;’ine_ Base, ARMT, ARMT, ARMT,

Lengths : MT,8k MT,2k MT,4k MT, 8k
Tuning

Ok-1k 0.000  0.795 _ 0.718 _ 0.756

1k-2k 0.000 0790 | 0638  0.686

2k-4k 0.000 0736 | 0642 0717

4k-6k 0.000 | 0.685

6k-8k 0.000  0.837 0.739

8k-10k 0.000 0469 X

10k-12k 0.011  0.000 0.692

12k-14k 0.000 0000 _ 0.138  0.755

14k-16k 0.000 0000  0.000 | 0.663

16k-24k 0.000 0000 0014  0.708

24Kk-32k 0020 0010  0.000

32k-49k 0.009  0.000  0.000  0.000

49k-65k 0.000  0.000  0.000  0.000

In-Domain (0k-8k)

OOD (8k-65k)

Long-OOD (32k-65k)

Full (0k-65k)

0.000
0.005
0.005
0.003

0.771
0.058
0.000

0.639

e

0.707

0.000 0.000

Table 25: Best results on the MT dataset for SmolLM2-360M-Instruct model, metric = EM. ARMT shows better
overall performance than the base model, and outperforms it on OOD and Long-OOD.

26735



Model/ Base, ARMT, ARMT, ARMT, ARMT, ARMT, ARMT, ARMT,

Lengths GR-100+, GR-100+, GR-100+,8k, GR-100+,8k, GR-100+, 8k, GR-100+, 8k, GR-100+, 8k, GR-100+, 8k,
8k 8k w/o layers 0-7 w/o layers 8-15 w/o layers 16-23 w/o layers 24-31 only top-1 layer only top-4 layers

Ok-1k 0.349 0.337 0.337 0.338 0.334 0.331 0.330 0.332

1k-2k 0.358 0.302 0.301 0.299

2k-4k 0.330

4k-6k 0.314 0.155

6k-8k 0.286 0.143

8k-10k 0.146

10k-12k 0.153

12k-14k 0.109 0.146

14k-16k 0.092

16k-24k 0.037 0.085

24k-32k 0.054 0.066

32k-49k 0.065

49Kk-65k 0.088 )

zgl'([_)g’;‘)‘m 0.327 0.206
00D
(8k-65K)
Long-OOD
(32k-65k)
Full
(0k-65k)

0.074 0.114 0.150

0.072 0.061 b 0.157

0.176

0.090

0.213

0.166

0.202

Table 26: Associative layers ablation on the GR-100+ dataset for SmolLM2-360M-Instruct model, metric - ROUGE-
L. Middle and upper layers representations are the most important for associative memory, but for SmolLM2-360M-
Instruct backbone the lower layers are also important.

Model/ Base, ARMT, ARMT, ARMT, ARMT, ARMT, ARMT, ARMT,

Lengths MT, MT, MT, 8k, MT, 8k, MT, 8k, MT, 8k, MT, 8k, MT, 8k,
8k 8k w/o layers 0-7 w/o layers 8-15 w/o layers 16-23 w/o layers 24-31 only top-1 layer only top-4 layers

Ok-1k 0.795 0.769 0.769 0.769 0.756 0.756 0.756

1k-2k 0.790 = 0.705 0.695 0.695

2k-4k 0.736  0.698 0.708 (X 0.651

4k-6k 0.685 0.671 0.658

6k-8k 0.837 0.761 0.717 0.761 0.750 0.750

8k-10k 0.815 0.778 0.716 0.691

10k-12k 0.000  0.747 36 0.769 0.714

12k-14k 0.000 0.755 0. 0.713 0.734

14k-16k 0.000 0.652

16k-24k 0.000 0.653

24k-32k 0.010 0 0.703 0.644

32k-49k 0.000  0.730 0.678 0.730 0.235 0.635

49k-65k 0.030 0.525 0.030 0.030 0.030 0.644

In-Domain (0k-8k) 0.714 0.711 0.716 0.676 0.681

00D (8k-65k) 3 0.643 0.689 0.652

Long-00D (32k-65k) 0.139 0.634

Full (0k-65k) L X 0.697 0.661 0.662

Table 27: Associative layers ablation on the MT dataset for SmolLM2-360M-Instruct model, metric = EM. Middle
and upper layers representations are the most important for associative memory.

Model/ Base, ARMT, W/o W/o W/o W/lo W/lo W/o W/o W/o W/o Wlo W/lo W/lo W/o W/o W/o W/o

Lengths GR-100+, GR-100+, layer layer layer layer layer layer layer layer layer layer layer layer layer layer layer layer
8k 8k 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

Ok-1k 0.337 0.337 0.338  0.33 0.337  0.337 0.337 0.337 0338 0337 0.337 0.337  0.337

1k-2k 0.302 0.298 .30 0. 0.302  0.298 0.304 0290 0.290 0.298 0.298 0.302  0.299

2k-4k 0.330

4k-6k 0.314

6k-8k L L

8k-10k 0.233 0.221 0.192 0.219 0216 0.224 0218 0.222 0229 0218 0.222 0214 0218 0213 0216 0222 0219 0217

10k-12k 0.021 0.211 0.169 0.214 0215 0210 0215 0217 0216 0214 0203 0221 0209 0211 0215 0217 0219 0214

12k-14k 0. 0.215 0.155 0.217 0220 0.214 0215 0210 0223 0213 0213 0219 0209 0213 0219 0217 0213 0.219

14k-16k 0.049 0.210 0214 0218 0211 0218 0212 0214 0211 0212 0216 0217 0211 0218 0210 0219 0211

16k-24k 0.037 0.219 e 0218 0213 0215 0212 0215 0223 0216 0213 0218 0205 0218 0.217 0220 0.227 0.222

24k-32k 0.054 0.185 GRS 0.199  0.192 0.198  0.196 0.188 0.201 0.203 0.205 0.183 0.166 0.196 0.189 0.196 0.194 0.183

32k-49k 0.067 0.171 WOGEN 0.192  0.189  0.152 0.181 0.173 0.175 0.169 0.181 0.189 0.148 0.170 0.182 0.174 0.198 0.154

49k-65k 0.062 Y 0.076 0.080

In-Domain

(0k-8k)

00D

(8k-65K) 0.074

Long-OOD N —

(32K.65K) 0.072 0.063

Full

(0k-65k)

Table 28: Ablation for all associative layers on the GR-100+ dataset for ARMT with SmolLM2-360M-Instruct
model, metric = ROUGE-L. Ablated associative layers from O to 15.
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Base, ARMT, W/lo W/lo W/o W/o W/o W/o W/o W/lo W/lo W/o W/o W/o W/o W/o W/o W/o
Model/
Lengths GR-100+, GR-100+, layer layer layer layer layer layer layer layer layer layer layer layer layer layer layer layer
8k 8k 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31
Ok-1k 0.337 0337 0.338 0.337 0337
1k-2k 0.296  0.295 0.286 0.298 0.303
2k-4k
4k-6k b
6k-8k 0. L
8k-10k 0.233 0.221 0223 0224 0221 0204 0208 0217 0210 0.193 0210 0215 0216 0208 0220 0207 0.202 0216
10k-12k 0.211 0211 0.210 0219 0.208 0.198 0.206 0.214 0.188 0.201 0210 0.216 0208 0.211 0213 0212 0211
12k-14k 0.215 0223 0.208 0.215 0206 0.197 0208 0.214 0.180 0214 0215 0212 0211 0219 0202 0.207 0214
14k-16k 0.210 0212 0213 0211 0213 0202 0209 0213 0203 0211 0214 0206 0211 0212 0213 0.200 0210
16k-24k 0.219 0223 0222 0221 0209 0209 0213 0211 0.191 0208 0216 0216 0216 0222 0203 0.191 0220
24k-32k 0.054 0.192 0.185 0.164 0.197 0.195 0.198 0.182 0.189 0.185 0.185 0.192
32k-49k 0.067 0.155 0.181 0.151 0.173 0.163 0.176 0.171 0.161 0.159 0.155 0.164
49k-65k 0.088 0.096 0.078 0.080 0.054 0.087 0.090  0.094 0.086

In-Domain
(0k-8k)
00D
(8k-65k)
Long-OOD
(32k-65k)
Full
(Ok-65Kk)

0.074

0.072

0.151

0.235

0.198  0.206

0.113

0232 0.236

0.208

0.235

o

0.214

0.206

0.166

0.210

0.151

0.278

0.210

0.156

0.206

0.153

0.212

0.145

0.142

0.233

0.199

0.146

0.210

0.150

oz

Table 29: Ablation for all associative layers on the GR-100+ dataset for ARMT with SmolLM2-360M-Instruct
model, metric = ROUGE-L. Ablated associative layers from 16 to 31.

Base, ARMT, W/o Wlo W/o W/o W/lo Wlo Wlo Wlo W/o W/o W/lo W/lo Wlo Wlo W/o W/o
Model/
Lengths MT, MT, layer layer layer layer layer layer layer layer layer layer layer layer layer layer layer layer

8k 8k 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15
Ok-1k 0.769 0.769 0.769 0.769 0.769 0.769 0.769 0.769 0.769 0.769 0.769 0.769 0.769 0.769
1k-2k 0.705 0.705 0.705 0.705 0.705 0.705 0.705 0.695 0.705 0.705 0.695 0.705 0.705
2k-4k 0.698 0.689 0.698 0.679 0.698 0.698 0.708 0.689 0.689 0.689 0.698
4k-6k 0.658 0.644 0.644 0.644 0.644  0.644 4
6k-8k 0.761 0.761 0.761 0.772 0.772  0.772 0.761 0.772  0.772 0.761
8k-10k 0.815 0.815 0.802 0.802 0.790 0.815 0.790 0.802 0.815 0.790 0.802 0.802 0.802
10k-12k 0.000 ~ 0.747 0.747 0.747 0.758 0.747 0.747 0.758 0.747 0.736  0.747 0.747 0.747 0.747
12k-14k 0.000  0.755 0.755 0.755 0.766 0.755 0.755 0.755 0.745 0.755 0.745 0.755 0.755 0.755
14k-16k 0.000 0.640 0.663 0.640 0.663 0.652 0.640
16k-24k 0.000 0.715 0.701 0.729 0.708 0.722 0.722 0.722  0.715 0.715 0.722 0.715 0.722
24k-32k 0.010 0.733 0.703 0.733 0.723 0.733 0.743 0.733  0.743 0.733 0.743 0.723 0.733
32k-49k 0.000 0.730 0.722  0.739 0.722 0.713 0.730  0.730 0.713  0.730 0.739 0.722 0.730 0.730
49k-65k 0.000 0.030 0.040 0.050 0.059 0.040 0.030 0.059 0.040 0.030 0.030 0.040 0.030 0.030 0.030
%3;{1_);’8‘““ 0771 0714 0711 0716 0716 0718 0716 0716 0716 0.718
00D 0.058 | 0.643 0.711 = 0.649 0.647  0.646 0.642 0.646 0.645 0.646
(8K-65K) .05 .643 b b ! I .642 Y .645 y
Long-OOD o
(32k-65Kk) 0.000 0.681
F(;llg 65K) 0.668 0711 0.673 0.668 0.671 0.672  0.672 0.668 0.669 0.671 0.670  0.667 0.672

Table 30: Ablation for all associative layers on the MT dataset for ARMT with SmolLM2-360M-Instruct model,
metric = EM. Ablated associative layers from O to 15.
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Base, ARMT, W/o Wlo W/o W/lo Wlo Wlo Wlo Wlo W/o W/lo Wlo Wlo Wlo Wlo W/o W/lo

LMet:'ldet]lis MT, MT, layer layer layer layer layer layer layer layer layer layer layer layer layer layer layer layer
g 8k 8k 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31
Ok-1k 0.795 0.769 0.769 0.769 0.769 0.769 0.769 0.769 0.769 0.756 0.769 0.769 0.769 0.769 0.756 0.769 0.756  0.769
1k-2k 0.790 0.705 0.705 0.705 0.705 0.705 0.705 0.705 0.705 0.667 0.714 0.705 0.667 0.686 0.657 0.686 0.695
2k-4k 0.736  0.698  0.698 0.689 0.698 0.698 0.698 0.698 0.689 . 0.698 0.698 0.698 0.670 0.708 0.698 0.698

4k-6k 0.685 0.644 0.658 0.658 0.644 0.658 0.644 X 0.644 0.658 0.658 0.658
6k-8k 0.837 0761 0.761 0.717 0.761 0.761 0.761 0.804 0.761 .696 0.761 0.750 0.815 0.783 0.76 0.761
8k-10k 0.815 0.815 0.741 0.802 0.802 0.815 0.802 0.753 0.815 0.802 0 0.815 0.802
10k-12k 0.000 0.747 0.736  0.703 0.747 0.7 0.747 b (VEZS  0.407 0. 0.725 0.769 725 0.758  0.736  0.758
12k-14k 0.000 0.755 0.755 b 0.755 0.755 0.755 0.755 0.755 NES 0.766  0.755 N/E 0.766  0.766  0.745
14k-16k 0.000 0.326 QXN
16k-24k 0.000 = 0.715 0.715 .6 0.722  0.708 0.708 0.708 0.715 0.681 715 0.722 ; 0.708 0.729 0.715
24k-32k 0.010 ~ 0.733  0.733 .69 0.733  0.743 0.733  0.723 0.693 0. 0 0.713 0.733 0.733  0.733
32k-49k 0.000 = 0.730 0.722 ! 0. 0.7 0.730 0.704 0 0.730  0.730  0.739
49k-65k 0.000 0.030 0.030 0.030 0.030 0.030 0.050 0.030 0.030 0.030 0.030 0.040 0.030 0.030
igg’g‘am 0771 0714 0716 0707 0718 0716 0718 0725 0712 0689 0718 0. 0.707 0. 0714 0707 0711
00D - . ’ /
(8K-65K) 0.058 | 0.643 0.641 0.642 0.637 0.647 0.640 0.643 0.638 .64 0.644 .63 0.644 0.646 0.643
Long-OOD

0.00C . k b b b . . . 0.143
(32k.65K) N 0403 0398 0371 0398 0.394 0416 0403 0412 FOSES
gﬁl 65K) 0.668  0.668 0.647 0.669 0.665 0.672 0.670 0.668 0.667  0.668 .66 0.666 0.669 0.668 0.668

Table 31: Ablation for all associative layers on the MT dataset for ARMT with SmolLM2-360M-Instruct model,
metric = EM. Ablated associative layers from 16 to 31.

ARMT, MT,2k, = ARMT,MT,4k,  ARMT, MT, 8k,

Model/ Base, ARMT, ARMT, ARMT,

Lengths MT,8k MT,2k MT,4k MT, 8k pre.-selected layers, pre.-selected layers, pre'-selected layers,
trained trained trained

Ok-1k 0.795 0.718 0.756 0.769 0.744

1k-2k 0.790 0.638 0.686 0.705 0.667

2k-4k 0.736 0.642 0.717 0.698 0.698

4k-6k 0.685 0.658

6k-8k 0.837 0.739 0.761 0.728

8k-10k 0.469 0.802 0.815 0.469 0.704

10k-12k 0.000 0.692 0.747 0.429 0.692

12k-14k 0.000 0.138 0.755 0.755 0.372 0.702

14k-16k 0.000 0.663 0.202

16k-24k 0.000 : 0.708 0.715 0.146

24k-32k 0.010 0.000 0.733 0.129

32k-49k 0.000 0.000 0.000 0.730 0.078

49k-65k 0.000 0.000 0.000 0.030 0.119

In-Domain (0k-8k) 0.771 0.639 0.707 0.714

OOD (8k-65k) 0.058  0.112 0.643 0.227

|RNEReleNE/ SIS  0.000  0.000  0.000 0.097

Full (0k-65k)

Table 32: Associative layers ablation on the MT dataset for SmolLM2-360M-Instruct model, metric = EM. Model
with 6 associative blocks (approximately 20%) achieves slightly higher performance than the full ARMT model.
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Model/  P3® ARMT, ~ ARMT, — ARMT, ?;RRI-Vllgt’n 2k ?}RRI-\;I(T(’H 4K éllf-\g(’n 8k

GR-100+, GR-100+, GR-100+, GR-100+, P P P
Lengths pre-selected layers, pre-selected layers, pre-selected layers,

8k 2k 4k 8k . R .

trained trained trained

Ok-1k 0.349
1k-2k 0.358
2k-4k 0.330 0.230
4k-6k 0.314 0.204
6k-8k 0.286 0.180 0.219 0.220
8k-10k 0.157 0.186 0.199
10k-12k 0.021 0.156 0.199 0.211 0.159 0.202 0.199
12k-14k 0.035 0.195 0.215 0.134 0.186 0.199
14k-16k 0.049 0.074 0.210 0.157 0.202 0.213
16k-24k 0.037 0.046 0.219 0.156 0.203 0.208
24k-32k 0.054 0.011 0.165 0.169 0.178
32k-49k 0.067 0.025 0.170 0.164 0.166
49k-65k 0.088 0.015 0.165 0.214 0.176
e ow e
00D
(8k-65K) 0.074 0.211 0.154 0.193 0.200
Long-OOD
(32k.65K) 0.072 0.154 0.169 0.176 0.168
Full 0.192 0.178 0.216 0.241 0.196 0.223 0.227

(0k-65k)

Table 33: Associative layers ablation on the GR-100+ dataset for SmolLM2-360M-Instruct model, metric = ROUGE-
L. Model with 6 associative blocks (approximately 20%) achieves slightly lower performance than the full ARMT

model.

Learning Training Total Batch

Dataset Model Length Rate Steps Size

MT Gemma-3-1B-IT 8k le-4 10,000 64
MT ARMT 2k le-4 10,000 64
MT ARMT 4k le-4 10,000 64
MT ARMT 8k 3e-5 10,000 64
GR Gemma-3-1B-IT 8k le-4 8,000 64
GR ARMT 2k le-4 4,000 64
GR ARMT 4k 3e-5 4,000 64
GR ARMT 8k le-5 4,000 64
GR-100+ Gemma-3-1B-IT 8k le-4 10,000 64
GR-100+ ARMT 2k le-4 5,000 64
GR-100+ ARMT 4k 3e-5 5,000 64
GR-100+ ARMT 8k le-5 5,000 64
ContractNLI Gemma-3-1B-IT 8k le-4 500 64
ContractNLI ARMT 2k le-4 250 64
ContractNLI ARMT 4k 3e-5 250 64
ContractNLI ARMT 8k le-5 250 64

Table 34: Training hyperparameters. All models were trained with LoRA (Hu et al., 2022) on all linear layers with
rank=64, a=128 and dropout=0.1. We used gradient clipping to the maximum value of 1.0 during training, and
weight decay of 0.01. For ARMT model, we used 16 memory tokens (except pre-trained model and ablations) and

associative memory size of 64.
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Base, ARMT, ARMT, ARMT, ARMT, ARMT, ARMT,

ll\jle(::;l;s GR-100+, GR-100+, GR-100+, GR-100+, GR-100+, GR-100+, GR-100+,
8k 2k 4k 8k 2k, 32 mem 4k, 32 mem 8k, 32 mem

Ok-1k 0.380 0.35 .358 .33¢ 0.349

1k-2k 0.385 .294 .3 A 0.299

2k-4k 0.352

4k-6k 0.344

6k-8k 0.296

8k-10k (ORI

10k-12k

12k-14k b 0.105 0.232

14k-16k 5 0.043 0.240

16k-24k ; 0.016 0.046 0.241

24k-32k 0.016 L 0.000 0.001 0.187

32k-49k 0.002 0.000 0.000 0.199

49k-65k 0.000 0.040 0.000 0.000
In-Domain

(0k-8k)
00D
(8k-65k)
Long-OOD
(32k-65k)
Full
(0k-65k)

0.090

0.002 0.000 0.000

Table 35: Memory size ablation on the GR-100+ for Gemma-3-1B-IT model, metric = ROUGE-L. ARMT in base
setup (with 16 memory tokens) performs better than the model with 32 memory tokens.

Model/ Base, ARMT, ARMT, ARMT, ARMT, ARMT, ARMT,
Lensths MT, MT, MT, MT, MT, MT, MT,

g 8k 2k 4k 8k 2k, 32 mem 4Kk,32mem 8Kk, 32 mem
Ok-1k 0.795 0.808 0.808 0.782
1k-2k 0.790 0.695 0.676 0.695
2k-4k 0.774 0.670 0.708
4k-6k 0.767 0.699
6k-8k 0.859 0.326 0.728 0.804
8k-10k 0.852 0.123 0.840
10k-12k 0.868 0.165 0.725 0.824
12k-14k 0.787 0.096 0.723
14k-16k 0.764 0.045 0.685
16k-24k 0.812 = 0.229 0.062 0.722
24k-32k 0.713  0.198 0.040 0.693
32k-49k 0.139 0.043 0.748
49k-65k 0.089 0.010 0.733
In-Domain . .

Q 40 3
(0k-8K) 0.797 0.749 0.736
00D
(8k-65K) 0.709 0.741 0.070 0.74
Long-OOD . - o
(32.650) 0.116 : 0.741 0.028 0.491 0.741
Full N .
(Ok-65K) 0.744 0.740

Table 36: Memory size ablation on the MT for Gemma-3-1B-IT model, metric = EM. ARMT in base setup (with 16
memory tokens) performs better than the model with 32 memory tokens.
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woaas T B awn swon o S S A
Lengths . > CNLL 2k CNLI, 4k CNLI, 8k T A o
Tuning 8k pretrain pretrain pretrain
Ok-1k 0.427 0.710
1k-2k 0.089
2k-4k 0.046 0.512 0.730
4k-6k 0.012 0.806 0.347 0.747 0.776
6k-8k 0.196 0.922 0.255 0.765 0.882
Full .
O
(0k-8K) 0.119 0.710 0.721

Table 37: Results on the ContractNLI (CNLI) dataset for Gemma-3-1B-IT model with ARMT after continued
pre-training, metric = EM. ARMT after continued pre-training shows better results on Full split.

Task ‘

QA3

Model/
Length

32k

64k‘ Ok 1k 32k 64k | Ok 2k 4k 8k 16k

Gemma-3-1B-IT
Gemma-3-1B-IT, BABILong, 5k
ARMT, BABILong, 2k

ARMT, BABILong, 3k

ARMT, BABILong, 5k

100
100
100
100

100
97
99

100

100 99 96
43
61 44

98 100

85
100

19 8
99 93 91
100
99
100

95

95
98

81
95

27
91

Table 38: Results on the BABILong dataset for Gemma-3-1B-IT model with ARMT, tasks QA1-QA3. ARMT

outperforms base model.

Task | QA4 QA5 Avg.
Model/
Length Ok 1k 2k 4k 8k 16k 32k 64k | Ok 1k 2k 4k 8k 16k 32k 64k | Ave. (QA1-QA5)

Gemma-3-1B-IT
Gemma-3-1B-IT, BABILong, 5k
ARMT, BABILong, 2k

ARMT, BABILong, 3k

ARMT, BABILong, 5k

12
100
100
100
100

7 6
97
44

99

77

83 82

14 1
81
39
62
79

42
36
79

Table 39: Results on the BABILong dataset for Gemma-3-1B-IT model with ARMT, tasks QA4-QAS5. ARMT

outperforms base model.

Model/ f;;e’ ARMT, ;1;1\;{, Mamba-1.4B, Mamba-2-1.3B, DeltaNet-1.3B, xLSTM-1.4B,

Lengths > MT, 8k > %% MT, 8k MT, 8k MT, 8k MT, 8k
8k pretrain

0k-1k 0.795 0.846 0.769

1k-2k 0.790 0.857 0.819 0.800

2k-4k 0.774

4k-6k 0.767 0.781 0.822

6k-8k 0.902 0.891 0.870

8k-10k 0.827 0.864 0.864

10k-12k 0.879 0.890 0.846 0.890

12k-14k 0.777 0.766 0.819

14k-16k 0.764 0.764

16k-24k 0.882 0.833 0.819

24k-32k 0.812 0.802 0.762

32k-49k 0.791 0.783

49k-65k 0.762 0.426

In-Domain (0k-8k)
OOD (8k-65k)
Long-OOD (32k-65k)
Full (0k-65k)

0.767
0.783
0.777
0.777

0.848 0.837 0.788

0.788 0.777 0.694
0.662 0.690

0.810 0.798

Table 40: Results on the MT dataset for Gemma-3-1B-IT model with ARMT and for various baselines, metric = EM.
ARMT shows better length generalization than Mamba and DeltaNet and does not require training from scratch.
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Base,

Model/ No Fine- Base, Base, YaRN, ARMT,

Lengths . GR-100+,8k GR-100+,8k GR-100+, 8k
Tuning

Ok-1k 0.145 0.349

1k-2k 0.358

2k-4k 0.330

4k-6k 0.314

6k-8k 0.286

8k-10k 0.221

10k-12k 0.021 0.211

12k-14k 0.035 0.067 0.215

14k-16k 0.049 0.024 0.210

16k-24k 0.037 0.017 0.219

24k-32k 0.054 0.003 0.185

32k-49k 0.067 0.000

49k-65k 0.088 0.000
In-Domain
(0k-8k)
(00)))
(8k-65k)
Long-OOD
(32k-65k)
Full
(0k-65k)

Table 41: Results on the GR-100+ dataset for SmolLM2-360M-Instruct model with YaRN, metric = ROUGE-L.
Model with YaRN shows worse performance than the ARMT model.

Model/ g‘f;’ine_ Base, Base, YaRN, ARMT,
Lengths 0" MT,8k MT, 8k MT, 8k
Ok-1k 0000 _ 0.795
1k-2k 0000  0.790
2k-4k 0000 = 0.736
4k-6k 0.000 | 0.685 0.301
6k-8k 0000  0.837
8k-10k 0.000
10k-12Kk 0011  0.000 0.176
12k-14k 0000  0.000 0.106
14k-16k 0000  0.000 0.000
16k-24k 0000  0.000 0.000
24k-32k 0020  0.010 0.000
32k-49k 0009  0.000 0.000
49K-65k 0000  0.000 0.000
In-Domain
Ok.86) 0000  0.771
00D
(8K65K) 0005  0.058
Long-OOD

005 .
(32651 0.00 0.000
Full
0k-65K) 0.003

Table 42: Results on the MT dataset for SmolLM2-360M-Instruct model, metric = EM. Model with YaRN shows
worse performance than the base model and the ARMT model.
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