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Abstract

Historical book illustrations are culturally sig-
nificant multimodal artifacts that pose distinc-
tive challenges for computational analysis, in-
cluding sparse visual cues, historical reproduc-
tion techniques, and material degradation. We
present the first task-specific evaluation of mul-
timodal large language models (MLLMs) on
historical book illustrations, testing five con-
temporary models on 1,969 children’s book
illustrations across a range of visual labeling
exercises and caption generation tasks. Fron-
tier models performed strongly against human
consensus annotations on concrete tasks, par-
ticularly illustration and setting detection, and
mirrored human-level disagreement on entity,
object and action identification. All model fam-
ilies struggled with accurate emotional inten-
sity estimation. GPT and Gemini produced the
strongest captions, with greater than 70% of
images exhibiting no factual errors. Finally,
frontier models closely recovered human dis-
tributions at the corpus level for major visual
categories suggesting their appropriateness for
use in large-scale studies.

1 Introduction

Illustrated books have played a fundamental role in
storytelling for centuries. As complex multimodal
artifacts, they transmit cultural values through both
their textual and visual design (Nodelman, 1988;
Pereira, 2008; Ionescu and Schellenberg, 2015;
Kümmerling-Meibauer and Meibauer, 2017; Dowd,
2026). Despite their longstanding study across a
variety of research domains, large-scale computa-
tional analysis of narrative book illustrations still
remains rare.

Recent advances in MLLMs have opened new
possibilities for the automated analysis of cultural
heritage images (Smits and Wevers, 2023). To sup-
port this work, researchers have developed spe-
cialized datasets such as SemArt (Garcia and Vo-
giatzis, 2018), ArtPedia (Stefanini et al., 2019),

Characters: Boy, Animal 

Actions: Reading, Sitting 

Objects: Architectural 
items, Reading and Art

Setting: Indoors

Emotional Intensity:
Very Calm

Caption: A boy sits on a 
couch by a window and 
reads a book. A cat sits 
on the floor below him.

Figure 1: Overview of the visual dimensions evaluated
in the PICTURING STORIES dataset.

ArtCap (Lu et al., 2022), and DEArt (Reshetnikov
et al., 2022), which pair artworks with expert de-
scriptions, iconographic labels, or object annota-
tions. These resources have enabled the training
of captioning models that incorporate art-historical
knowledge (Bai et al., 2021) and the evaluation of
zero-shot classification and metadata prediction by
general-purpose LLMs (Tojima and Yoshida, 2025;
Rei et al., 2023).

Historical book illustrations, however, dif-
fer from the canonical artworks represented in
most visual-cultural-heritage datasets (Mak, 2011;
Berne, 2024). Unlike paintings, which are gener-
ally treated as self-contained visual artifacts, illus-
trations are embedded within larger narrative or in-
structional texts and often convey meaning through
sparse visual cues. Many historical illustrations
are also low-resolution or monochromatic, were
produced using period-specific technologies such
as woodcuts and engravings, and exhibit degrada-
tion such as foxing or bleed-through. Interpreting
them therefore requires models to recognize subtle,
noisy visual evidence and historical iconography
that may be underrepresented in modern training
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data and art-historical datasets.
Children’s illustrated books are an especially

consequential test case. Emerging as an increas-
ingly central cultural form during the eighteenth
century, they have long promoted reading while
transmitting social and moral values (Nodelman,
1988; Nikolajeva, 2002; Kümmerling-Meibauer,
2023; Grenby and Immel, 2009). Illustrated books
remain important to children’s education and lan-
guage development today (Montag et al., 2015;
Wang and Shao, 2025). Historical children’s illus-
trations thus constitute both a significant cultural
archive and a demanding domain in which to assess
multimodal model understanding.

Against this background, we evaluate five con-
temporary MLLMs on PICTURING STORIES,1 a
dataset of manually annotated historical children’s
book illustrations covering the visual-narrative
tasks shown in Figure 1. To our knowledge, this
is the first task-specific evaluation of MLLMs on
historical book illustrations, an important but un-
derstudied domain of cultural heritage.

The study makes three contributions. First,
it evaluates model performance across classifica-
tion, multi-label, ordinal, action-recognition, and
caption-generation tasks, distinguishing image-
level reliability from the recovery of corpus-level
visual distributions. Second, it identifies system-
atic, task- and category-specific patterns of error
alongside qualitative examples. Third, we release a
complete replication package containing the 1,969
evaluation images, human annotations, raw model
outputs, exact prompts and model versions, and
code for reproducing all tables and figures.2

2 Prior Work

2.1 NLP for Art Understanding

Recent research has begun to address interpre-
tive challenges in visual art, moving beyond sur-
face recognition to extract culturally and narra-
tively salient information in multiple aspects (Smits
and Wevers, 2023). Entity-level understanding—
including character (Madhu et al., 2019), icons (Ce-
tinic, 2021; Springstein et al., 2024), pose (Schnei-
der and Vollmer, 2023), and affections (Achlioptas
et al., 2021; Chen et al., 2024; Yan et al., 2022)—
has been explored through person identification

1https://github.com/dot-txtlab/picturing_
stories

2https://github.com/dot-txtlab/picturing_
stories_MLLM_evaluation

in religious art and general object grounding in
fine-grained captioning (Cetinic, 2021; Springstein
et al., 2024).

Additional research considers artistic style clas-
sification and captioning (Ruta et al., 2022; Li
et al., 2022), narrative and commonsense reasoning
(Zellers et al., 2019), and methods for disentangling
literal and symbolic meaning (Zhang et al., 2024a).
Domain knowledge is incorporated through struc-
tured metadata (Bai et al., 2021; Jiang et al., 2024)
or retrieval-augmented architectures, offering inter-
pretive scaffolding in low-resource domains. Such
systems have also been applied to support cultural
heritage tasks, where combining visual and textual
reasoning enables non-experts to access symboli-
cally rich content in art (Zhang et al., 2024b; Arita
et al., 2025).

2.2 NLP for Illustration Understanding

While research on cultural heritage images has
largely focused on paintings, artifacts, or pho-
tographs, there is growing interest in book and
print illustrations. Early work addressed the visual
segmentation of historical page layouts—detecting
elements such as footnotes, tables, and figures
(Piper et al., 2020; Abuelwafa et al., 2018)—as
well as the interpretation of archival newspaper il-
lustrations (Fyfe and Ge, 2018). Recent studies
have examined the sociocultural representation of
race and gender in modern children’s book illus-
trations (Adukia et al., 2022; Szasz et al., 2022),
alongside investigations into visual heritage ma-
terials including photographs (Arnold and Tilton,
2024a; Maksimova et al., 2024), maps (Mahowald
and Lee, 2024), and graphical elements of scien-
tific publishing (Lang et al., 2023). Arnold and
Tilton (2024b) propose a framework for applying
MLLMs to heritage collections, generating cap-
tions and embedding-based similarity scores to
enable cluster-based exploration and explainable
recommendations. Together, these efforts point to-
ward the potential of multimodal models to make
illustrations more searchable, interpretable, and an-
alyzable at scale.

3 Dataset

We evaluate model performance using the historical
portion of PICTURING STORIES, which contains
27,889 images drawn from 2,827 books published
between 1728 and 1932, sourced from the Internet
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Task Type Description

Illustration Binary (2) Is there an illustration on the page? (Yes/No)
Setting Single-label (3) Where is the image set? (Indoors, outdoors, or ambiguous)
Characters Multi-label (10) Who is present (man, woman, child, animal, etc.)
Objects Multi-label (7) Main objects (nature, architecture, toys, etc.)
Actions Multi-label (21) Behaviors (sitting, standing, embracing, etc.)
Emotional Intensity Ordinal (5) Rating from 1 (calm) to 5 (intense)
Caption Free-text 1–2 sentence description

Table 1: Annotation tasks and label types used for evaluation. Numbers in parentheses indicate how many options
were available for selection by task. Full task prompts and answer options are shown in Table A1.

Archive’s Children’s Library.3 6,981 volunteers
produced over 700,000 annotations on the data.
The collection is predominantly English-language
and primarily reflects British and North American
publishing.

For our evaluation, we construct a random sam-
ple of 1,969 pages with illustrations from the
full corpus. Each illustration is annotated for vi-
sual–narrative elements that include characters, ob-
jects, settings, actions, emotional intensity, and
free-text captions (Table 1). These annotations
support multiple evaluation settings with varying
levels of complexity, including single-label classi-
fication, multi-label prediction, ordinal judgment,
and caption generation.

4 Evaluating MLLM Performance

We evaluate five MLLMs under zero-shot and one-
shot prompting, spanning proprietary frontier sys-
tems and open-weight alternatives: GPT-4.1 (gpt-
4.1-2025-04-14), Gemini 2.5 Flash, Claude Sonnet
4.5 (claude-sonnet-4-5-20250929), Qwen3-VL-8B-
Instruct, and LLaVA-1.6-Vicuna-13B. These mod-
els represent different contemporary multimodal
architectures and levels of accessibility. Because of
input-length constraints, LLaVA-1.6-Vicuna-13B
was evaluated only in the zero-shot condition. Ex-
act prompts, model identifiers, inference dates, and
raw outputs are included in the replication package.

Models are scored against the human majority-
vote or consensus annotation for each image (Table
2, Panel A). Separately, the dataset reports agree-
ment among human annotators (Table 2, Panel
B). We treat these quantities as empirical human-
agreement references rather than as competitor per-
formance scores.

Evaluation metrics follow the structure of each
3https://archive.org/details/iacl

task in Table 1. For binary and single-label clas-
sification—illustration presence and setting—we
report exact-match accuracy. For the character and
object tasks, we report the mean Jaccard index be-
tween the predicted and consensus label sets.

For action prediction, we ask which actions a
particular entity in an image is performing. To
avoid ambiguity when several instances of the same
entity type were present, we restricted evaluation to
images in which the human consensus annotation
identified exactly one instance of the queried entity
type; an image could still contain other characters
or objects. One query was issued per image, with
the entity type supplied to the model and the model
asked to select all applicable actions from a fixed
list of 21 options. The predicted action set was then
compared with the human-annotated action set for
that same entity using micro-averaged F1.

For emotional intensity, we report the mean ab-
solute distance between the model rating and the
human rating on the 1–5 scale, for which lower
values indicate closer agreement.

Caption evaluation has three components: (1)
semantic similarity to human captions, measured
using both BERTScore and bge-m3 cosine similar-
ity, with a within-image human–human baseline;
(2) human validation of hallucinated and missing
content; and (3) qualitative analysis of representa-
tive errors across models.

4.1 Categorical Annotations

Across categorical tasks, frontier models achieved
high agreement with the human consensus on con-
crete visual classifications, particularly illustration
presence and setting, but showed greater diver-
gence on multi-label and subjective ordinal judg-
ments. We examine these patterns below, with a fo-
cus on one of the best performing models, Gemini-
2.5-Flash with zero-shot prompting.
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Table 2: Model performance against human consensus annotations (Panel A) and inter-annotator agreement among
humans (Panel B). Model values and human agreement values are reported separately because they do not always
use the same metric. Human agreement is therefore an interpretive reference rather than a competitor score.

Panel A: Model performance against human consensus annotations

Model
Illustration

Exact Match (%)
Setting

Exact Match (%)
Characters

Jaccard
Objects
Jaccard

Intensity
Distance ↓

Actions
Micro-F1

Claude-0 97.6 83.7 0.60 0.59 0.87 0.57
Claude-1 97.9 84.4 0.63 0.59 0.87 0.58
Gemini2.5-0 96.8 88.1 0.67 0.56 0.88 0.57
Gemini2.5-1 98.0 87.3 0.65 0.59 0.95 0.62
GPT-0 97.6 85.4 0.64 0.48 0.81 0.61
GPT-1 98.0 85.0 0.62 0.50 0.82 0.62
Qwen-0 97.8 83.0 0.69 0.53 0.83 0.49
Qwen-1 97.6 83.2 0.68 0.56 0.79 0.52
LLaVA-0 89.0 78.8 0.49 0.47 0.91 0.35

Panel B: Human inter-annotator agreement

Task Full Agreement (%) Majority Agreement (%) Jaccard Ordinal Distance ↓
Illustration (2) 85.4 – – –
Characters (10) 52.5 72.9 0.78 –
Setting (3) 75.3 95.5 – –
Objects (7) 33.7 60.8 0.56 –
Emotional intensity (1-5) 15.3 68.9 – 0.67
Actions (21) 24.7 52.9 0.44 –

Notes. In Panel A, models are scored against the human majority-vote or consensus annotation. Suffixes 0 and 1 denote
zero-shot and one-shot prompting, respectively. Jaccard values are means across images. Intensity is the mean absolute
distance from the mean human rating on the 1–5 scale; lower values indicate closer agreement. Actions are evaluated with
micro-averaged F1 after restricting the analysis to queried entity types that have exactly one instance in the human annotation.
Panel B parentheses refer to the number of classes per task.

4.1.1 Illustration Detection
Illustration detection was the most accurate task
in the evaluation. Although binary illustration de-
tection may initially appear straightforward, histor-
ical book pages contain decorative elements that
complicate the distinction between illustrations and
other forms of page design, such as book stamps,
publisher symbols, photographs, ornamental page
design, page headers, and small frontispiece or-
naments (Figure 2). Measured against the human
consensus annotation, all models frontier models
achieved more than 96% exact-match accuracy,
with the exception of LLaVa.

Figure 2: Examples of ambiguous illustration types
from left to right: decorative ornamentation (-), small
vignette (+), title-page publisher logo (-). ✓ / × indicate
whether models detected the proper answer.

4.1.2 Setting Detection

Setting detection was also highly accurate, partic-
ularly for clearly indoor or outdoor scenes. For
Gemini 2.5 Flash (zero-shot) only 12 of 935 evalu-
ated images involved a direct reversal between an
indoor human label and an outdoor model predic-
tion, or vice versa. Most remaining errors involved
inappropriate use of the “Both / Ambiguous” cat-
egory, distributed relatively evenly across images
labeled indoors and outdoors by the human consen-
sus.

As Figure 3 illustrates, these disagreements gen-
erally involved either boundary cases, such as an
image containing a doorway or window that con-
nected indoor and outdoor spaces, or images with
very sparse contextual information. These cases
suggest that the primary difficulty was not recogniz-
ing clearly depicted settings but determining which
contextual region should govern the label.

4.1.3 Character and Object Detection

The number of characters predicted per image
was closely aligned between Gemini 2.5 Flash un-
der zero-shot prompting (M = 1.80, Mdn = 2)
and the human annotations (M = 1.76, Mdn =
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Figure 3: Examples of setting ambiguity involving a
boundary between indoor and outdoor spaces (left) and
sparse contextual information (right).

2). At the category level, several small tenden-
cies appeared in the uncorrected tests: Gemini
over-represented Boys (OR = 1.25, p = .031,
pBH = .070) and Mythical / Imaginary Beings
(OR = 1.60, p = .022, pBH = .065), and
under-represented Women (OR = 0.80, p = .020,
pBH = .065) and Men (OR = 0.85, p = .042,
pBH = .075). None of these substantive character
tendencies survived Benjamini–Hochberg correc-
tion and they should therefore be interpreted as sug-
gestive rather than statistically significant. Gemini
also used the catch-all Other label substantially
less often than human annotators (OR = 0.20,
pBH < .001), which appears to reflect a difference
in label use rather than a content-specific character
bias.

Object annotations showed greater divergence.
Gemini predicted more object categories per im-
age (M = 2.05, Mdn = 2) than the human an-
notations (M = 1.57, Mdn = 1; Wilcoxon ef-
fect size = 0.51). Gemini over-represented Toys
(OR = 2.97, pBH = .001), Household Items
and Tools (OR = 1.34, pBH = .003), and Read-
ing and Art (OR = 1.43, pBH = .042), while
under-representing Architecture (OR = 0.80,
pBH = .011). All four effects survived Benjamini–
Hochberg correction. Nature, Vehicles, and Other
showed no significant differences after correction.

4.1.4 Action Detection
Gemini predicted substantially more actions per
entity (M = 3.43, Mdn = 3) than human annota-
tors (M = 1.91, Mdn = 2, Wilcoxon effect size =
0.75). Gemini over-predicted looking, talking, and
working, and under-predicted passive states like
sleeping, sitting, and standing. Given the preva-
lence of passive states like sitting and standing, we
investigate these errors further. We find that a ma-
jority (> 60%) of misalignments occur when either
humans or the model has outputted multiple other
actions, suggesting the model is not adding these

states once other kinds of actions are identified,
whereas human annotators will more often include
them. In the small number of cases where there
was a single action identified by both humans and
the model, looking was used in place of sitting or
standing, once again suggesting an issue of default
choice behavior.

4.1.5 Emotional Intensity Estimation
Emotional intensity produced the greatest diver-
gence between models and human annotations.
For Gemini 2.5 Flash under zero-shot prompt-
ing, model ratings were significantly lower than
the mean human rating (Wilcoxon signed-rank
p = 1.9× 10−56; matched-pairs rank-biserial r =
−0.73). The model and human rating distributions
also differed significantly in shape (Kolmogorov–
Smirnov p = 2.1 × 10−45). Gemini assigned a
rating of 1 or 2 to 64% of images, compared with
41% of human ratings, and its distribution was sub-
stantially more right-skewed toward low arousal
(skewness = 0.86 versus 0.07 for humans; Fig-
ure 4). The same low-arousal tendency appeared
across the other models. This direction is consis-
tent with prior evidence that language models can
underrate emotional intensity relative to human an-
notators (Bojić et al., 2025).

Manual inspection however provides more nu-
ance on these results. Focusing on labels that di-
verged by two points or more suggests that when
human labels = 3 and Gemini = 1 that the ac-
tions were more often than not serene (boys sitting
around a campfire, a woman standing and drink-
ing from a jug). Occasionally, humans identified
subtle gestures that indicated some action (as in
hand movements that suggested talking justifying
the higher rating). However, where human labels
equalled 4 or 5 and Gemini was -2 points away
this almost universally indicated model failure to
understand the intensity of the scene (e.g. a boat in
a storm).

4.2 Caption Evaluation

We evaluate generated captions along three comple-
mentary dimensions. First, we measure semantic
similarity between model- and human-generated
captions using BERTScore and bge-m3 cosine sim-
ilarity. Second, we use human judgments to assess
hallucinated and missing visual content and, con-
ditional on an error, its severity and visual central-
ity. Third, we qualitatively examine representative
errors across multiple models. These analyses cap-
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Figure 4: Distribution of emotional arousal ratings
across humans and models. Black line is the observed
human distribution.

ture different aspects of caption quality: semantic
similarity does not necessarily imply factual cor-
rectness, while factual-error counts do not fully
capture whether a caption preserves the image’s
broader content.

4.2.1 Semantic Similarity Analysis

We first evaluate caption similarity on the 639 im-
ages for which human captions were collected: 364
images have two human captions and 275 have
three. For each image, we compute the mean
BERTScore between a model-generated caption
and all available human captions. We also compute
within-image human–human similarity to contex-
tualize the natural variation among human descrip-
tions (Figure 5).

GPT-4.1 and Gemini 2.5 Flash achieved the
highest BERTScores, with one-shot prompting
consistently improving similarity over zero-shot
prompting. Claude, Qwen, and LLaVA formed
a lower-performing group. When we supplement
BERTScores with bge-m3 cosine similarity, we see
similar score compression but closer human-level
performance. The observed human level was 0.657
with models ranging from 0.611 (Claude) to 0.661
(GPT).

Model captions were generally longer than the
human captions: human captions averaged 20.5
words, compared with 33–35 words for the eval-
uated models Table 4. Greater length often pro-
duced more detailed descriptions, but also created
additional opportunities to introduce unsupported
entities, attributes, actions, or story information.

Figure 5: Caption quality measured by BERTScore F1
(mean ±95% CI). The dashed vertical line indicates
human inter-annotator agreement.

4.2.2 Factual Alignment Analysis

To evaluate factual alignment, we selected 295 im-
ages and presented multiple model-generated cap-
tions for each image to annotators using the same
platform as PICTURING STORIES. The resulting
dataset contains 2,950 image–caption instances and
8,587 individual judgments. Every caption instance
was evaluated by at least two annotators and most
were evaluated by three.

Annotators counted two forms of factual error:
hallucinations, defined as entities or actions de-
scribed in the caption but absent from the image,
and missing items, defined as salient entities or
actions visible in the image but omitted from the
caption. Counts were recorded on a 0–4+ scale.

For caption instances containing an error, anno-
tators additionally classified whether the affected
content occurred in the foreground or background
and whether the error was major or minor. Figure 6
shows the distribution of error severity conditional
on an error having been identified.

Annotators reached majority agreement on the
exact number of errors for 78.4% of hallucination
judgments and 81.7% of missing-item judgments.
Despite this substantial raw agreement, ordinal
Krippendorff’s alpha was low (α = 0.049 and
α = 0.017, respectively), reflecting the strong con-
centration of ratings at zero and the high variation
in the fine-grained error-count annotations.

As shown in Table 3, Gemini and GPT produced
the strongest factual-alignment results. Across their
prompting conditions, 64.4–71.5% of captions re-
ceived zero hallucination flags, while 69.8–78.9%
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received zero missing-item flags. Nevertheless,
among the errors that annotators did identify, ap-
proximately half or more were classified as major,
and most involved foreground content (Figure 6).

Hallucinations Missing Hallucinations Missing
Model (% = 0) (% = 0) (M ) (M )
Gemini-0 68.5 77.6 0.44 0.27
Gemini-1 71.5 69.8 0.40 0.42
GPT-0 66.1 78.9 0.51 0.28
GPT-1 64.4 71.2 0.51 0.45
Qwen-0 56.3 70.2 0.70 0.44
Qwen-1 54.6 64.4 0.70 0.53
Claude-0 48.1 53.6 0.86 0.71
Claude-1 48.8 55.9 0.87 0.68
LLaVA-0 35.3 45.1 1.19 0.90

Table 3: Factual correctness by model. For each model
and prompting condition, we report the percentage of
captions with zero hallucinated/missing elements and
the mean error count for each category.

LLaVA

Claude

Qwen3

GPT

Gemini

0.00 0.25 0.50 0.75 1.00

Hallucinations

LLaVA

Claude

Qwen3

GPT

Gemini

0.00 0.25 0.50 0.75 1.00

Proportion of errors

Missing Elements

FG major

BG major

FG minor

BG minor

Figure 6: Distribution of error types across our back-
ground/foreground and major/minor schema for both
hallucinations and missing elements

4.2.3 Qualitative Analysis of Caption Errors
For our qualitative analysis of model captions, we
once again focus on Gemini 2.5-Flash, this time
with one-shot prompting. We find that only 26 out
of 295 illustrations (ca. 9%) were labeled as con-
taining at least one hallucination, missing element
or both and was labeled as “major” by at least two
annotators. We did not find errors concentrated

in a particular style or type. Image styles in this
group included both black and white and color illus-
trations, indoor and outdoor settings, and primary
entities of animals or human beings. Some images
do appear visually ambiguous to the human eye,
while others were quite straightforward. In two
cases, captions were completely misaligned with
the image, suggesting a potential pipeline error.

In terms of missing elements, these could in-
clude missing persons, often children, as in a cap-
tion where a man is described as seated and look-
ing at a woman “kneeling beside him” (Le Géneral
Douraki, p. 180). In fact, there is a child kneeling
before him and a woman standing beside him.

This positioning problem also occurred in sev-
eral images with hallucinations, as for example,
one in which a young girl is said to be seated at a
table when in fact she is seated on the ground and
the table is in the background (The Light Hearted
Girl, p. 54). In another, a man is said to be reclined
on a blue chair when it is in fact a swaddled baby
lying on a woman’s lap with a blue skirt (A Picture
Book of Merry Tales, p. 104, Figure 7, left).

Overall, we find that in just about all cases ex-
cept total misalignment the errors are largely sin-
gular and do not disrupt a general understanding of
the image’s overall contents. Most often, principal
figures and principal backgrounds are adequately
accounted for even when there are errors, suggest-
ing a limitation to the human annotation task. In
many cases, the errors are arguably minor even
if labeled as major by annotators. For example,
in the above-mentioned illustration with the mis-
observed baby, all other elements of the scene are
accurately described. Similarly, in another (from
Mother Goose’s Nursery Rhymes) where annota-
tors felt there was a central, foreground error, we
see that a lady cat is said to be stirring a black pot
when in fact she is fanning the flames of a big kettle
(Figure 7, right).

4.3 Global Error Analysis
We next examine whether model error varies histor-
ically and whether noisy image-level predictions
nevertheless preserve broad corpus-level patterns.
We address two questions. First, using Gemini 2.5
Flash under zero-shot prompting, we test whether
model–human misalignment varies with publica-
tion date. Second, we compare the zero-shot out-
puts of all five models with human annotations,
measuring alignment in aggregate category pro-
portions for Characters, Objects, and Setting and
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Higher Similarity (0.91) Lower Similarity (0.87)

Annotator: A small dog with a
ribbon around its neck stands on
the arm of a chair to look out of
a window.
Gemini: A small, dark-colored
dog, possibly a Chihuahua
named Tony, stands on the arm
of a cushioned chair near a
window with curtains partially
drawn. The dog appears to be
looking out the window.

Annotator: A cow with a crum-
pled horn standing outside a
house.
Gemini: An illustration depicts
a brown and white cow with a
crumpled horn standing in a barn-
yard next to a building. The im-
age is a visual representation of
a line from the cumulative chil-
dren’s rhyme “The House That
Jack Built.”

Table 4: Examples of human-model image-caption pairs with associated BERTScores.

Figure 7: Example of hallucinations by Gemini 2.5-
Flash on two illustrations. Left: A Picture Book of
Merry Tales (1860). Right: Mother Goose’s Nursery
Rhymes (1870).

image-level rating correspondence for Emotional
Intensity.

RQ1: Are older images more likely to contain
errors? We first test whether publication date pre-
dicts model–human misalignment. Misalignment
is calculated for each image as the mean Jaccard
dissimilarity across the Character, Object, and Set-
ting tasks. Contrary to our expectation that errors
would be more likely with older, harder to interpret
material, error was broadly stable across the nine-
teenth century and increased slightly in the later
decades of the corpus (Figure 8). Mean misalign-
ment was 0.24 for images published before 1850
and 0.32 for images published after 1900. Publi-
cation decade showed only a small positive asso-
ciation with error (Spearman’s ρ = 0.135), and a
linear model explained little of the overall variance
(R2

adj = 0.02).
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Figure 8: Mean Gemini zero-shot model–human mis-
alignment by publication decade, with LOESS smooth-
ing. Point size indicates the number of images in each
decade. Misalignment is the mean Jaccard dissimilarity
across Character, Object, and Setting predictions.

RQ2: Do model estimates approximate human
estimates despite image-level error? We next
test whether model outputs preserve broad corpus-
level patterns even when individual predictions
are noisy across all five models under zero-shot
prompting. For Characters, Objects, and Setting,
we calculate the proportion of all labels assigned
to each category by the model and by human an-
notators. We then compare the resulting category
distributions using Pearson’s r and mean absolute
difference (MAD). For Emotional Intensity, we cal-
culate the image-level Pearson correlation between
each model rating and the mean human rating (Ta-
ble 5).

For Gemini, aggregate alignment was high for
Setting (r = 0.99), Characters (r = 0.95, MAD =
0.023), and Objects (r = 0.98, MAD = 0.023).
The Character and Setting results generalized
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Table 5: Model–human correspondence for aggregate category proportions under zero-shot prompting. Character,
Object, and Setting values compare corpus-level category distributions. Emotional Intensity reports the image-
level correlation between model ratings and mean human ratings and is therefore not an aggregate distributional
correlation. Missing human labels are excluded.

Model
Characters

r
Characters

MAD
Objects

r
Objects
MAD

Setting
r

Intensity
r

Gemini 2.5 Flash 0.95 0.023 0.98 0.023 0.99 0.67
GPT-4.1 0.96 0.021 0.71 0.050 0.99 0.65
Claude Sonnet 4.5 0.94 0.021 0.99 0.015 0.97 0.64
Qwen3-VL-8B 0.96 0.023 0.91 0.041 0.94 0.58
LLaVA-1.6 0.87 0.031 0.94 0.032 0.90 0.15

across the other frontier models: Gemini, GPT,
Claude, and Qwen all achieved correlations of
at least r = 0.94 for these tasks. Object align-
ment was less consistent. Claude closely repro-
duced the human object distribution (r = 0.99),
whereas GPT diverged more substantially (r =
0.71, MAD = 0.050). Emotional Intensity re-
mained the weakest dimension. Image-level cor-
relations ranged from r = 0.58 to 0.67 across
the four frontier models and fell to r = 0.15 for
LLaVA.

5 Conclusion

This paper provides the first task-specific evalua-
tion of contemporary MLLMs on historical book
illustrations. Across five models and a diverse set
of visual–narrative tasks, we find that frontier mod-
els achieved high agreement with human consen-
sus annotations on concrete classifications, particu-
larly illustration presence and setting, while perfor-
mance became less consistent for multi-label clas-
sifications while remaining relatively proximate to
comparable human-level disagreement given the
large choice space. The emotional intensity task
exhibited the lowest overall performance, clearly di-
verging from human judgments. Gemini and GPT
performed best overall, Claude and Qwen gener-
ally formed a second group, and LLaVA lagged on
most measures.

Caption generation showed similar quality. GPT
and Gemini produced the strongest semantic-
similarity scores to human levels and received no
factual-error flags in >70% of cases. When errors
were identified, however, they were often labeled
as foreground entities or actions and frequently
judged to be major. Nevertheless, our qualitative
analysis complicated the severity of these assess-
ments, emphasizing that while there were often sin-
gular hallucinations or missing items these rarely
impacted the overall understanding of the image.

Thus captions cannot be relied on to provide 100%
accuracy for diagnostic or search purposes, but they
for our best models they are reasonable descriptive
proxies of the underlying images.

Despite these local error rates, we find that ag-
gregate assessments by our best performing model
(Gemini 2.5 Flash) closely reproduced human cate-
gory distributions for Characters, Setting, and ob-
jects (all r>0.90). Leading MLLMs may therefore
be useful for estimating selected broad visual pat-
terns across large historical collections even when
individual predictions remain noisy, providing an
important resource for the field of cultural analyt-
ics.

Limitations

This study has several limitations. First, our eval-
uation is based on a sample of illustrations from
PICTURING STORIES, which is drawn primarily
from the Internet Archive’s Children’s Library. The
collection is therefore shaped by the holdings, dig-
itization practices, and metadata of a specific cul-
tural heritage repository, and is predominantly com-
posed of English-language books from British and
North American publishing contexts. As a result,
our findings should not be taken as evidence of
model performance on historical illustration tradi-
tions more broadly.

Second, our benchmark relies on a structured an-
notation schema designed to make visual–narrative
features comparable across a large collection. This
design enables systematic evaluation, but neces-
sarily simplifies the richness of illustrated story-
telling. Categories such as character type, object
type, setting, action, and emotional intensity cap-
ture important dimensions of narrative imagery, but
they do not exhaust the interpretive features that
may matter to scholars of illustration, children’s
literature, or book history. In particular, our tasks
do not directly evaluate composition, style, sym-

27583



bolism, interdependence between text and image,
or historically specific iconographic conventions.

Third, our use of human annotations as an eval-
uation baseline introduces both strengths and con-
straints. Human agreement provides a more appro-
priate benchmark than assuming a single objective
label for interpretive visual tasks, but consensus
labels can obscure disagreement, ambiguity, or mi-
nority interpretations. This is especially important
for subjective categories such as emotional inten-
sity, where variation among annotators may reflect
genuine differences in interpretation rather than
annotation noise.

Fourth, our model comparison is limited to five
contemporary MLLMs and two prompting con-
ditions. The results therefore represent a snap-
shot of current model capabilities rather than a
stable, more universal estimate of multimodal per-
formance in this domain. Different image prepro-
cessing pipelines, prompt designs, decoding param-
eters, fine-tuning strategies, or retrieval-augmented
methods could produce different results. Because
proprietary model systems may also change over
time, exact replication of these results may be diffi-
cult in the future.

Finally, our evaluation focuses primarily on vi-
sual content visible on the page. Many book il-
lustrations derive part of their meaning from their
relation to surrounding text, page layout, sequence,
genre, and publication context. By evaluating im-
ages in isolation, we test an important but partial
form of visual understanding. Future evaluations
that incorporate textual context and sequential re-
lations across pages will be necessary to assess
whether MLLMs can support fuller forms of narra-
tive interpretation.

Statement on AI Use

AI use was limited to writing improvement, format-
ting, and figure generation. All scientific claims
and conclusions represent the original intellectual
work of the authors, and all AI-assisted content was
carefully reviewed, verified, and, where necessary,
substantially modified by the authors.
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Vuk Vuković, Milan Čabarkapa, Selma Veselje-
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Appendix A Annotation Task Workflow

Task Category Question Possible Answers
T0 Illustration Is there an illustration on this

page?
Yes, No

T1 Characters Who are the characters on the
page? Check all that apply.

Man, Woman, Girl, Boy, Animal, Animate Object
(e.g., a teddy bear or spoon who talks), Mythical
/ Imaginary Being, Other, None

T2 Setting Where is the scene set? Indoors, Outdoors, Both / Ambiguous
T3 Objects What are the main objects in the

scene? Check all that apply.
Nature (trees, flowers, lakes), Architecture
(buildings, walls, furniture), Vehicles (cars,
boats, planes), Toys, Reading and Art (books,
musical instruments, paintings), Household
items and tools (pots, pans, hammers, sticks),
Other, None

T4 Intensity How emotionally intense is this
scene? What is the energy like?

1 - Very calm (still, contemplative, restful), 2 -
Mildly calm, 3 - Neutral, 4 - Mildly intense, 5 -
Very intense (frantic, tense, active)

T5 Actions Choose an entity type in the im-
age. What behaviors do you
see?

sitting, standing, walking, talking, looking, point-
ing, gesturing, holding hands or embracing
(someone), being embraced, holding (something
not someone), giving, playing, working, eat-
ing/drinking, reading, listening, crying, sleep-
ing, moving actively (running, jumping, dancing,
climbing, flying, etc), animal noise, violent ac-
tion

T6 Captions Please write a caption for this il-
lustration. Make sure to include
key characters, objects, actions,
and aspects of the setting. Write
1-2 full sentences and be as ob-
jective as possible.

"Three small children rest on hay: a boy holding
a rake stands between a seated girl holding a
flower and another boy lying down." || "Three
children play in the field, one is laying, one is
sitting and holding a flower, the third is standing
and holding a stick."

Table A1: The Picturing Stories annotation framework across seven separate tasks including questions posed to
annotators and possible answers provided.
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Appendix B MLLM Prompts

This appendix provides the exact prompts used in our experiments. For each task we report both the
zero-shot prompt and the one-shot example provided to the model. For one-shot prompting, a fixed
demonstration pair (example image and output) was shown before the target image.

Task 1: Scene Analysis — Zero-shot Prompt

You are given a children’s book illustration. Analyze the image and answer the following 5
questions based on the visual content only. Respond using the exact JSON format provided.

1. Is there an illustration on this page? Answer ’Yes’ or ’No’.

2. Who are the characters on the page? Choose all that apply from: [’Man’, ’Woman’, ’Girl’,
’Boy’, ’Animal’, ’Animate Object’, ’Mythical / Imaginary Being’, ’Other’, ’None’]

3. Where is the scene set? Choose one: ’Indoors’, ’Outdoors’, or ’Both / Ambiguous’

4. What are the main objects in the scene? Choose all that apply from: [’Nature’, ’Architecture’,
’Vehicles’, ’Toys’, ’Reading and Art’, ’Household items and tools’, ’Other’, ’None’]

5. How emotionally intense is the scene? Rate from 1 (very calm) to 5 (very intense).

Respond in this exact JSON format (no explanations or extra commentary):

{
"illustration_present": "",
"characters": [],
"scene_setting": "",
"objects": [],
"emotional_intensity":

}

Task 1: Scene Analysis — One-shot Example

Prompt: same as the zero-shot prompt above.
{Example image provided.}
Correct JSON output for the example image:

{
"illustration_present": "Yes",
"characters": ["Woman", "Boy"],
"scene_setting": "Indoors",
"objects": ["Household items and tools"],
"emotional_intensity": 2

}

The model was then asked to perform the same task for the target image.

Task 2: Action Classification — Zero-shot Prompt

You are given a children’s book illustration.
The entity type is: <ENTITY_TYPE>.
There is exactly ONE such entity in the image. Your task is to identify ONLY the behaviors
performed by that entity.
What behaviors do you see?
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Choose ALL that apply from the list below. Use the option text exactly (spelling).
Options:

- <action option 1>
- <action option 2>
- <action option 3>
...

Return VALID JSON only in this format:

{
"actions": []

}

Task 2: Action Classification — One-shot Example

Prompt: same as the zero-shot prompt above.
{Example image provided}
Correct JSON output for the example image:

{
"actions": ["Holding something (not someone)", "Sitting", "Working"]

}

The model was then asked to identify actions for the target image.

Task 3: Caption Generation — Zero-shot Prompt

Please write a caption for this children’s book illustration. Include the key characters, important
objects, actions, and aspects of the setting. Write 1–2 full sentences, be descriptive and as objective
as possible, and do not invent story details that are not clearly visible in the image.

Task 3: Caption Generation — One-shot Example

Prompt: same as the zero-shot prompt above.
{Example image provided}
Example caption:
Inside a room with a table and fireplace, a woman holds a broom while a boy stands in front of her
with one arm raised. Another child looks into the room from behind an open door, and a birdcage
hangs on the wall.
The model was then asked to generate a caption for the target image.
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