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Abstract

Spatial audio understanding aims to enable ma-
chines to interpret complex auditory scenes,
particularly when sound sources move over
time. In this work, we study Spatial Audio
Question Answering (SAQA) with a focus on
movement reasoning, where a model must infer
object motion, position and directional changes
directly from stereo audio. First, we introduce
a movement-centric spatial audio augmenta-
tion framework that synthesizes diverse mo-
tion patterns from isolated mono audio events,
enabling controlled and scalable training data
generation. Second, we propose an end-to-end
multimodal finetuning approach with a think-
ing mode, which allows audio-language mod-
els to produce explicit intermediate reasoning
steps before predicting an answer. Third, we
investigate the impact of query-conditioned
source separation as a preprocessing stage and
compare three inference regimes: no mask-
ing, an audio grounding model (AGM), and
ground-truth masks. Our results show that the
benefits of thinking mode are most pronounced
when paired with high-quality source separa-
tion rather than in isolation, with an improve-
ment of +5.1% when a single event is present
in the question. These findings highlight the
relationship between movement modeling, rea-
soning, and separation quality, offering new
insights for advancing spatial audio understand-
ing.

1 Introduction

Recent advances in audio question answering
(AQA) have led to the development of state-of-
the-art models capable of generating relevant an-
swers from a given question and an audio clip.
Building on this progress, we believe that spatial
audio reasoning remains underexplored in audio-
language models, particularly for dynamic motion
cues. SAQA extends AQA to multichannel audio,
implicitly integrating several traditional audio un-
derstanding tasks, including audio event detection

(AED), audio captioning, audio localization and
detection (Shimada et al., 2025), source separa-
tion (Nugraha et al., 2016), and object tracking
(Li et al., 2025). SAQA has applications in smart
surveillance, robotics, autonomous vehicles, and
augmented reality, where reasoning about source
movement rather than static localization is often the
critical capability. In these settings an agent must
know whether a pedestrian or vehicle is approach-
ing, receding, or crossing its path to act safely. Un-
like SELD benchmarks that report numerical DoA
and distance errors, SAQA targets the qualitative,
relational queries typical of these settings, such as
“Is the car moving away or toward me?”. To in-
terpret complex auditory scenes in these domains,
SAQA systems must recognize diverse audio events
and reason about dynamic source movements. This
work advances SAQA with a focus on movement
reasoning, bridging the gap between static spa-
tial representations and real-world dynamics. The
DCASE challenge Sound Event Localization and
Detection (SELD) task (Shimada et al., 2025) has
significantly advanced research in spatial audio
by promoting models that jointly estimate event
classes and their spatial attributes. (Sudarsanam
and Politis, 2025) propose a spatial audio ques-
tion answering model that predicts audio events,
temporal order of events and spatial attributes or-
dering and spatial positions as a classification task.
Although these models have achieved strong perfor-
mance on benchmark datasets, they do not support
open ended question answering and reasoning on
top of the attributes. We develop an end-to-end spa-
tial audio question answering model that includes
a query conditioned audio source separation with
the help of an Audio Grounding Model (AGM) to
reduce the complexity of the audio depending on
the question. Text-to-audio grounding is the task
of detecting audio events in an audio clip based on
natural language (Yasuda et al., 2022). From here
on, we refer to this model as the Audio Ground-
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ing Model (AGM) for brevity. Similar to CLAP
(Yuan et al., 2024), ELSA (Devnani et al., 2024)
consists of a spatial audio encoder and a text en-
coder that learns a joint embedding of spatial at-
tributes and semantic information via contrastive
learning. Although the spatial audio representa-
tion learned by ELSA is well-suited for tasks like
semantic retrieval and spatial audio captioning, it
does not perform explicit question answering and
lacks fine-grained temporal reasoning.

BAT (Zheng et al., 2024) introduced the first end-
to-end SAQA model, combining a spatial audio
encoder with a large language model (LLM) to pro-
cess binaural audio and project it into a text-aligned
representation for question answering. However,
BAT supports only static sources and does not pro-
vide reasoning for its answers. (Sakshi et al., 2025)
develop a plug and play spatial adapter that takes
FOA input and is finetuned on top of a frozen
LALM to introduce general spatial perception. Dur-
ing the time of this writing, we don’t have access
to their model implementation. Therefore, we only
compare our model performance against BAT as
a baseline. Our work differs from BAT along ev-
ery major axis. We redesign the encoder to emit
frame-level tokens that capture source trajectories
rather than static detection, DoA, and distance to-
kens, pair a Q-Former and a thinking LLM in place
of a linear projection, add query-conditioned sep-
aration, and train on dynamic multi-source scenes
with open-ended reasoning rather than binary static-
relationship questions. This positions our model
for dynamic source-movement reasoning, a setting
beyond the scope of BAT’s static formulation.

To the best of our knowledge, we are the first to
make the following contributions:

• Movement-centric Spatial Audio Dataset
Augmentation: We introduce a dataset
generation pipeline that creates spatial au-
dio clips and corresponding question–answer
pairs from the AudioSet strong-labeled cor-
pus (Gemmeke et al., 2017). We isolate
high-quality mono audio events, filter them
using quality heuristics, and introduce con-
trolled motion by assigning predefined tra-
jectories before spatializing them into stereo
scenes.

• End-to-end Spatial Audio Reasoning with
Thinking Mode: We build an end-to-end spa-
tial audio-language model that uses a thinking
mode to produce intermediate reasoning steps

before answering. This improves both inter-
pretability and performance over non-thinking
variants. As shown in Figure 1, the end-to-end
system comprises of a temporally aware spa-
tial audio encoder, a Q-former projector (Li
et al., 2023), and a language model and is
trained jointly with component-specific learn-
ing rates.

• Query-conditioned Source Separation with
Temporal Masking: We evaluate source sep-
aration as a preprocessing step and show that
extracting query-relevant audio sources leads
to better attention allocation and improved ac-
curacy. We compare no masking, an Audio
Grounding Model (AGM), and ground truth
masks, and demonstrate that separation syner-
gizes strongly with thinking mode.

2 Related Work

2.1 Audio Language Models with Reasoning
Audio Language Models (ALMs) such as Mellow
(Deshmukh et al., 2025), GAMA (Ghosh et al.,
2024), and Audio Flamingo 3 (Goel et al., 2025)
commonly follow a three-stage design that includes
an audio encoder, an audio-to-text projection mod-
ule, and a large language model. Training these
components jointly has been shown to improve
audio-text alignment, which in turn enhances down-
stream audio reasoning capabilities. The survey by
(Cui et al., 2024) provides a broader perspective
on the development of audio and speech language
models, including architectural trends, pretraining
strategies, and evaluation methods. (Sridhar et al.,
2025a) demonstrate that a curriculum-based fine-
tuning approach can improve a model’s ability to
capture temporal structure and event order without
degrading its overall performance on general au-
dio tasks. Audio-CoT (Ma et al., 2025) explored
chain-of-thought reasoning with self-consistency
for LALMs across music, speech, and sound, and
demonstrated performance improvements on the
MMAU benchmark (Sakshi et al., 2024). Audio-
Reasoner (Zhifei et al., 2025) introduced struc-
tured reasoning involving planning, caption ground-
ing, step-by-step reasoning, and summarization.
(Vakada et al., 2025) develop an audio query han-
dling system that routes queries to specialized mod-
els via an intent classifier and demonstrate strong
performance on the MMAU benchmark, highlight-
ing the value of modular expert integration in audio-
language systems. Inspired by these developments,
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Figure 1: Our proposed spatial audio language model architecture with thinking mode. AGM refers to audio
grounding model.

our work introduces a structured reasoning frame-
work specifically designed for spatial audio source-
movement understanding. Our method employs a
three-stage process, namely, step-by-step planning
and solution derivation, answer generation, and ra-
tionale articulation, to enhance interpretability and
robustness in spatial audio reasoning tasks.

2.2 Spatial Audio Understanding

(Tang et al., 2024) develop a spatial audio language
model operating on first-order ambisonics (FOA)
to assess its capability for localization, far-field
recognition, and spatially informed extraction on
the Spatial LibriSpeech dataset. (You et al., 2026)
propose a unified hierarchical auditory scene anal-
ysis framework composed of a semantic audio un-
derstanding branch and a spatial processing branch,
enabling LALMs to incorporate explicit spatial rea-
soning mechanisms. (Biswas et al., 2025) present
OWL, which uses a geometry-aware spatial au-
dio encoder trained with room impulse response
(RIR) prediction as an auxiliary task while requir-
ing only audio at inference time. Building on these
works, our paper investigates spatial audio ques-
tion answering with an explicit focus on movement
reasoning. Our prior work (Sridhar et al., 2025b)
introduced a frame-level spatial encoder for DoA
and distance estimation on dynamic sources. The
present paper extends this by adding a thinking
mode, query-conditioned source separation, and
open-vocabulary grounding.

3 Methodology

Our methodology has three components. First, we
outline our data generation process. Second, we
describe the multimodal spatial reasoning model.

Third, we detail how query-conditioned source sep-
aration is applied using an Audio Grounding Model
(AGM) to temporally mask stereo channels and iso-
late audio relevant to each query.

3.1 Movement–Centric Spatial Audio Dataset
Augmentation

To study spatial audio reasoning with moving
sound sources, we construct a controlled dataset
of spatialized audio clips paired with move-
ment–focused question–answer (Q/A) annotations.
Our pipeline has three major steps: (1) isolating
audio events and quality filtering (2) spatial scene
synthesis with controlled motion, and (3) question-
answer pair generation for movement reasoning.

3.1.1 Isolating Audio Events and Quality
Filtering

We begin by extracting isolated audio events from
the AudioSet Strong–labeled subset (Gemmeke
et al., 2017), which provides frame–level anno-
tations indicating when specific events occur. We
apply two quality filters when selecting isolated
audio events. First, each event must have a mini-
mum duration of at least 3 seconds to ensure that
the segment is long enough to support motion syn-
thesis. Second, we require a CLAP audio–text sim-
ilarity score of at least 0.45 between the event’s
audio embedding and the caption “a sound of
<event name>”, which helps remove mislabeled
or low-fidelity segments. After filtering, we obtain
224 high–quality mono audio events suitable for
spatialization.
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Figure 2: Spatial audio dataset generation

3.1.2 Spatial Scene Synthesis With Controlled
Motion

Using the filtered events, we synthesize 10 second
stereo spatial audio scenes. We adopt the spatial
configuration from Dcase SELD task (Shimada
et al., 2025) including stereo microphones, sources
are positioned only in front of the listener, with
azimuth angles sampled from [−90◦, 90◦] where
0◦ is straight ahead, −90◦ is left and 90◦ is right.
Source distance ranges from [0, 6] meters.

Each scene contains up to three events, and each
event is randomly assigned either a static or a dy-
namic motion pattern. For dynamic sources, we
allow several types of trajectories commonly used
in spatial movement reasoning: approach mo-
tion, where the source moves closer to the listener
(decreasing distance); recede motion, where the
source moves away (increasing distance); lateral
movement, involving left-to-right or right-to-left
motion; and arc trajectories, where the source fol-
lows a curved path around the listener at a fixed ra-
dius, resulting in azimuth changes over time while
the distance remains constant.

We render all scenes with Pyroomacoustics
(Scheibler et al., 2018), using a maximum reflec-
tion order of 2 and surface absorption coefficient of
0.25, introducing modest reverberation while pre-
serving salient spatial cues. For more information
on parameters, refer to Appendix A.

3.1.3 Question–Answer Pair Generation for
Movement Reasoning

In the second stage of our pipeline, we construct
question–answer (Q/A) pairs that evaluate move-
ment understanding in Spatial AQA. For each syn-
thesized audio clip, we store detailed metadata that
includes framewise event identities, the per-frame
azimuth and distance trajectories of each source,
temporal boundaries and ordering such as event on-
sets and offsets, and a compact summary describing
the overall movement patterns present in the scene.
This metadata enables us to generate questions that

require reasoning about spatio-temporal relation-
ships rather than simply predicting numeric values.

While prior works such as BAT (Zheng et al.,
2024) focuses on QA pairs that require direct es-
timation of DoA and distance, real-world queries
often involve understanding spatial-temporal audio
event relationships rather than purely numerical.
We focus on generating diverse questions across 7
categories as shown in Table 2 including trajecto-
ries, radial changes, comparative diagnostics, tem-
poral sequence, relative motion between events and
natural perception.

To generate questions automatically, we provide
GPT-5-mini (Microsoft Azure AI, 2026) with a
structured scene description that includes the event
list, azimuth and distance trajectories, onset/offset
times, and a short summary of overall motion. To
enable robustness to different question formats, the
model is prompted to produce Boolean, multiple-
choice, and open-ended questions. Apart from QA
pairs, we also generate rationale to aid in inter-
pretablity and thinking steps to improve the ac-
curacy of the predicted answers. Depending on
the difficulty of the question, we vary the thinking
steps from 1 to 3. For more details on the QA data
generation, please refer to the prompts in Appendix
H.

We evaluated the quality of synthesized spa-
tial QA pairs with a validated industrial expert in
structured audio data collection. As shown in Ta-
ble 1, the annotated scores are high, indicating
that the generated questions are answerable, rea-
soning chains are coherent, and queries remain
well grounded in their corresponding spatial au-
dio scenes. We evaluate the boolean and multiple
choice questions via keyword match. We utilize
GPT-5-mini (Microsoft Azure AI, 2026) for evalu-
ating thinking steps, rationale and open ended rea-
soning. For evaluating thinking steps, we require
the LLM to score across the following dimensions:
logical coherence, step completeness, factual accu-
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Table 1: Human evaluation of the Spatial AQA dataset
(1-5 scale; higher is better) across 200 randomly se-
lected samples.

Metric Score

Answer Accuracy 4.93
Reasoning Quality 4.94
Groundedness 4.97

racy and alignment with ground truth. We evaluate
the rationale on conciseness, accuracy and clarity.
Open ended questions are evaluated on factual ac-
curacy and semantic similarity. For more details
on the prompts, please refer to Appendix I.

3.2 Multimodal end-to-end training:

Our end-to-end Spatial Audio Language Model
consists of three key components as show in the
Figure 1: a temporally aware spatial audio encoder,
a Q-Former projection module (Li et al., 2023), and
a large language model (LLM) with thinking ca-
pabilities finetuned with LoRA. The Spatial audio
encoder takes stereo audio as input and encodes
them into audio tokens. We adopt the spatial audio
encoder from BAT, modifying its penultimate layer
to incorporate temporal awareness, enabling frame-
level reasoning about audio events and spatial at-
tributes. We utilize a Q-Former (Li et al., 2023) to
bridge the acoustic feature embedding from spatial
audio encoder to a Thinking LLM (Qwen3-4B-
Thinking) (Yang et al., 2025), enabling the model
to generate internal thinking steps before arriving
at the answer, and its rationale.

To enable robust spatial movement reasoning,
we employ a variable learning framework that helps
learn spatial audio-to-text. In the first stage, Foun-
dational spatial grounding, the model is trained
on spatial audioclips with frozen spatial audio en-
coder to allow the model to learn spatial audio to
text mappings by learning the projection module
weights from scratch. This stage helps the model
in learning a clean mapping between the audio
source signals and their corresponding trajectories
in audio-text semantic space.

In the second stage, we train all the three compo-
nents including the spatial audio encoder, Qformer
projection and the thinking LLM. To ensure sta-
ble gradient updates and avoid catastrophic for-
getting of clean signal from stage 1, we imple-
ment a balanced mini-batch sampling strategy with
1:1 ratio of audio clips with overlapping and non-
overlapping audio events.

4 Audio source separation with temporal
masking

When answering a question, humans naturally fo-
cus only on the few audio events that are rele-
vant to the query rather than the entire soundscape.
To mimic this behavior, we extract the key audio
events mentioned in the question through keyword
matching and pass this filtered set of event labels
to the source-separation module, which then iso-
lates only the query-relevant audio from the spatial
clip. Since the questions do not paraphrase the au-
dio event names, we did not observe any errors in
the keyword matching step. When a question does
not reference any specific event label (for example,
open-ended questions such as “Narrate the overall
choreography: where does each source start, how
does it move, and where does it finish?”), keyword
matching returns no target events and no masking
is applied. In this case the model receives the full
audio, which is equivalent to the NoMask configu-
ration in our ablations.

To support diverse acoustic conditions and use
cases, we develop an open vocabulary Sound Event
Detection (SED) model that grounds free form
text queries to corresponding audio events. Rather
than relying on a fixed label set, the model local-
izes sound events conditioned on arbitrary textual
descriptions of interest. Our Audio Grounding
Model (AGM) is trained following the phrase level
WSTAG framework in (Xu et al., 2024) using the
AudioCaps (Kim et al., 2019) dataset, from which
we derive phrase level supervision. AGM adopts
the same architecture and hyperparameters as (Xu
et al., 2024): a CRNN based audio encoder with
eight convolutional layers followed by a bidirec-
tional GRU, and a text encoder consisting of a word
embedding layer with mean pooling. Frame level
grounding scores are computed via cosine simi-
larity between audio frame embeddings and text
tag embeddings, followed by a sigmoid activation.
To extract temporal event boundaries, we apply a
global threshold of 0.8 to the framewise scores and
refine them with a 0.3 second median filter. These
boundaries are then used to mask the input audio by
zeroing out waveform regions outside the detected
event span; if no boundary is detected, no mask-
ing is applied. We utilize AGM as an inference
time pre-processing step for filtering relevant audio
events. Ground truth (GT) masking refers to using
the oracle time periods for the filtered audio events.
In the future, we plan to include the audio separa-
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Table 2: Example QA pairs by category

Category Question
Type

Example Question Answer

Trajectories yes_no Is the Croak sound moving from
left to right?

Yes

Radial
changes

yes_no Are the waves moving closer to
the listener as they sweep across?

Yes

Comparative
diagnos-
tics

multiple
choice

Which source sweeps across a
wider left→right range?
Options: [Blender, Car, Both
equally, Neither]

Blender

Temporal
sequence

open Narrate the overall choreography:
where does each source start,
how does it move, and where
does it finish?

The crow starts on the left and moves
in a moderate sweep across the center
toward the right while approaching the
listener. After the crow, a shout appears
mainly on the right and executes a nar-
row left->right right-side sweep while
receding. Later, the pigeon/dove begins
on the left, sweeps widely across the
center to the right, approaches then re-
cedes as it passes, and finishes on the
right.

Relative
motion
between
events

yes_no Do scissors and cattle sound
move toward the same region
(converge) as they progress?

Yes

Natural
percep-
tion

open Which source feels most notice-
able near the middle of the scene
and why?

The Applause feels most noticeable
near the middle because it crosses the
center with a moderate sweep, passing
through that region, whereas the Cam-
era stays on the left and does not pass
through the middle.

tion module in the end-to-end training to support
time-frequency masking.

5 Experiments

5.1 Datasets, Models and Evaluation

We choose the BAT model as our baseline. We
use Audioset Strong Labeled (Gemmeke et al.,
2017) to construct the spatial audio clips using
pyroomacoustics. Our dataset contains 40k spa-
tial audio clips, evenly split between overlap-
ping and non-overlapping spatial audio scenes,
with an 80/10/10 train, dev and test splits. The
generated question–answer dataset includes 559k
total questions, comprising 195k yes/no, 111k
multiple-choice, and 251k open-ended questions.

For open ended answers, thinking, and rationale,
we evaluate using GPT-5-mini. See Appendix I for
prompt details. For open-ended answers, we utilize
the factual accuracy for the results section 6.

5.2 Experiment Setup

We train the AQA architecture end-to-end using
distributed data parallelism across 4 A100 GPUs
for 5 epochs with gradient accumulation over 2
steps as described in the methodology section. Re-
sults are averaged over two runs with random seeds.
We employ differentiated learning rates for differ-
ent components: 5×10−6 for the spatial audio en-
coder, 1×10−4 for the Q-Former projection layer,
and 2×10−5 for the Qwen3-4B-Thinking LLM with
LoRA adapters. The thinking LLM is trained with

2685



a standard cross-entropy loss computed over the
full output sequence, comprising the intermediate
thinking steps, the final answer, and the rationale.
No separate loss term is introduced for the think-
ing steps. The audio encoder remains frozen for
the first 0.5 epochs to stabilize training. We use
AdamW optimizer with a weight decay of 0.01,
warmup for 1000 steps, and cosine annealing learn-
ing rate schedule with a minimum learning rate of
10% of the initial value. Gradient clipping is ap-
plied with a maximum norm of 1.0. The LoRA con-
figuration uses rank r=8, alpha=32 with a dropout
of 0.05.

6 Results

Across all evaluations, we observe a consistent in-
teraction between masking quality and thinking.
We refer to the configuration without source sep-
aration as NoMask. While NoMask provides the
lowest performance and GT masking provides an
upper bound to the performance gains from time-
based masking, AGM improves accuracy over No-
Mask and enabling some of the benefits associated
with reasoning. From Table 3, BAT baseline pro-
vides poor performance due to overfitting to its
training format questions which are mostly predict-
ing the spatial attributes with limited reasoning. In
the next subsections, we discuss and analyze our
models’ performance across various categories.

Overall results: The Table 3 showcases the over-
all accuracy of the model. Overall, ground-truth
(GT) masking yields the highest accuracy (56.1%),
followed by AGM (55.0%) and NoMask (54.3%).
Thinking improves performance most when mask-
ing is present: the improvement under GT masking
is +2.0% compared to only +0.2% under NoMask,
resulting in a ∆ Interaction of +1.8 percentage
point (pp). AGM shows an improvement of +1.0%
in between NoMask and GT. This improvement
aligns with the intuition that the model benefits
from both (i) cleaner evidence and (ii) an extended
reasoning chain prior to generating the final answer.
Please refer to Appendix B for human evaluation
of open ended answers and their correlation with
GPT-5-mini and Appendix G for qualitative exam-
ples.

Real-world evaluation: To assess generaliza-
tion beyond our synthetic training distribution, we
evaluate on the spatial audio subset of MMAU-
Pro (Kumar et al., 2025) (170 multiple-choice

questions with perceptual_skills = spatial
sound perception and category = spatial
audio), drawn from real-world recordings cov-
ering direction, rotation, and position. We use
the NoMask non-thinking configuration for a fair
comparison with other audio-language models that
do not employ chain-of-thought reasoning, and
compare against the top-scoring spatial models on
this subset. As shown in Table 4, our model at-
tains 57.65% MCQ accuracy, well ahead of Kimi-
Audio-7B-Instruct (51.76%) and Qwen2.5-Omni-
7B (32.94%). Notably, despite being trained en-
tirely on synthetic spatial audio, our model outper-
forms the strongest publicly available spatial audio
models on real-world recordings, demonstrating
strong generalization.

Mono vs. stereo ablation: To confirm that
our benchmark genuinely requires binaural spatial
hearing rather than being solvable from monaural
content alone, we evaluate the model on mono-
downmixed audio, obtained as (L + R)/2. This
downmix destroys the interaural phase and level
differences (IPD/ILD) that encode direction while
preserving amplitude and spectral content. We re-
strict this ablation to multiple-choice questions to
eliminate response bias from language priors, and
group questions by the spatial cue they primarily
rely on. As shown in Table 5, removing binaural
cues causes a 13.6% absolute drop on binaural-
only (lateral and arc) questions, confirming that
these require true stereo hearing. In contrast, mono
outperforms stereo on distance-based (approach/re-
cede) questions, where amplitude envelope cues are
sufficient and are in fact easier to read in the down-
mix. This pattern is consistent with BAT, which
similarly reports that monaural audio collapses on
directional reasoning while performing comparably
or better on distance tasks. Overall, the benchmark
cannot be solved by mono-channel understanding
alone.

Overall results by question type: Across
the three major question formats, Yes/No,
Multiple-Choice, and Open-Ended, we observe
clear differences in how source separation inter-
acts with the LLM’s reasoning pipeline as seen in
Table 3. For Yes/No questions, GT masking with
thinking significantly improves accuracy. These
questions tend to hinge on detecting a single dom-
inant acoustic cue ("Does the Train whistle move
from the right toward the left?", "Is the crowing
approaching the listener over time?"). Masking
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Table 3: Accuracy ( %). ∆Interaction measures how much more (or less) thinking helps under a method compared
to NoMask: ∆Interaction = (Accmethod

T − Accmethod
N ) − (AccNoMask

T − AccNoMask
N ). Acc is accuracy, T refers to

thinking and N refers to non-thinking

BAT Thinking Non-Thinking ∆ Interaction (pp)
Question Type NoMask AGM GT NoMask AGM GT AGM GT

Yes_No 41.7 72.1 73.8 76.3 72.6 72.8 72.3 +1.5 +4.5
Multiple Choice 0.3 53.1 52.9 52.8 50.4 50.3 50.3 −0.1 −0.2
Open 0.00 41.0 41.4 41.8 41.2 41.0 41.5 +0.6 +0.5
Overall 14.7 54.3 55.0 56.1 54.1 54.0 54.1 +0.8 +1.8

Table 4: Real-world evaluation on the MMAU-Pro spa-
tial audio subset (170 MCQ). All models are evaluated
without chain-of-thought reasoning.

Model MCQ Acc. (%)

Ours (NoMask, Non-Thinking) 57.65
Kimi-Audio-7B-Instruct 51.76
Qwen2.5-Omni-7B 32.94
Random baseline (weighted) 30.6

Table 5: Mono vs. stereo accuracy (%) on multiple-
choice questions, grouped by the primary spatial cue.
Mono audio is the (L+R)/2 downmix.

Question Subset Stereo Mono

Binaural-only (lateral, arc) 51.5 37.9
Distance-based (approach, recede) 54.1 64.9
Mixed 59.0 51.9

isolates the relevant source and removes competing
background audio, making the evidence sharper
and allowing the model to commit to a more con-
fident binary decision. For MCQ questions, AGM
and GT masking perform on par or slightly lower
than NoMask. We believe this could be due to
two reasons: First, many MCQ questions require
reasoning over multiple/all audio events. For ex-
ample, "Which source spans a wider left->right
range? choices: [Church bell, Electric shaver, They
span equally wide, Can’t tell]". Second, by only
performing time-based masking, there is still some
noise left in the audio clip from the irrelevant au-
dio events hindering the LLM reasoning. In the
future, we will work on performing time-frequency
masking. For open-ended questions, we see a slight
increase in accuracy for AGM and GT in thinking
mode. These questions rely on a richer holistic
audio scene (e.g., "Explain where each source ends
and how its final position follows from its path.",
"Do the chainsaw and tick draw closer together,

stay the same distance from each other, or move
apart as the scene progresses? Explain perceptu-
ally.").

Thinking over non-thinking: The ∆ interac-
tion measures how much thinking improves the
performance of AGM or GT relative to NoMask.
In Tables 3, 15, and 11, AGM delivers moderate
gains in ∆Interaction, while GT masking provides
substantial gains, showing that high-quality audio
isolation most effectively supports text-based rea-
soning. Overall, these results demonstrate that
thinking mode reliably outperforms non-thinking
mode, and that its effectiveness is closely tied to
the quality of source separation. Better-isolated
audio allows the LLM’s reasoning steps to operate
on cleaner spatial evidence, resulting in stronger
spatial AQA performance. For NoMask, think-
ing provides only small improvements for Yes/No
and Open-Ended questions, with a slightly larger
gain for Multiple-Choice questions (+2.7%). Im-
portantly, thinking mode is not a universally ben-
eficial add-on: it incurs a notable latency cost of
6.19 seconds on average versus 2.36 seconds for
non-thinking inference (2.6× slower). We there-
fore emphasize that thinking mode is most valuable
when combined with high-quality source separa-
tion; when masking is unavailable, its modest accu-
racy gains may not justify the substantially higher
inference time.

Accuracy by overlap: The Table 6 highlights
that even in thinking mode, filtering relevant audio
sources continues to provide measurable benefits.
For non overlapping audio event cases, GT mask-
ing yields highest gains of +2.9% while AGM pro-
vides moderate yield of +1.4% over NoMask. In
overlapping scenes, performance decreases across
all methods, but the relative ordering of NoMask
< AGM < GT remains the same, indicating that
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Table 6: Accuracy by overlap category (%) for thinking
mode.

Overlap NoMask AGM GT

No overlap 55.0 56.4 57.9
Overlap 53.7 53.7 54.3

Table 7: Accuracy by audio events (%) for thinking
mode.

Audio Events NoMask AGM GT

Complete match 48.4 48.6 49.2
1 Event 64.3 66.2 68.7
2 events 54.1 53.7 53.8

reasoning is still limited by the residual noise left
in the audio by irrelevant overlapped audio events
after time-based masking.

Accuracy by number of relevant audio events:
The Table 7 summarizes performance across scenes
containing a single event, two events, or all events
(Complete match) with thinking mode. The 1
Event condition yields the strongest improvements:
GT+Thinking reaches 68.7% with a +4.4% gain
over NoMask, and AGM also provides meaningful
benefits (66.2%, +1.9%). This indicates that clean
source isolation is crucial for leveraging the think-
ing mode. A similar but weaker trend appears in
the Complete match setting, where both AGM and
GT offer only modest performance gains, suggest-
ing that mixed scenes with multiple active events
are inherently harder to disentangle. Overall, the
reduced gains for Complete match and 2 Events
highlight that multi-source spatial mixtures remain
a key bottleneck for reasoning even when masking
is applied.

Comparison of error categories: Table 8 shows
the categorization of errors in GT-masked thinking
and non-thinking responses. GT masking in think-
ing mode reduces errors consistently across all cat-
egories, with the largest drops occurring in lateral
direction (azimuth) errors (–3.1%), distance/depth
estimation errors (–3.9%), and rationale–answer
mismatches (–5.4%). These improvements sug-
gest that masking meaningfully enhances the preci-
sion of spatial geometry reasoning. Both azimuth
and distance estimation rely heavily on clean di-
rectional cues, which are often blurred by over-
lapping sources in the non-masked audio; isolat-
ing the ground-truth region provides clearer spatial

Error Type Non-
Thinking

Thinking

Lateral Direction 18.5 15.4
Attribute Swapping 15.7 14.4
Source Misidentifica-
tion

14.5 13.3

Distance / Depth 14.2 10.3
Crossing Center 11.7 8.9
Temporal Sequence 7.8 5.5
Rationale–Answer
Mismatch

9.5 4.1

Magnitude Errors 2.9 2.7

Table 8: Error category comparison for GT masking:
Thinking vs Non-Thinking. Values are in %. The lower
error percentage the better.

evidence and directly reduces these errors. The
reduction in rationale–answer mismatches further
indicates that thinking mode, when combined with
masking, produces more stable reasoning and is
less likely to generate rationales that contradict or
diverge from the final answer. This aligns with the
hypothesis that clearer audio inputs lead to more
coherent and consistent reasoning trajectories.

7 Conclusion

In this work, we developed a spatial audio multi-
modal LLM capable of reasoning about dynamic
audio scenes and tracking the movement of sound
sources over time. Our architecture integrates spa-
tial audio encoding, audio–language alignment,
and LLM-based reasoning to support richer spa-
tial understanding than prior static spatial AQA
systems. A key finding is that incorporating
query-relevant source separation meaningfully im-
proves attention and reasoning by isolating the
most informative regions of the audio clip. In fu-
ture, we aim to perform temporal frequency mask-
ing and extend our framework to more complex
real-world environments and multi-source record-
ings, and to explore stronger temporal and motion
priors for spatial reasoning for long audio.

Limitations

Since masking is applied temporally, overlapping
irrelevant events within the same time window are
not completely suppressed, potentially introducing
acoustic interference in densely populated sound-
scapes. Additionally, our model currently supports
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audio clips with a maximum duration of 10 seconds
(320,000 samples at 32 kHz) due to computational
and memory constraints. This temporal limitation
restricts the model’s ability to capture long-term
spatial trajectories and complex multi-event interac-
tions. Our framework currently supports a limited
set of motion patterns. Additionally, in this work
we use simple keyword matching between the ques-
tion and event labels to select which sources to iso-
late, which is reliable here because our QA pairs
are constructed with exact AudioSet event names.
Real-world queries would instead paraphrase or
loosely describe sound events. While our AGM
is trained for open-vocabulary grounding and can
accommodate such free-form descriptions directly,
we leave a full evaluation of this paraphrase-robust
setting to future work. We also aim to extend it to
handle longer audio sequences, incorporate more
complex motion dynamics, and include recorded
spatial audio clips to better capture object move-
ments and spatial relationships in real-world acous-
tic environments.

8 Ethical Considerations

This work involves processing audio clips from a
publicly available dataset, Audioset. The audio-
clips only contain non-speech audio events and
does not contain any sensitive or personal infor-
mation. While intended for assistive applications
such as robotics, navigation aids, and augmented
reality, the same capabilities could in principle sup-
port acoustic surveillance or tracking of individuals.
Our system operates only on non-speech events
and does not perform speaker identification, but
we encourage deployment safeguards in privacy-
sensitive settings.
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A Spatial Audio Generation Parameters

The spatial audio scenes were synthesized using
the pyroomacoustics library (Scheibler et al., 2018)
with the following acoustic parameters: Room di-
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× width × height) with random perturbations of
±0.5 meters per dimension to introduce variabil-
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positioned at the center coordinates [3.5, 1.0, 1.5]
meters with an inter-microphone spacing of 0.18
meters, approximating typical binaural recording
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configurations. Room impulse responses (RIRs)
were computed using the image source method
with a maximum reflection order of 2 and uni-
form wall absorption coefficient of 0.25, simulat-
ing moderately reverberant indoor environments.
Air absorption was enabled to model frequency-
dependent attenuation. All audio was rendered at
a sampling rate of 32 kHz. Each scene contained
3 simultaneous sound sources with durations of
10 seconds. During audio synthesis, we adopt an
adaptive frame-based rendering approach setting
the frame duration to be between 10-50 ms depend-
ing on the source velocity (10 ms for fast motion
>5 m/s, 50 ms for slow motion <1 m / s).

B Human Evaluation and Correlation
with GPT-5-mini as judge

To validate the reliability of our automated LLM-
based evaluation, we conducted a human evaluation
study on open-ended questions. We recruited three
evaluators with graduate-level education in com-
puter science from our organization. Each evalua-
tor was provided with the same evaluation prompt
used for GPT-5-mini (see Appendix I.3) and asked
to assess 50 randomly selected question–answer
pairs across factual accuracy and semantic similar-
ity dimensions. Each QA pair included model re-
sponses from three configurations: NoMask, AGM,
and GT thinking settings. Table 9 presents the
mean evaluation scores from human annotators and
GPT-5-mini across the three model configurations.
Both human and automated evaluators show consis-
tent trends, with the AGM and GT thinking config-
urations achieving higher scores than the NoMask
configuration. The Pearson correlation between
human and GPT-5-mini scores was 0.78 and 0.61
for factual accuracy and semantic similarity, re-
spectively, indicating a strong positive correlation
between human and automated evaluations. These
results suggest that GPT-5-mini can serve as a rea-
sonable proxy for human evaluation, particularly
for assessing factual correctness, though human
judgment remains important for capturing semantic
nuances. The evaluators were graduate-level com-
puter science researchers from our organization
who participated voluntarily as part of their regu-
lar duties and received no additional compensation.
The evaluation task took approximately one hour.
All evaluators were informed that their assessments
would be used to validate the automated evaluation
in this study, and participated with consent. The un-

derlying audio data (AudioSet) is publicly available
under its own terms of use.

C Further Results

C.1 Overall results
The overall results with thinking and rationale
scores is provided in the Table 10.

C.2 Question Type x Audio Events
Question type × audio events extracted: Table
15 shows the performance of models for each ques-
tion type and relevant audio events frequency. For
Yes/No and Open questions, the 1 Event condition
produces the highest accuracies across all masking
methods. Both question types rely on identifying
the salient motion of a single audio event either
via GT masking or partially via AGM, reduces
scene clutter and supports stronger reasoning gains.
This is reflected in the large interaction values for
Yes/No under 1 Event (+7.8 for GT, +2.6 for AGM)
and moderate but positive gains for Open. In con-
trast, the Complete Match condition offers smaller
benefits from masking. MCQ questions often re-
quire 2 or more audio events to be compared across
the spatial attributes. This reduces the necessity for
masking in such scenarios. AGM shows this be-
havior most clearly as it helps in Open and Yes/No
questions for 1 Event, but converges toward or be-
low NoMask for MCQ in 1 Event and 2 Events
conditions.

D Question Type x Overlap

The Table 15 showcases the performance of our
model across question type and overlapping sce-
nario.

E Static-Source Evaluation

Although our framework targets movement reason-
ing, the synthesized scenes contain both dynamic
and static sources. To verify that training on dy-
namic spatial reasoning does not come at the ex-
pense of static-source understanding, we evaluate
on the subset of questions that query exclusively
static events, identified via ground-truth trajectory
metadata (e.g., “Is the cheering sound staying fixed
on the left without lateral movement?”). Table 12
reports accuracy for Yes/No and multiple-choice
questions in both thinking and non-thinking modes.
The model retains strong performance on static
sources, reaching 77.7% on Yes/No questions in
thinking mode, indicating that training for dynamic
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Table 9: Comparison of human and GPT-5-mini mean evaluation scores for open-ended questions across model
configurations

Model Type Human Annotators GPT-5-mini

Factual Acc. Semantic Sim. Factual Acc. Semantic Sim.

NoMask Thinking 2.600 3.193 2.100 2.500
AGM Thinking 2.747 3.280 2.420 2.780
GT Thinking 2.727 3.267 2.460 2.760

Table 10: Overall core metrics. Accuracies are %; Thinking/Rationale are 1–5 scales. GT refers to ground-truth
masking based source separation, NoMask refers to without using source separation, AGM refers to audio grounding
model based source separation.

Thinking Non-Thinking

Metric NoMask AGM GT NoMask AGM GT

Accuracy (%) 54.3 55.0 56.1 54.1 54.0 54.1
Thinking Avg (1-5) 3.507 3.522 3.549 0.0 0.0 0.0
Rationale Avg (1-5) 4.156 4.168 4.179 4.182 4.182 4.180

movement reasoning does not degrade static spatial
understanding.

F Effect of AGM Separation Quality

A natural question is how much downstream SAQA
accuracy depends on the quality of the AGM’s
temporal localization. To quantify this, for each
question we compute the temporal Intersection-
over-Union (IoU) between the AGM-predicted
event window [t̂s, t̂e] and the ground-truth window
[ts, te]:

IoU =
min(t̂e, te)−max(t̂s, ts)

max(t̂e, te)−min(t̂s, ts)
.

An IoU of 1.0 indicates perfect alignment, while
an IoU near 0 means the predicted window barely
overlaps the true event. For multi-event questions
we average the per-event IoU into a single per-
sample score, and exclude open-ended questions
for simplicity. All results in this analysis use AGM
masking with thinking mode.

Table 13 groups samples by IoU quality. Yes/No
accuracy improves monotonically with IoU (+3.9%
from poor to good localization). The average mask
duration explains this trend. When the AGM is
uncertain, it defaults to a wide window (9.23s on
a 10s clip), feeding the model nearly the entire
clip and negating the benefit of separation. As IoU
improves, masks tighten to 5.53s and isolate the
relevant source more precisely. Multiple-choice
accuracy is likewise highest at good IoU (55.6%).

Table 14 views the same effect from the mask-
duration side. Tight masks (3–5s) achieve the best
accuracy on both question types and the highest av-
erage IoU (0.713), with performance degrading as
masks widen. A point-biserial correlation between
IoU and per-sample correctness is positive and sig-
nificant (r = +0.039, p < 0.01, N = 9,407).
Together, these results show that AGM localization
quality has a measurable and consistent impact on
SAQA performance.

G Qualitative Evaluation

Table 16 shows that AGM and GT masking sub-
stantially improve answer correctness across all
question types. This improvement comes not only
from clearer audio input but also from more ac-
curate and grounded reasoning steps. In contrast,
the no-mask conditions frequently exhibit direc-
tion flips, incorrect sweep-span assumptions, and
mistakes in approach–recede interpretation even
when detailed reasoning is provided. These pat-
terns reveal that small ambiguities in audio can
distort the entire reasoning chain, underscoring the
importance of audio source separation. With disen-
tangled audio, the model’s reasoning stabilizes and
aligns with the true spatial cues, demonstrating that
high-quality audio representations are essential for
reliable audio-based reasoning.
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Table 11: Question Type × Audio Events. Accuracies are %; ∆Interaction is defined as (Accmethod
T −Accmethod

N )−
(AccNoMask

T −AccNoMask
N ).

Thinking Non-Thinking ∆ Interaction (pp)

QType Audio Events NoMask AGM GT NoMask AGM GT AGM GT

Multiple Choice Complete Match 53.2 53.0 53.9 50.6 50.0 51.0 +0.4 +0.3
Multiple Choice 1 Event 57.0 56.3 52.7 52.7 54.2 50.2 −2.2 −1.8
Multiple Choice 2 Events 51.1 50.9 47.7 48.7 50.0 47.0 −1.5 −1.7
Open Complete Match 35.6 36.1 36.2 36.1 35.5 36.3 +1.1 +0.4
Open 1 Event 52.8 53.2 54.2 52.3 52.3 52.7 +0.4 +1.0
Open 2 Events 43.1 43.0 43.6 43.3 43.7 43.2 −0.5 +0.6
Yes No Complete Match 72.7 73.2 74.2 72.4 72.4 72.8 +0.5 +1.1
Yes No 1 Event 70.9 73.8 77.5 72.5 72.8 71.3 +2.6 +7.8
Yes No 2 Events 75.8 74.8 76.2 73.4 73.6 75.3 −1.2 −1.5

Table 12: Accuracy on questions querying exclusively
static sources, for Yes/No and multiple-choice formats.

Mode Y/N Acc. (%) MCQ Acc. (%)

Thinking 77.7 49.0
Non-Thinking 60.0 45.1

Table 13: Effect of AGM temporal localization quality
(IoU bins) on accuracy. Avg. AGM Dur. is the average
predicted mask duration on a 10s clip.

IoU Bin Y/N Acc. MC Acc. Avg. AGM Dur.

Poor (< 0.4) 72.1% 54.1% 9.23s
Moderate (0.4–0.6) 74.0% 53.4% 8.15s
Good (> 0.6) 76.0% 55.6% 5.53s

Table 14: Effect of AGM mask duration on accuracy
and average IoU.

Mask Duration Y/N Acc. MC Acc. Avg. IoU

Tight (3–5s) 76.9% 55.8% 0.713
Moderate (5–7s) 74.8% 55.8% 0.659
Wide (7–9s) 75.9% 53.0% 0.524
Near-full-clip (9–10s) 72.6% 53.7% 0.390
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Table 15: Question Type × Overlap. Accuracies are %;

Thinking Non-Thinking ∆ Interaction (pp)

QType Overlap NoMask AGM GT NoMask AGM GT AGM GT

Yes No No Overlap 72.2 74.4 78.3 72.6 73.0 72.2 +1.8 +6.5
Yes No Overlap 72.0 73.2 74.4 72.6 72.6 72.4 +1.2 +2.6
Multiple Choice No Overlap 53.2 55.3 54.2 49.2 47.6 48.4 +3.7 +1.8
Multiple Choice Overlap 53.0 50.5 51.4 51.6 53.0 52.2 −3.9 −2.2
Open No Overlap 42.5 43.0 43.8 41.8 41.2 41.9 +1.1 +1.2
Open Overlap 39.6 39.8 39.8 40.6 40.8 41.0 +0.0 −0.2
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H Prompt for Spatial Audio QA Pair Generation (with Thinking Steps)

The following is the full prompt used to generate spatial audio question–answer pairs with perceptual
thinking steps.

You are an expert in spatial audio reasoning and question generation. Your task is
to create high -quality QA pairs that evaluate a multimodal LLM ’s understanding
of spatial audio scenes.

### Inputs:
- FrameTrends: A dictionary where each key is an event name and each value contains:

- azimuth: {direction , span_category , crosses_center , start_side , end_side ,
is_arc}

- distance: {trend_profile , variation_category}
- temporal: {start_time , end_time , duration} if available
- summary_text: A natural -language summary combining lateral , radial , and

temporal info
- Note: direction may include ’arc left ->right ’ or ’arc right ->left ’ for curved

trajectories

This FrameTrends object is derived from all available scene data ,
so treat it as the authoritative source for reasoning.

### Objectives:
Create diverse QA pairs that require reasoning about:
- Lateral trajectories (left ->right , right ->left , static)
- Arc trajectories (curved motion around the listener with constant radius)
- Radial changes (approach , recede , approach ->recede)
- Relative motion between events (opposite directions , convergence/divergence)
- Sequencing and choreography (order , endpoints , overlap vs non -overlap if available

)
- Comparative diagnostics (which spans wider azimuth? which ends farther ?)
- Natural perceptual implications (e.g., "Which sound feels most noticeable near the

middle ?")

### Constraints:
- DO NOT ask for timestamps or exact numeric values.
- Use only qualitative info from FrameTrends (direction , span_category ,

trend_profile , overlaps).
- Use listener -centric , natural language: "left", "right", "middle", "closer", "

farther ".
- Avoid technical jargon like "binaural salience "; use intuitive terms like
"noticeable" or "prominent ".
- Everything occurs within -90 degree to +90 degree in front of the listener ,
so do not repeat "front stage" unnecessarily.
- Center crossing is optional; only mention if relevant.
- Avoid speculation beyond provided data; if ambiguous ,
use cautious phrasing (" appears to", "likely ") only when supported.
- ** Thinking steps and rationale must sound like perceptual reasoning , not metadata

citation .**
- Do NOT mention FrameData , MetaInfo , or structured sources.
- Use natural language based on the scene description and qualitative trends
(e.g., "moves left to right and gets closer ").
- Avoid phrases like "according to data", "based on FrameTrends ." or "described

as"
- Write as if you are analyzing the raw audio features present in the embedding.

### Output Format:
Return an array of QA objects in JSON:
{

"id": "<unique_id >",
"question ": "<string >",
"type": "yes_no | multiple_choice | open",
"choices ": [optional for multiple_choice],
"answer ": "<string >",
"thinking ": "<think >\nStep 1: [Describe step]\ nSolution:
[Provide scene -specific reasoning for this step]\n[Optional Step 2: ...]\

nSolution: [...]\n[Optional Step 3: ...]
\nSolution: [...]\ nFinal reasoning: [Summarize why the answer is correct ]\n</

think >",
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"rationale ": "<one -sentence perceptual reasoning >",
"tags": [" lateral", "radial", "relative_motion", "sequencing", "comparative",

...],
}

### Dynamic Thinking Steps Rules:
- For simple questions (single attribute , , one event , yes/no):

- Use 1 step + solution +Final reasoning.
- For moderate questions (two attributes OR involves more than one event OR simple

comparison):
- Use 2 steps + solutions + Final reasoning.

- For complex questions
(comparative , multi -hop , choreography , relative motion , temporal reasoning):

- Use 3 steps + solutions + Final reasoning.
- Always include Final reasoning summarizing why the answer is correct.
- Steps must be short , perceptual , and qualitative and followed by reasoning

solution for that step
(e.g., "Check if the sound moves laterally ").
- Do NOT include numeric values or cite structured data.

### Example Thinking Sections:
** Simple Yes/No Question **
<think >
Step 1: Check if the smoke detector moves laterally.
Solution: The smoke detector stays fixed on the right without sweeping.
Final reasoning: It remains on the right , so it is static in azimuth.
</think >

** Moderate Question (two events)**
<think >
Step 1: Compare lateral spans.
Solution: The train sweeps widely; the detector stays fixed.
Step 2: Compare radial behavior.
Solution: The train approaches then recedes; the detector remains steady.
Final reasoning: The train is dynamic both laterally and radially ,
while the detector is static.
</think >

** Complex Question **
<think >
Step 1: Identify lateral behavior of both sources.
Solution: The smoke detector is static on the right; the train moves right ->left

across the center.
Step 2: Identify radial behavior of both sources.
Solution: The smoke detector maintains a steady distance; the train approaches then

recedes.
Step 3: Contrast them to explain differences.
Solution: One is stationary and steady; the other sweeps widely and varies strongly

in distance.
Final reasoning: The train is dynamic both laterally and radially , while the

detector is static.
</think >

### Required Mix:
- At least 5 Yes/No questions (fundamentals)
- At least 3 Multiple Choice questions (comparatives/diagnostics)
- At least 6 Open -ended questions (expanded reasoning),
including at least 3 focused on RELATIVE MOTION between events
- At least 4 questions must involve radial reasoning (approach/recede)
- At least 2 questions should summarize overall choreography or sequencing
- At least 2 questions should compare lateral and radial trends together
- If temporal info exists , include at least 2 questions about order or overlap

### Open -Ended Reasoning Templates (adapt naturally):
1) ** Qualitative Trend Summary **

- "Summarize how [Event] changes in distance while moving laterally ."
2) ** Relative Motion Contrast **

- "Compare the movement of [Event A] and [Event B] in both direction and distance
."

3) ** Stage Choreography **
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- "Narrate the overall motion: where each source starts , how it moves , and where
it finishes ."

4) ** Convergence/Divergence **
- "Do [Event A] and [Event B] move toward the same region or away from each other

? Explain ."
5) ** Endpoint Reasoning **

- "Explain where each source ends and how its final position follows from its
path."

6) ** Prominence Near Middle **
- "Which source feels most noticeable near the middle and why?"

7) ** Comparative Span**
- "Which source spans a wider left ->right range , and how does that affect the

scene ’s balance ?"
8) ** Temporal Order or Overlap **

- "Which event starts first?" or "Do [Event A] and [Event B] overlap in time?"
9) **Path Characteristics **

- "Describe the path that [Event] takes as it moves.
How does its distance change relate to its lateral movement ?"

10) ** Motion Pattern Comparison **
- "Compare how [Event A] and [Event B] move through space.
What makes their paths different ?"

### Procedure (internal; do not output steps):
1) Use FrameTrends.summary_text and structured fields for reasoning.
2) Decide question complexity and adjust number of thinking steps dynamically:

- If question involves >1 event -> at least moderate (minimum 2 steps).
3) For each step , provide both the step description and the solution
for that step based on the scene.
4) Generate <think > section first , then answer , then rationale.
5) Ensure coverage of lateral , radial , relative motion , sequencing , and comparative

reasoning.
6) Validate for internal consistency; if ambiguity exists , use cautious wording.

I Evaluation of QA pairs

I.1 Prompt for Evaluating Thinking Steps

"You are evaluating the reasoning process (thinking) for a spatial audio
question.

Question: {question}
Ground Truth Answer: {ground_truth_answer}

Ground Truth Thinking:
{ground_truth_thinking}

Predicted Thinking:
{predicted_thinking}

Evaluate the predicted thinking on four dimensions:

1. ** Logical Coherence ** (0-5):
Does the reasoning flow logically from step to step?

- 5: Perfect logical flow , each step follows naturally
- 4: Mostly coherent with minor logical gaps
- 3: Generally logical but some unclear connections
- 2: Multiple logical gaps or unclear reasoning
- 1: Poor logical structure
- 0: Incoherent or contradictory reasoning

2. **Step Completeness ** (0-5):
Are all necessary reasoning steps present?

- 5: All necessary steps present and well -developed
- 4: Most steps present , minor omissions
- 3: Key steps present but some missing
- 2: Several important steps missing
- 1: Many critical steps missing
- 0: Minimal or no reasoning steps
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3. ** Factual Accuracy ** (0-5):
Are the spatial facts and observations correct?

- 5: All spatial facts correct (directions , distances , movements)
- 4: Minor factual errors that don ’t affect conclusion
- 3: Some factual errors but core understanding present
- 2: Multiple factual errors affecting reasoning
- 1: Major factual errors throughout
- 0: Completely incorrect facts

4. ** Alignment with Ground Truth** (0-5):
How similar is the reasoning approach to the ground truth?

- 5: Nearly identical reasoning approach and steps
- 4: Very similar approach with minor differences
- 3: Similar overall approach but different execution
- 2: Different approach but reaches similar conclusions
- 1: Significantly different approach
- 0: Completely different reasoning

Also identify any specific errors in the thinking process. Categorize each error as:
- ** Spatial reasoning errors **: lateral_direction , distance_depth , crossing_center ,
temporal_sequence
- ** Logical errors **: missing_steps , incorrect_flow , contradictions ,

incomplete_analysis
- ** Factual errors **: source_misidentification , attribute_swapping , magnitude_errors
- ** Consistency errors **: thinking_answer_mismatch , internal_contradictions

For each error , specify severity: minor , moderate , or major.

Provide your evaluation in this exact JSON format:
{{

"logical_coherence ": <score 0-5>,
"step_completeness ": <score 0-5>,
"factual_accuracy ": <score 0-5>,
"alignment_with_ground_truth ": <score 0-5>,
"explanation ": "<brief explanation of scores >",
"errors ": [

{{" type": "<error_type >", "category ": "<category >", "severity ": "<severity
>",

"description ": "<description >"}},
...

]
}}"

I.2 Prompt for Evaluating Rationale

"You are evaluating the rationale (brief explanation) for a spatial audio answer.

Question: {question}
Ground Truth Answer: {ground_truth_answer}
Predicted Answer: {predicted_answer}

Ground Truth Rationale:
{ground_truth_rationale}

Predicted Rationale:
{predicted_rationale}

Evaluate the predicted rationale on three dimensions:

1. ** Conciseness ** (0-5): Is the rationale appropriately brief yet complete?
- 5: Perfect balance of brevity and completeness
- 4: Mostly concise with minor verbosity or slight incompleteness
- 3: Acceptable length but could be more concise or complete
- 2: Too verbose or too brief , missing key points
- 1: Significantly too long or too short
- 0: Extremely verbose or minimal content

2. ** Accuracy ** (0-5): Does it correctly summarize the spatial relationships?
- 5: All spatial facts correct and well -summarized
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- 4: Minor inaccuracies that don ’t affect understanding
- 3: Some inaccuracies but core message correct
- 2: Multiple inaccuracies affecting the summary
- 1: Major inaccuracies throughout
- 0: Completely incorrect summary

3. ** Clarity ** (0-5): Is it easy to understand?
- 5: Crystal clear and easy to understand
- 4: Clear with minor ambiguities
- 3: Generally clear but some confusing parts
- 2: Somewhat unclear or confusing
- 1: Very unclear or hard to follow
- 0: Incomprehensible

Also identify any specific errors in the rationale. Categorize each error as:
- ** Spatial reasoning errors **: lateral_direction , distance_depth , crossing_center ,
temporal_sequence
- ** Factual errors **: source_misidentification , attribute_swapping , magnitude_errors
- ** Consistency errors **: rationale_answer_mismatch , contradictions

For each error , specify severity: minor , moderate , or major.

Provide your evaluation in this exact JSON format:
{{

"conciseness ": <score 0-5>,
"accuracy ": <score 0-5>,
"clarity ": <score 0-5>,
"explanation ": "<brief explanation of scores >",
"errors ": [

{{" type": "<error_type >", "category ": "<category >", "severity ": "<severity
>",

"description ": "<description >"}},
...

]
}}"

I.3 Evaluation of Open ended answers

"You are evaluating a spatial audio reasoning answer.
Compare the predicted answer against the ground truth.

Question: {question}

Ground Truth Answer: {ground_truth}

Predicted Answer: {predicted}

Evaluate the predicted answer on two dimensions:

1. ** Factual Accuracy ** (0-5): Are the spatial facts correct (directions , distances ,
movements ,

source identifications)?
- 5: All facts are correct
- 4: Minor factual errors that don ’t change the main conclusion
- 3: Some factual errors but core understanding is present
- 2: Multiple factual errors affecting the conclusion
- 1: Major factual errors throughout
- 0: Completely incorrect facts

2. ** Semantic Similarity ** (0-5): How well does the predicted answer capture the
meaning and

completeness of the ground truth?
- 5: Captures all key points with equivalent meaning
- 4: Captures most key points with minor omissions
- 3: Captures main idea but misses some important details
- 2: Partially captures the idea with significant gaps
- 1: Minimal semantic overlap
- 0: Completely different meaning
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Provide your evaluation in this exact JSON format:
{{

"factual_accuracy ": <score 0-5>,
"semantic_similarity ": <score 0-5>,
"explanation ": "<brief explanation of scores >"

}}"

Table 16: Selected samples to illustrate model reasoning and responses across masking regimes

Question Model Responses

Which sound spans a
wider left–right range?
Choices : [Whimper (dog),
Tick-tock, They span the
same range]

Ground truth answer: Whimper (dog)

NoMask without thinking mode
Thinking:
Answer: Tick-tock
Rationale: Tick-tock is described as a wide sweep while the
dog’s movement is moderate, so Tick-tock spans more left–right
range.

NoMask with thinking mode
Thinking: Step 1: Compare the span categories of both sounds.
Solution: Both the whimper and tick-tock are described with a
wide lateral span. Step 2: Decide which is wider based on those
descriptions. Solution: Since both are labeled wide, they span
the same wide left–right range. Final reasoning: Both sources
have wide sweeps, so neither spans a wider left–right range than
the other.
Answer: They span the same range
Rationale: Both the whimper and tick-tock are described as
having wide lateral spans, so they cover the same wide left–right
range.

AGM with thinking
Thinking: Step 1: Compare the azimuth span of the two sounds.
Solution: The whimper has a wide left->right sweep crossing
the center, while the tick-tock is static on the right. Step 2:
Decide which is wider. Solution: The whimper clearly spans a
wider left–right range than the static tick-tock. Final reasoning:
The whimper’s wide sweep contrasts with the tick-tock’s fixed
position, so the whimper spans more azimuth.
Answer: Whimper (dog)
Rationale: The whimper performs a wide left->right sweep,
whereas the tick-tock remains fixed on the right, so the whimper
spans more azimuth.

GT with thinking
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Question Model Responses (continued)

Thinking: Step 1: Compare the lateral span of the two sounds.
Solution: The whimper has a wide sweep across the scene,
while the tick-tock is static on the right. Step 2: Conclude
which spans more left–right range. Solution: The whimper
clearly spans a wider range than the static tick-tock. Final
reasoning: Because the whimper sweeps widely from left to
right while the tick-tock stays fixed on the right, the whimper
spans the wider range.
Answer: Whimper (dog)
Rationale: The whimper performs a wide left->right sweep
whereas the tick-tock remains static on the right, so the whimper
spans more azimuth.

Does the wind chime sweep
all the way across the
center to the left side?
(Yes/No)

Ground truth answer: no

NoMask without thinking mode

Thinking:
Answer: Yes
Rationale: The wind chime follows an arc that crosses the
center and ends on the left side.

NoMask with thinking mode
Thinking: Step 1: Check the wind chime’s lateral path. Solu-
tion: The wind chime moves from the right toward the left and
is described as crossing the center. Final reasoning: Because
it travels right->left and crosses the center, it goes all the way
across to the left side.
Answer: yes
Rationale: The wind chime moves from right to left and crosses
the center, so it reaches the left side.

AGM with thinking mode
Thinking: Step 1: Check the lateral span of the wind chime.
Solution: The wind chime moves from right to left and is de-
scribed as a narrow sweep that does not cross center. Final
reasoning: Because its sweep is narrow and does not cross the
center, it does not reach the left side and thus does not sweep
across the middle to the left.
Answer: no
Rationale: The wind chime has a narrow right->left motion
that stays on the right and does not cross center.

gt_thinking
Thinking: Step 1: Check the wind chime’s lateral sweep and
whether it crosses center. Solution: The wind chime moves
from right to left but is described as a narrow sweep that stays
on the right and does not cross center. Final reasoning: Because
its sweep is narrow and it remains on the right side, it does not
cross the center to reach the left.
Answer: No
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Question Model Responses (continued)

Rationale: The wind chime’s narrow right->left sweep remains
on the right and does not cross the center.

Which source both moves
right->left and shows a re-
ceding distance? choices:
[ Power tool, Coin (drop-
ping), Bicycle bell, Both
Power tool and Coin (drop-
ping)

Ground truth answer: Power tool

NoMask without thinking mode

Thinking:
Answer: Both Power tool and Coin (dropping)
Rationale: Both the power tool and the coin move right->left
and are described as receding, unlike the bicycle which ap-
proaches.

NoMask with thinking mode
Thinking: Step 1: Check lateral directions for each source.
Solution: Power tool and Coin both move right->left; Bicycle
bell moves left->right. Step 2: Check radial trends for each
source. Solution: Power tool recedes, Coin recedes, Bicycle
bell approaches. Step 3: Combine lateral and radial. Solution:
Both Power tool and Coin move right->left and recede, so they
match the description. Final reasoning: Since both Power tool
and Coin move right->left and are receding, they are the correct
pair.
Answer: Both Power tool and Coin (dropping)
Rationale: Both the Power tool and Coin travel right->left and
are described as receding, so they fit the condition.

AGM with thinking mode
Thinking: Step 1: Check lateral direction for each source.
Solution: Both Power tool and Coin move right->left. Step 2:
Check radial trends for each source. Solution: Power tool is
receding; Coin is approaching. Final reasoning: Only the Power
tool both moves right->left and recedes.
Answer: Power tool
Rationale: The Power tool moves right->left and recedes, while
the Coin moves right->left but approaches.

GT with thinking mode
Thinking: Step 1: Check lateral directions for both candidates.
Solution: Both the Power tool and the Coin move right->left.
Step 2: Check radial trends for both candidates. Solution: The
Power tool recedes while the Coin approaches. Final reasoning:
Only the Power tool matches both right->left lateral motion and
receding distance.
Answer: Power tool
Rationale: The Power tool is the only source that combines a
right->left sweep with a receding distance trend.
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Question Model Responses (continued)

Summarize how Oink
changes in distance while
it moves from left to right.
(Open ended)

Ground truth answer: Oink moves left to right while ap-
proaching the listener.

NoMask without thinking mode

Thinking:
Answer: Oink moves from left to right while first approaching
the listener and then receding, so it feels closer as it nears the
center and then moves away toward the right.
Rationale: Oink’s left->right path includes an approach then
a recede, so it feels closer near the center and then farther as it
continues right.

NoMask with thinking mode
Thinking: Step 1: Identify Oink’s lateral motion. Solution:
Oink moves left->right in a wide sweep that crosses the center.
Step 2: Describe its radial trend during that sweep. Solution:
Its distance follows an approach->recede pattern, so it gets
closer as it nears the center and then moves away. Final rea-
soning: The combination of a wide left->right sweep and an
approach->recede distance profile means Oink comes in toward
the listener near the middle and then recedes toward the right.
Answer: Oink moves from left to right while first approaching
the listener and then receding, producing a strong sense of
coming closer near the middle before moving away.
Rationale: Oink’s left->right sweep is paired with an approach-
>recede distance profile, so it draws nearer near the center and
then moves away.

AGM with thinking mode
Thinking: Step 1: Describe Oink’s lateral motion. Solution:
Oink travels left->right across a wide arc and crosses the center.
Step 2: Describe Oink’s radial trend during that lateral motion.
Solution: Its distance profile is an approach with large variation,
so it gets closer as it moves. Final reasoning: Combining the
wide left->right sweep with a clear approach trend explains how
Oink moves closer while sweeping across the scene.
Answer: Oink moves from left to right while approaching the
listener; its distance decreases as it sweeps across, producing a
clear approach during the left->right motion.
Rationale: Oink performs a wide left->right sweep while ap-
proaching, so it becomes closer as it moves across the listener.

GT with thinking
Thinking: Step 1: Identify Oink’s lateral movement. Solution:
Oink moves left->right with a moderate sweep and crosses
the center. Step 2: Identify Oink’s radial trend while moving.
Solution: Oink follows an approach trend, meaning it becomes
closer over its path. Final reasoning: Together, Oink sweeps
across the listener and approaches, so it grows closer as it travels
from left to right.
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Question Model Responses (continued)

Answer: Oink moves from left to right and steadily approaches
the listener, becoming noticeably closer as it travels across the
scene.
Rationale: Oink’s left->right sweep combined with an ap-
proaching distance profile means it becomes closer as it moves
across the listener.

Do Humming and Purr
move in the same lateral di-
rection? (Yes/No)

Ground truth answer: yes

NoMask without thinking mode
Thinking:
Answer: no
Rationale: Humming goes left->right while Purr goes right-
>left, so their lateral directions differ.

NoMask with thinking mode
Thinking: Step 1: Compare the lateral directions of both
sounds. Solution: Humming moves left->right while Purr
moves right->left, so they move in opposite directions. Final
reasoning: Their lateral directions are opposite, not the same.
Answer: No
Rationale: Humming goes left->right while Purr goes right-
>left, so they move oppositely.

AGM with thinking mode
Thinking: Step 1: Compare the lateral directions of both
sounds. Solution: Both Humming and Purr are described as
moving left->right across the scene. Final reasoning: Since both
are moving left->right, they share the same lateral direction.
Answer: yes
Rationale: Both Humming and Purr sweep from left to right,
so their lateral directions match.

GT with thinking mode
Thinking: Step 1: Compare the lateral directions of Humming
and Purr. Solution: Both are described as moving right->left.
Final reasoning: Since both travel from right to left, they share
the same lateral direction.
Answer: yes
Rationale: Both Humming and Purr sweep right->left, so their
lateral directions are the same.
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